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Preface 
 

This volume contains 29 peer-reviewed papers accepted for presentation at the 13th ACM 
International Conference on Hybrid Systems Computation and Control (HSCC 2010) held in 
Stockholm, April 12-16, 2010.  HSCC 2010 received 102 submissions. All the submitted papers 
were reviewed by at least three PC members with support from external reviewers. In total, 329 
reviews were written for the submissions and 29 papers were accepted after a two-week on-line PC 
meeting. This yields an accept rate of approximately 28%. In addition, a Work-in-Progress session 
for short papers was organized. The accepted Work-in-Progress papers are not included in the 
published proceedings. 

The annual conference on hybrid systems focuses on research in embedded, reactive systems 
involving the interplay between discrete switching and continuous dynamics. HSCC is a forum for 
academic and industrial researchers and practitioners to exchange information on the latest 
advancements, both practical and theoretical, in the design, analysis, control, optimization, and 
implementation of hybrid systems. Previous editions of HSCC were held in Berkeley (1998), 
Nijmegen (1999), Pittsburgh (2000), Rome (2001), Palo Alto (2002), Prague (2003), Philadelphia 
(2004), Zurich (2005), Santa Barbara (2006), Pisa (2007), St. Louis (2008) and San Francisco 
(2009). 

HSCC 2010 was part of the 3rd Cyber-Physical Systems Week (CPSWeek), which is the collocated 
cluster of five conferences and workshops: HSCC, ICCPS (International Conference on Cyber-
Physical Systems), IPSN (International Conference on Information Processing in Sensor Networks), 
LCTES (Conference on Languages, Compilers, and Tools for Embedded Systems), and RTAS 
(Real-Time and Embedded Technology and Application Symposium). Through CPSWeek, the five 
conferences had joint plenary speakers, poster and demo sessions, workshops and tutorials as well 
as joint social events. 

We would like to thank the authors of the submitted papers, the Program Committee members, the 
additional reviewers, and the HSCC Steering Committee members for their help in composing a 
strong program. We would also like to thank ACM SIGBED for being the sponsor of HSCC. We are 
grateful for the financial support to CPSWeek from the Royal Institute of Technology, the FP7 
Cooperation Work Programme of the European Commission through ArtistDesign, and the National 
Science Foundation of the USA. Finally, we thank EasyChair for hosting the management service 
for paper submissions and reviewing. 

 
 Karl Henrik Johansson 

Program Co-Chair 
KTH, Stockholm 

Wang Yi 
Program Co-Chair 
Uppsala University 
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ABSTRACT

We consider a network of hybrid automata that observe and
control a plant whose state space is determined by a finite
set of continuous variables. We assume that at any instant,
these variables are evolving at (possibly different) constant
rates. Each automaton in the network controls—i.e. can
switch the rates of—a designated subset of the continuous
variables without having to reset their values. These mode
changes are determined by the current values of a designated
subset of the variables that the automaton can observe. We
require the variables controlled—in terms of effecting mode
changes—by different hybrid automata to be disjoint. How-
ever, the same variable may be observed by more than one
automaton.

We study the discrete time behavior of such networks of
hybrid automata. We show that the set of global control
state sequences displayed by the network is regular. More
importantly, we show that one can effectively and succinctly
represent this regular language as a product of local finite
state automata.

Categories and Subject Descriptors

F.4.0 [Theory of Computation]: Mathematical Logic and
Formal Languages—General

General Terms

Theory, Verification

Keywords

distributed hybrid automata, discrete time approximation
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1. INTRODUCTION

We study the discrete time behavior of a network of hybrid
automata. The network models the behavior of a set of
controllers that interact with a plant in a distributed fashion.
We associate a finite set of continuous variables X with the
plant. Each controller can observe a subset of X . Based
on these observations, it can actuate—i.e. effect changes to
the rates of—a subset of X . An important feature is that
the mode changes to the continuous variables are effected
without requiring the current values of these variables to be
reset to a pre-determined range of values. We show that the
discrete time behavior of such a network of hybrid automata
can be effectively and succinctly represented as a network of
finite state automata.

In the present study, there is no explicit communication
between the hybrid automata. However, there will be infor-
mation flow between them due to the state space of the plant
acting as a shared memory. Specifically, the automaton A
will use the values of ObsA, the variables it can observe, to
guard the transitions affecting mode changes to CtlA, the
variables it controls. For a different automaton A′ in the
network, ObsA′ may intersect with CtlA. This will result
in coordination between the behaviors of the two automata.
To ensure that at every instant, a variable has a well-defined
rate governing its evolution, we require that the variables
controlled by the automata are pairwise disjoint. In gen-
eral, ObsA will be different from CtlA. This is so since a
controller may be able to sense (actuate) a variable without
being able to actuate (sense) it.

Figure 1 displays an example of a plant with three con-
trollers. An arc from the plant to controller i labelled with
x indicates that i can observe the value of x. Thus, the set
of variables that controller 2 observes is {x1, x3}. An arc
from the controller i labelled with an x to the plant signifies
that x is controlled by i.

Though we do not handle it here, there is a case to be
made for letting the automata communicate with each other
externally. In practice they will share a communication plat-
form and exchange the values of the private variables they
use to compute the control functions that are being realized.
This external computational activity of the controllers and
the plant dynamics they control will strongly influence each
other. However, as we point out in the concluding section,
this is a topic worth an independent study. Hence, we shall
focus here on studying just the plant behavior determined
by the network of controllers.

We assume that at any instant, each variable is evolving
at a constant rate and that the guards associated with the
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Figure 1: A plant interacting with three controllers

transitions of the hybrid automata are rectangular. Both
these restrictions are standard, well-motivated and exten-
sively studied [13, 15, 12, 14]. However, even with these
restrictions, the continuous time behavior of a hybrid au-
tomaton will often be intractable [4, 15]. One usually im-
poses two very different types of additional restrictions to
ensure tractability. One type of restriction is to require that
the values of the continuous variables be reset to fall within
a pre-determined range of values whenever there is a mode
change affecting the rate of this variable [3]. Clearly, in the
setting where the hybrid automaton models the interactions
between a digital controller and a continuous plant, this re-
striction is untenable. Hence we follow here the second type
of restriction, namely, that the controllers interact with the
plant only at discrete time points. This is a natural restric-
tion since the controllers—almost always realized as digital
devices—will sense and actuate only at discrete time points
determined by their internal clocks.

In the presence of the discrete time assumption, one will
not require the resetting assumption. This was established
in [13] and later extended to much richer settings [1, 2]. The
basic result in this setting is that the discrete time behav-
ior of the plant-controller combine is a regular language and
one can effectively compute a finite state automaton repre-
senting this language. As a result, a variety of verification
and controller synthesis problems can be studied and solved
using classical methods.

In fact, one can exploit the techniques developed in [1, 2]
to show that in the present setting too, the discrete time
behavior of the network of hybrid automata is a regular lan-
guage and that this language can be effectively represented
as a finite state automaton. However, the size of this au-
tomaton will be exponential in the number of variables and
in the number of controllers. Hence this automaton can be
prohibitively large.

Our main result is that one can instead represent this
language succinctly as a network of finite state automata.
The overall size of this representation will be linear in the
number of variables and in the number of controllers but
exponential in the number of variables that a controller can

observe and control. We however expect this latter number
to be small relative to the total number of variables. Nat-
urally, to analyze this representation as a network of finite
state automata, one will have to deal with the state explo-
sion problem. However, a variety of techniques have been
developed by the formal verification community including
symbolic representation methods [6] and partial order veri-
fication methods [11] to cope with the state explosion prob-
lem. These can be readily deployed to analyze our succinct
representation of the discrete time behavior of the network
of hybrid automata.

In terms of related work, the control systems community
has studied in a variety of settings a continuous plant being
controlled by a network of discrete controllers (see for in-
stance [9]). An informative survey of research on networked
control systems for instance is provided in [16]. The main
objective in this line of research is to minimize the impact
of distribution and communication on the control task being
implemented; not on computing a finite state representation
of the overall discrete time behavior of the combined system.

Decentralized control has also been extensively studied in
the setting of discrete event systems with [17] being a rep-
resentative study. However, the plant model and the con-
trollers are all assumed to be finite state machines and thus
involve no continuous dynamics.

In the next section we introduce the hybrid automata net-
work model and in section 3 define its discrete time seman-
tics in terms of a transition system. In section 4 we establish
our main results. We do so in a restricted setting to avoid
notational clutter from obscuring the key ideas. In section 5
we then sketch how these restrictions can be relaxed and our
results can be extended in various ways. In the concluding
section we summarize and briefly discuss the prospects for
future research.

2. A CLASS OF DISTRIBUTED HYBRID

AUTOMATA

We associate n continuous variables X = {x1, x2, . . . , xn}
as well as a set of locations (names) P = {p1, p2, . . . , pm}
with the plant. We let p, q range over P . We will assign
one controller—modeled as a hybrid automaton Ap—to each
location p.

Each automaton Ap can observe a subset of X denoted
Obsp and control a subset of X denoted Ctlp. By “control”
we mean that at suitable times, it can effect mode changes
to the variables in Ctlp. We require Ctlp ∩ Ctlq = ∅ if
p 6= q and

S
p
Ctlp = X . To highlight the main ideas and

lighten the notation, we will first formulate our model with
the restriction |Ctlp| = 1 for every p. In other words, each
automaton will control exactly one continuous variable and
we let xp denote the variable controlled by the automaton
Ap.

R is the set of real numbers and Q is the set of rational
numbers. We fix rationals Bmin , Bmax with Bmin < Bmax

and assume that the feasible values which the variables can
attain lie within the interval [Bmin , Bmax ]. By convention,
the plant will get stuck whenever the value of some con-
tinuous variable goes outside this interval. For convenience
we have assumed uniform lower and upper bounds for the
values of the variables.

For X ⊆ X , a rectangular X-guard is a conjunction of in-
equalities of the form c ≤ x ≤ c′ where c, c′ are rationals in

2



[Bmin , Bmax ] and x ∈ X. Let Grd(X) denote the collection
of guards over X. By an X-valuation, we shall mean a map-
ping from X to R. The notion of an X-valuation satisfying
an X-guard is defined in the obvious way.

A Distributed Hybrid Automaton (“dha” for short) is a
P-indexed family of hybrid automata {Ap}p∈P , where each
Ap = (Sp, sin

p ,Obsp, xp,−→p, Initp, ρp) is as follows:

• Sp is a finite set of control states.

• sin
p ∈ Sp is the initial control state.

• Obsp ⊆ X is the set of variables observed by p and xp

is the variable controlled by p. For convenience, we set
Varp = Obsp ∪ {xp}.

• −→p ⊆ Sp ×Grd(Obsp)× Sp is the transition relation
such that if (sp, ϕ, s′p) ∈−→p then sp 6= s′p.

• Initp will assign an interval [dx
min , dx

max ] of initial values
to each variable being observed or controlled by p. We
require both dx

min and dx
max to be rational numbers such

that Bmin ≤ dx
min ≤ dx

max ≤ Bmax . We further require
that if x ∈ Varp ∩ Var q then Initp(x) = Initq(x).

• ρp : Sp → Q where ρp(s) is the rate of evolution of xp

when Ap resides in the control state s.

Figure 2 displays a dha consisting of three automata Ap1
,

Ap2
, Ap3

following the usual graphical notations. To reduce
clutter, we have not shown all the guards.

Ap1
Ap2

Obsp1
={x1,x2}, Ctlp1

=x1 Obsp2
={x1,x3}, Ctlp2

=x2

Ap3

Obsp3
={x3}, Ctlp3

=x3

Figure 2: A dha

We shall study the discrete time behavior of this model
and accordingly fix a unit of time at a suitable level of gran-
ularity. At time t0 = 0, each Ap will be in its initial control
state and each variable x will have its initial value lying in
the interval [dx

min , dx
max ]. Each variable xp ∈ X will start

evolving at rate ρp(s
in
p ).

Suppose at time tk the automaton Ap is in the control
state sp and the valuation Vk specifies the current value of
each variable and each xp is evolving at rate ρp(sp). Then
one unit of time will pass at the end of which the following
actions occur instantaneously.

• The plant will transmit the current value of the vari-
able x at time tk+1 to each Ap for which x ∈ Obsp.
Each automaton Ap will then do the following.

• Based on the received values of the variables in Obsp,
Ap will determine if any of the guards associated with
the outgoing transitions at sp is satisfied and hence
enabled.

• If an outgoing transition is enabled then the automa-
ton Ap will non-deterministically choose one of the en-
abled transitions and move to a new control state, say,
s′p. In this case, it will transmit the new rate, namely
ρp(s

′
p) to the plant. As a result, the variable xp will

now start to evolve at this transmitted rate starting
from tk+1.

• Ap will stay put in its current control state in case no
outgoing transition is enabled. In this case, no mode
change will be effected and xp will continue to evolve
at the rate ρp(sp) starting from tk+1.

One could permit Ap to stay in its current mode even if
an outgoing transition is enabled by assigning state invari-
ants to its control states. These invariants will be boolean
combinations of atomic assertions of the forms x < c, x > c′

with x ∈ Obsp and c, c′ ∈ Q. We would then demand that
at tk+1, the automaton Ap may choose to stay in sp pro-
vided the state invariant associated with sp is not violated
according to the new values of the variables in Obsp that
have been received from the plant at tk+1. Our results will
easily go through in the presence of such invariants.

It will be more realistic to assume that the controllers and
the plant have different units of time according to which they
react. There could also be delays associated with the trans-
mission of messages between the plant and the controllers.
However these complications can be factored in without af-
fecting the main results. Hence, in what follows, we will
assume a particularly simple and rigid style of operation for
the network of the plant and the controllers. In section 5,
we will describe how various extensions can be incorporated
into the model.

3. THE TRANSITION SYSTEM

SEMANTICS

Through this section, we fix a distributed hybrid automa-
ton DHA as described in the previous section with the as-
sociated notations. We note that in the way we have set up
the model, for each x ∈ X , there exists a unique p such that
x = xp. This fact will be implicitly used in what follows.

We shall define the discrete time dynamics of DHA in
terms of a transition system TSDHA, while often dropping
the subscript DHA. States of TS will be termed configura-
tions. A configuration is a map ξ which assigns a control
state ξ(p) ∈ Sp to each p ∈ P and a value ξ(x) ∈ R to
each variable in X . Let Conf denote the collection of con-
figurations. The set of initial configurations Conf in is given
by: ξ is in Conf in iff ξ(p) = sin

p and ξ(xp) ∈ Initp(xp)
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for each p. A configuration ξ is feasible if for every x,
Bmin ≤ ξ(x) ≤ Bmax . Clearly, every initial configuration
is feasible.

We define the transition relation =⇒ ⊆ Conf ×Conf via:
ξ =⇒ ξ′ iff the following conditions hold.

• ξ is feasible.

• For each p, ξ′(xp) = ξ(xp) + ρp(sp), where sp = ξ(p).

• For each p, let sp = ξ(p), s′p = ξ′(p). If sp 6= s′p, then
there exists a transition (sp, ϕ, s′p) ∈ −→p such that
the Obsp-valuation V ′ given by V ′(x) = ξ′(x) for each
x ∈ Obsp, satisfies ϕ.

On the other hand, if there exists no transition
(sp, ϕ, ŝp) in −→p such that the Obsp-valuation V ′

given by V ′(x) = ξ′(x) for each x ∈ Obsp, satisfies
ϕ then s′p = sp.

Now we define the transition system TS to be (RC ,
Conf in , =⇒RC ) where RC , the set of reachable configura-
tions, is the least set such that Conf in ⊆ RC . Further, if
ξ ∈ RC and ξ =⇒ ξ′ then ξ′ ∈ RC . Moreover, =⇒RC is the
restriction of =⇒ to RC × RC . Abusing notation, we will
often write =⇒ instead of =⇒RC . We note that TS will be
an infinite state system unless Initp(xp) is a singleton set for
every p.

A run of DHA is a finite sequence of configurations
ξ0ξ1 . . . ξk such that ξ0 ∈ Conf in and ξi =⇒ ξi+1 for 0 ≤
i < k.

A global control state is a map s from P to
S

Sp such that
s(p) ∈ Sp for each p. The global control state induced by the
configuration ξ is denoted as st(ξ). It is the global control
state s satisfying s(p) = ξ(p) for each p.

The control state sequence induced by the run σ =
ξ0ξ1 . . . ξk is denoted st(σ) and it is the sequence
st(ξ0)st(ξ1) . . . st(ξk). We let L(DHA) denote the set of con-
trol state sequences of DHA.

Based on the results in [1], it is easy to show that L(DHA)
is regular and a finite state automaton representing this lan-
guage can be effectively constructed. However, the size of
this finite state automaton in terms of its number of states,
will be exponential in the number of controllers and in the
number of variables. Our main result is that this state-
explosion problem in the representation of L(DHA) can be
avoided. We shall show that L(DHA) can be succinctly rep-
resented as the language accepted by the product of a family
of finite state automata. Further, this family can be effec-
tively constructed and its overall size will be linear in the
number of variables and the number of controllers but expo-
nential in (the maximum of) |Varp|. As pointed out earlier,
|Varp| will often be much smaller than |X | and |P|.

It is worth noting that one can also associate actions with
the transitions of Ap, define a language of action sequences,
show that the resulting language is regular and construct a
family of finite state automata representing this language.
Consequently, one can effectively tackle a variety of verifica-
tion and controller synthesis problems related to the discrete
time behavior of DHA.

4. THE REPRESENTATION RESULT

In this section, we establish our main result, namely, that
the behavior of a dha can be represented succinctly as the

Figure 3: Communication graph

product (parallel composition) of a family of finite state au-
tomata that operate asynchronously. We fix a distributed
hybrid automaton DHA as described above with the asso-
ciated notations. The corresponding network of finite state
automata we construct will communicate with each other in
the manner of asynchronous cellular automata ([8]). How-
ever, no prior knowledge of asynchronous cellular automata
will be assumed or needed.

In the rest of this section we let Υ = P ∪ X and let η,
η′ range over Υ. There will be one finite state automaton
Bp for each p and one automaton Bx for each x. To show
that this family {Bη} represents L(DHA), we will define B,
the product of {Bη} in the standard way. B will contain a
richer set of behaviors than what is needed. Hence we will
extract from B—through a simple operation—a finite state
automaton that will accept L(DHA).

The moves of Bp will depend on its current state and
on the current states of the automata in {Bx}x∈Varp (re-
call that Varp = Obsp ∪ {xp}). On the other hand, the
moves of the automaton Bx will depend on its current state
and on the current states of the automata in {Bp}p∈loc(x)

where loc(x) = {p | x ∈ Varp}.
The flow of information between the automata in {Bη} can

be conveniently represented in terms of the communication
graph of DHA denoted CGDHA. As before, we will often
drop the subscript DHA. Then CG = (Υ, A) where A =
{(p, x) | x = xp} ∪ {(x, p) | x ∈ Obsp}. Thus CG will
be bipartite with arcs going from variable nodes to location
nodes and from location nodes to variable nodes.

Figure 3 displays the communication graph of the dha in
figure 2. We have used circles to denote the variables and
boxes to denote locations merely to emphasize the bipartite
nature of the communication graph. No association with
Petri nets is intended at this stage.

Bp will track the current state of Ap and thus the current
rate of xp. The automaton Bx will track the current value of
x. Since Bx is required to be finite state, it can keep only a
bounded amount of information about the current value of x.
To facilitate this, we will quantize the feasible range of values
[Bmin , Bmax ] into finitely many sub-intervals and represent
a value of a continuous variable by the sub-interval it lies in.
It will turn out that the evolution of values of variables in
X can be represented in terms of these sub-intervals.

4.1 The quantization of the value space
We begin with the quantization of [Bmin , Bmax ]. Let Ω be

the least set of rational numbers given by:

• Bmin , Bmax ∈ Ω.

4



• Suppose Initp(x) = [dx
min , dx

max ]. Then dx
min , dx

max ∈ Ω.

• ρp(s) ∈ Ω for every p and every s ∈ Sp.

• Suppose (sp, ϕ, s′p) ∈−→p and c appears in ϕ. Then
c ∈ Ω.

Now let Γ be the largest rational which integrally divides
every number in Ω. Let Nmin and Nmax be integers such
that Bmin = Nmin · Γ and Bmax = Nmax · Γ. We then parti-
tion R, the set of real numbers into finitely many intervals
(−∞, Nmin ·Γ), [Nmin ·Γ, Nmin ·Γ], (Nmin ·Γ, (Nmin +1) ·Γ) ,
[(Nmin +1) ·Γ), (Nmin +1) ·Γ)], . . ., ((Nmax −1) ·Γ, Nmax ·Γ),
[Nmax · Γ, Nmax · Γ], (Nmax · Γ, ∞).

Let INT be the collection of these open intervals and
closed singleton intervals. Clearly, INT is a finite set. Now
we define the map ‖·‖ : R → INT via: ‖v‖ = I iff v ∈ I .

Next suppose X ⊆ X and V is an X-valuation. Then ‖V ‖
is the map ‖V ‖ : X → INT given by: ‖V ‖ (x) = ‖V (x)‖ for
each x.

We note some simple facts which will be used to show
that the above quantization is sufficiently fine to capture
the dynamics of DHA.

Lemma 1. The following assertions hold:

(i) Suppose X ⊆ X . Let ϕ be an X-guard and V, V ′ be
X-valuations such that ‖V ‖ = ‖V ′‖. Then V satisfies
ϕ iff V ′ satisfies ϕ.

Further, given a collection of X-indexed intervals
{Ix}x∈X where Ix ∈ INT, one can effectively check
whether there exists an X-valuation U such that U(x) ∈
Ix for each x and U satisfies ϕ.

(ii) Let v, v′ ∈ R with ‖v‖ = ‖v′‖. Then v ∈ [Bmin , Bmax ]
iff v′ ∈ [Bmin , Bmax ]. Further, if v ∈ [Bmin , Bmax ] and
c = ρp(s) for some p and some s ∈ Sp, then ‖v + c‖ =
‖v′ + c‖.

Proof. First, we prove (i). Let ϕ = ∧x∈X cx ≤ x ≤ c′x.
We fix an x ∈ X. Let ‖V ‖ (x) = Ix and suppose Ix =
(j · Γ, (j + 1) · Γ) with Nmin ≤ j ≤ Nmax − 1. Since cx, c′x
are multiples of Γ, it follows that cx ≤ V (x) ≤ c′x (and
cx ≤ V ′(x) ≤ c′x) iff Ix is contained in [cx, c′x]. The same
observation can be established in a similar but simpler way
for the cases that Ix is a singleton interval or lies outside
[Bmin , Bmax ]. From these arguments, it is clear that V sat-
isfies ϕ iff V ′ satisfies ϕ, and the second part of (i) also
holds.

Similarly, (ii) can be established by considering cases ac-
cording to whether ‖v‖ is an open interval or a singleton
interval.

4.2 The construction of the family of local au-
tomata

We now turn to the construction of the collection of au-
tomata {Bη}. We first recall that a move in DHA at tk+1

consists of (i) the value of each x being updated—from the
previous value at tk—according to its rate of evolution at
time tk (ii) the controller p reading the updated values of
each x ∈ Obsp, determining if there is to be mode change
and if so, a new control state and rate of evolution of xp.
Such a move in DHA will be simulated by the automata in
{Bη} in two stages.

For explaining this and for later use it will be convenient
to define the notion of the neighbors of a node η, denoted

Nbr(η), in the communication graph CG = (Υ, A). It is
given by, Nbr(η) = {η′ | (η′, η) ∈ A} ∪ {η′′ | (η, η′′) ∈ A}.

Clearly there is some redundancy between the notions
V arp, loc(x) and Nbr(η). We have introduced this redun-
dancy for convenience.

Each automaton Bx will read—but not alter—the current
states of automata {Bq}q∈Nbr(x). Using this information, it
will update the quantized value of x using its current quan-
tized value and the rate of its evolution prescribed by the
current state of Bp where xp = x. Thus the information it
reads from the other automata in {Bq}q∈Nbr(x) is only for
proper coordination as will become evident below.

Each Bp will read—but not alter—the states of the au-
tomata {Bx}x∈Nbr(p) to obtain the updated quantized val-
ues of the variables x ∈ Obsp and determine the new control
state. Again, the state of the automaton Bxp is read (in case
xp /∈ Obsp) only for proper coordination.

To coordinate the moves of automata in {Bη}, each state
of Bx and Bp will also maintain a parity bit. Initially, every
automaton will be in its initial state with parity 0. We will
require that Bx can make a move only when its parity is the
same as that of Bp for every p ∈ Nbr(x). And Bx will flip its
parity whenever it makes a move. On the other hand, Bp will
be allowed to make a move only when its parity is different
from that of Bx for every x ∈ Nbr(p). It will also flip its
parity whenever it makes a move. As mentioned earlier, the
moves of the automata will be made asynchronously. Thus
different automata in {Bη} may have made different number
of moves at any given time and hence may have different
views of how much global time has passed. We will however
show that the automata that belong to the same connected
component of the communication graph of DHA will be out
of synch by only a bounded amount.

By convention, Bx gets stuck if the quantized value of x
it is maintaining falls outside [Bmin , Bmax ]. Once Bx gets
stuck, any Bp with p ∈ Nbr(x) will also get stuck. As a con-
sequence, every automaton that lies in the same connected
component of the communication graph will get stuck within
a bounded amount of time.

We will first describe the states of the automata in {Bη}
before presenting their transition relations. A state of Bx

will be of the form (I, β), where I ∈ INT is the quantized
interval in which the current value of x lies and β ∈ {0, 1}
is a parity bit. We let Wx be the set of states of Bx. Thus
Wx = INT × {0, 1}. The set of initial states of Bx denoted
W in

x is {(‖v‖ , 0) | v ∈ Initp(x)} with x = xp.
A state of Bp will be of the form (sp, β) where sp ∈ Sp and

β ∈ {0, 1} is the parity bit. We let Wp be the set of states
of Bp. Thus Wp = Sp × {0, 1}. The set of initial states of
Bp denoted W in

p is a singleton set and consists of (sin
p , 0).

Clearly Wη is a finite set for every η.
To define the transition relations, we will make use of the

notion of Q-states relative to the family of sets of states
{Wη}. Suppose Q ⊆ Υ. Then a Q-state is a map which
assigns to every element η in Q a state in Wη. We let WQ

be the set of Q-states. In case Q = {η} is a singleton, we
will say η-state instead of {η}-state.

The transition relation of each Bx, denoted x, is a subset
of Wx × WNbr(x) × Wx defined as follows.

Let w = (I, β) and w′ = (I ′, β′) be x-states and z be
a Nbr(x)-state with z(p) = (sp, βp) for every p ∈ Nbr(x).
Then (w, z, w′) ∈ x iff the following conditions are satis-
fied:
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• β = βp for each p and β′ = 1 − β.

• I is contained in [Bmin , Bmax ].

• There exists v ∈ I such that v+c ∈ I ′ where c = ρq(sq)
and xq = x.

Following lemma 1, the above transition relation is well-
defined in the sense that the last condition does not depend
on the specific choice of v. Further,  p can be effectively
computed.

The first condition in the definition of p ensures that Bx

can make a move only when its parity is the same as that of
each Bp with p ∈ Nbr(x). Further, Bx flips its parity at the
end of the move. The second condition dictates the current
quantized value of x is within the value range. The last
condition ensures that the quantized value of x is updated
according to the current rate of Bq with x = xq.

The transition relation  p of Bp, is the subset of
Wp × WNbr(p) × Wp defined as follows.

Let wp = (s, β) and w′
p = (s′, β′) be p-states and z be a

Nbr(p)-state. Assume z(x) = (Ix, βx) for every x in Nbr(p).
Then (wp, z, w′

p) ∈ p iff the following conditions are satis-
fied:

• β 6= βx for each x and β′ = 1 − β.

• Ix is contained in [Bmin , Bmax ] for each x.

• Either there exists a transition (s, ϕ, s′) of the hybrid
automaton Bp such that ϕ is satisfied by some Nbr(p)-
valuation V with V (x) ∈ Ix for each x, or s = s′.

Again, it is easy to argue that this transition relation is
well-defined and can be effectively computed. The last con-
dition asserts that the current control state of Bp is updated
according to the (quantized) values of variables that p ob-
serves. This completes the construction of the family of
automata {Bη}.

4.3 The product of the family of local
automata

We now wish to define the product (parallel composi-
tion) of {Bη}. The resulting finite state automaton will
be denoted as B. It is important to note that B is being
constructed only to establish that {Bη} captures the be-
havior L(DHA). However, verification problems concerning
L(DHA) are intended to be addressed in terms of {Bη}.

In each transition of B, one component η will make a
move while all other components stay put. Anticipating
later developments, it will be convenient to associate action
labels with the transitions of B. Accordingly, we define Σx =
INT × {x} × INT for each x. A letter (I, x, I ′) in Σx will
be used to label a transition of B in which Bx makes a move
and changes its interval from I to I ′. For each p, we define
Σp = Sp × {p} × Sp. The letter (s, p, s′) ∈ Σp will be used
to record a move of B in which Bp moves from control state
s to s′. We set Σ =

S
η∈Υ Ση and let e, e′ range over Σ.

We now define B = (W,W in , →֒) where:

• W is the set of Υ-states.

• W in is the set of initial states and is given by: w ∈ W in

iff w(η) ∈ W in
η for every η ∈ Υ.

• →֒ ⊆ W × Σ × W is the transition relation and is the
least set which satisfies the following.

(i) Suppose (w, uQ, w′) is a transition of Bx with
Q = Nbr(x). Let z, z′ ∈ W such that z(x) = w,
z(p) = uQ(p) for each p ∈ Nbr(x), z′(x) = w′,
and moreover z(η) = z′(η) for each η ∈ Υ with
η 6= x. Let w = (I, β), w′ = (I ′, β′). Then
(z, e, z′) ∈ →֒ where e = (I, x, I ′).

(ii) Suppose (w, uQ, w′) is a transition of Bp with Q =
Nbr(p). Let z, z′ ∈ W such that z(p) = w, z(x) =
uQ(x) for each x ∈ Nbr(p), z′(p) = w′, and more-
over z(η) = z′(η) for each η ∈ Υ with η 6= p.
Let w = (s, β), w′ = (s′, β′). Then (z, e, z′) ∈ →֒
where e = (s, p, s′).

Thus B is a finite state automaton which captures the
global asynchronous interleaved behavior of {Bη}. The
reader familiar with asynchronous cellular automata [8] will
notice the similarity in terms of the way in which the com-
ponents of {Bη} interact with each other.

Our goal is to show that B captures in a natural way
L(DHA), the control state sequence language of DHA. To
start with, we will assume that the communication graph of
DHA is connected (but not necessarily strongly connected)
in the usual graph-theoretic sense. Later we will argue how
the main result can be lifted to the general case.

We will first define the behavior of B in terms of its firing
sequences. We will then identify the subset of complete firing
sequences. Every complete firing sequence will induce in a
canonical way a control state sequence of DHA. We will
then argue that this set of control sequences extracted from
the complete firing sequences of B is precisely L(DHA).

FSB ⊆ Σ⋆ will denote the set of firing sequences of B. As
usual we will often drop the subscript B. This set is defined
inductively as follows. In doing so, we will also inductively
define an extended version of →֒. By abuse of notation this
extension will also be denoted as →֒. We will also often write
w

e
→֒ u instead of (w, e, u) ∈ →֒.

• The null sequence ǫ is in FS . And w
ǫ
→֒ w for each

w ∈ W in .

• Suppose σ ∈ FS and win σ
→֒ u where win ∈ W in . If

u
e
→֒ z. Then σe ∈ FS and win σe

→֒ z.

From now on, we let #(σ, η) denote the number of times
letters in Ση appear in the firing sequence σ. This represents
the total number of times the automaton Bη has moved dur-
ing the execution of σ.

Next we define the firing sequence σ to be complete iff
#(σ, η) = #(σ, η′) for every η, η′ ∈ Υ. Thus σ is complete
iff every automaton Bη has made equal number of moves
during the execution of σ.

Using the definitions of {Bη} and B it is tedious but
straightforward to establish the following result:

Proposition 2. (i) Let σ be a firing sequence and
x ∈ Nbr(p). Then #(σ, p) ≤ #(σ, x) ≤ 1 + #(σ, p).

(ii) There exists a non-negative integer K which depends
only on the communication graph CG such that for
every firing sequence σ and every η, η′ in Υ, #(σ, η)−
#(σ, η′) ≤ K.

The second part of the proposition needs the assumption
that the communication graph is connected. The proof of
the proposition merely exploits the fact that a parity of an
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automaton in {Bη} can flip twice only if all its neighboring
automata have flipped their parities at least once. As we
will explain in section 4.5, one can also augment the com-
munication graph suitably to obtain a live and safe marked
graph [7] and use basic results of marked graphs to establish
proposition 2. Note that the last part of the proposition
bounds the amount by which the automata in {Bη} can get
away from each other in terms of the number of moves they
can make.

We can now extract a control state sequence from a com-
plete firing sequence. To this end, let σ be a complete firing
sequence and m = #(σ, η) for some η. By the definition of a
complete firing sequence, m does not depend on the choice
of η. We now define s0s1 . . . sm to be the control state se-
quence induced by σ where the global control states s0, s1,
. . ., sm are obtained as follows.

For each p and for each j ∈ {0, 1, . . . , m} fix a prefix τp
j of

σ such that #(τp
j , p) = j. Let zin

j

τ
p

j

→֒ zp
j for each sequence

where zin
j ∈ W in . Then for 0 ≤ j ≤ m, sj is the global

control state given by: sj(p) = zp
j (p).

According to our definition there is a great deal of choice
when it comes to fixing the prefixes τp

j . Using the definition
of B, it is easy to argue however that all the different choices
will lead to the same control state sequence. We let L(B)
denote the set of control state sequences induced by the set
of complete firing sequences of B. Our main result is that
L(DHA) = L(B).

For proving the main result, it will be convenient to intro-
duce a Mazurkiewicz trace alphabet ([8]) and group firing se-
quences into equivalence classes induced by the
Mazurkiewicz trace alphabet. A Mazurkiewicz trace alpha-
bet is a pair (Θ, IΘ) where Θ is a finite alphabet and IΘ ⊆
Θ × Θ is an irreflexive and symmetric relation. We call IΘ

the independence relation. The relation DΘ = Θ×Θ− IΘ is
called the dependence relation. Clearly, DΘ is reflexive and
symmetric.

Recall CGDHA = (Υ, A). We first observe that there is a
natural dependence relation DΣ ⊆ Σ × Σ by: e1 DΣ e2 iff
one of the following holds:

(i) e1 = e2.

(ii) Let e1 = (I, x, I ′), e2 = (s, p, s′). Then (x, p) ∈ A or
(p, x) ∈ A.

(iii) Let e1 = (s, p, s′), e2 = (I, x, I ′). Then (p, x) ∈ A or
(x, p) ∈ A.

We set the independence relation IΣ to be be Σ×Σ−DΣ.
Thus (Σ, IΣ) is a Mazurkiewicz trace alphabet which induces
the equivalence relation ≈ ⊆ Σ⋆ × Σ⋆, where ≈ is the least
equivalence relation satisfying:

Suppose σee′σ′, σe′eσ′ are in Σ⋆ such that e IΣ e′. Then
σee′σ′ ≈ σe′eσ′.

As usual, we let [σ]≈ denote the ≈-equivalence class con-
taining σ and often drop the subscript ≈. Again, using our
definitions and basic Mazurkiewicz trace theory, one can eas-
ily establish the following facts.

Proposition 3. (i) Suppose σ is a firing sequence.
Then [σ] ⊆ FS.

(ii) Suppose σ and σ′ are firing sequences and σ ≈ σ′.
Then the control state sequence induced by σ is the

same as that induced by σ′. Further, σ is complete iff
σ′ is complete.

(iii) Let σ be a complete firing sequence and #(σ, eη) = m
for some η with m > 0. Recall that X = {x1, x2, . . . ,
xn}, P = {p1, p2, . . . , pn}. Then there exists σ̂ ∈ [σ]
such that σ̂ can be expressed as σ̂ = τ1τ2 . . . τm, where
each τj is of the form ex1

ex2
. . . exnep1

ep2
. . . epn with

eη ∈ Ση for each η.

4.4 The main result
At last, we can prove our main result.

Theorem 4. Let DHA, B be as described above. Then
L(DHA) = L(B) and L(DHA) is regular.

Proof. First, we show that L(DHA) ⊆ L(B). Let
ŝ0ŝ1 . . . ŝk ∈ L(DHA) be a control state sequence induced
by the run σ = ξ0ξ1 . . . ξk of DHA. We shall construct a
complete firing sequence τ of B which simulates the run σ.
The control state sequence induced by τ will be ŝ0ŝ1 . . . ŝk.

The proof proceeds by induction on k. The base case k = 0
is clear. Note that for each x we also have that ‖ξ0(x)‖ is
equal to the first component of win(x) for some win ∈ W in ,

where for τ = ǫ, we also have win ǫ
→֒ win . So assume in-

ductively that there is a complete firing sequence τ such
that the control state sequence induced by σ = ξ0ξ1 . . . ξk

is identical to the control state sequence induced by τ and
that ‖ξk(x)‖ is equal to the first component of w(x) for ev-

ery x where win τ
→֒ w for some win ∈ W in . Now suppose

ξk =⇒ ξk+1. In each Bx, we choose the transition that
will update the current quantized value of x using the cur-
rent rate of x obtained from Bp with x = xp. Suppose this
move takes Bx from (I, β) to (I ′, β′). Then by lemma 1
and the induction hypothesis, we will have ‖ξk+1‖ (x) = I ′.
Thus we can extend τ via τ ′ = τex1

ex2
. . . exn (recall that

X = {x1, x2, . . . , xn}), such that ex ∈ Σx for each x. And

for some suitable u, we have win τ ′

→֒ u with the property
that the first component of u(x) will agree with ‖ξk+1(x)‖
for every x. It is also easy to show that τ ′ is indeed a firing
sequence.

Next we consider Bp for some p and note that the change
from ξk(p) to ξk+1(p), if any, can be mimicked by a suit-
able move in Bp. Suppose this move takes Bp from (s, β)
to (s′, β′), then again, using the definitions, lemma 1 and
the induction hypothesis one can ensure that the chosen
move is such that ξk+1(p) = s′. We now extend τ ′ to
τ ′′ = τ ′ep1

ep2
. . . epn (recall that P = {p1, p2, . . . , pn}), such

that ep ∈ Σp for each p. Further we can find a suitable

z ∈ W such that win τ ′′

→֒ z such that ξk+1(p) agrees with the
first component of z(p) for every p. It is now easy to verify
that τ ′′ is a complete firing sequence and that the control
state sequence it induces is identical to the one induced by
σξk+1.

To show inclusion in the other direction, let σ be a com-
plete firing sequence of B. To start with, in view of proposi-
tion 3, assume that σ is of the form σ = ex1

. . . exnep1
. . . epn

such that eη ∈ Ση for each η. Assume further that win σ
→֒ w

where win ∈ W in and w ∈ W . Then by repeating the argu-
ments developed in the first half of this proof, we can find
an initial configuration ξ0 and a configuration ξ1 such that
the following conditions hold:
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• ‖ξ0(x)‖ = Ix
0 for every x where win (x) = (Ix

0 , 0) for
every x.

• ‖ξ1(x)‖ = Ix
1 for every x where w(x) = (Ix

1 , 1) for every
x.

• For each p, the first component of w(p) agrees with
ξ1(p).

By repeated applications of the last part of the previous
proposition we now have the required inclusion.

Lastly, we argue that L(DHA) is regular. This already fol-
lows from results of [1]. One can also construct a finite state
automaton that runs alongside B and checks whether the fir-
ing sequence that has been generated so far is complete. Due
to the bound K established in proposition 2, only a finite
amount of information will have to be maintained to check
this and hence indeed the required finite state automaton
can be constructed. This establishes that the language of
complete firing sequences is regular and hence L(B) is also
regular.

We note that the global control states can be augmented
with the current finitely quantized values of the variables.
The resulting languages of augmented global control states
and hence its projection to just to the quantized values com-
ponents will be regular. Consequently one can also reason—
in terms of intervals of values—about the quantitative be-
havior of the plant.

We conclude by observing that the case where the com-
munication graph is not connected can be easily dealt with.
Clearly, the behavior of B can be decomposed into behaviors
of automata in each connected component. In particular,
every action label arising from a connected component will
be independent of every action label belonging to any other
connected component. Using this observation and with some
notational complications, it is easy to once again establish
the main result.

4.5 The marked graph connection
A potentially useful fact is that the communication graph

CG = (Υ, A) can be viewed as the underlying directed graph
of a marked graph [7].

We recall that in a marked graph, a node can fire iff all
its input edges carry at least one token. When a node fires,
one token is removed from each of its input edges and one
token is added to each of its output edges and this will lead
to a new marking. The reachable markings are the ones
that are reached, starting from the initial marking through
repeated node firings. Thus in the present setting both the
variable nodes and location nodes can fire when enabled.
Further, the initial marking is the one which places exactly
one token on edges of the form (p, xp). All other edges are
left unmarked.

By augmenting A with all the complementary arcs (i.e.
add the arc (η, η′) if (η′, η) is in A) and augmenting the ini-
tial marking suitably, one can obtain a live and safe marked
graph [7]. By “live”, we mean that for every node, start-
ing from any reachable marking, we can reach a marking at
which the node becomes enabled. By“safe” we mean that at
any reachable marking an arc will carry at most one token.

Following these ideas, the connected graph shown in fig-
ure 3 will give rise to the live and safe marked graph shown
in figure 4. The dotted arcs are the “complement” arcs that
have been added to the communication graph. The (safe)

initial marking is indicated by the tokens (darkened circles)
placed on some of the arcs. The key point is that a firing of
the node η in this marked graph will correspond to a tran-
sition in B caused by a move of the automaton Bη. In this
sense, the firing sequences of this marked graph will be an
abstraction of the firing sequences of B.

Live and safe marked graphs have a rich and well-
understood theory which can be exploited to study in ab-
stract terms the behavior of B. For instance, we note that
at the initial marking of the marked graph shown in figure 4,
every variable node is enabled. Further, if (η, η′) is an arc
in this marked graph then the firings of η and η′ will have
to alternate. One can also use the acyclic path carrying a
maximal number of tokens, namely the path p3x3p2x2p1x1,
to determine that K = 3 for this system where K is the
constant asserted in Proposition 2.

More generally, this marked graph representation of the
communication graph can be exploited to develop partial or-
der based reduction methods including finite unfoldings [10]
to efficiently verify the behavior of B.

Figure 4: Marked graph representation

5. EXTENSIONS

Clearly the restriction that Ctlp is a singleton for each p
can be easily dropped. Each ρp(s) will now be a vector of
rationals with one component for each variable in Ctlp. We
now turn to more interesting extensions.

5.1 Multi-Time Units and Communication
Delays

We may associate with the plant a period TPlant and with
each controller p a period Tp, where TPlant , Tp are positive
rationals. We also fix a lower bound θmin and an upper
bound θmax for the transmission times between each con-
troller and the plant, where θmin < θmax are positive ratio-
nals. It will become clear in the sequel that one can also
associate separate lower and upper bounds for each trans-
mission link; from the plant to a controller, and from a con-
troller to the plant.

A transmission of a value of variable from the plant at
instant k · TPlant will reach a controller at some time in the
interval [k ·TPlant +θmin , k ·TPlant +θmax ]. Similarly, a trans-
mission of rate update from a controller at instant k ·Tp will
arrive at the plant at some time in the interval [k ·Tp +θmin ,
k · Tp + θmax ].
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Let ∆ be the largest rational which integrally divides every
rational in {TPlant , θmin , θmax} ∪ {Tp | p ∈ P}.

Then the dynamics of the plant and the controllers can
be captured by a transition system of which each move will
consist of letting ∆ time units pass, updating the variables,
updating the modes of the controllers and updating the mes-
sages in transit between the plant and each controller. In
particular, for each transmission of value vx in transit from
the plant to a controller, we will not keep track of the ex-
act amount of time t that vx has been in transit, but only
which ∆-size interval [m ·∆, (m + 1) ·∆) this time t lies in.
Similar remarks apply to transmission of rate update from
a controller to the plant.

To construct a distributed representation of the control
state sequences of the plant and the controllers, we build
a family of finite state automata as in section 4. However,
each automaton Bx will now simulate moves of controller p
at every ∆ time unit. Similarly for each automaton Bp.

The quantization of [Bmin , Bmax ] will have to be changed
as follows. We will now define Ω to be the least set of ratio-
nals which satisfies the following conditions:

• Bmin , Bmax are in Ω.

• ρp(s) · ∆ ∈ Ω for every p and every s ∈ Sp.

• Suppose (sp, ϕ, s′p) ∈−→p and c appears in ϕ. Then
c ∈ Ω.

Thus we need to quantize using ρp(s) ·∆ instead of setting
∆ = 1. In addition, each automaton Bx will keep track of
quantized values of values of x that are in transit from the
plant to the controller. We note that at any instant, there
will be at most ⌈θmax/TPlant⌉ such values in transit between
the plant and each controller. Similarly, each automaton
Bp will additionally keep track of (boundedly many) rate
updates in transit from controller p to the plant. It is not
difficult to extend the proofs of theorem 4 to this general
setting.

5.2 Laziness

We can allow laziness of the plant in observing values of
variables and in updating rates of variables. We fix positive
rationals δob

min , δob
max , δup

min , δup
max , where δob

min < δob
max , δup

min <
δup
max , with the following interpretation. Each value of x

sent out by the plant at instant k · TPlant is the value that
held at some instant in [k · TPlant − δob

max , k · TPlant − δob
min ].

Each rate update ρ that the plant applies to variable x at
instant k ·TPlant kicks in at some instant in [k ·TPlant + δup

min ,
k · TPlant + δup

max ].
The dynamics of the plant and the controllers can be de-

fined in terms of a transition system cTS , similar to the
earlier setting of different periods of the controller and the
plant, with time being quantized into units of ∆ as defined

earlier. Each move of cTS corresponds to the passage of ∆
time units.

On the other hand, to construct the distributed represen-
tations Bx, Bp, we shall first quantize time as well as the

value range of variables at a finer level of granularity. Let b∆
be the largest rational which integrally divides every rational
in the finite set {TPlant , θmin , θmax , δob

min , δob
max , δup

min , δup
max} ∪

{Tp | p ∈ P}. Let bΓ be the largest rational which integrally
divides every rational in the finite set {Bmin , Bmax}∪{ρp(s)·

b∆ | p ∈ P , s ∈ Sp} ∪ C where C is the collection of ratio-
nals which appear in guards of the transitions of the hybrid
automata {Ap}. As before, we then quantize [Bmin , Bmax ]

into finitely many sub-intervals of size bΓ.
The constructions of Bx, Bp are similar as in the setting of

the plant and the controllers having different periods. Each
Bx will keep track of the quantized interval in which the
value of x lies. Each move of Bx and Bp will simulate the
change of information of the plant, the controllers and mes-

sages in transit, due to passage of b∆ time units.

5.3 Finite Precision

We have assumed that variables can be measured with
perfect precision and guards are rectangular. Following the
techniques in [2], our results can also be extended to above
generalized settings whereby variables are assumed be mea-
sured with finite precision and guards are allowed to be con-
sisting of polynomial constraints that are to be evaluated
against the measured values of variables. The key observa-
tion is that the finite precision condition allows one to trans-
form polynomial guards (in fact any effectively computable
guards) into rectangular guards on the actual values of vari-
ables.

6. CONCLUSION

We have formulated here a model consisting of a network
of hybrid automata to study the behavior of a family of
distributed controllers interacting with a plant. We have
shown that the discrete time behavior of our model in terms
of the control state sequences is not only regular but that
it can be succinctly represented as a network of finite state
automata. We have also described how our main result can
be extended in a number of interesting ways.

At present we have not considered differential inclusions.
More precisely, the case where the rate of a continuous vari-
able is specified as dx

dt
∈ [c, c′] for rational constants c, c′. It

is likely that the main result will go through but the details
need to be worked out. It is also not clear if we can allow
exponential rates induced by simple differential equations of
the form dx

dt
= c · x(t). An intriguing possibility is that in

the restricted case where each hybrid automaton controls
just one variable, the main result might go through. How-
ever, a good deal of coordination can still be achieved with
the help of the guards and hence we do not wish to venture
a conjecture at present.

As discussed earlier, an important extension would be to
design mechanisms for the controllers to communicate with
each other. Some obvious means would be to synchronize on
common actions or to fix a message alphabet and use point-
to-point bounded buffers to communicate asynchronously. A
more elaborate approach will be to assign tasks to the con-
trollers which can compute functions based on the values
received from the plant as well as internal variables and ex-
change with each other the results of these computations,
say, through a shared bus. Since the computations and
communications will both be resource-bounded there will
be complex interplays between the continuous behavior of
the plant and the discrete behavior of the controllers. For
instance, worst case execution times of the tasks and end-
to-end delays in the communications between the controllers
will impact on the trajectories that the plant will be allowed
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to exhibit. We feel it will be particularly interesting to study
this interplay in a Time-Triggered Architecture setting [5].
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ABSTRACT
This paper is concerned with reachable set computation for
non-linear systems using hybridization. The essence of hy-
bridization is to approximate a non-linear vector field by a
simpler (such as affine) vector field. This is done by par-
titioning the state space into small regions within each of
which a simpler vector field is defined. This approach relies
on the availability of methods for function approximation
and for handling the resulting dynamical systems. Concern-
ing function approximation using interpolation, the accu-
racy depends on the shapes and sizes of the regions which
can compromise as well the speed of reachability computa-
tion since it may generate spurious classes of trajectories.
In this paper we study the relationship between the region
geometry and reachable set accuracy and propose a method
for constructing hybridization regions using tighter interpo-
lation error bounds. In addition, our construction exploits
the dynamics of the system to adapt the orientation of the
regions, in order to achieve better time-efficiency. We also
present some experimental results on a high-dimensional bi-
ological system, to demonstrate the performance improve-
ment.
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1. INTRODUCTION
Reachable set computation has been a problem of partic-

ular interest in hybrid systems research, which can be ob-
served by numerous techniques developed over a decade (for
example, [12, 2, 17, 5, 19, 16, 7, 15, 14, 11]). Linear dy-
namical systems admit nice properties that facilitate their
analysis by various approaches. In particular they admit ef-
ficient methods for computing reachable states, such as the
recent results published in [10, 15, 1, 11], which can serve
for verification of high-dimensional systems.

However, the real challenge in many application domains
is the treatment of more complex systems whose dynamics
are not linear. Hybridization is the process of transforming
a non-linear dynamical system

ẋ = f(x)

into a kind of a hybrid automaton, a piecewise-linear system
with bounded input which over-approximates the original
system in the sense of inclusion of trajectories. The idea,
first proposed for the purpose of simulation [8] and later ap-
plied to verification [3, 4, 6] is rather simple: decompose the
state space into linearization domains and in each domain
∆ compute an affine function A and an error set U which
satisfy the following condition, which we call the condition
for approximation conservativeness:

∀x ∈ ∆ ∃u ∈ U s.t. f(x) = Ax+ u. (1)

Then it follows that inside ∆, the differential inclusion

ẋ ∈ Ax⊕ U,

where⊕ denotes the Minkowski sum, over-approximates ẋ =
f(x).

The original hybridization techniques consisted of parti-
tioning the state space into simplices. This had the advan-
tages of having the matrix A associated with every domain
uniquely determined from interpolation for the values of f
on the vertices of the simplex. However to facilitate the im-
plementation of a reachability algorithm for the approximat-
ing hybrid automaton, especially the intersection with the
boundary between adjacent domains, this scheme has been
replaced by a partition into hyper rectangles. Recently in
[6] we have proposed to replace this static, partition-based
hybridization scheme with a dynamic one. Rather than in-
tersecting the reachable set with the boundary between a
linearization domain ∆ and its adjacent domains, we build
a new linearization domain ∆′ around the last reachable set
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which is fully contained in ∆. Unlike in static hybridization,
the domains ∆ and ∆′ may overlap and the intersection
operation, which contributes significantly to the complex-
ity and approximation error of hybridization is avoided and
this allowed us to analyze non-linear systems of higher di-
mensionality. This dynamic scheme gives us more freedom
in the choice of the size and shape of hybridization domains,
freedom that we exploit in the current paper.

The core problem we investigate in this paper is the fol-
lowing: given a convex polytope P representing the reach-
able set at some iteration of the reachability computation
algorithm, find a domain ∆ containing P , an affine function
Ax+ b and an error set U which satisfy the above condition
for approximation convervativeness (1) and, in addition, are
good with respect to the following efficiency and accuracy
criteria which are partially-conflicting:

1. The size of the error set U is small;

2. The affine function Ax+u (where u ∈ U) and the error
set U can be efficiently computed;

3. The system’s evolution remains in ∆ as long as possi-
ble.

The first optimization criterion is important not only for
the approximation accuracy but also for the computation
time-efficiency. Let us give an intuitive explanation of this.
Non-linear systems often behave in a much less predictable
manner than linear systems. A linear system preserves con-
vexity and therefore exploring its behavior starting from a
finite number of “extremal” points (for example, the ver-
tices of a convex polytope) is sufficient to construct the set
of trajectories from all the points in that set. This is no
longer true for most non-linear systems since the boundary
of a reachable set can originate from some “non-extremal”
points. Hence, the effect of error accumulation in the anal-
ysis of non-linear systems is more significant. For example,
when the error part contains some points that generate com-
pletely different behavior patterns (for example, a significant
change in the evolution direction), these spurious behaviors
may consume a lot of computation time.

The main novelty of this paper is that we exploit new
tighter error bounds for linear interpolation in order to im-
prove both the accuracy and efficiency of reachability com-
putations. These tighter bounds allow using large domains
for the same desired accuracy and thus the linearization pro-
cedure is invoked less often.

The third criterion also aims at reducing the frequency of
constructing new domains. As we will show, the error bound
requirement leaves some freedom in choosing the position
and orientation of the domains, which is used to address
this criterion.

The rest of the paper is organized as follows. We first recall
the basic principles of hybridization and introduce necessary
notation and definitions. We then describe the error bound
for linear interpolation that we will use in this work and
compare it with the (larger) bounds used in our previous
work [3, 4]. We then present a method for building sim-
plicial approximation domains that satisfy this error bound
while taking into account the above efficiency and accuracy
criteria. We finally demonstrate this new method on a bio-
logical system with 12 continuous variables, that is x ∈ R12.

2. BASIC DEFINITIONS

2.1 Hybridization: Basic Ideas
We consider a non-linear system

ẋ(t) = f(x(t)), x ∈ X ⊆ Rn. (2)

where the function f is Lipschitz over the state space X .

The basic idea of hybridization is to approximate the sys-
tem (2) with another system that is easier to analyze:

ẋ(t) = g(x(t)), x ∈ X ⊆ Rn. (3)

In order to capture all the behaviors of the original sys-
tem (2), an input is introduced in the system (3) in order to
account for the approximation error.

Let µ be the bound of ||g − f ||, i.e. for all

x ∈ X : ||g(x)− f(x)|| ≤ µ

where ||·|| is some norm on Rn. In this work we will consider
the norm || · ||∞ which is defined as

||x||∞ = max(|x1|, . . . , |xn|).

The approximate system with input is written as:
ẋ(t) = s(x(t), u(t)) = g(x(t)) + u(t),
u(·) ∈ Uµ (4)

where Uµ is the set of admissible inputs which consists of
piecewise continuous functions u of the form u : R+ → U
where U contains all points u ∈ Rn such that such that
||u(·)|| ≤ µ.

The system (4) is an overapproximation of the original sys-
tem (2) in the sense that all trajectories of (2) are contained
in the set of trajectories of (4) [4]. From now on, we call (4)
“approximate system”.

The construction of such an approximate system consists
of two main steps:

• Inside a zone of interest that contains the current reach-
able set, we compute an approximation domain of size
%max. Then, an approximate vector field is assigned
to that domain. When the system’s trajectories leave
the current approximation domain, a new domain is
created. If the approximate vector field in each do-
main is affine, the resulting system f is piecewise affine
over the whole state space. The use of such approxi-
mate systems is motivated by a large choice of available
methods for the verification of piecewise affine systems
(see for instance [2, 5, 16, 15, 11]). However, other
classes of functions can be used, such as constant or
multi-affine.

• To construct the error set U , we estimate the error
bound µ which depends on the domain size %max. We
assume that the chosen function f satisfies the follow-
ing property: µ tends to 0 when %max tends to 0. Sup-
pose that we can find an upper bound of µ, denoted
by µ. Then, we can choose the input value set U to be
the ball (i.e. a hypercube for the infinity norm) that is
centered at the origin and has radius µ.
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In this work, we focus on the problem of approximating the
reachable set of the system (2). Some notation related to the
reachable sets is needed. Let Φs(t, x, u(·)) be the trajectory
starting from x of the system (4) under input u(·) ∈ U . The
reachable sets of the system (4) from a set of initial points
X0 ⊆ X during the interval [0, t] is defined as:

Reachs(t,X0) =

{ y = Φs(τ, x, u(·)) | τ ∈ [0, t], x ∈ X0, u(·) ∈ Uµ }.

The reachable set of the original system can be defined sim-
ilarly.

The following theorem shows the convergence of the reach-
able set of the approximate system to that of the original
system [3].

Theorem 1. Let L be the Lispchitz constant of the vector
field f of the system (2) on X . Then

dH (Reachf (T,X0), Reachs(T,X0)) ≤ 2µ

L
(eLT − 1)

where dH denotes the Hausdorff distance associated with the
chosen norm || · ||.

This theorem shows the importance of the magnitude of µ
since the error in the reachable set approximation depends
linearly on µ. This is a motivation for our search for better
error bounds, especially for linear interpolation which is an
efficient method for affine hybridization that we explain in
the next section.

2.2 Affine Hybridization
We will now focus on the hybridization that uses affine

functions for each approximation domain, which is a sim-
plex. We recall that a simplex in Rn is the convex hull of
(n+ 1) affinely independent points in Rn.

Suppose that we start with some initial set which is a
polytope P0. Around P0, we construct an approximation,
around P0 which contains P0. In our first work [3, 4], each
domain is a cell in a simplicial mesh. Inside each cell the
approximate vector field is defined using linear interpolation
of f over the vertices of the cell. As mentioned earlier, the
inconvenience of this hybridization (which we call static hy-
bridization since the mesh is defined a-priori) is it requires
expensive intersection operations when handling the tran-
sition of the system from one cell to its adjacent cells. To
remedy this, rectangular mesh was then proposed. Never-
theless, interpolating over the rectangle vertices results in
multi-affine functions which are harder to analyze.

In our recent paper [6], we proposed dynamic hybridiza-
tion, in which a new domain is constructed only when the
system is about to leave the current domain. Since inter-
section is no longer required, we can use a larger choice of
approximation domain types for function approximations.

In this work, we use again linear interpolation on simplices
which is an efficient function approximation method. In
addition, we exploit new better error bounds to investigate
how the approximation quality of a simplex depends on its
shape, size and orientation, in order to significantly improve
the function approximation accuracy.

In the remainder of this section, we recall the linear inter-
polation on the vertices of a simplex. We denote by Pv the
set of the vertices of a simplex ∆. We define l as an affine
map of the form:

l(x) = Ax+ b

where A is a matrix of size n × n and b ∈ Rn such that
l interpolates the function f at the vertices of ∆. More
precisely,

∀p ∈ Pv : f(p) = l(p).

An important advantage of this approximation method is
that using the vertices of each simplex, the affine interpolant
l is uniquely determined, since each simplex has exactly (n+
1) vertices.

Let us now define an input set U so that l is a conservative
approximation of the original vector field f . To this end, we
define the interpolation error as:

µ = sup
x∈∆
||f(x)− l(x)||.

Note that the real distance between the original function
f and the approximating function l is key to the approx-
imation quality, however this distance is hard to estimate
precisely. It is easy to see the importance of the tightness of
error bounds, since this directly impacts the error between
the solutions of the two systems. In our previous work we
used the following bounds on µ for two cases: the vector
field f is Lipschitz and f is a C2 function.

• If f is Lipschitz and L is its Lipschitz constant, then

µ ≤ %max
2nL

n+ 1
= µ(%max).

where %max is the maximal edge length of the simplex.

• If f is C2 on ∆ with bounded second order derivatives
then

µ ≤ Kn2

2(n+ 1)2
%2
max = µ(%max) (5)

where K is a bound on the second derivatives of f

K = max
i∈{1,...,n}

sup
x∈∆

p1=nX
p1=1

p2=nX
p2=1

˛̨̨̨
∂2f i(x)

∂xp1∂xp2

˛̨̨̨
.

We write the above error bounds as a function of %max to em-
phasize that it depends on the maximal simplex edge length
%max.

3. TIGHTER ERROR BOUNDS
In this section, we describe better error bounds on the in-

terpolation over a simplex ∆ in Rn. The class of systems we
consider are assumed to satify some smoothness conditions.
To explain this, we need the notion of curvature.

From now on we write f = (f1, f2, . . . , fn) as a vector of
n functions fi : Rn → R. We first define the Hessian matrix
associated with the function fi with i ∈ {1, . . . , n} as:

Hi(x) =

0BBBBBBBB@

∂2fi
∂x2

1

∂2fi
∂x1x2

. . .
∂2fi
∂x1xn

∂2fi
∂x1x2

∂2fi
∂x2

2

. . .
∂2fi
∂x2xn

. . .
∂2fi
∂x1xn

∂2fi
∂x2xn

. . .
∂2fi
∂x2

n

1CCCCCCCCA
. (6)
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For any unit directional vector d, the directional curvature
of fi is defined as

∂fi(x, d) = dTHi(x)d.

Definition 1. Given a set X ⊆ X , let γX ∈ R be the
smallest real number such that f satisfies the following con-
dition for all unit vector d ∈ Rn and for all x ∈ X:

∀i ∈ {1, . . . , n} : max
x∈X, ||d||=1

|∂fi(x, d)| ≤ γX . (7)

The value γX is called the maximal curvature of f in X. In
other words, the above means that for all i ∈ {1, . . . , n} the
eigenvalues of Hi are in [−γX , γX ].

The following theorem gives a bound on the interpolation
error [21].

Theorem 2. Let l be the affine function that interpolates
the functions f over a simplex ∆. Then, for all x ∈ ∆

||f(x)− l(x)|| ≤ γ∆
r2
c(∆)

2
.

where γ∆ is the maximal curvature of f in ∆, and rc(∆) is
the radius of the smallest ball containing the simplex ∆.

For short, we say “the smallest containment ball” to refer
to the smallest ball that contains the simplex ∆. Figure 1
illustrates this notion in two dimensions where simplices are
triangles.

rc

Smallest containment circle Circumcircle

Figure 1: The smallest containment circle of the
same triangle (shown on the left), which should
not be confused with its circumcirle (shown on the
right).

Compared to the error bound in (5), this error bound is
tighter due to the relation between the maximal edge length
of a simplex and the radius of its smallest containnement
ball. This will be discussed in more detail later (especially
in Lemma 2).

We can see that within a ball of radius rc, if the curva-
ture is constant, the simplices with the largest volume that

guarantee the interpolation error bound γ∆
r2c(∆)

2
of Theo-

rem 2 are equilateral (i.e. all the edges have the same length).
However, this error bound is appropriate only when the di-
rectional curvatures are not much different in every direc-
tion. There are functions where the largest curvature in one
direction greatly exceeds the largest curvature in another,
and in these cases it is possible to achieve the same accuracy
with non-equilateral simplices. Intuitively, we can stretch an

equilateral simplex along a direction in which the curvature
is small in order to obtain a new simplex with larger size.

A better way to judge the approximation quality of a sim-
plex is to map it to an “isotropic” space where the curvature
bounds are isotropic (that is identical in each direction). In-
deed it is possible to derive an error bound similar to the
one in Theorem 2 but with the radius of the smallest con-
tainment ball in this “isotropic” space [18]. To explain this,
we define:

C = ΩΞΩT

where Ω = [ω1ω2 . . . ωn] and

Ξ =

0BB@
ξ1 0 . . . 0
0 ξ2 . . . 0

. . .
0 0 . . . ξn

1CCA .

The vectors ωi and values ξi are the eigenvectors and
eigenvalues of a symmetric positive-definite matrix C, de-
fined in the following.

We assume the boundedness of directional curvature of f .

Definition 2. Given a subset X of X and a symmetric
positive-definite matrix C(X), if for any unit vector d ∈ Rn,

∀i{1, . . . , n} ∀x ∈ X : max |dTHi(x)d| ≤ dTC(X)d,

we say that in the set X the directional curvature of f is
bounded by C and we call C a curvature tensor matrix of f
in X.

Let ξmax and ξmin be the largest and smallest eigenval-
ues of C(∆). The curvature matrix C(∆) can be specified
using an estimate of the Hessian matrices Hi. This will be
discussed in more detail in Section 4.3.

We now define a matrix T which maps a point in the
original space (that is, the domain over which the functions
f are defined) to an isotropic space:

T = Ω

0BB@
p
ξ1/ξmax 0 . . . 0

0
p
ξ2/ξmax . . . 0

. . .

0 . . .
p
ξn/ξmax

1CCAΩT .

(8)

Given a set X ⊆ Rn, let bX denote the set resulting from
applying the linear transformation specified by the matrix
T to X, that is, bX = {Tx | x ∈ X}.

Geometrically, the transformation T “shortens” a set along
the directions in which f has high curvatures. An illustra-
tion of this transformation is depicted in Figure 2, where the
application of the transformation T to an ellipsoid produces
a circle. When applying T to the triangle inscribed the ellip-
soid shown on the left, the result is a regular triangle shown
on the right.

Theorem 3. Let l be the affine function that interpolates
the functions f over the simplex ∆. Then, for all x ∈ ∆

||f(x)− l(x)|| ≤ γ∆
r2
c(b∆)

2
= µ̄new(rc).
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Figure 2: Illustration of the transformation to the
isotropic space.

where γ∆ is the maximal curvature in ∆ and rc(b∆) is the ra-
dius of the smallest containement of the transformed simplexb∆.

Proof. The idea of the proof is as follows. Let

φ(x) = f(T−1x)

be the function defined over the isotropic space. Similarly,
for the linear interpolating function l, we define

λ(x) = l(T−1x).

Note that bf(bx) = f(x). So the range of φ over the domainb∆ is the same as the range of f over the domain ∆. The
curvature of φ has a bound that is independent of direction.
Let Gi(x) denote the Hessian matrix of φ(x). Indeed,

∂φi(x, d) = dTGi(x)d

= (T−1d)THi(x)(T−1d)

It then follows from the definition of the maximal curva-
ture curvature (7), we have for all i ∈ {1, . . . , n}

maxx∈∆,||d||≤1|∂φi(x, d)| ≤ γ∆.

Using Theorem 2,

max
x∈∆
||φ(x)− λ(x)|| ≤ γ∆

r2
c(b∆)

2
.

By the above definitions of the functions φ and λ, we have
f(x) = φ(bx) and l(x) = λ(bx) we have

max
x∈∆
||f(x)− l(x)|| = max

x∈b∆ ||φ(x)− λ(x)||.

It then follows that for all x ∈ ∆

||f(x)− l(x)|| ≤ γ∆
r2
c(b∆)

2
.

To show the interest of this error bound, we first show that
using transformation T the smallest containment ball radius
is reduced or at worst unchanged; hence we can use larger
simplices for the same error bound.

Lemma 1. Given a simplex ∆ ⊆ Rn, the radius of the

smallest contrainment ball of b∆ is not larger than the ra-

dius of the smallest contrainment ball of ∆, that is rc(b∆) ≤
rc(∆).

The proof can be directly established from the construc-
tion of the transformation matrix T . The error bound of
Theorem 3 is at least as good as that of Theorem 2. For a
“thin” simplex whose longer edges are along the directions of
the eigenvectors associated with smaller eigenvalues, the ra-

tio
rc(b∆)

rc(∆)
can be as small as

p
ξmin/ξmax. In the worst case,

when the simplex is “parallel” to an eigenvector associated
with largest eigenvalue, this ratio is 1.

Furthemore, we compare the new error bounds with the ones
shown in (5) which were used in the previous work. We first
notice that the bound K in (5) must be larger than γ∆.
To see this, we notice that any matrix norm is always larger
than the maximum of the absolute values of the eigenvalues.
It is however not easy to relate the smallest containment ball
with the simplex size. For comparison purposes, we can use
the following result.

Lemma 2. Let ∆ be a simplex in Rn with the maximal
edge length %max. Then, the radius rc(∆) of its smallest
containment sphere satisfies

rc(∆) ≤ %max
r

n

2(n+ 1)

where n is the dimension of the system.

The proof of this inequality is presented in Appendix.
A direct consequence of this result is the following ratio

between the old and new error bounds for any simplex.

Theorem 4. For any simplex ∆ with the maximal edge
length %max, the ratio between the new error bound µ̄new of
Theorem 3 and the old error bound µ̄ in (5) satisfies the
following inequality:

µ̄new(rc(b∆))

µ̄(%max)
≤ n+ 1

2n
.

In two dimensions, compared to the old error bound, the
new error bound is reduced at least by the factor 4/3. The

reduction factor
2n

n+ 1
grows when the dimension n increases

and approaches 2 when n tends to infinity.

This reduction is very useful especially in high dimensions
because when dividing a simplex in order to satisfy some
edge length bound, the number of resulting subsets grows
exponentially with the dimension. Moreover, as in the above
discussion of Lemma 1, by choosing an appropriate orienta-

tion we can reduce this ratio further by
p
ξmin/ξmax.

4. CONSTRUCTION OF SIMPLICIAL
DOMAINS

We consider the problem of constructing a simplex around
a polytope P (which is for example the reachable set in the
current iteration) with the objective of achieving a good ap-
proximation quality when performing analysis on the ap-
proximate system to yield the result for the original system.
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4.1 Simplex Size and Shape
We first consider the accuracy criterion. More precisely,

we want to guarantee that the linear function that interpo-
lates f satisfies a given desired error bound, say ρ. Let γ
be the maximal curvature within a region of interest around
the initial set, and for short we write it without specifying
the simplex.

Theorem 3 indicates that the interpolation error variation

depends on the radius rc(b∆). In order to exploit this result,

we first transform the polytope P to bP = TP in the isotropic
space. Let B be the ball of radius

p
2ρ/γ the centroid of

which coincides with that of the polytope bP . We assume

that bP is entirely included in B. If this is not the case, the
polytope P should be split. The problem of finding a good
splitting method is not addressed in this paper. In the cur-
rent implementation the splitting direction is perpendicular
to the direction along which the polytope is most stretched
out.

Let E = T−1(B) be the ellipsoid resulting from apply-
ing the inverse transformation T−1 to the ball B. Then,
according to Theorem 3 the interpolation error associated
with any simplex inside the ellipsoid E is guaranteed to be
smaller than or equal to ρ.

Since there are many simplices that can be fit inside a ball,
we proceed with the problem of choosing a simplex that is
good with respect to other optimization criteria, namely the
simplex volume and the time of evolution within the simplex.

Lemma 3. Let ∆r be an equilateral simplex that is cir-
cumscribed by the ball B. Then, T−1(∆r) is a largest volume
simplex inscribed in the ellipsoid E = T−1B.

The proof of this result relies on two standard results. First,
the linear transformation preserves the volume ratio between
two measurable bodies. Second, the simplices inside a ball
with the largest volume are equilateral.

It follows from the lemma that we only need to consider
the simplices resulting from applying T−1 to the largest equi-
lateral simplices inscribing in the ball B. Any such simplex
is guaranteed to be inscribed in the ellipsoid E and to have
the largest volume.

4.2 Simplex Orientation
It remains to select one of the above simplices to meet the

staying time requirement. To this end, we use the following
heuristics. We sample trajectories starting at a number of
points inside and around the polytope P and then determine
an average evolution direction e for a given time interval. We
then want the simplex to be “aligned” with this direction e,
as shown in Figure 3.

Note that we are considering only the equilateral simplices
inscribed in B. We now first pick an equilateral simplex ∆r

aligned with an axis, say x1, as shown in Figure 4. This
equilateral simplex can be efficiently constructed since, due
to its alignment, the construction can be done by recursively
reducing to lower dimensions. Without loss of generality, we
can assume that the simplex has a vertex p on this axis x1.

���
���
���
���

���
���
���
���

e

P

Figure 3: Illustration of the average evolution direc-
tion e.

We now want to compute the linear transformation M which
rotates it to align with −e. To do so, we compute its inverse
tranformation as follows. Choosing a simplex vertex p as a
“pivot” vertex, we define its associated median axis as the
line passing through p and perpendicular to the hyperplane
containing the corresponding base. Let q be the vector rep-
resenting this median axis, as shown in Figure 4.

q x1

x2

Figure 4: Illustration of a simplex median axis.

We want to compute a transformation R which aligns q
with −e. This transformation is decomposed into (n − 1)
successive rotations, each of which is on a two-dimensional
plane defined by two coordinate axes.

These rotations are illustrated with a 3-dimensional ex-
ample in Figure 5. The median axis q of the simplex lies
on the axis x1. The bold line segment represents the vector
−e to rotate. After the first rotation by angle θ1 around
the axis x1, the new vector is on the plane (x1, x2). The
second rotation by angle θ2 is around axis x3 to finally align
the vector with q. The required transformation M is then
obtained by computing the inverse of R, that is M = R−1.

θ2

X2 X2 X2

X3

X1

X3

−e

θ1 θ1

X1 X1

Figure 5: Successive rotations needed to align a vec-
tor with the axis x1.
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4.3 Curvature Estimation
The curvature tensor matrix is needed to define the trans-

formation T .

We first consider the case where the Hessian matrices are
constant, as is the case with quadratic functions. To com-
pute a curvature tensor matrix, we first define a matrix Ci
as the matrix with the same eigenvectors and eigenvalues as
Hi, except that each negative eigenvalue ξ of Hi is replaced
with the positive eigenvalue −ξ. Note that we can, in this
case, omit the simplex in the notation of the curvature ten-
sor matrix. Hence, Ci is guaranteed to be positive definite.
If any eigenvalue of Hi is zero, we substitute it with some
small positive value. That is, for each matrix Hi, we define

Ci(∆) = [ωi1 . . . ω
i
n]

0BB@
|ξi1| 0 . . . 0
0 |ξi2| . . . 0

. . .
0 0 . . . |ξin|

1CCA [ωi1 . . . ω
i
n]T

where ωij (with j ∈ {1, . . . , n}) are the eigenvectors of Hi.

We denote by ξimax the eigenvalue with the largest absolute
magnitude of Ci. Among the matrices Ci we can choose the
one with the largest absolute eigenvalue to be a curvature
tensor matrix.

For more general classes of functions where the Hessian
matrices are not constant, we can estimate the curvature
tensor matrix using optimization. This optimization can
be done a-priori for the whole state space or it can be done
locally each time we construct a new approximation domain.
The transformation matrix T can then be computed using
(8).

4.4 Simplex Construction Algorithm
Before continuing, the developments so far is summarized

in Algorithm 1 for computing a simplicial domain around a
polytope P . Let rc be the radius of the smallest containe-
ment ball in the isotropic space that satisfies a given desired
error bound.

Algorithm 1 Simplex construction

Input: Polytope P
Output: Simplex ∆

Compute the transformation matrix TbP = TP
Compute a ball B around bP
Choose ∆r as an equilateral simplex inscribed in B such
that an median axis q of ∆r is aligned with the axis x1.
Compute the average trajectory direction e (by sampling
trajectories from P )be = Te
Orientate the simplex ∆r so that the median axis q is
aligned with the direction −be
∆ = T−1 b∆
Return ∆

Note that if the Hessian matrices are constant, we can
reuse the curvature tensor matrix and the transformation
matrix T for the new domain construction if invoked in the
next iterations.

5. EXPERIMENTAL RESULT: A
BIOLOGICAL SYSTEM

We implemented the above algorithm using the algorithm
in [2] for reachability computation for affine approximate
systems and the scheme of [6] for dynamic hybridization.

As a testbench for the algorithm we have chosen the bio-
chemical network described in [13]. This is a system of
quadratic differential equations with 12 state variables which
models the loosening of the extra-cellular matrix around
blood vessels, a crucial process in ongiogenesis the sprout-
ing of new blood vessels as a reaction to signals that indi-
cate need for additional oxygen in certain tissues. Interfer-
ing with ongiogenesis is considered a promising direction for
fighting cancer tumors by cutting their blood supply.

The vector field of this system is quadratic (see the equa-
tions and parameters in the appendix) and therefore its Hes-
sian matrices are constant. Its directional curvature varies
a lot depending on the directions. The application of new
simplex construction allowed to not only obtain a smaller
approximate reachable set (due to a smaller error bound
used in the input set) and more over significantly reduce the
computation time by roughly 2.5 for the same time horizon,
compared to the method described in [6], which uses boxes as
linearization domains and where the approximation is based
on the Jacobian. Figure 6 shows the projection of the reach-
able set evolution on the first three variables, namely mt1,
m2, and t2. The initial set is a small set around the origin,
highlighted in the figure in bold line. We observe that the
variables converge towards some steady values (inside the
dense part of the reachable set shown in the figure). The
computation time was 40 seconds for 30 iterations.

m2

mt1

t2

Figure 6: Projection of the reachable set on the first
three variables mt1, m2 and t2.

6. CONCLUSION
In this paper we continued to work toward establishing hy-

bridization as a powerful and general-purpose technique for
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reachability computation for nonlinear systems. The focus
of the current paper was to improve and automate the pro-
cess of choosing new linearization domains and computing
the approximation system and the related error bounds. We
presented a new method for computing a simplex which has
a good approximation quality expressed in terms of accu-
racy and time-efficiency. We demonstrated the effectiveness
of this new method on a high-dimensional biological system
which, to the best of our knowledge, is much larger than any
nonlinear system treated by reachability techniques. Future
work directions include splitting methods which are neces-
sary when the reachable polytopes become larger than the
containment balls that guarantee a desired accuracy. Find-
ing a more efficient estimation of curvature tensor matrices
is also part of our future work.
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8. APPENDIX

Proof of Lemma 2
To facilitate reading, we first recall the lemma.

Let ∆ be a simplex in Rn with the maximal edge length
%max. Then, the radius rc(∆) of its smallest containment
ball B satisfies

rc(∆) ≤ %max
r

n

2(n+ 1)

where n is the dimension of the system.

18



Proof. We begin with some intermediate results.
We first prove that the center p of the smallest contain-

ment ball B is inside the simplex ∆. We suppose that the
contrary is true. Hence, the hyperplane H of a face of the
simplex separates the center and the vertex opposite this
hyperplane. In other words, the vertex and the center are
on opposite side of the hyperplane H. Let BH be the inter-
section of B with H. It is not hard to see that the smallest
containment ball of BH , on one hand, has a radius smaller
than that of B and, on the other hand, contains ∆. Thus,
B is not the smallest containment ball.

We can also prove that if a vertex of ∆ is not in the bound-
ary of B then the center p lies in the face of the simplex
opposite to this vertex. The proof of this can be found in,
for example, [9].

We now proceed with the proof of the lemma. Since p is
in ∆, we can write it as a linear combination of the vertices
{v1, . . . , vn+1} of ∆:

p = λ1v1 + λ2v2 + . . .+ λn+1vn+1 (9)

such that
Pn+1
i=1 λi = 1 and ∀i ∈ {1, . . . , n+ 1}λi ≥ 0.

Without loss of generality, let λn+1 be a positive coef-
ficient among {λ1, . . . , λn+1} such that λn+1 ≥ λi for all
i ∈ {1, . . . , n}. Since λn+1 > 0, the center p does not lie in
the face opposite vn+1. Hence, using the above fact, vn+1

must lie in the boundary of B. Without loss of generality, we
can assume that vn+1 is the origin. Similarly, for any posi-
tive coefficent λi, vi is in the boundary of B, which means
that the vector 2p−vi is perpendicular to the vector vi, that
is the scalar product

〈vi, 2p− vi〉 = 0.

It then follows that

2〈vi, p〉 = 〈vi, vi〉.

Hence, for any coefficent λi ≥ 0,

2λi〈vi, p〉 = λi〈vi, vi〉.

Then,

nX
i=1

λi〈vi, p〉 =
1

2

nX
i=1

λi〈vi, vi〉.

Using (9) and the fact that for every i ∈ {1, . . . , n} 〈vi, vi〉
is smaller than the maximal edge length of the simplex,

〈p, p〉 ≤ 1

2
%2
max

nX
i=1

λi.

Since
Pn
i=1 λi = 1− λn+1 and 〈p, p〉 = rc(∆), we have

rc(∆) ≤ 1

2
%2
max

nX
i=1

λi.

In addition, since λn+1 ≥ λi for all i, we have

rc(∆) ≤ %2
max

n

2(n+ 1)
.

Equations of the system of collagen proteolysis
The differential equations of the system are:8>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>><>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>:

ṁt1 = P mt1− kshed eff mt12

− kon mt1t2 mt1 t2

+ kon mt1t2 ki mt1t2 mt1 t2

ṁ2 = kact eff m2 mt1 mt1 t2 m2p

− kon m2t2 m2 t2

+ koff m2t2 m2 t2− kon m2c1 m2 c1

+ koff m2c1 m2 c1 + kcat m2c1 m2 c1

−D m2 m2

ṫ2 = P t2− kon m2t2 m2 t2

+ koff m2t2 m2 t2− kon mt1t2 mt1 t2

+ kon mt1t2 ki mt1t2 mt1 t2−D t2 t2
˙mt1 t2 = kon mt1t2 mt1 t2

− kon mt1t2 ki mt1t2 mt1 t2

− kon mt1t2m2p mt1 t2 m2p

+ koff mt1t2m2p mt1 t2 m2p
˙mt1 t2 m2p = kon mt1t2m2p mt1 t2 m2p

− koff mt1t2m2p mt1 t2 m2p

− kact eff m2 mt1 mt1 t2 m2p
˙m2 t2 = kon m2t2 m2 t2

− koff m2t2 m2 t2

− kiso m2t2 m2 t2

+ k iso m2t2 m2 t2 star
˙m2 t2 star = kiso m2t2 m2 t2

− k iso m2t2 m2 t2 star

−D m2t2star m2 t2 star

ċ1 = P c1− kon m2c1 m2 c1

+ koff m2c1 m2 c1−
kcat mt1c1/km mt1c1 mt1 c1

˙m2 c1 = kon m2c1 m2 c1−
koff m2c1 m2 c1− kcat m2c1 m2 c1

˙c1dmt1 = kcat mt1c1/km mt1c1 mt1 c1
˙c1dm2 = kcat m2c1 m2 c1

The numerical values of the parameters in the above equa-
tions are given in the following.

Name Value Name Value

kshed eff 2.8 103 kon mt1t2 3.54 106

ki mt1t2 4.9 10−9 kon mt1t2m2p 0.14 106

koff mt1t2m2p 4.7 10−3 kact eff m2 3.62 103

kon m2t2 5.9 106 koff m2t2 6.3
kiso m2t2 33 k iso m2t2 2 10−8

kon m2c1 2.6 103 koff m2c1 2.1 10−3

kcat m2c1 4.5 10−3 kcat mt1c1 1.97 10−3

km mt1c1 2.9 10−6 P mt1 10 10−10

P t2 16 10−10 P m2p 8 10−10

P c1 5 10−10 D m2t2star 0.01
D m2 0.01 D t2 0.01
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ABSTRACT
The complexity of physical and engineering systems, both
in terms of the governing physical phenomena and the num-
ber of subprocesses involved, is mirrored in ever more com-
plex mathematical models. While the demand for precise
models is indisputable, the analysis of such system models
remains challenging. Adopting techniques from computer
science makes available a framework for compositional anal-
ysis of interconnected control systems. Simulation relations
relate process models with their specifications thus checking
whether the derived model behaves as desired. Based on
that, compositional and assume-guarantee reasoning rules
decompose the actual verification task into several subtasks
that can be checked with less computational effort. Thus,
modularly composed system models can be treated with
modular analysis techniques. In this paper, we want to give
an overview of how these concepts can be applied to analyze
linear continuous-time systems (LTI). Motivated by the un-
derlying physics, we introduce a general type of interconnec-
tion that can also be interpreted as a feedback control config-
uration in the spirit of decentralized control. Additionally,
parallel composition of LTI systems is discussed with special
emphasis on decomposition strategies for a given specifica-
tion. The proposed methodology could be extended further
to classes of hybrid systems where compositional analysis
techniques are of particular interest.

Categories and Subject Descriptors
G.0 [Mathematics of Computing]: General

General Terms
Theory
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Linear Systems, Assume-Guarantee Reasoning, Composi-
tional Reasoning, Simulation Relations
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1. INTRODUCTION
In formal verification, the curse of dimensionality forms an

obstacle to efficiently check properties of programs involving
concurrent processes. Interaction between these concurrent
processes leads immediately to combinatorial explosion in
terms of the size of the state space. As a result, straightfor-
ward approaches to formal verification such as simulating all
possible executions of a program usually fail. More struc-
tured techniques are needed instead to deal with the inherent
complexity. One important development was the introduc-
tion of simulation relations by Milner [10]. Expressing both
the program to be verified and the property to be checked
in the same language – in the area of verification mostly
as labeled transition systems – and then relating them by
constructing a simulation relation ensures that the given sys-
tem behavior matches the desired specification. To reduce
the complex verification task for the overall system, com-
positional analysis techniques can be employed. The main
idea of compositional reasoning is to decompose proof obli-
gations for the whole interconnected system into obligations
for components which computationally are more efficiently
solvable. Complementary to compositionality is the idea of
assume-guarantee reasoning which can be used when prop-
erties of individual components can not be verified directly
([11]). The key principle is to restrict the behavior of a sub-
system to a specific environment by interconnecting it with
a subsystem representing parts of the specification. Split-
ting the global proof obligation into several steps for re-
stricted components, it is possible to guarantee the original
verification goal yet with reduced efforts. Both for labeled
transition systems and hybrid systems, there have been ap-
plications of compositional and assume-guarantee reasoning
in recent years, see e.g. [4] and [5]. Encouraged by these ad-
vances in the area of computer science, compositional anal-
ysis techniques could play an important role for the analysis
of control systems as well. In fact, models of engineering sys-
tems have similar features as models of concurrent processes.
Firstly, the number of state components is large in several
applications, e.g. for chemical plants, mechatronic or em-
bedded systems ([3]). Secondly, interaction between subpro-
cesses is characteristic for various control problems such as
decentralized control where a global control target is solved
by the interplay of local controllers and plant subsystems.
The goal of this work is to make compositional techniques
applicable to analyze linear continuous-time systems. As a
first step, simulation relations for dynamical systems have
been introduced, see in particular [1], [12] and [14]. Besides
using them to verify properties of implemented process mod-
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els, simulation relations can also serve as a tool to abstract
a given model with a lower dimensional one. This idea was
brought forward in [13] as a means to reduce the complex-
ity of interconnected system models. Abstractions provide
a conservative approximation of the given system model so
that properties can be checked reliably on a higher level. A
two-sided version of simulations, bisimulation relations, has
been studied extensively in [12] for both labeled transition
systems and continuous-time control systems stressing the
link between formal verification and control theory. More-
over, the idea of compositional reasoning has recently been
investigated for feedback interconnections of linear ([7]) and
hybrid systems ([6]). This paper generalizes and extends the
proposed methodology by considering two different types of
interconnection for linear continuous-time systems. Moti-
vated by many physical applications, a feedback type of in-
terconnection is studied first where the external variables
are equated. A methodology for compositional and assume-
guarantee reasoning is developed and illustrated with an ex-
ample from circuit analysis. Second, parallel composition
is introduced as an alternative but equally relevant inter-
connection for control systems. We focus on decomposition
strategies for a given global specification, i.e. how to arrive
at an interconnection of local specifications that can then
be used for compositional and assume-guarantee reasoning.
We conclude by giving an outlook as to possible further di-
rections of research.

2. PRELIMINARIES
Consider the class of linear continuous-time systems

Σi : ẋi = Aixi +Biui +Giei + Lidi (1)

yi = Cixi

zi = Hixi

All variables belong to finite dimensional vector spaces, xi ∈
Xi, ui ∈ Ui, ei ∈ Ei, di ∈ Di, yi ∈ Yi, zi ∈ Zi. The temporal
evolution of all system variables is characterized by functions
of an appropriate function class, e. g. C∞. The variables ui

and yi are used for interconnections, ei and zi are control
inputs and outputs and di represents an (internal) distur-
bance.

Remark 1. Systems with disturbance inputs (called ’non-
deterministic systems’ in [13]) arise naturally from abstrac-
tions. An abstraction of a dynamical system – very similar
to and inspired by abstractions for programs of concurrent
processes in computer science – incorporates a generator of
non-determinism that allows to preserve the properties of in-
terest while reducing the complexity of a model. As proposed
in [12] and [14], a non-deterministic system of the form (1)
can therefore abstract another linear control system of higher
state space dimension.

Compositional analysis, the main focus of this research, de-
pends heavily on the type of interconnection. Physical sys-
tems are usually interconnected by equating the intercon-
nection variables, for example forces and positions in me-
chanical systems, currents and voltages in electrical circuits
or pressure and volume in chemical reactors. In this paper,
we study two particular cases for systems Σi: The first one
is the standard feedback interconnection where one system
represents the plant and the other teh controller. The other

type of interconnection is parallel composition which will be
detailed in Section 4.

Definition 1. Two linear continuous-time systems Σ1,Σ2

of the form (1) are interconnected by equating the intercon-
nection variables,

u2 = y1 , u1 = y2 , (2)

The dynamics of the interconnection Σ1‖Σ2 are then given
by
»
ẋ1

ẋ2

–
=

»
A1 B1C2

B2C1 A2

– »
x1

x2

–
+ (3)

+

»
G1 0
0 G2

– »
e1
e2

–
+

»
L1 0
0 L2

– »
d1

d2

–

»
z1
z2

–
=

»
H1 0
0 H2

– »
x1

x2

–

Remark 2. Equating shared variables is also common when
modeling compositions of concurrent systems, see e. g. the
tagged signal model framework as presented in [9].

Σ1

Σ2

e1 z1

e2z2

u1 y1

u2y2

d1

d2

Figure 1: Interconnection Σ1‖Σ2

Remark 3. (3) it is a generalization of the feedback in-
terconnections in [7]. More specifically, the interconnection
variables u1 represent a second channel of inputs which is
in general independent of the external inputs e1. The open
feedback interconnection in [7] is a special case of (3) where
Gi = −Bi as illustrated in Figure 2 while closed feedback in-
terconnection would reduce to Gi = 0. A typical application

e1

e2

z1

z2

u2 y2

d1

d2

u1 y1

Figure 2: Generalization of feedback interconnec-
tions

for compositions of feedback control configurations are decen-
tralized control problem, e. g. the control of robot networks
or communication of distributed sensors.
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In order to verify that a given system model fulfils its spec-
ification, i.e. behaves in a desired fashion, the concept of
simulation relations proves valuable.

Definition 2. A simulation relation S of Σ1 by Σ2 is a
linear subspace S ⊂ X1×X2 with the following property: For
any (x10, x20) ∈ S, any joint control input function e1(·) =
e2(·) = e, any joint interconnection input u1(·) = u2(·) =
u(·) and any disturbance function d1(·) there should exist
a disturbance d2(·) such that the resulting state trajectories
xi(.), i = 1, 2 with xi(0) = xi0, satisfy for all t ≥ 0

(i) (x1(t), x2(t)) ∈ S, ∀t ≥ 0 (4)

(ii) H1x1(t) = H2x2(t), ∀t ≥ 0

(iii) C1x1(t) = C2x2(t), ∀t ≥ 0

Σ1 is simulated by Σ2, denoted by Σ1 � Σ2, if there exists
a simulation relation S fulfilling Π1S = X1 with Π1 : X1 ×
X2 → X1 the canonical projection from X1 × X2 to X1. In
this case, S is called a full simulation relation.

Proposition 1. A subspace S ⊂ X1×X2 is a simulation
relation of Σ1 by Σ2 if and only if for all (x1, x2) ∈ S, all
u ∈ U and all e ∈ E the following holds:

(i): for all d1 ∈ D1 there should exist a d2 ∈ D2 such that
»
A1x1 +B1u+G1e+ L1d1

A2x2 +B2u+G2e+ L2d2

–
∈ S (5)

(ii): H1x1 = H2x2

(iii): C1x1 = C2x2

Invariant subspaces as used in geometric control theory
allow us to formulate an equivalent linear algebraic charac-
terization of a simulation relation.

Theorem 1. A linear subspace S ⊂ X1×X2 is a simula-
tion relation of Σ1 by Σ2 if and only if the following holds:

(i): im

»
G1 B1

G2 B2

–
+ im

»
L1

0

–
⊂ S + im

»
0
L2

–

(ii):

»
A1 0
0 A2

–
S ⊂ S + im

»
0
L2

–

(iii): S ⊂ ker

»
H1 −H2

C1 −C2

–

The linear algebraic characterization of Theorem 1 facili-
tates an effective algorithm how to compute the maximal
simulation relation of Σ1 by Σ2.

Theorem 2 (compare with Theorem 3.4 in [14] ).
For two linear systems Σ1 and Σ2, define the following se-
quence of decreasing subspaces Si, i = 1, . . .:

(i) : S1 = ker

»
H1 −H2

C1 −C2

–

(ii) : Si =

j»
x1

x2

–
∈ Si−1

˛̨
˛̨

»
A1 0
0 A2

– »
x1

x2

–

+im

»
L1

0

–
∈ Si−1 + im

»
0
L2

–ff

∀i = 1, . . . , k

If for a certain i the subspace Si is empty, then there does
not exist any simulation relation of Σ1 by Σ2.

Otherwise, there exists a finite k such that Sk = Sk−1 =: S�.
Then there exists a simulation relation of Σ1 by Σ2 if and
only if

im

»
G1 B1

G2 B2

–
⊂ S� . (6)

Furthermore, the subspace S� is the maximal simulation re-
lation of Σ1 by Σ2.

An important property of simulation relations is transitiv-
ity. This will become evident when non circular assume
guarantee reasoning is discussed. First, we extend the well
known results that simulation relations for labeled transi-
tion systems are preorders and that the interconnection ‖ is
symmetric with respect to simulation to linear control sys-
tems.

Theorem 3. Simulation relations � are preorders, i.e.
they are reflexive and transitive.

Proof. Consider linear systems Σi, i ∈ {1, 2, 3} of the
form (1). Reflexivity: The relation S = {(x1, x1) | x1 ∈ Σ1}
fulfils conditions (i) and (ii) of Definition 2 and therefore
defines a simulation relation of Σ1 by Σ1.
Transitivity: Assume S1 defines a simulation relation for
Σ1 � Σ2 and S2 for Σ2 � Σ3. Then S12 = {(x1, x3) | ∃x2 :
(x1, x2) ∈ S1, (x2, x3) ∈ S2} defines a full simulation relation
of Σ1 by Σ3.

Proposition 2. For any two given linear systems ΣP

and ΣQ,

ΣP ‖ΣQ � ΣQ‖ΣP (7)

Proof. Construct the relation

S = {((xP , xQ), (xQ, xP )) | xP ∈ XP , xQ ∈ XQ}

Since there exists a similarity transform T =

»
0 I
I 0

–
be-

tween ΣP ‖ΣQ and ΣQ‖ΣP it is immediately seen that the
interconnection ‖ is indeed commutative with respect to sim-
ulation.

3. COMPOSITIONAL AND ASSUME-
GUARANTEE REASONING FOR
LINEAR SYSTEMS

Consider the verification task

ΣP1‖ΣP2 � ΣQ1‖ΣQ2 (8)

The interconnection ΣP1‖ΣP2 represents a given system model
such as a feedback control configuration whereas ΣQ1‖ΣQ2

specifies a desired property or system behavior.

3.1 Compositional reasoning
The main pillar for compositional analysis is the so called

compositionality property.

Theorem 4. For any given linear systems Σi,
i ∈ {P1, P2, Q1, Q2}, the compositionality property

ΣP1 � ΣQ1 ,ΣP2 � ΣQ2

=⇒
ΣP1‖ΣP2 � ΣQ1‖ΣQ2

holds.
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Proof. Let Si, i = 1, 2 denote the full simulation rela-
tions of ΣPi by ΣQi . Construct the relation

S = {(xP1 , xP2 , xQ1 , xQ2) | (xP1 , xQ1) ∈ S1, (9)

(xP2 , xQ2) ∈ S2}
Then for every (xP1 , xP2 , xQ1 , xQ2) ∈ S, every joint input

ePi = eQi = ei, i = 1, 2 and every disturbance
ˆ
dP1 dP2

˜T

there exist disturbances dQ1 , dQ2 such that
»

AP1xP1 +BP1CP2xP2 +GP1e1 + LP1dP1

AQ1xQ1 +BQ1CQ2xQ2 +GQ1e1 + LQ1dQ1

–
∈ S1

and
»

AP2xP2 +BP2CP1xP1 +GP2e2 + LP2dP2

AQ2xQ2 +BQ2CQ1xQ1 +GQ2e2 + LQ2dQ2

–
∈ S2

whilst HPixPi = HQixQi since CPixPi = CQixQi for all
(xPi , xQi) ∈ Si.
Moreover, S as defined in (9) is in fact the product of the
simulation relations S1 and S2 after exchanging the second
with the third component, i.e. reordering the elements xQ1

and xP2 . Since ΠP1S1 = X1 and ΠP2S2 = X2, i.e. S1 and S2

are full, also ΠP1P2S = X1 × X2 and therefore S is full.

Remark 4. The converse does in general not hold. Take
as a counterexample the following systems

ΣP1 : ẋP1 = 2uP1 + eP1

yP1 = zP1 = xP1

ΣP2 : ẋP2 = uP2 + eP2

yP2 =
1

2
xP2

zP2 = xP2

ΣQi : ẋQi = uQi + eQi

yQi = zQi = xQi

Then there exists a simulation relation S of ΣP1‖ΣP2 by
ΣQ1‖ΣQ2 ,

S = {(xP1 , xP2 , xQ1 , xQ2) | xP1 = xQ1 , xP2 = xQ2}
since the state space descriptions of ΣP1‖ΣP2 and ΣQ1‖ΣQ2

are identical. On the contrary, there do not exist any simu-
lation relations of ΣP1 by ΣQ1 nor of ΣP2 by ΣQ2 since for
the former,

im

»
BP1

BQ1

–
= im

»
2
1

–
� ker

»
CP1 −CQ1

HP1 −HQ1

–
= im

»
1
1

–

and for the latter,

im

»
BP2

BQ2

–
= im

»
1
1

–
� ker

»
CP2 −CQ2

HP2 −HQ2

–
= im

»
0
0

–

As a special case of compositionality, invariance under com-
position also holds:

∀ΣQ2 : ΣP1 � ΣQ1 =⇒ ΣP1‖ΣQ2 � ΣQ1‖ΣQ2 (10)

In fact, since the interconnection ‖ is commutative, compo-
sitionality and invariance under composition are equivalent.

Proposition 3. For any given systems Σi, i ∈
{P1, P2, Q1, Q2} and a commutative interconnection, compo-
sitionality and invariance under composition are equivalent.

Proof. (=⇒) : Composing ΣP1 � ΣQ1 with ΣP2 yields
ΣP1‖ΣP2 � ΣQ1‖ΣP2 while composing ΣP2 � ΣQ2 with ΣQ1

results in ΣP2‖ΣQ1 � ΣQ2‖ΣQ1 . Using both commutativ-
ity and transitivity, invariance under composition follows.
(⇐=): Due to simulation being reflexive, compositionality
immediately follows from invariance under composition,

ΣP1 � ΣQ2 ,ΣP2 � ΣP2 =⇒ ΣP1‖ΣP2 � ΣQ1‖ΣP2

3.2 Assume-guarantee reasoning
Since compositionality is in general not necessary and

sufficient, i.e., it is not always possible to conclude from
ΣP1‖ΣP2 � ΣQ1‖ΣQ2 that also the components fulfil their
respective specifications, ΣPi � ΣQi , assume-guarantee rea-
soning can provide an alternative decomposition strategy.
Again, the global proof obligation (8) is split into tasks
for subsystems, but these components are now restricted by
their environment, i.e. they are interconnected with other
components. The first example are two non circular assume-
guarantee reasoning rules which are based on only one un-
restricted assumption yielding a triangular structure.

Theorem 5. For any given linear systems Σi,
i ∈ {P1, P2, Q1, Q2}, non circular assume-guarantee reason-
ing is sound, i.e.

S1: ΣP1 � ΣQ1

S2: ΣQ1 ‖ ΣP2 � ΣQ1 ‖ ΣQ2

S: ΣP1 ‖ ΣP2 � ΣQ1 ‖ ΣQ2

and the symmetric counterpart

S′
1: ΣP2 � ΣQ2

S′
2: ΣP1 ‖ ΣQ2 � ΣQ1 ‖ ΣQ2

S : ΣP1 ‖ ΣP2 � ΣQ1 ‖ ΣQ2

hold.

Proof. Notice first that rules 1 and 2 are symmetrical
in their triangular structure. The proof only requires the
relation � to be transitive and the interconnection ‖ to be
invariant under composition. For rule 1, interconnecting
both ΣP1 and ΣQ1 in S1 with ΣP2 yields

ΣP1 ‖ ΣP2 � ΣQ1 ‖ ΣP2 � ΣQ2 ‖ ΣQ2

Similarly, interconnecting S′
1 with ΣP1 and exploiting sym-

metry of the interconnection results in

ΣP1 ‖ ΣP2 � ΣP1 ‖ ΣQ2 � ΣQ2 ‖ ΣP1 � ΣQ2 ‖ ΣQ2

Example 1. Consider the LC− circuit in Figure 3 with
two inductors L1 and L2, one inductor C, a voltage source
as input uP1 and the current over the capacitor as output
yP1 . The control in- and outputs are chosen to be the same
as the interconnection variables, uP1 = eP1 and yP1 = zP1 ,
while external disturbances are absent, dP1 ≡ 0.. The math-

24



−

+

L1 L2

C
uP1 , eP1

Figure 3: ΣP1 : LC− circuit.

ematical model ΣP1 is given by

ΣP1 :

2
4

q̇C

φ̇L1

φ̇L2

3
5 =

2
4

0 1
L1

1
L2− 1

C
0 0

1
C

0 0

3
5

2
4

qC

φL1

φL2

3
5 +

+

2
4

0
0
1

3
5uP1 +

2
4

0
0
1

3
5 eP1

yP1 =
ˆ

1
C

0 0
˜
xP1 = zP1

where xP1 =
ˆ
qC φL1 φL2

˜T
denotes the state vector.

In the remainder, all the parameter values are set to 1. To
stabilize the electrical circuit (11) we apply a simple feedback
controller ΣP2 ,

ΣP2 :

»
ż1
ż2

–
=

» −1 0
0 −5

– »
z1
z2

–
+

»
1
0

–
uP2

yP2 =
ˆ

1 0
˜ »

z1
z2

–

Observe that we take eP2 = zP2 = dP2 ≡ 0.
The verification goal is to relate the 5-dimensional intercon-
nection of ΣP1‖ΣP2 to a less complex specification ΣQ1‖ΣQ2 .
The components of the specification are described by a non-
deterministic LC− circuit ΣQ1 as in Figure 1 and an ab-
stracted controller ΣQ2 . The respective equations of motions

− +

LQ1

CQ1

dQ1

uQ1 , eQ1

Figure 4: ΣQ1

are given by

ΣQ1 :

»
φ̇Q1

q̇Q1

–
=

"
0 − 1

CQ1
1

LQ1
0

# »
φQ1

qQ1

–
+

»
0
1

–
uQ1 +

»
0
1

–
eQ1 +

»
1
0

–
dQ1

yQ1 =
h

0 1
CQ1

i
xQ1 = zQ1

where xQ1 =
ˆ
φQ1 qQ1

˜T
and all parameter values are

again set to 1. The controller ΣQ2 is described by

ΣQ2 : ẋQ2 = −5xQ2 + uQ2 + dQ2

yQ2 = xQ2

The first observation is that compositionality is not appli-
cable since there does not exist any simulation relation of
ΣP1 by ΣQ1 . The disturbance input dQ1 represents a voltage
source which cannot mimic the behavior of the inductor L2.
However, the controller systems ΣP2 and ΣQ2 can be related
by means of a full simulation relation S′

1,

S′
1 = {(z1, z2), xQ2) | z1 = xQ2}

Moreover, the interconnection ΣP1‖ΣQ2 can be simulated by
ΣQ1‖ΣQ2 ,

S′
2 = {((qC , φL1 , φL2 , xQ2), (x1, x2, x

′
Q2)) | xQ2 = x′

Q2 ,

qC = x2,−1/5qC + 1/5φL1 + φL2 + xQ2 = x1}
By Theorem 5, we can therefore conclude that there indeed
exists a full simulation relation S of ΣP1‖ΣP2 by ΣQ1‖ΣQ2 ,
given by

S = {((qC , φL1 , φL2 , z1, z2), (x1, x2, xQ2)) | z2 = xQ2 ,

qC = z2, qC − φL1 + φL2 + x1 = z1}
This also shows that it is possible to abstract the behavior
of the 5 dimensional controlled electrical circuit by a non-
deterministic 3-dimensional electrical circuit.

The second assume-guarantee reasoning rule involves cir-
cular dependencies of assumptions of preceding steps and
guarantees of successive steps in the proof. For the non-
deterministic case, a proof for soundness of circular assume-
guarantee reasoning is given in [8]. For ease of presentation,
however, we will restrict ourselves in this paper to the de-
terministic case, i.e. to di ≡ 0. We first state the following
auxiliary results to construct full simulation relations for in-
terconnections of subsystems.

Lemma 1. Given full simulation relations S1 and S2 of
ΣP1‖ΣQ2 and ΣQ1‖ΣP2 by Σ3‖Σ4, respectively, then also

Ssym
1 := S1 + Ŝ1, Ssym

2 := S2 + Ŝ2 (11)

define full simulation relations of ΣP1‖ΣQ2 and ΣQ1‖ΣP2 by
ΣQ1‖ΣQ2 , where

Ŝ1 := {(xP1 , x̄Q2 , xQ1 , xQ2) | (xP1 , xQ2 , xQ1 , x̄Q2) ∈ S1} (12)
Ŝ2 := {(x̄Q1 , xP2 , xQ1 , xQ2) | (xQ1 , xP2 , x̄Q1 , xQ2) ∈ S2}

Proof. We will only prove that Ssym
1 is a simulation re-

lation, the same reasoning can be applied to Ssym
2 . Let S1 be

a simulation relation of ΣP1‖ΣQ2 by ΣQ1‖ΣQ2 and consider
an arbitrary element (xP1 , x̃Q2 , xQ1 , xQ2) ∈ Ssym

1 . Since S1

is a simulation relation, it follows that

CQ2xQ2 = CQ2 x̃Q2 (13)

Then (xP1 , xQ2 , xQ1 , x̃Q2) ∈ S1. Hence for any inputˆ
e1 e2

˜T
,

2
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ẋP1

ẋQ2

ẋQ1
˙̃xQ2

3
775 =

2
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AP1xP1 +BP1CQ2xQ2 +GP1e1
AQ2xQ2 +BQ2CP1xP1 +GQ2e2
AQ1xQ1 +BQ1CQ2 x̃Q2 +GQ1e1
AQ2 x̃Q2 +BQ2CP1xP1 +GQ2e2

3
775 ∈ S1
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and thus (since CQ2xQ2 = CQ2 x̃Q2 and CP1xP1 = CQ1xQ1)
2
664

ẋP1
˙̃xQ2

ẋQ1

ẋQ2

3
775 =

2
664

AP1xP1 +BP1CQ2 x̃Q2 +GP1e1
AQ2 x̃Q2 +BQ2CP1xP1 +GQ2e2
AQ1xQ1 +BQ1CQ2xQ2 +GQ1e1
AQ2xQ2 +BQ2CP1xP1 +GQ2e2

3
775 ∈ S

sym
1 .

Moreover, since (xP1 , xQ2 , xQ1 , x̃Q2) ∈ S1 it holds that
CP1xP1 = CQ1xQ1 which, together with (13), lets Ssym

1 ful-
fil condition (ii) in Definition 2. For the same reason, also
condition (iii) is fulfilled, namely that HP1xP1 = HQ1xQ1

and HQ2xQ2 = HQ2 x̃Q2 .
Since S1 is a full simulation relation, ΠXP1XQ2

S1 =

ΠXP1XQ2
Ssym

1 = XP1 × XQ2 and thus Ssym
1 is a full simula-

tion relation of ΣP1‖ΣQ2 by ΣQ1‖ΣQ2 .

Lemma 2. Given full simulation relations Si, i = 1, 2 of
ΣP1‖Σq2 and ΣQ1‖ΣP2 by ΣQ1‖ΣQ2 , respectively, and define
the following linear subspaces

S̄1 := {(xP1 , x̄Q2 , xQ1 ,−xQ2) | xQ2 , x̄Q2 ∈ kerCQ2 ∩
kerHQ2 , xP1 ∈ kerCP1 ∩ kerHP1 , xQ1 ∈
kerCQ1 ∩ kerHQ1 , (xP1 , xQ2 , xQ1 , x̄Q2) ∈ S1}

S̄2 := {(x̄Q1 , xQ2 ,−xQ1 , xQ2) | xQ1 , x̄Q1 ∈ kerCQ1 ∩
kerHQ1 , xP2 ∈ kerCP2 ∩ kerHP2 , xQ2 ∈
kerCQ2 ∩ kerHQ2 , (xQ1 , xQ1 , x̄Q1 , xQ2) ∈ S2}

Then S1+S̄1 and S2+S̄2 also define full simulation relations
of ΣP1‖ΣQ2 and ΣQ1‖ΣP2 by ΣQ1‖ΣQ2 , respectively.

Proof. Again, the statement will be proved only for S1+
S̄1. Take any (xP1 , x̄Q2 , xQ1 ,−xQ2) ∈ S̄1. Since all compo-
nents fulfil CP1xP1 = CQ1xQ1 = 0, CQ2xQ2 = −CQ2 x̄Q2 =
0 and HP1xP1 = HQ1xQ1 = 0, HQ2xQ2 = −HQ2 x̄Q2 = 0,
condition (ii) and (iii) in Proposition 1 is fulfilled. Since
S1 is a simulation relation, condition (i) in Proposition 1
ensures that there exists a (wP1 , wQ2 , wQ1 , w̄Q2) ∈ S1 such
that

2
664

AP1xP1

AQ2xQ2

AQ1xQ1

AQ2 x̄Q2

3
775 =

2
664

wP1

wQ2

wQ1

w̄Q2

3
775

Note that since (wP1 , wQ2 , wQ1 , w̄Q2) ∈ S1,
(wP1 , w̄Q2 , wQ1 ,−wQ2) ∈ S̄1. Hence

2
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AP1xP1

AQ2 x̄Q2

AQ1xQ1

−AQ2xQ2

3
775 =

2
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wP1

w̄Q2

wQ1

−wQ2

3
775

which proves condition (i) in Proposition 1. Finally, fullness
of Ssym

1 follow from fullness of S1.

Lemma 3. Consider full simulation relation (S1 + S̄1)
sym

and (S2 + S̄2)
sym of ΣP1‖ΣQ2 and ΣQ1‖ΣP2 by ΣQ1‖ΣQ2

as defined in the previous lemmas. Then for every x ∈
kerCQ2∩kerHQ2 , (0, x, 0, x) ∈ (S1+S̄1)

sym and analogously,
for every y ∈ kerCQ1 ∩ kerHQ1 , (y, 0, y, 0) ∈ (S2 + S̄2)

sym.

Proof. Again, we will only prove the first half of the
lemma. Since S1 is a full simulation relation, it holds that for
every (0, x) there exists xQ1 , xQ2 such that (0, x, xQ1 , xQ2) ∈
S1 with xQ1 ∈ kerCQ1 ∩ kerHQ1 . If we take x ∈ kerCQ2 ∩

kerHQ2 then also xQ2 ∈ kerCQ2 ∩ kerHQ2 . Then
(0, xQ2 , xQ1 ,−x) ∈ S̄1 and therefore

2
664

0
x
xQ1

xQ2

3
775−

2
664

0
xQ2

xQ1

−x

3
775 =

2
664

0
x− xQ2

0
x+ xQ2

3
775 ∈ S1 + S̄1

Moreover, (0, x+xQ2 , 0, x−xQ2) ∈ (S1 + S̄1)
sym and by the

subspace property also
2
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0
x− xQ2

0
x+ xQ2

3
775 +

2
664

0
x+ xQ2

0
x− xQ2

3
775 = 2

2
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0
x
0
x

3
775 ∈ (S1 + S̄1)

sym

Theorem 6. For any given linear systems Σi,
i ∈ {P1, P2, Q1, Q2}, circular assume-guarantee reasoning is
sound, i.e.,

S1: ΣP1 ‖ ΣQ2 � ΣQ1 ‖ ΣQ2

S2: ΣQ1 ‖ ΣP2 � ΣQ1 ‖ ΣQ2

S : ΣP1 ‖ ΣP2 � ΣQ1 ‖ ΣQ2

Proof. Define a relation S in the following way:

S = {(xP1 , xP2 , xQ1 , xQ2)|∃x̃Q1 , x̃Q2 : (14)

(xP1 , xQ2 , xQ1 , x̃Q2) ∈ (S1 + S̄1)
sym,

(xQ1 , xP2 , x̃Q1 , xQ2) ∈ (S2 + S̄2)
sym}

with (Si + S̄i)
sym, i = 1, 2 constructed as in (11). Observe

first that (Si+S̄i)
sym are full simulation relations since Si are

full. Therefore, for every (xP1 , xQ2 , xQ1 , x̃Q2) ∈ (S1+S̄1)
sym

and every joint inputs eP1 = eQ1 = e1, eQ2 = e2 it holds that
2
664

AP1xP1 +BP1CQ2xQ2 +GP1e1
AQ2xQ2 +BQ2CP1xP1 +GQ2e2
AQ1xQ1 +BQ1CQ2 x̃Q2 +GQ1e1
AQ2 x̃Q2 +BQ2CQ1xQ1 +GQ2e2

3
775 ∈ (S1 + S̄1)

sym

such that HP1xP1 = HQ1xQ1 and CP1xP1 = CQ1xQ1 as
well as HQ2xQ2 = HQ2 x̃Q2 and CQ2xQ2 = CQ2 x̃Q2 . For
any (xP1 , xP2 , xQ1 , xQ2) ∈ S there exists a x̃Q2 such that
(xP1 , xQ2 , xQ1 , x̃Q2) ∈ (S1 + S̄1)

sym. Taking

˙̃xQ2 = AQ2 x̃Q2 +BQ2CQ1xQ1 +GQ2e2

it is then straightforward to check that for any arbitrary
joint inputs e1, e2

(ẋP1 , ẋQ2 , ẋQ1 , ˙̃xQ2) ∈ (S1 + S̄1)
sym

Similarly, by setting ˙̃xQ1 = AQ1 x̃Q1 +BQ1CQ2xQ2 +GQ1e1
and observing that CQ1xQ1 = CQ1 x̃Q1 as well as HQ1xQ1 =
HQ1 x̃Q1 ,

(ẋQ1 , ẋP2 , ˙̃xQ1 , ẋQ2) ∈ (S2 + S̄2)
sym

and therefore

(ẋP1 , ẋP2 , ẋQ1 , ẋQ2) ∈ S .
Thus, S as defined in (14) is a simulation relation of ΣP1‖ΣP2

by ΣQ1‖ΣQ2 .
The next step is to prove that S is full. Since (S1 + S̄1)

sym

is a full simulation relation, there exists for every (xP1 , xQ2)
a (x̄Q1 , x̄Q1) such that (xP1 , xQ2 , x̄Q1 , x̄Q1) ∈ (S1 + S̄1)

sym.
Moreover, since also (S2 + S̄2)

sym is full, there exists for
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an arbitrary xP2 and the given x̄Q1 a (x̂Q1 , x̂Q2) such that
(x̄Q1 , xP2 x̂Q1 , x̂Q2) ∈ (S2 + S̄2)

sym. Fullness of (S1 + S̄1)
sym

also ensures that there exists an element (0, x̂Q2 , x̃Q1 , x̃Q2) ∈
(S1+S̄1)

sym with x̃Q1 ∈ kerCQ1 . By Lemma 3, however, an
element (x̃Q1 , 0, x̃Q1 , 0) is contained in (S2 + S̄2)

sym. Hence

2
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xP1

xQ2

x̄Q1

x̄Q2

3
775 +

2
664

0
x̂Q2 − xQ2

x̃Q1

x̃Q2

3
775 =

2
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xP1

x̂Q2

x̄Q1 + x̃Q1

x̄Q2 + x̃Q2

3
775

∈ (S1 + S̄1)
sym

2
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x̄Q1

xP2

x̂Q1

x̂Q2

3
775 +

2
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x̃Q1

0
x̃Q1

0

3
775 =

2
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x̄Q1 + x̃Q1

xP2

x̂Q1 + x̃Q1

x̂Q2

3
775

∈ (S2 + S̄2)
sym

from which the element
2
664

xP1

xP2

x̂Q1 + x̃Q1

x̂Q2

3
775 ∈ S (15)

can be constructed for any (xP1 , xP2).

4. INTERCONNECTIONS WITH
ALGEBRAIC CONSTRAINTS

In the first part, we were studying a feedback control like
interconnection. This is appropriate in quite a few situa-
tions. Moreover, the interpretation of such an interconnec-
tion as a feedback control system is appealing, e.g. when ap-
plied to decentralized control problems. However, a different
type of interconnection, resembling parallel composition as
used for labeled transition systems and inducing algebraic
constraints, also arises frequently in physical system inter-
connection.

Definition 3. Given two linear dynamical systems Σi,
i = 1, 2 of the form

Σi : ẋi = Aixi +Biui (16)

yi = Cixi (17)

where xi ∈ Xi ⊆ Rni , ui ∈ Rp and yi ∈ Rq.
Then the parallel composition Σ1‖pcΣ2 is given by

Σ1‖pcΣ2 : (18)»
ẋ1

ẋ2

–
=

»
A1 0
0 A2

– »
x1

x2

–
+

»
B1

B2

–
u

y = C1x1 = C2x2

Equating the outputs of the parallel composition intro-
duces the algebraic constraint C1x1 = C2x2, see Figure 5.

Thus, the equations (18) can be rewritten in so-called pen-
cil form

Σ12 : E12ż12 = A12z12, z12 ∈ Z12 (19)

w12 = C12z12

where Z12 ⊂ X1 × X2 × Rp and the matrices E12, A12, C12

Σ1

Σ2

u y

u1
y1

u2 y2

Figure 5: Σ1 ‖pc Σ2

and the state and output vectors z12 and w12 are given by

z12 =

2
4
x1

x2

u

3
5 , A12 =

2
4
A1 0 B1

0 A2 B2

C1 −C2 0

3
5 , (20)

w12 =

»
y
u

–
, E12 =

2
4
I 0 0
0 I 0
0 0 0

3
5 , C12 =

»
C1 0 0
0 0 I

–

respectively.
The formal definition and a linear algebraic characterization
for simulation relations between DAE systems of the form
(19) can be taken from [15].

Definition 4. Consider a DAE system Σ12 of the form
(19). Then the consistent subspace V�

12 for Σ12 is the largest
subspace V12 ⊂ Z12 such that

A12V12 ⊂ E12V12 (21)

Definition 5. Given two DAE systems Σi,
i = {P1P2, Q1Q2} of the form (19) with consistent subspaces

V�
i . Then a subspace S̃ ⊂ ZP1P2 × ZQ1Q2 with ΠP1P2 S̃ ⊂
V�

P1P2 is a simulation relation of Σ̃P1P2 by Σ̃Q1Q2 if and only
if for all (zP1P2 , zQ1Q2) ∈ S,

1. for all żP1P2 ∈ V�
P1P2 such that EP1P2 żP1P2 = AP1P2zP1P2

there should exist a żQ1Q2 ∈ V�
Q1Q2 such that

EQ1Q2 żQ1Q2 = AQ1Q2zQ1Q2 and (żP1P2 , żQ1Q2) ∈ S̃
2. CP1P2zP1P2 = CQ1Q2zQ1Q2

The simulation relation S̃ is full, denoted by ΣP1P2 � ΣQ1Q2 ,
if the projection on ZP1P2 is the consistent subspace, that is,
ΠP1P2 S̃ = V�

12.

Theorem 7. A subspace S̃ ⊂ ZP1P2×ZQ1Q2 is a simula-
tion relation of Σ̃P1P2 by Σ̃Q1Q2 such that ΠP1P2 S̃ ⊂ V�

P1P2
if and only if

1.

»
kerEP1P2 ∩ V�

P1P2
0

–
⊂ S̃ +

»
0

kerEQ1Q2 ∩ V�
Q1Q2

–

2.

»
AP1P2 0

0 AQ1Q2

–
S̃ ⊂

»
EP1P2 0

0 EQ1Q2

–
S̃

3. S̃ ⊂ ker
ˆ
CP1P2 −CQ1Q2

˜

Due to the special structure of the matrices Ai, Ei and Ci, i ∈
{P1P2, Q1Q2} it is possible to reformulate Theorem 7 so that
it is consistent with the definition of simulation relations for
ODE systems as in Theorem 1.

Proposition 4. There exists a simulation relation S ⊂
XP1 × XP2 × XQ1 × XQ2 of ΣP1‖pcΣP2 by ΣQ1‖pcΣQ2 if
and only if for all (xP1 , xP2 , xQ1 , xQ2) ∈ S and all u ∈
{v | ∃xP1 , xP2 , xQ1 , xQ2 : (xP1 , xP2 , v)

T ∈ V�
P1P2} the fol-

lowing holds:
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1.

2
664

AP1xP1 +BP1u
AP2xP2 +BP2u
AQ1xQ1 +BQ1u
AQ2xQ2 +BQ2u

3
775 ∈ S

2. CP1xP1 = CP2xP2 = CQ1xQ1 = CQ2xQ2

Proof. With the system matrices (20), condition 2. in
Definition 5 yields

uP1 = uQ1 (22)

and

CP1xP1 = CQ1xQ1 (23)

Writing out 1. from Definition 5 results in
2
664

AP1xP1 +BP1uP1

AP2xP2 +BP2uP1

AQ1xQ1 +BQ1uQ1

AQ2xQ2 +BQ2uQ1

3
775 ∈ S (24)

and

CP1xP1 = CP2xP2 , CQ1xQ1 = CQ2xQ2 (25)

for all (xP1 , xP2 , uP1 , xQ1 , xQ2 , uQ1) ∈ S̃ and

uP1 ∈ {v | ∃xP1 , xP2 , xQ1 , xQ2 : (xP1 , xP2 , v)
T ∈ V�

P1P2} (26)

Thus, equations (22) – (26) are equivalent to the conditions
1. and 2. in Proposition 4.

To obtain linear algebraic conditions we first introduce the
subspace W�

12 as the projection of the consistent subspace
V�

12 on the state components x1, x2.

Definition 6. Let Σ12 be a DAE system of the form (19)
and (20). Then we denote by W�

12 the subspace satisfying

W�
12 = ΠX1X2V�

12 =

8
<
:

»
x1

x2

– ˛̨
˛ ∃u :

2
4
x1

x2

u

3
5 ∈ V�

12

9
=
; (27)

Proposition 5. There exists a simulation relation S ⊂
XP1 ×XP2 ×XQ1 ×XQ2 of ΣP1‖pcΣP2 by ΣQ1‖pcΣQ2 if and
only if the following conditions hold:

1. diag {AP1 , AP2 , AQ1 , AQ2}S ⊂ S

2. im

2
664

BP1

BP2

BQ1

BQ2

3
775 ∩

`W�
P1P2 ×W�

Q1Q2

´ ⊂ S

3. S ⊂ ker

2
4
CP1 −CP2 0 0
0 0 CQ1 −CQ2

CP1 0 −CQ1 0

3
5

Proof. Condition 2. in Proposition 4 is equivalent to
condition 3. in Proposition 5. Condition 1. in Proposition
4 results in

diag{AP1 , AP2 , AQ1 , AQ2}S + im

2
664

BP1

BP2

BQ1

BQ2

3
775 ⊂ S (28)

but since u is restricted to

u ∈ {v | ∃xP1 , xP2 , xQ1 , xQ2 : (xP1 , xP2 , v)
T ∈ V�

P1P2 , (29)

(xQ1 , xQ2 , v)
T ∈ V�

Q1Q2}

the image of the input map has to be restricted to the sub-
space of all admissible inputs. These are determined by the
consistent subspaces to be

{(xP1 , xP2 , xQ1 , xQ2) | ∃u : (xP1 , xP2 , u) ∈ V�
P1P2 ,

(xQ1 , xQ2 , u) ∈ V�
Q1Q2} =W�

P1P2 ×W�
Q1Q2

Therefore, conditions 2. and 3. in Proposition 5 are equiv-
alent to condition 1. in Proposition 4.

4.1 Compositional Reasoning
We begin our analysis for linear systems with algebraic

constraints by examining the compositionality property for
parallel composition.

Theorem 8. Given any four DAE systems Σi, i ∈ {P1,
P2, Q1, Q2} of the form (16) and (20). Then parallel com-
position is compositional, i.e.

ΣP1 � ΣQ1 , ΣP2 � ΣQ2 (30)

=⇒
ΣP1‖pcΣP2 � ΣQ1‖pcΣQ2

Proof. Construct the relation S from given full simula-
tion relations S1 and S2 of ΣP1 and ΣP2 by ΣQ1 and ΣQ2

as

S = {(xP1 , xP2 , xQ1 , xQ2) | (xP1 , xQ1) ∈ S1, (xP2 , xQ2) ∈ S2}
Then for any (xP1 , xP2 , xQ1 , xQ2) ∈ S and any joint input
u ∈ {v|∃xP1 , xP2 : (xP1 , xP2 , v) ∈ V�

P1P2

2
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AP1xP1 +BP1u
AP2xP2 +BP2u
AQ1xQ1 +BQ1u
AQ2xQ2 +BQ2u

3
775 ∈ S

since
»
APixPi +BPiu
AQixQi +BPiu

–
∈ Si, i = 1, 2 (31)

for all u ∈ U . Moreover, since yP1 = yQ1 due to S1 and
yP2 = yQ2 due to S2 and yP1 = P2 as well as yQ1 = yQ2 en-
forced by parallel composition, condition (ii) in Proposition
4 is also fulfilled which proves that S is indeed a simulation
relation of ΣP1‖pcΣP2 by ΣQ1‖pcΣQ2 .
To show that S as defined in 31 is full, observe that (31)
holds for all u. Since both S1 and S2 are full, we can
find for every u ∈ {v|∃xP1 , xP2 : (xP1 , xP2 , v) ∈ V�

P1P2
and every (xP1 , xP2) ∈ W�

P1P2 elements xQ1 , xQ2 such that
(xPi , xQi) ∈ Si, i = 1, 2 and thus (xP1 , xP2 , xQ1 , xQ2) ∈
S.

The converse is in general not true since the consistent sub-
space V�

P1P2 restricts the choice of inputs u depending on
the states xP1 , xP2 .

Example 2. Consider the systems

ΣP1 : ẋP1 = uP1 ΣQ1 : ẋQ1 = −uQ1 (32)

yP1 = xP1 yQ1 = xQ1

and

ΣP2 : ẋP2 = uP2 (33)

yP2 = 2xP2
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There exists a full simulation relation S of ΣP1‖pcΣP2 by
ΣQ1‖pcΣP2 , for example

S = {(xP1 , xP2 , xQ1 , xP2 | xP1 = xQ1 , xP1 = 2xP2} (34)

with the consistent subspaces given by

V�
P1P2 = im

2
4

x
2x
0

3
5 = V�

Q1P2 (35)

However, there does not exist any simulation relation of ΣP1

by ΣQ1 since

im

»
BP1

BQ1

–
=

»
1
−1

–
� ker

ˆ
CP1 −CQ1

˜
=

»
1
1

–
(36)

4.2 Decomposition of the specification
In practical applications, the desired system behavior is

often determined as a global specification. In order to apply
modular techniques such as compositional and assume guar-
antee reasoning, a strategy to decompose the global specifi-
cation as an interconnection of local specifications is helpful.

Proposition 6. For any system ΣP and parallel compo-
sitions, it holds that

ΣP � ΣP ‖pcΣP (37)

Proof. Construct a simulation relation S by setting all
state variables to be the same,

S = {(x1, (x2, x3)) | x1 = x2 = x3 ∈ ΣP } (38)

Then, S defines a full simulation relation of ΣP by ΣP ‖ΣP

since the evolution remains within the constrained subspace
Cx1 = Cx2 = Cx3 for all times.

Proposition 7. For any two systems ΣP ,ΣQ, it holds
that under parallel composition,

ΣP ‖pcΣQ � ΣP (39)

Proof. The relation

S = {((xP , xQ), x̄P ) | xP = x̄P , (xP , xQ) ∈ W�
PQ}

defines a full simulation relation of ΣP ‖pcΣQ by ΣP .

The main result to decompose a given global specification
ΣQ into an interconnection of local specifications ΣQ1 and
ΣQ2 can be stated as follows:

Theorem 9. Given a specification ΣQ and systems ΣQi , i =
1, 2 of the form (16). Then decomposition of the specification

ΣQ � ΣQ1‖pcΣQ2 (40)

is equivalent to

ΣQ � ΣQ1 ,ΣQ � ΣQ2 (41)

Proof. =⇒: Given a full simulation relation of ΣQ by
ΣQ1‖pcΣQ2 , Proposition 7 allows us to conclude that

ΣQ � ΣQ1‖pcΣQ2 � ΣQ1 =⇒ ΣQ � ΣQ1

and by symmetry,

ΣQ � ΣQ1‖pcΣQ2 � ΣQ2‖pcΣQ1 � ΣQ2 =⇒ ΣQ � ΣQ2

⇐=: Compositionality and Proposition 6 yield

ΣQ‖pcΣQ � ΣQ1‖pcΣQ2 ,ΣQ � ΣQ‖pcΣQ

=⇒
ΣQ � ΣQ1‖pcΣQ2

Theorem 9 shows that when a given system ΣP1‖pcΣP2 ful-
fils a global specification ΣQ = ΣQ1‖pcΣQ2 then it also ful-
fils parts of the specicfication, ΣP1‖pcΣP2 � ΣQi , i = 1, 2.
Decomposition of the global specification ΣQ into possibly
smaller subsystems ΣQi can thus simplify the overall verifi-
cation task by applying compositional reasoning as in The-
orem 8.

5. OUTLOOK
In this paper, we discussed compositional analysis tech-

niques for linear dynamical systems. Adopting concepts
from formal verification, it is possible to simplify verification
tasks for control problems observing the modular structure
of both the physical systems and the derived mathemati-
cal models. For the feedback interconnection of linear sys-
tems, we presented results for compositional analysis involv-
ing both non-circular and circular assume-guarantee reason-
ing rules. Complementary results for parallel compositions
are obtained focussing mainly on decompositions of a given
specification. Representing a specified property by a for-
mal model that can then be related to the system model is
common practice in computer science, for example in model
checking ([2]). For linear continuous-time systems, a proce-
dure of how to specify system properties such as stability
or controllability as dynamical systems has not yet been de-
veloped. For a potential direction of research, consider the
example of checking losslessness for a linear system of the
form

Σ : ẋ = Ax+Bu (42)

y = Cx

Σ is lossless if and only if there exists simulation relation
between Σ and the one-dimensional non-linear system

Ξ : ξ̇ = uT y , ξ ≥ 0 (43)

with external variables u and y. In fact, the map ξ = 1
2
xTQx

represents a quadratic storage function for the system Σ.
The simulation relation S of Σ by Ξ is then given by the
graph

S = {(x, ξ) | ξ =
1

2
xTQx} (44)

Secondly, exploring the possibilities of decentralized control
strategies seems fruitful within the presented framework.
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ABSTRACT
The main purpose of event-based control, if compared to periodic
control, is to minimize data transfer or processing power in net-
worked control systems. Current methods have an (implicit) de-
pendency between triggering the events and the control algorithm.
To decouple these two, we introduce an event-based state estimator
in between the sensor and the controller. The event-based estimator
is used to obtain a state estimate with a bounded covariance matrix
in the estimation error at every synchronous time instant, under the
assumption that the set in the measurement-space that is used for
event generation is bounded. The estimation error is then trans-
lated into explicit polytopic bounds that are fed into a robust MPC
algorithm. We prove that the resulting MPC closed-loop system is
input-to-state stable (ISS) to the estimation error. Moreover, when-
ever the network requirements are satisfied, the controller could
explicitly request for an additional measurement in case there is a
desire for a better disturbance rejection.

Categories and Subject Descriptors
G.1.0 [Numerical analysis]: General—Stability (and instability)

General Terms
Theory

Keywords
Event-based estimation, Event-based control, Predictive control,
Robust control, Networked control systems

1. INTRODUCTION
Event-based control has emerged recently as a viable alternative

to classical, periodic control, with many relevant applications in
networked control systems (NCS). A recent overview of the main
pros and cons of event-based control can be found in [1]. The main
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motivations for event-based control are the limitations imposed by
NCS, such as limited bandwidth and computational power, which
led to the objective of reducing data transfer or energy consump-
tion. Basically, it was proposed that measurements should be sent
to the controller only when an event occurs, of which “Send-on-
Delta” (or Lebesque sampling) [2, 3] and “Integral sampling” [4]
are some examples. Subsequent studies on control that are based
on the event sampling method “Send-on-Delta” were presented in
[5–10]. The conclusion that can be drawn from these works is that
when measurements are sent only at event instants, i.e. dictated by
NCS requirements such as minimizing data transfer, it is difficult
to guarantee (practical) stability of the closed-loop system.

The natural solution that emerged for solving this problem was to
include the controller in the event-triggering decision process. Var-
ious alternatives are presented in [5, 9, 11–14] and the references
therein. The generic procedure within this framework is to define a
specific criterion for triggering events as a function of the state vec-
tor. This function can either be related to guaranteeing closed-loop
robust stability, see, e.g., [13], or to improving disturbance rejec-
tion, see, e.g., [14]. One of the concerns regarding this framework
is that data transfer or energy consumption might be compromised.
Another relevant aspect is the fact that controllers are designed for
a specific type of event sampling method or, the sampling method
is designed specifically for the controller. This implies that both
functionalities, i.e. event sampling and control, of the process de-
pend heavily on each other and changing one requires a re-design
of the other to guarantee the same properties for the closed-loop
system.

Figure 1: Schematic representation of the feedback loop.

In this paper we investigate the possibility of designing an event-
based control system where closed-loop robust stability is decou-
pled from event generation. To that extent, an event-based state
estimator (EBSE) is introduced in the feedback loop, as depicted
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in Figure 1. The purpose of the EBSE is to deliver a state estima-
tion to the controller synchronously in time, while it receives mea-
surements only at events. Such an EBSE with a synchronous up-
date was recently developed in [15] for autonomous systems. The
first contribution of this work is to extend the estimation algorithm
of [15] to systems with control inputs. It is shown that under certain
assumptions, the EBSE has a bounded covariance matrix. This is
possible because the state is updated both when an event occurs, at
which a measurement sample is received, as well as at sampling in-
stants synchronous in time, without receiving a measurement sam-
ple. In the latter case the update is based on the knowledge that the
monitored variable, i.e., the measurement, is within a bounded set
that is used to define the event.

The controller that uses the state estimate is based on a new ro-
bust MPC algorithm, which forms the second contribution of this
paper. This MPC scheme achieves input-to-state stability with re-
spect to the estimation error. Moreover, the MPC algorithm of-
fers the possibility to optimize on-line the closed-loop trajectory-
dependent ISS gain, which enhances disturbance rejection. The
controller is chosen to run synchronously in time. Therefore, this
setup provides most benefits in situations where the sensors are
connected to the controller via a (wireless) network link but the
controller itself is wired to the actuator/plant. Such a setup is of-
ten seen in applications where there are more limitations regarding
sensing as to actuation. To integrate the EBSE and MPC in a feed-
back loop, we develop an efficient method for translating, at each
synchronous time instant, the bounds on the covariance matrix of
the EBSE into a polytope where the estimation error lies. The latter
bound is then fed to the MPC algorithm that uses it to optimize the
closed-loop ISS gain. Obviously, if the EBSE receives more real
measurements, the resulting bounds on the estimation error will be
smaller, which will ultimately improve the trade-off between event
generation and closed-loop performance.

The remainder of the paper is structured as follows. Prelimi-
naries are presented in Section 2, while the EBSE is described in
Section 3. Section 4 presents the MPC algorithm. Section 5 dis-
cusses several issues related to integration of the EBSE and the ro-
bust MPC controller in a feedback loop. An example illustrates the
effectiveness of the proposed event-based control scheme in Sec-
tion 6. Conclusions are summarized in Section 7.

2. PRELIMINARIES
Let R, R+, Z and Z+ denote the field of real numbers, the set of

non-negative reals, the set of integers and the set of non-negative
integers, respectively. For any C ⊂ R, let ZC := {c ∈ Z|c ∈ C }.
For a set S ⊆ Rn, we denote by ∂S the boundary, by int(S ) the
interior and by cl(S ) the closure of S . For two arbitrary sets S ⊆
Rn and P ⊆Rn, let S ⊕P := {x+y | x∈S ,y∈P} denote their
Minkowski sum. A polyhedron (or a polyhedral set) in Rn is a set
obtained as the intersection of a finite number of open and/or closed
half-spaces. Given (n+ 1) affinely independent points (θ0, . . . ,θn)
of Rn, i.e. (1 θ�

0 )�, . . . ,(1 θ�
n )� are linearly independent in Rn+1,

we define the corresponding simplex S as

S := Co(θ0, . . . ,θn) :=
{
x ∈ Rn

∣∣∣∣x=
n
∑
l=0

μlθl ,
n
∑
l=0

μl = 1

μl ∈ R+ for l ∈ Z[0,n]

}
,

where Co(·) denotes the convex hull.
The notation 0 is used to denote either the null-vector or the null-

matrix. Its size will be clear from the context. The transpose, in-
verse, determinant and trace of a matrix A ∈ Rn×n are denoted as

A�, A−1, |A| and tr(A), respectively. The ith, minimum and maxi-
mum eigenvalue of a square matrix A are denoted as λi(A), λmin(A)
and λmax(A), respectively. The Hölder p-norm of a vector x ∈ Rn

is defined as ‖x‖p := (|[x]1|p+ . . . + |[x]n|p)
1
p for p ∈ Z[1,∞) and

‖x‖∞ := maxi=1,...,n |[x]i|, where [x]i, i ∈ Z[1,n], is the i-th element
of x. For brevity, let ‖ · ‖ denote an arbitrary p-norm. For a matrix
Z ∈Rm×n let ‖Z‖ := supx �=0

‖Zx‖
‖x‖ denote its corresponding induced

matrix norm. It is well known that ‖Z‖∞ = max1≤i≤m∑nj=1 |Z{i j}|,
where Z{i j} is the ij-th entry of Z. Let z := {z(l)}l∈Z+

with z(l) ∈
Ro for all l ∈ Z+ denote an arbitrary sequence. Define ‖z‖ :=
sup{‖z(l)‖ | l ∈ Z+} and z[k] := {z(l)}l∈Z[0,k] .

The Gaussian function (shortly noted as Gaussian) is defined as
G : Rn×Rn×Rn×n → R+,

G(x,μ ,P) =
1√

(2π)n|P|e
(x−μ)T P−1(x−μ)

. (1)

By definition it follows that if x ∈ Rn is a random variable with
a probability density function (PDF) p(x) = G(x,μ ,P), then the
expectation and covariance of x are given by E[x] = μ and cov(x) =
P, respectively.

For a bounded Borel set [16] Y ⊂ Rn, the set PDF is defined as
ΛY : Rn→{0,ν}, with ν ∈R the Lebesque measure [17] of Y , i.e.,

ΛY (x) =

{
0 if x �∈ Y,

ν−1 if x ∈ Y. (2)

A function ϕ : R+ → R+ belongs to classK if it is continuous,
strictly increasing and ϕ(0) = 0. A function β : R+ ×R+ → R+

belongs to class K L if for each fixed k ∈ R+, β (·,k) ∈ K and
for each fixed s ∈ R+, β (s, ·) is decreasing and limk→∞ β (s,k) = 0.

Considered the following discrete time system,

x(tk+1) ∈ Φ(x(tk),w(tk)), tk = kτs, (3)

where x(tk) is the state and w(tk) ∈ Rn is the unknown disturbance
at time instant tk = kτs, k ∈ Z+ and for some τs ∈ R+. The map-
ping Φ : Rn ×Rn ↪→ Rn is an arbitrary compact and non-empty
set-valued function. For zero input in (3) we assume that Φ(0,0) =
{0}. Suppose w(tk) takes a value in a bounded set W ⊂ Rn for all
tk ∈ R+.

Definition 2.1 We call a set P ⊆ Rn robustly positively invariant
(RPI) for system (3) with respect to W if for all x ∈ P it holds that
Φ(x,w) ⊆ P for all w ∈ W.

Definition 2.2 Let X with 0 ∈ int(X) and W be subsets of Rn. We
call system (3) ISS in X for inputs in W if there exist a K L -
function β (·, ·) and a K -function γ(·) such that, for each x(t0) ∈ X

and all w = {w(tl)}l∈Z+
with w(tl) ∈ W for all l ∈ Z+, it holds

that all corresponding state trajectories of (3) satisfy the following
inequality: ‖x(tk)‖ ≤ β (‖x(t0)‖,k)+ γ(‖w[tk−1]‖), ∀k ∈ Z≥1.

We call γ(·) an ISS gain of system (3).

Theorem 2.3 Let W be a subset of Rn and let X be a RPI set for (3)
with respect to W, with 0 ∈ int(X). Furthermore, let α1(s) := asδ ,
α2(s) := bsδ , α3(s) := csδ for some a,b,c,δ ∈ R>0, σ ∈ K and
let V : Rn → R+ be a function such that:

α1(‖x‖) ≤V (x) ≤ α2(‖x‖), (4a)

V (x+)−V (x) ≤−α3(‖x‖)+σ(‖w‖) (4b)
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for all x ∈ X, w ∈ W and all x+ ∈ Φ(x,w). Then the system (3) is
ISS in X for inputs in W with

β (s,k) := α−1
1 (2ρkα2(s)), γ(s) := α−1

1

(
2σ(s)
1−ρ

)
,

ρ := 1− c
b
∈ [0,1). (5)

The proof of Theorem 2.3 can be found in [18]. We call a func-
tion V (·) that satisfies the hypothesis of Theorem 2.3 an ISS Lya-
punov function.

3. EVENT-BASED STATE-ESTIMATION
In this section we will present the extension of the EBSE, as re-

cently developed in [15], to systems with control inputs. Therefore,
let us assume that a dynamical system with state vector x∈Rn, con-
trol input u∈Rm, process noise q∈Rn, measurement vector y∈Rl

and measurement noise v ∈ Rl is given. This process is described
by a generic discrete-time state-space model, i.e.,

x(t) = Aτx(t− τ)+Bτu(t− τ)+q(t,τ), (6a)
y(t) =Cx(t)+Du(t)+ v(t). (6b)

with Aτ ∈ Rn×n and Bτ ∈ Rn×m, for all τ ∈ R+,C ∈ Rl×n and D ∈
Rl×m. It is assumed that u(s) remains constant for all t−τ ≤ s< t.
Basically, the above system description (6a) could be perceived as a
discretized version of a continuous-time plant ẋ(t) = Ax(t)+Bu(t).
In this case the matrices Aτ and Bτ would then be defined with the
time difference τ of two sequential sample instants, i.e.,

Aτ := eAτ and Bτ :=
∫ τ

0
eAηdηB.

However, we allow for the more general description (6). We as-
sume that the process- as well as the measurement-noise have Gaus-
sian PDFs with zero mean, for some Qτ ∈ Rn×n, τ ∈ R+ and Rv ∈
Rl×l , i.e.,

p(q(t,τ)) := G(q(t,τ),0,Qτ ) and p(v(t)) := G(v(t),0,Rv).

The sensor uses an event sampling method which is based on y. Its
sample instants are indexed by r, i.e. y(tr) denotes a measurement
taken at the event instant tr. As proposed in [15], Hr ⊂ Rl+1 is a
set, determined at the event instant tr−1, in the time-measurement-
space that induces the event instants. An example of this set, in case
the measurement-space is 2D, is graphically depicted in Figure 2.
To be precise, given that tr−1 was the latest event instant, the next
event instant tr is defined as:

tr := inf
{
t ∈ R+ | t > tr−1 and

(
y(t)
t

)
�∈ Hr

}
. (7)

To prevent that more than one sample action occurs at tr−1, it should
hold that (y�(tr−1), tr−1)

� ∈ int(Hr).
To illustrate the event triggering, let us present two examples of

how to choose the set Hr. In the first example the events are trig-
gered by applying the sampling method “Send-on-Delta” [2, 3]. A
new measurement sample y(tr) is generated when |y(t)−y(tr−1)|>
Δ. Notice that this is equivalent with (7) in case

Hr := {(y�, t)�
∣∣ |y− y(tr−1)| ≤ Δ}.

The second example of a method for triggering the events is taken
from [14, 19]. Therein, a sampling method is described which is
similar to “Send-on-Delta”, although y(tr−1) is replaced with the
current predicted measurementCx̂(t). Notice that in this caseHr :=
{(y�, t)�

∣∣ |y−Cx̂(t)| ≤ Δ}.

As the sensor uses an event-sampling method on y(t), the EBSE
receives y(tr) to perform a state-update. However, typically the
event instants tr do not occur at the same time as the synchronous
instants at which the controller needs to calculate a new control-
input. Hence, the EBSE has to keep track of the state at both the
event instants as well as the synchronous instants. Let us define
Tr(t) and Tc(t) as the set of time instants that correspond to all
event instants and synchronous instants, respectively. Therefore, if
τs ∈ R+ denotes the controller’s sampling time, we have that

Tr := {tr | r ∈ Z+} and Tc := {kτs | k ∈ Z+},
where the event instants tr are generated by (7). Notice that it
could happen that an event instant coincides with a synchronous
instant. Therefore Tr ∩Tc might be non-empty. The EBSE calcu-
lates an estimate of the state-vector and an error-covariance matrix
at each sample instant t ∈ T, with T := Tr ∪Tc. At an event in-
stant, i.e. t ∈ Tr, the EBSE receives a new measurement y(tr) with
which a state-update can be performed. At the synchronous in-
stants t ∈ Tc\Tr, the EBSE does not receive a measurement. Stan-
dard estimators would perform a state-prediction using the process-
model. However, from (7) we observe that if no measurement y
was received at t > tr−1, still it is known that (y(t)�, t)� ∈ Hr.
The estimator can exploit this information to perform a state-update
not only at the event instants but also at the synchronous instants
t ∈ Tc\Tr. Next, we describe how this is implemented. Let us de-
fine Hr|t ⊂ Rl as a section of Hr at the time instant t ∈ (tr−1, tr),
which is graphically depicted in Figure 2, and formally defined as:

Hr|t :=
{
y ∈ Rl

∣∣∣(yt
)
∈ Hr

}
.

Therefore, the following two conditions hold for any t ∈ T:

y(t) ∈
{
{y(t)} if t ∈ Tr,

Hr|t if t ∈ Tc\Tr.
(8)

Figure 2: An example of Hr defining a set in the time-
measurement-space and Hr|t defining a section in the measure-
ment-space at a certain time-instant t ∈ (tr−1, tr).

The estimator must first determine a PDF of the measurement
y(t). Therefore if δ (·) denotes the Dirac-pulse and ΛY (·) denotes
the set PDF as defined in (2), then from equation (8) it follows that:

p(y(t)) =

{
δ (y(t)) if t ∈ Tr,

ΛHr|t (y(t)) if t ∈ Tc\Tr.
(9)

In [20] is was shown that any PDF can be approximated as a sum of
Gaussians. Therefore, let us assume that p(y(t)) of (9) is approx-
imated by ∑Ni=1

1
NG(y(t), ŷi(t),RH(t)), for some N ∈ Z+, RH(t) ∈

Rl×l and ŷi(t) ∈ Rl for all i ∈ Z[1,N]. Notice that in case t ∈ Tr it
follows that N = 1, ŷ1(t) = y(t) and RH(t) can be taken arbitrary
small to approximate the Dirac pulse. Let x̂(t) denote the estimated
state-vector of the EBSE and let P(t) denote the error-covariance
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matrix both at t ∈ T. Furthermore, let R(t) := Rv+RH(t). Then,
the set of equations of the EBSE, in standard Kalman filter form,
yields:

Step 1: prediction

x̂−(t) = Aτ x̂(t− τ)+Bτu(t− τ),

P−(t) = AτP(t− τ)A�τ +Qτ ,
(10a)

Step 2: measurement-update, ∀i ∈ Z[1,N]

K(t) = P−(t)C�(CP−(t)C� +R(t))−1C,

Pi(t) = (I−K(t)C)P−(t),

x̂i(t) = x̂−(t)+K(t)(ŷi(t)−Du(t)−Cx̂−(t)),

βi(t) = G(yi(t),Cx̂−(t)+Du(t),CP−(t)C� +R(t)),

(10b)

Step 3: state-approximation

x̂(t) =
N
∑
i=1

βi(t)
∑Ni=1 βi(t)

x̂i(t), (10c)

P(t) =
N
∑
i=1

βi(t)
∑Ni=1 βi(t)

(
Pi(t)+(x̂(t)− x̂i(t))(x̂(t)− x̂i(t))�

)
.

The main reason for the approximation of (10c) is to limit the
amount of processing demand of the EBSE. Next, we present a
brief account of the numerical complexity of the proposed EBSE
in comparison with the original Kalman filter [21], i.e.,

• Prediction: O((m+1)n)+O(2n2)+O(2n3);

• Update: O(l3)+O(l2(1 + 2n))+O(n2(2l+ 1))+O(2n3)+
O(nm+ l(n+1))+O(N(2l2 +3l+nl+n));

• Approximation: O(n+(2+3n)N)+O((4N+1)n2).

For clarity, let us neglect terms that are of second order or less.
Then the computational complexity of the EBSE is

O(4n3 + l3 +2l2n+2ln2 +N(2l2 +nl+4n2),

which is still proportional to the complexity of the original Kalman
filter, i.e., O(4n3 + l3 +2l2n+2ln2).

Remark 3.1 The set of equations of the EBSE is based on a Sum-
of-Gaussians approach. The main reason for choosing the Sum-
of-Gaussians approach is that it enables an asymptotic bound on
P(t). This property is important as it enables a guarantee, in a
probabilistic sense, that the estimation error is bounded. �

Next, we recall the main result of [15, 22], where it was proven
that all the eigenvalues of P(t), i.e. λi(P(t)), are asymptotically
bounded. To that extent, let us define H̄ ⊂Rl as a bounded set such
that Hr|t ⊆ H̄ for all t ∈ T. This further implies that each set Hr|t
is bounded for all t ∈ T. With the set H̄ we can now determine a
covariance-matrix R ∈ Rl×l , such that R � R(t) for all t ∈ T. No-
tice that R= Rv+RH̄ , in which RH̄ can be derived from ΛH̄(y) by
approximating this PDF as a single Gaussian. Similarly, there exist
a ω ∈ R+, such that the Euclidean distance between any two ele-
ments of Hr|t is less than (ω +1)λ−1

min(R(t)), for all t ∈ Tc\Tr. The
next preliminary result [23] states the standard conditions for the
existence of a bounded asymptotic covariance matrix Σ∞ ∈ Rn×n
for a scaled synchronous Kalman filter. The update of the covari-
ance matrix for this type of Kalman filter, denoted with Σ[k]∈Rn×n
at the synchronous instant t = kτs, yields:

Σ[k] = ω
(
(AτsΣ([k−1]Aτs +Qτs)

−1 +C�R−1C
)−1

, ∀k ∈ Z+.

Proposition 3.2 [23] Let Σ∞ be defined as the solution of Σ−1
∞ =(

ωAτsΣ∞A�τs +Qτs
)−1

+C�R−1C. If Σ∞ exists, (Aτs ,C) is an ob-
servable pair and λi(Ā)≤ 1, for all i∈Z[1,n], where Ā :=

√
ω
(
Aτs−

Aτs Σ̄C� (CΣ̄C� +R
)−1C

)
and Σ̄ := AτsΣ∞A�τs +Qτs , then it holds

that limk→∞ Σ[k] = Σ∞.

Now we can state the main result on the asymptotic bound of P(t).

Theorem 3.3 Let the scalars aτs and bτs be defined as follows:
aτs := supτ∈[0,τs] σmax(Aτ ) and bτs := supτ∈[0,τs] σmax(Bτ ). If the
hypothesis of Proposition 3.2 holds, then we have that

lim
t→∞

λmax (P(t)) ≤ a2
τsλmax (P∞)+b2

τsλmax(Qτs).

This result guarantees a bound on the covariance of the estimation
error at all time instants. The proof of the above theorem is ob-
tained mutatis mutandis from the proof given in [15, 22] for the
case of an autonomous process. Indeed, the difference in the EBSE
algorithm (10) corresponding to the system with a control input
versus the autonomous system is given by the term Bτu(t − τ) in
(10a). However, as this additional term is present in both x̂i(t) and
x̂(t), it cancels out in x̂(t)− x̂i(t) and therefore, it is not present in
the expression of P(t). As such, the proof given in [15, 22] applies
to a system with control input as well.

In Section 5 we will show how P(t) is used to determine, with
a certain probability, a bound on the estimation error at every syn-
chronous instant. Knowledge of this bound is used to design the
robust MPC algorithm, as it is explained in the next section.

4. ROBUST MPC ALGORITHM
In this section we start from the fact that a state estimate x̂(tk),

provided by the EBSE at each time instant tk = kτs, k∈Z+, is avail-
able for the controller at all synchronous instants. Moreover, we as-
sume that the corresponding estimation error w(tk) := x̂(tk)− x(tk)
satisfies w(tk) ∈ W(tk) at all tk, where W(tk) is a known polytope
(closed and bounded polyhedron). An efficient procedure for deter-
mining W(tk) from P(tk), k ∈ Z+, will be presented in Section 5.

As the controller samples synchronously in time, the process-
model of (6) can be rewritten from an asynchronous model into
a synchronous one. Hence, consider the following discrete-time
model of the system used for controller synthesis:

x(tk+1) : = Ax(tk)+Bu(x̂(tk))
= Ax(tk)+Bu(x(tk)+w(tk)), k ∈ Z+,

(11)

where x(tk) ∈ X ⊆ Rn is the real state, x̂(tk) ∈ X ⊆ Rn is the es-
timated state, u(tk) ∈ U ⊆ Rm is the control action and w(tk) ∈
W(tk) ⊂ Rn is an unknown estimation error at the discrete-time
instant tk. The matrices A= Aτs and B= Bτs correspond to the dis-
cretized model of system (6). From the above equations it can be
seen that at any synchronous time instant tk there exists a w(tk) ∈
W(tk) such that x(tk) = x̂(tk)−w(tk) ∈ {x̂(tk)}⊕W(tk) and, any
w(tk) can be obtained as a convex combination of the vertices of
W(tk). We assume that 0 ∈ int(X) and 0 ∈ int(U) and indicate that
0 ∈ int(W(tk)) for all k ∈ Z+, as it will be shown in Section 5. For
simplicity and clarity of exposition, the index tk is omitted through-
out a part of this section, i.e. x̂, x, W, etc. will denote x̂(tk), x(tk),
W(tk) and so on.

Our goal is now to design a control algorithm that finds a control
action u(x̂) ∈ U such that for all w ∈ W

V (Ax+Bu(x̂))−V (x)+α3(‖x‖)−σ(‖w‖) ≤ 0. (12)
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Figure 3: An example of the setW.

Satisfaction of the above inequality for some σ ∈K would guaran-
tee ISS of the corresponding closed-loop system, see Theorem 2.3.
Moreover, to improve disturbance rejection, we will adopt the idea
of optimizing the closed-loop ISS gain by minimizing the gain of
the function σ , which was recently proposed in [24]. Therein, the
case of additive disturbances was considered. In what follows we
extend the results of [24] to estimation errors, which act as a dis-
turbance on the measurement that is fed to the controller.

The first relevant observation is that an optimization problem
based directly on the constraint (12) is not finite dimensional in
w. However, we demonstrate that by considering continuous and
convex1 Lyapunov functions and bounded polyhedral sets X,U,W

(with non-empty interiors containing the origin) a solution to in-
equality (12) can be obtained via a finite set of inequalities that
only depend on the vertices of W.

Let we, e = 1, ...,E, be the vertices of W (notice that E > n, as
W is assumed to have a non-empty interior). Next, consider a finite
set of simplices S1, . . . ,SM with each simplex Si equal to the convex
hull of a subset of the vertices of W and the origin, and such that
∪Mi=1Si = W, int(Si)∩ int(S j) = /0 for i �= j, int(Si) �= /0 for all i.
More precisely, Si = Co{0,wei,1 , . . . ,wei,l} and

{wei,1 , . . . ,wei,l} ⊆ {w1
, . . . ,wE}

(i.e. {ei,1, . . . ,ei,l} ⊆ {1, . . . ,E}) with wei,1 , . . . ,wei,l linearly inde-
pendent. For an illustrative example see Figure 3: the polyhedron
W consists of S1,S2, . . . ,S5, where, for instance, the simplex S3 is
generated by 0,we3,1 ,we3,2 , with e3,1 = 2 and e3,2 = 3. For each
simplex Si we define the matrixWi := [wei,1 . . . wei,l ]∈Rl×l , which
is invertible. Let γe ∈ R+ be variables associated with each vertex
we, which are both depending on the time instant tk.

Next, suppose that both x and x̂ are known. Notice that the as-
sumption that x is known is only used here to show how one can
transform (12) into a finite dimensional problem. The dependence
on x will be removed later, leading to a main stability result and an
MPC algorithm that only use the estimated state x̂, see Problem 4.2.
Let α3 ∈ K∞ and consider the following set of constraints:

V (Ax̂+Bu(x̂))−V (x)+α3(‖x‖) ≤ 0, (13a)
V (A(x̂−we)+Bu(x̂))−V (x)+α3(‖x‖)− γe ≤ 0 (13b)

for all e= 1, . . . ,E.

Theorem 4.1 Let V be a continuous and convex Lyapunov func-
tion. If for α3 ∈K∞, x̂ and x there exist u(x̂) and {γe}e=1,...,E , such
1This includes quadratic functions, V (x) = x�Px with P � 0, and
functions based on norms, V (x) = ‖Px‖ with P a full-column rank
matrix.

that (13a) and (13b) hold, then (12) holds for the same u(x̂), with
σ(s) := ηs and

η := max
i=1,...,M

‖γ̄iW−1
i ‖, (14)

where γ̄i := [γei,1 . . . γei,l ] ∈ R1×l and ‖ · ‖ is the corresponding in-
duced matrix norm.

Proof: For any w∈W =
⋃M
i=1 Si there exists an i such that w∈ Si =

Co{0,wei,1 , . . . ,wei,l}, which means that there exist non-negative
μ0,μ1, . . . ,μl with ∑ j=0,1,...,l μ j = 1 such that

w= ∑
j=1,...,l

μ jwei, j + μ00 = ∑
j=1,...,l

μ jwei, j .

In matrix notation we have that w=Wi[μ1 . . . μl ]� and thus

[μ1 . . . μl ]� =W−1
i w.

By multiplying each inequality in (13b) corresponding to the index
ei, j and the inequality (13a) with μ j ≥ 0, j = 0,1, . . . , l, summing
up and using ∑ j=0,1,...,l μ j = 1 yields:

μ0V (Ax̂+Bu(x̂))+ ∑
j=1,...,l

μ jV (A(x̂−wei, j )+Bu(x̂))

−V (x)+α3(‖x‖)− ∑
j=1,...,l

μ jγei, j ≤ 0.

Furthermore, using ∑ j=0,1,...,l μ j = 1 and convexity of V yields

V (A(x̂− ∑
j=1,...,l

μ jwei, j )+Bu(x̂))−V (x)

+α3(‖x‖)− ∑
j=1,...,l

μ jγei, j ≤ 0,

or equivalently

V (A(x̂−w)+Bu(x̂))−V (x)+α3(‖x‖)− γ̄i[μ1 . . . μl ]� ≤ 0.

Using that [μ1 . . . μl ]� =W−1
i w and x = x̂−w we obtain (12) for

σ(s) = ηs and η ≥ 0 as in (14). �

Based on the result of Theorem 4.1 we are now able to formulate
a finite dimensional optimization problem that results in closed-
loop ISS with respect to the estimation error w(tk) and moreover,
in optimization of the closed-loop ISS gain. This will be achieved
only based on the estimate x̂(tk) and the set W(tk).

Let γ̄ := [γ1, . . . ,γE ]� and let J : RE → R+ be a function that
satisfies α4(‖γ̄‖)≤ J(γ1, . . . ,γE)≤α5(‖γ̄‖) for some α4,α5 ∈K∞.
Define next:

Vmin(tk) := min
x∈{x̂(tk)}⊕W(tk)

V (x) (15)

and

α3,max(tk) := max
x∈{x̂(tk)}⊕W(tk)

α3(‖x‖). (16)

Problem 4.2 Let α3 ∈ K∞, a cost J and a Lyapunov function V be
given. At time k ∈ Z+ let an estimate of the state x̂(tk) be known
and minimize J(γ1(tk), . . . ,γE(tk)) over u(tk),γ1(tk), . . . ,γE(tk), sub-
ject to the constraints

u(tk) ∈ U, γe(tk) ≥ 0 (17a)
Az+Bu(tk) ∈ X,∀z ∈ {x̂(tk)}⊕W(tk) (17b)
V (Ax̂(tk)+Bu(tk))−Vmin(tk)+α3,max(tk) ≤ 0, (17c)
V (A(x̂(tk)−we(tk))+Bu(tk))−Vmin(tk)

+α3,max(tk)− γe(tk) ≤ 0
(17d)

for all e= 1, . . . ,E. �
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Let π(x̂(tk)) := {u(tk) ∈ Rm | (17) holds} and let

x(tk+1) ∈ φcl(x(tk),π(x̂(tk))) := {Ax(tk)+Bu | u ∈ π(x̂(tk))}
denote the difference inclusion corresponding to system (11) in
“closed-loop” with the set of feasible solutions obtained by solv-
ing Problem 4.2 at each k ∈ Z+.

Theorem 4.3 Let α1,α2,α3 ∈ K∞ of the form specified in Theo-
rem 2.3, a continuous and convex Lyapunov function V and a cost
J be given. Let W be a bounded set such that W(tk) ⊆ W for all
tk. Suppose that Problem 4.2 is feasible for all states x̂ in X⊕W.
Then the difference inclusion

x(tk+1) ∈ φcl(x(tk),π(x̂(tk))), k ∈ Z+ (18)

is ISS in X for inputs in W.

Proof: As x(tk) ∈ {x̂(tk)}⊕W(tk) for all k ∈ Z+ we have from
(17b) that x(tk+1) = Ax(tk) + Bu(tk) ∈ X, i.e. the real state sat-
isfies state constraints and, x̂(tk+1) ∈ X⊕W(tk+1) ⊆ X⊕W, i.e.
Problem 4.2 remains feasible at k+1 and X is an RPI set w.r.t. the
estimation error. Then, from the definitions (15) and (16), and from
(17c), (17d) we have that

V (Ax̂(tk)+Bu(tk))−V (x(tk))+α3(‖x(tk)‖) ≤ 0,

V (A(x̂(tk)−we(tk))+Bu(tk))−V (x(tk))
+α3(‖x(tk)‖)− γe(tk) ≤ 0,

for all x(tk) ∈ {x̂(tk)} ⊕ W(tk), as V (x(tk)) ≥ Vmin(tk) and also
α3(‖x(tk)‖) ≤ α3,max(tk). Then, from Theorem 4.1 we have that
(4b) holds with σ(s) := η(tk)s and η(tk) as in (14), i.e.

V (Ax(tk)+Bu(tk))−V (x(tk))+α3(‖x(tk)‖)−σ(‖w(tk)‖) ≤ 0,

for all x(tk) ∈ {x̂(tk)}⊕W(tk). Next let

γ∗ := max
x∈cl(X),u∈cl(U)

{V (Ax+Bu)−V (x)+α3(‖x‖)}.

Since X, U and W are assumed to be bounded sets, γ∗ exists, and in-
equality (17d) is always satisfied for γe(tk) = γ∗ for all e= 1, . . . ,E,
k ∈ Z+, irrespective of x, u and the vertices of W(tk) ⊆ W. This
in turn, via (14) ensures the existence of a positive η∗ such that
η(tk) ≤ η∗ for all tk and for all w(tk) ∈ W. Hence, we proved that
inequality (12) holds, and thus, the continuous and convex Lya-
punov function V is a ISS Lyapunov function. Then, due to RPI of
X, ISS in X for inputs in W follows directly from Theorem 2.3. �

Note that in Theorem 4.3 we used a worst case evaluation of
γe(k) to prove ISS, which corresponds to a worst case evaluation of
the set W(tk). However, in reality the gain η(tk) of the function σ
can be much smaller for k≥ k0, for some k0 ∈Z+. This is achieved
via the minimization of the cost J(·), which produces small values
of γe(tk), e = 1, . . . ,E. This in turn, via (14), will result in a small
η(tk). Furthermore, this will ultimately yield a smaller ISS gain
for the closed-loop system, due to the relation (5). Hence, Prob-
lem 4.2, although it inherently guarantees a constant ISS gain, as
shown in the proof of Theorem 4.3, it provides freedom to optimize
the ISS gain of the closed-loop system, by minimizing the variables
γ1(tk), . . . ,γE(tk) via the cost J(·).

Remark 4.4 The relations (5) and (14) yield an explicit expression
of the gain of γ at every time instant. This can be used to set-
up an event triggering mechanism as follows: at every k ∈ Z+,
if NCS requirements allow event generation and η(tk) ≥ ηbound
trigger event. In this way, a healthy trade-off between minimization
of data transmission and performance can be achieved. �

A cost on the future states can be added to Problem 4.2. As
ISS is guaranteed for any feasible solution, optimization of the cost
can still be used to improve performance, without requiring that the
global optimum is attained in real-time. An example of such a cost
will be given next.

In what follows, we will indicate certain ingredients which allow
the implementation of Problem 4.2 via linear programming. For
this, we restrict our attention to Lyapunov functions defined using
the infinity norm, i.e.,

V (x) = ‖PV x‖∞, (19)

where PV ∈ Rp×n is a full-column rank matrix. Note that this type
of function satisfies (4a), for α1(s) := ν(PV )√p s (where ν(PV ) > 0 is
the smallest singular value of PV ) and for α2(s) := ‖PV ‖∞s. Let-
ting α3(s) := cs for some c ∈ R+ we directly obtain from (16) that
α3,max(tk) is equal to the maximum of α3 over the vertices of the
set {x̂(tk)}⊕W(tk). Similarly, it is sufficient to impose (17b) only
for the vertices of {x̂(tk)}⊕W(tk), i.e., for {we(tk)+ x̂(tk)}e∈Z[1,E]

.
By definition of the infinity norm, for ‖x‖∞ ≤ c to be satisfied

for some vector x ∈ Rn and constant c ∈ R+, it is necessary and
sufficient to require that ± [x]i ≤ c for all i ∈ Z[1,n]. So, for (17c)-
(17d) to be satisfied, it is necessary and sufficient to require that

± [PV (Ax̂(tk)+Bu(tk))]i−Vmin(tk)+α3,max(tk) ≤ 0,

± [PV (A(x̂(tk)−we(tk))+Bu(tk))]i−Vmin(tk)
+α3,max(tk)− γe(tk) ≤ 0 (20)

for all i ∈ Z[1,p] and e ∈ Z[1,E]. Moreover, by choosing an infinity-
norm based cost function

J(x(tk),u(tk),γi(tk)) := ‖PJ(A(x̂(tk)−w(tk))+Bu(tk))‖∞

+‖QJ(x̂(tk)−w(tk))‖∞ +‖RJu(tk)‖∞ +
E
∑
i=1

‖Γiγi(tk)‖∞, (21)

with full-column rank matrices PJ ∈Rp j×n,QJ ∈Rq j×n, RJ ∈Rr j×m
and Γi ∈R+, we can reformulate the optimization of the cost J sub-
ject to the constraints (17) as the linear program

min
u(tk),γ1(tk),...,γE (tk),ε1,ε2

ε1 + ε2 +
E
∑
i=1

Γiγi(tk) (22)

subject to (17a), (17b), (20) and

A(we(tk)+ x̂(tk))+Bu(tk) ∈ X, ∀e ∈ Z[1,E],

± [PJ(A(x̂(tk)−we1(tk))+Bu(tk))]i+‖QJ(x̂(tk)−we2(tk))‖∞ ≤ ε1

∀(e1,e2) ∈ Z[1,E] ×Z[1,E], ∀i ∈ Z[1,p j ],

± [RJu(tk)]i ≤ ε2, ∀i ∈ Z[1,r j ].

The only thing left for implementing Problem 4.2 is to compute
Vmin(k). Using the same reasoning as above, it can be shown that
the optimization problem (15) can be formulated as a linear pro-
gram. As such, finding a solution to Problem 4.2 amounts to solv-
ing 2 linear programs and calculating the maximum over a finite set
of real numbers, which can be performed efficiently.

This completes the design procedure of the robust MPC and we
continue with the integration of the EBSE and MPC.

5. INTEGRATION OF EBSE AND MPC
In this section we provide a method for designing a set W(tk)

based on P(tk). To that extent, we will use the fact that P(tk) is
a model for cov(x(tk)− x̂(tk)), i.e., the covariance matrix of w(tk).
Hence, G(w(tk),0,P(tk)) is a model for the true PDF p(w(tk)). The
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first step in this design is defining ellipsoidal sets that are based on
P(tk). Each ellipsoidal set represents a model of the probability
that the true estimation-error, i.e., w(tk), is within that set. The
second step is to define W(tk) as an over-approximation of a cer-
tain ellipsoidal set that can be computed efficiently and such that
w(tk)∈W(tk) has a high probability. As all variables of this section
are at the time-instant tk, we will omit tk from every time-dependent
variable, i.e. w(tk) and P(tk) become w and P, respectively. Let us
start by describing the sub-level-sets of a Gaussian. For any Gaus-
sian G(w,0,P) one can define the sub-level set ε(P,c) ⊂ Rn, for
some c ∈ R+, as follows:

ε(P,c) :=
{
w ∈ Rn

∣∣∣w�P−1w≤ c
}

. (23)

The shape of this sub-level-set is an ellipsoid, or an ellipse in the
2D case as it is graphically depicted in Figure 4 (for c = 1). This
figure illustrates the relation of the ellipsoid with the eigenvalues
of the corresponding covariance matrix P. In this case the relation
between eigenvalues of P yields λ1(P) > λ2(P).

Figure 4: Graphical representation of the Gaussian G(w,0,P)
as the sub-level-set ε(P,1). The direction of each arrow is de-
fined as the eigenvector of the corresponding eigenvalue λi(P).

Applying some basics of probability theory one can calculate
the probability, depending on c, that the random vector w is within
the set ε(w,P,c). Some examples of this probability, denoted with
Pr(·), for different values of c are:

Pr (w ∈ ε(P,1)) ≈ 0.68,

Pr (w ∈ ε(P,4)) ≈ 0.95,

Pr (w ∈ ε(P,9)) ≈ 0.997.

Notice that ε(P,c) defines an ellipsoid. As such, to use the MPC
law as proposed in the previous section, we need to obtain a poly-
topic over-approximation of this set. This over-approximated set
can then be used as the set W where the estimation error is bounded.
Recall that the vertices of W are used in the controller to determine
the control action. There is no optimal method to calculate this set,
as it amounts to the ancient problem of “squaring the circle”. See
for example the recent results in [25] and the references therein.
What can be stated is that a trade-off should be made between the
size of the set W on the one hand, indicating the worst case esti-
mation error bound, and the computational complexity of obtaining
W on the other hand, which should be kept reasonable for on-line
calculation.

If for example one chooses that Pr(w ∈ W) = 0.95, then W

can be taken as a tight over-approximation of ε(P,4), as illustrated
in Figure 5(a). However, to obtain this tight over-approximation,
knowledge of all the eigenvalues of P and vertex computation is re-
quired, which is computationally expensive. If the real-time proper-
ties of the resulting algorithm allow this tight over-approximation,
then Figure 5(a) can be considered. However, here we want to have
the least processing-time, i.e. computational complexity. There-
fore, we aim at describing the vertices of W by a single parameter
that depends on the maximum eigenvalue of P. An example of such

a set is shown in Figure 5(b). Therein, W is fully determined by the
scalar d =

√
cλmax(P) = 2

√
λmax(P), which represents an upper

bound on the infinity norm of w.

(a) Accurate over-approximate. (b) Fast over-approximation.

Figure 5: Examples of over-approximating ε(P,4) byW.

Notice that the vertices of W as shown in Figure 5(b) are explic-
itly defined as all possible realizations of the vectors (w1, . . . ,wE)�
when [wi] j ∈ {−d,d} for all j ∈ Z[1,n] and i ∈ Z[1,E]. The next re-
sult provides an expression for d ∈ R+, which is calculated at each
synchronous sample instant tk, such that ε(P,c) ⊆ W, for a given
c ∈ R+.

Lemma 5.1 Suppose a random vector w ∈ Rn is given of which
its PDF is a Gaussian with zero mean and a covariance-matrix P ∈
Rn×n. Let us define W := {w | ‖w‖∞ ≤ d} with d :=

√
c∗λmax(P).

Then for any c ∈ R+, it holds that ε(P,c) ⊂ W.

PROOF. Let w ∈ ε(P,c). Then it holds that

λmin(P−1)‖w‖2
∞ ≤ λmin(P−1)‖w‖2

2 ≤ w�P−1w≤ c,
from which ‖w‖∞ ≤

√
c(λmin(P−1))−1 follows. Applying the fact

that λmin(P−1) = (λmax(P))−1 gives that

‖w‖∞ ≤
√
c∗λmax(P).

Hence, w ∈ W and as w ∈ ε(P,c) was arbitrary, the proof is com-
plete.

The above results shows that in order to compute the vertices
of the set W at each tk, one only needs to calculate the current
λmax(P). The computational efficiency of the procedure for obtain-
ing the set W can be further improved by using the known fact that
λmax(P)≤ tr(P), at the cost of a more conservative error bound. To
increase the probability that w(tk)∈W(tk), one can use Lemma 5.1
to observe that:

Pr (w(tk) ∈ ε(P(tk),c)) ≤ Pr (w(tk) ∈ W(tk)) .

Therefore, by choosing c= 9 yields:

0.997 ≈ Pr (w(tk) ∈ ε(P(tk),9))

≤ Pr (w(tk) ∈ W(tk)) .
(24)

Remark 5.2 As the covariance matrix P(t) is bounded for all t ∈T,
shown in [15, 22], it follows that λmax(P(t)) is also bounded for
all t ∈ T. Then, by the definition of the set W(tk), it holds that
W(tk) ⊆ W for all tk and

W :=
{
w ∈ Rn | ‖w‖∞ ≤ sup

t

√
cλmax(P(t))

}
.

�
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This completes the overall design of the feedback loop that con-
sists of (i) the EBSE algorithm, which provides an estimate of the
state x̂(tk) at all tk, (ii) the algorithm for computation of the vertices
of W(tk) at all tk such that w(tk) = x̂(tk)−x(tk) ∈ W(tk) has a high
probability and (iii) the robust MPC algorithm, which provides in-
herent ISS w.r.t. to estimation errors w(tk) and optimized ISS w.r.t.
to w(tk) ∈ W(tk).

The only aspect left to be treated is concerned with the fact that
the EBSE is a stochastic estimator, while the robust MPC algorithm
is a deterministic controller. Due to the stochastic nature of the es-
timator, one does not have a guarantee that w(tk) ∈ W(tk) for all
tk and, as such, that the real state is bounded. Instead, one has the
information that w(tk) ∈ W(tk) for all tk only with a certain (high)
probability, which implies that the ISS property of the MPC scheme
applies to the overall integrated closed-loop system in a probabilis-
tic sense only. If for some tk ∈ R+, w(tk) �∈ W(tk) but it is still
bounded, it would be desirable to still have an ISS guarantee (i.e.,
independent of the bound on w(tk)) for the closed-loop system. A
possible solution could be to use a uniformly continuous control
Lyapunov function to establish inherent ISS to the estimation error,
which forms the object of future research.

6. ILLUSTRATIVE EXAMPLE
In this section we illustrate the effectiveness of the developed

EBSE and robust MPC scheme. The case study is a 1D object-
tracking system. The states x(t) of the object are position and
speed while the measurement-vector y(t) is position. The control
input u(t) is defined as the object’s acceleration. The states and
control input are subject to the constraints x(t) ∈ X = [−5,5]×
[−5,5] and u(t) ∈ U = [−2,2]. Both the process-noise as well as
the measurement-noise are chosen to have a zero-mean Gaussian
PDF with Qτ = 3τ · 10−4I and Rv = 1 · 10−4. As the process is a
double integrator, the process model becomes:

x(t+ τ) =

(
1 τ
0 1

)
x(t)+

(
τ2

2
τ

)
u(t)+q(t,τ),

y(t) =
(
1 0

)
x(t)+ v(t).

(25)

The sampling time of the controller is τs = 0.7[s]. For simplicity,
we use “Send-on-Delta” as the sampling method with Δ = 0.1[m].
This means that in case the object drove an additional 0.1 meter
with respect to its last sampled position, a new measurement of the
position is taken. Therefore, the set which defines event sampling
becomes Hr|t = [y(tr−1)−Δ,y(tr−1)+Δ]. The PDF ΛHr|t (y(t)), for
all t ∈ T, of the EBSE is approximated as a sum of 5 Gaussians
that are equidistantly distributed along [y(tr−1)− Δ,y(tr−1) + Δ].
Therefore, we set

N = 5, yi(t) = y(tr−1)−
(
N−2(i−1)−1

N

)
Δ, ∀i ∈ Z[1,N],

RH(t) =

(
2Δ
N

)2(
0.25−0.05e−

4(N−1)
15 −0.08e−

4(N−1)
180

)
.

Next, let us design the parameters of the robust MPC. The tech-
nique of [24] was used to compute the weight PV ∈ R2×2 of the
Lyapunov function V (x) = ‖PV x‖∞ for α3(s) := 0.01s, yielding

PV =

(
2.7429 0.7121
0.1989 4.0173

)
.

Following the procedure described in Section 5, the set W(tk)
will have 4 vertices at all k∈Z+. As such, to optimize robustness, 4
optimization variables γ1(tk), · · · ,γ4(tk) were introduced, each one
assigned to a vertex of the set W(tk). The MPC cost was chosen as

J(x(tk),u(tk),γ1(tk), . . . ,γ4(tk)) with PJ = 0.4I,QJ = 0.2I, RJ = 0.1
and Γi = 4 for all i ∈ Z[1,4]. The resulting linear program has 11
optimization variables and 108 constraints. In this cost-function,
the variable Vmin(tk) of equation (15) is used. Its value is also cal-
culated via solving a linear program with 3 optimization variables
and 5 constraints. During the simulations, the worst case computa-
tional time required by the CPU over 100 runs was 20 [ms] for the
controller and 5 [ms] for the EBSE, which shows the potential for
controlling fast linear systems.

In the simulation scenario we tested the closed-loop system re-
sponse for x(t0) = [3,1]� with the origin as reference. The initial
state estimates of the EBSE were chosen as x̂(t0) = [3.5,1.2]� and
P(t0) = I. The evolution of the true state is graphically depicted in
Figure 6. Figure 7 presents the control input u(tk). The evolution
of the different values for γ1(tk), · · · ,γ4(tk) is shown in Figure 8.
Figure 9 presents the absolute error between the estimated and true
state, i.e. position |[w(tk)]1| and speed |[w(tk)]2|, and the modeled
error bound which is chosen to be d =

√
9λmax(P(tk)) and defines

W(tk).
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Figure 6: Evolution of the true state: position, i.e. x1(tk) and
speed, i.e. x2(tk).

The symbols “×” in the plot of the true object position of Fig-
ure 6 denote the instants when an event occurs, i.e., whenever the
object drove an additional 0.1 [m] with respect to its previous sam-
pled position measurement. Notice that the number of events in-
creases when position is changing fast. Therefore, a large amount
of samples are generated in the first 5 seconds. After 20 seconds,
both the position and speed of the true state are zero and no event
occurs anymore.
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Figure 7: Evolution of the the control input u(tk) .

Figure 7 shows that the input constraints are fulfilled at all times,
and sometime they are active.

Notice that when the state is close to zero, due to the optimization

38



0 20 40 60
0

1

2

3 λ
1
(k)

0 20 40 60
0

1

2

3 λ
2
(k)

0 20 40 60
0

1

2

3 λ
3
(k)

0 20 40 60
0

1

2

3 λ
4
(k)

Figure 8: Evolution of the 4 optimization variables γi(tk) .

of the cost J, this pushes the control input to zero. As such, the
optimization variables γi(tk) of Figure 8 must satisfy V (we(tk))−
γe(tk) ≤ 0, e = 1, . . . ,E. This explains the non-zero value of γi(tk)
when the state reaches the equilibrium, for example in between 20
and 30 seconds.
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Figure 9: Evolution of the true estimation error compared to
the bounds on the modeled one.

Figure 9 shows that the true estimation-error remained within the
limits of the modeled one at almost all sample instances. Further-
more, after 20 seconds no new measurement is received anymore
for some longer time period. Standard state-estimators would pre-
dict the state in that case, causing λmax(P(tk)) to diverge. Due to
the EBSE, which makes use of the bounded set Hr|t , λmax(P(tk))
converges to a constant, although no events are generated anymore.
This confirms that boundedness of the covariance matrix of the
EBSE is independent of the number of events for a bounded set
Hr|t , although the actual value of the bound is influenced by the
choice of Hr|t . Notice the variety in the modeled estimation-error
at 33, 41, 49 and 60 seconds. This is caused by the fact that an
event occurs at these instances. Hence, the state-update is based on
a received measurement rather then a bounded set, which reduces
its uncertainty. A final remark is to be made on the fact that at
around 10 seconds the true estimation-error exceeds the modeled
one. This means that at this time instant w(tk) �∈ W(tk). Neverthe-
less, the trajectory of the closed-loop system remains bounded with
reasonable robust performance, which encourages us to further an-
alyze the ISS of the integrated closed-loop system. In light of the
solution proposed at the end of the previous section, it is worth to
mention that the CLF used in the example is globally Lipschitz.

For future research it would also be interesting to compare the
results obtained with the developed robust MPC scheme with a
stochastic MPC set-up, such as the algorithm presented in [26].

7. CONCLUSIONS
In this paper an event-based control system was designed with

the property that control actions can take place synchronously in
time but data transfer between the plant and the controller is kept
low. This was achieved by introducing an event-based state esti-
mator in the feedback loop. The event-based estimator was used
to obtain a state estimate with a bounded covariance matrix in the
estimation error at every synchronous time instant, under the as-
sumption that the set used for event generation is bounded in the
measurement-space. This covariance matrix was then used to es-
timate explicit polytopic bounds on the estimation-error that were
fed into a robust MPC algorithm. We proved that the resulting MPC
controller achieves ISS to the estimation error and, moreover, it
optimizes the closed-loop trajectory-dependent ISS gain. We pro-
vided justification of our main ideas on all the parts of the over-
all "output-based controller" (e.g., a bounded covariance matrix of
ESBE-plant interconnection and ISS of MPC-plant loop) that show
that in principle such an event-based controller should work. Sev-
eral aspects of the integration of the stochastic event-based esti-
mator and the deterministic MPC algorithm were discussed. The
formal proof of closed-loop properties of the EBSE-MPC-plant in-
terconnection or its variations is a topic of future research, although
simulations provide convincing and promising evidence of the po-
tential of the proposed methods.
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ABSTRACT
In this paper, we present an extension of the synchronous lan-
guage Quartz by new kinds of variables, actions and statements
for modeling the interaction of synchronous systems with their
continuous environment. We present an operational semantics
of the obtained hybrid modeling language and moreover show
how compilation algorithms that have been originally developed
for synchronous languages can be extended to these hybrid pro-
grams. Thus, we can automatically translate the hybrid pro-
grams to compact symbolic representations of hybrid transition
systems that can be immediately used for simulation and formal
verification.

Categories and Subject Descriptors
D.3.1 [Programming Languages]: Formal Definitions and
Theory; F.3.1 [Theory of Computation]: Specifying and Ver-
ifying and Reasoning about Programs; F.3.2 [Theory of Com-
putation]: Semantics of Programming Languages

General Terms
Languages, Verification.

Keywords
Hybrid Systems, Synchronous Languages, Symbolic Repre-
sentation of Transition Systems

1. INTRODUCTION
Reactive systems [32] are systems that have an ongoing inter-
action with their environment in terms of a discrete sequence
of reaction steps. In each reaction step, new inputs are read
and corresponding outputs and next states of the system are
computed. Since the environment may trigger new reaction
steps, reactive systems are special real-time systems.

Synchronous languages [8, 9, 30] such as Esterel [10, 12],
Lustre [31], and Quartz [48] have been developed to describe
reactive systems. The operational semantics of these lan-
guages is defined by so-called micro and macro steps, where a
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macro step consists of finitely many micro steps whose max-
imal number is known at compile time. Macro steps cor-
respond with reaction steps of the reactive system, and mi-
cro steps correspond with atomic actions like assignments of
the program. Variables of a synchronous program are syn-
chronously updated between macro steps, so that the execu-
tion of the micro steps of one macro step is done in the same
variable environment of their macro step.

The distinction between micro and macro steps does not
only lead to a convenient programming model for reactive
systems that allows deterministic and efficient hardware and
software syntheses as well as a simplified estimation of worst-
case reaction times. It is also the key to a compositional formal
semantics which is a necessary requirement for formal verifi-
cation and provably correct synthesis procedures. Typically,
the semantics are described by means of SOS (structural op-
erational semantics [45]) transition rules that recursively fol-
low the syntax of the program [11, 48].

Additionally, synchronous programs can be efficiently trans-
lated to transition systems that capture their entire behavior.
This translation can be done in polynomial time even though
the transition system may have exponentially (or even in-
finitely many) states. This is possible since symbolic repre-
sentations of polynomial size are computed by these transla-
tions. Model-checking of temporal logic specifications [47]
can be directly performed on these symbolic representations
of the transition systems. Hence, synchronous languages per-
fectly lend themselves to the development of embedded reac-
tive systems which are used in applications requiring a formal
verification.

In contrast to the discrete reaction steps of an embedded
reactive system, its environment often consists of continuous
behaviors that are determined by the laws of physics. For this
reason, the verification of properties that depend on the inter-
action with the continuous environment requires the consid-
eration of hybrid systems (see e.g. [1, 2]). Since most verifi-
cation problems are undecidable for hybrid systems [33, 37],
a rich theory of algorithmic, approximative approaches has
been developed over the years [5, 18, 28, 29, 40, 41, 46].
In contrast, only a few languages and tools to deal with non-
trivial hybrid systems [19] are available. Moreover, the lan-
guages of most of these tools have either no formal semantics,
are restricted to very special subclasses of hybrid automata, or
approximate the continuous behaviors by discrete behaviors.

Furthermore, also the size of the discrete part of hybrid
systems may challenge tools: even though hybrid systems
typically consist of ‘only’ finitely many discrete states, the
number of these discrete states can become too large to al-
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low an explicit enumeration. For this reason, there are al-
ready some approaches that employ symbolic representations
like [18, 24, 25, 29, 35, 38] to compute successor or prede-
cessor states. For example, Collins’ cylindrical algebraic de-
composition [7, 23] for quantifier elimination can be used to
symbolically compute successor or predecessor sets of states
analogous to finite state systems [14, 17].

Symbolic representations of hybrid systems are quite new:
despite some early approaches [38], up to now, there are no
tools available that are entirely based on symbolic representa-
tions. For example, HyTech [36] as well as PHAVer [27] only
represent the continuous states in a symbolic way, and there-
fore fail for large state spaces as reported in [24]. Only some
recent approaches [18, 24, 25, 29] aim at using a symbolic
representation for the entire behavior, but these descriptions
require the user to manually describe a boolean formula for
the transition relation, which is very inconvenient and error-
prone.

Hence, there is still a need for powerful modeling languages
having a precise formal semantics that allow the description of
non-trivial discrete programs within their continuous environ-
ments. Due to the huge number of discrete states of such
systems, symbolic representations are mandatory for verifica-
tion, and clearly, the interaction between discrete and contin-
uous variables must be precisely defined. Thus, it is natural
to consider extensions of synchronous languages to model hy-
brid systems consisting of discrete and continuous behaviors.

In this paper, we propose an extension of our synchronous
language Quartz for modeling hybrid systems. The benefit of
this approach is that the descriptions of the hybrid systems
are, compared to their symbolic representations, much more
readable, so that abstractions and compositional reasoning
becomes much simpler. Symbolic representations of the un-
derlying transition systems like those used in [18, 24, 25, 29]
can be obtained by first compiling the programs into guarded
actions and then constructing a symbolic representation from
the guarded actions.

The paper is organized as follows: After presenting related
work in Section 2.1, the basics of the synchronous language
Quartz are introduced in Section 2.2. In Section 3, we define
the syntax and semantics of the hybrid extension of Quartz.
In particular, we describe the semantics in terms of SOS rules
that cover the discrete as well as the continuous behavior of
the modeled hybrid system. The compilation to symbolic rep-
resentations of transition systems is described in Section 4.

2. PRELIMINARIES

2.1 Modeling Hybrid Systems
Of course, many languages to describe hybrid systems have
already been proposed for simulation and verification. A good
survey has been made by the Columbus project [19, 20] cov-
ering languages and tools like Stateflow/Simulink, Modelica
[42], Sildex, HyVisual, Scicos, Charon [3], Checkmate [39],
Massaccio [34], Shift [26], Hysdel [49], etc. in order to de-
fine an interchange format for hybrid systems [20, 44]. In our
opinion, such a language has to fulfill the following require-
ments:

1. Modeling: The language must support the modeling of
non-trivial discrete programs within their continuous en-
vironment. This excludes an explicit enumeration of the

discrete state space and requires the usage of typical
program statements and data types.

2. Simulation: The language must have a precise opera-
tional semantics that can be used for simulation.

3. Verification: Automatic translations to symbolic repre-
sentations of the transition systems used in formal veri-
fication must be available.

We are not aware of a language that meets the above re-
quirements in a satisfactory way: A major weakness of ana-
log mixed signal (AMS) extensions of hardware description
languages like VHDL-AMS and SystemC-AMS [43, 50] is the
lack of a formal semantics [51]. The same is the case for
Simulink/Stateflow, as well as for CheckMate since it is also
based on Simulink models. HyVisual, Shift, HyTech, PHAVer,
HSolver and d/dt explicitly enumerate the discrete locations
of the modeled hybrid automaton and therefore do not allow
the modeling of non-trivial discrete programs. Languages like
Scade/Lustre [21] and Hysdel [49] only have a time-discrete
semantics which is only an approximation of hybrid systems.

Charon has a formal semantics [3] whose discrete behav-
iors are described in terms of guarded actions. We also use
guarded actions as intermediate result of our compilation.
While Charon’s guarded actions are interleaved, ours are syn-
chronous guarded actions that are more related to the de-
scription language described in [4]. We believe that guarded
actions do not provide enough readability compared to struc-
tured program statements. Nevertheless, guarded actions are
a very good intermediate language where hybrid models can
be translated to and where system descriptions for a model
checker can be generated from.

In [22], the synchronous language Esterel has been ex-
tended to model timed automata in order to reason about
real-time constraints. We have the same motivation for ex-
tending a synchronous language as [22], but our targets are
hybrid systems that are more general than timed automata.
A seminal approach for extending the synchronous language
Quartz has already been presented in [6]. However, it was
neither completed in its formal semantics nor in its compi-
lation to symbolic representations. The extension presented
here is different to [6], although it shares some common ideas.

2.2 The Synchronous Language Quartz
Quartz [48] is a synchronous language derived from Esterel
[10, 13]. In the following, we only give a brief overview of
Quartz, and refer to [48] for further details. Provided that
S, S1, and S2 are statements, ` is a location variable, x is a
variable, σ is a Boolean expression, and ρ is a type, then the
following are statements (parts given in square brackets are
optional):

• nothing (empty statement)
• x = τ and next(x) = τ (assignments)
• assume(ϕ) and assert(ϕ) (assumptions and assertions)
• ` : pause (start/end of macro step)
• if (σ) S1 else S2 (conditional)
• S1;S2 (sequences)
• do S while(σ) (loops)
• S1 ‖ S2 (synchronous concurrency)
• [weak] [immediate] abort S when(σ)

• [weak] [immediate] suspend S when(σ)

• {ρ x; S} (local variable x of type ρ)
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The pause statement defines a control flow location `, which
is a boolean variable that is true iff the control flow is cur-
rently at the statement ` : pause. Since all other statements
are executed in zero time, the control flow can only rest at
these positions in the program, and therefore the possible
control flow states are the subsets of the set of locations.

There are two variants of assignments that both evaluate
the right-hand side τ in the current macro step (variable envi-
ronment). While immediate assignments x = τ immediately
transfer the value of τ to the left-hand side x, delayed assign-
ments next(x) = τ transfer this value only in the following
step.

If the value of a variable is not determined by assignments,
a default value is computed according to the declaration of
the variable. To this end, declarations consist of a storage class
in addition to the type of a variable. There are two storage
classes, namely mem and event that choose the previous value
(mem variables) or a default value (event variables) in case no
assignment determines the value of a variable. Available data
types are booleans, bitvectors, signed/unsigned bounded/un-
bounded integers, arrays and tuples.

In addition to the statements known from other imperative
languages (conditional, sequential composition and loops),
Quartz offers synchronous concurrency S1 ‖ S2 and sophisti-
cated preemption and suspension statements, as well as many
more statements to allow comfortable descriptions of reactive
systems (see [48] for the complete syntax and semantics).

The structural operational semantics (SOS) of Quartz is de-
scribed by two sets of rules: The reaction rules determine the
current values of local and output variables according to given
values of input variables and the semantics of Quartz state-
ments. To this end, one starts with a variable environment
E that maps input and state variables to known values, and
local and output variables to an unknown value ⊥. Environ-
ments are endowed with an incarnation index ~ that is used
to distinguish between overlapping scopes of local variables
that coexist in the same macro step. We ignore incarnation
levels in the following, since this is a subtle issue in the se-
mantics of synchronous languages. The reader may view the
incarnation levels as part of the variable environment E . In
general, reaction rules have the following form:

〈E , ~, S〉# 〈~′,Dmust,Dcan, tmust, tcan〉,

where Dmust and Dcan are the actions that must be and can be
executed in the current environment and where the boolean
flags tmust and tcan denote whether the execution must be or
can be instantaneous1, respectively. By the optimistic and pes-
simistic estimations, it is clear that the conditions Dmust ⊆
Dcan and tmust → tcan hold.

Given an incomplete variable environment E and a state-
ment S, the reaction rules determine the sets Dmust and Dcan.
If an action x = τ is added to Dmust, the value of the vari-
able x becomes known as the result of the evaluation of τ .
Moreover, if all actions writing to a variable x are removed
from Dcan, the value of x is determined by the reaction-to-
absence: memorized variables maintain their previous value
while event variables are reset to a constant default value.

Having updated an environment, the reaction rules are once
more applied until no more updates are possible. If we fi-
nally have Dmust = Dcan and tmust = tcan, then the program is

1The execution of a statement is instantaneous iff it is exe-
cuted in zero time.

causally correct, otherwise it is rejected due to causality prob-
lems. Hence, for causally correct programs (and only these
are of interest), the reaction rules determine a complete en-
vironment E that maps not only all input, local, output, and
state variables to corresponding values.

The second kind of SOS rules are called transition rules.
Their major task is to determine the movement of the con-
trol flow from the current to the next macro step. Transition
rules also determine the delayed assignments that have to be
executed in the next macro step and are of the following form

〈E , ~, S〉� 〈~′, S′,D, t〉

with the following meaning:

• (E , ~) is the complete environment of the current macro
step as determined by the reaction rules.
• ~′ is the updated incarnation level function that is ob-

tained by executing local variable declarations in S.
• S′ is the residual statement that has to be executed in

the next micro or macro step (depending on the flag t).
• D is a set of pairs (x, v) where x is a variable and v is a

value consistent with the type of x. We must assign v to
x before starting the next macro step, as the pair (x, v)
stems from a delayed assignment next(x) = τ .
• Finally, the boolean value t denotes whether the exe-

cution described by the SOS transition rule is instanta-
neous. Hence, the SOS transition rule describes a micro
step if t is true, and a macro step otherwise.

Reaction rules and transition rules are defined for all state-
ments. Both rule sets together describe the operational se-
mantics of the synchronous programs.

Our Averest system2 provides algorithms that translate a
synchronous program to a set of guarded actions [48], i.e.,
pairs (γ, α) consisting of a trigger condition γ and an action α.
Actions are thereby assignments x = τ and next(x) = τ , as-
sumptions assume(ϕ), or assertions assert(ϕ). The meaning
of a guarded action is obvious: in every macro step, all actions
are executed whose guards are true. Thus, it is straightfor-
ward to construct a symbolic representation of the transition
relation in terms of the guarded actions (see [48]).

3. HYBRID QUARTZ
In this section, we present the syntax and semantics of our ex-
tension of the synchronous language Quartz. Clearly, we have
to introduce continuous variables and continuous transitions
of these variables within a macro step. The overall idea is ex-
plained best by considering the execution of a hybrid macro
step: First, inputs are read and the reaction rules are used to
execute the micro steps of the current macro step. This com-
pletes the variable environment of the discrete variables so
that the transition rules are executed next to determine the
next control state and the values that have to be assigned due
to delayed assignments at the beginning of the next macro
step. Then, a new phase of the macro step is added that consists
of the continuous behavior of the continuous variables. During
this phase, physical time will increase and the behavior of the
continuous variables is determined by the specified differen-
tial equations. The end of the continuous phase is determined
by special release conditions that are derived from new state-
ments explained below. As soon as one of these release con-
ditions becomes true, the continuous phase and thus, also the
2http://www.averest.org
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macro step, terminates. Then, the updates due to the already
determined delayed actions and the discrete state transition
takes place and a new macro step can be invoked depending
on the termination of the program.

The execution of a hybrid Quartz program is therefore still
divided into discrete macro steps that refer to physical points
of time t0, t1, . . . ∈ R. The immediate and delayed assign-
ments are executed at these points of time, and their execu-
tion still does not consume time in the programming model.
In the same way, the enabled assertion and assumption con-
ditions only refer to these discrete points of time and not to
the points of time in between which belong to the continuous
phases. In analogy to hybrid automata, we say that a pro-
gram makes a discrete transition at a point of time ti, and it
makes continuous transitions in between these points of time
(see below for a more precise definition).

In order to describe our extension of Quartz to deal with
hybrid systems, we describe the syntax of our new constructs
in Section 3.1 and define their semantics in Section 3.2.

3.1 Syntax

3.1.1 Continuous Variables
Recall that discrete variables in Quartz are declared with ei-
ther the storage class mem or event which determines their re-
action to absence. Our generalization to hybrid systems adds
a third storage class cont to introduce continuous variables
that may change their values during the continuous phase of
a macro step.

In the current version, we demand that continuous vari-
ables must have the data type3 real, so that a continuous
variable x is always declared by cont real x. In the follow-
ing, we distinguish between continuous variables having the
mentioned declaration, and discrete variables (having another
declaration).

Continuous variables x can occur everywhere where dis-
crete variables may occur, i.e., as left hand sides of immediate
(x = τ) and delayed assignments (next(x)=τ) as well as in
all control-flow conditions that occur in the program (includ-
ing assertions and assumptions).

3.1.2 Continuous Actions
The ‘discrete’ actions (assignments x = τ , next(x) = τ and
assertions/assumptions assume(ϕ) and assert(ϕ)) only refer
to the discrete points of time ti on the execution trace. For the
new continuous phase of a macro step, we add the following
new ‘continuous actions’ that are evaluated in the continuous
phase, i.e., at the points of time t ∈ (ti, ti+1) between two
macro steps:

• x <- τ is a direct definition of the continuous flow of x
which essentially corresponds to an immediate assign-
ment x = τ that is evaluated in the continuous phase.
• der(x) <- τ is an indirect definition of the continuous

flow of x which defines the continuous behavior of x

during the continuous phase via its derivation on phys-
ical time.
• The following new continuous assertions4 impose speci-

fications that must be satisfied for certain points of time
in the continuous phase of a macro step:

3In contrast to floating point numbers, the data type real
denotes the real numbers with arbitrary precision.
4In contrast to the invariants of hybrid automata, these asser-
tions only generate specifications to be verified.

− constrainS(ϕ) demands that ϕ holds at the Start
of the continuous phase

− constrainM(ϕ) demands that ϕ holds at all inter-
mediate (Middle) points of the continuous phase

− constrainE(ϕ) demands that ϕ holds at the End
of the continuous phase

Macros are given for any combination of S, M, and E

(in this order), e.g., constrainSME(ϕ) demands that ϕ
holds for all points of time of the continuous phase.

3.1.3 Continuous Statements
While discrete actions are statements on their own, the new
continuous actions αi may only occur in new flow-statements
of the following form:

(`, `′) : flow {α1; . . . ;αn} until(σ).

The intuitive meaning of such a statement is as follows: If
the control flow is entering the statement, the current macro
step will be terminated, and the control flow will resume the
execution in the next macro step either from location ` or
`′. Before reaching one of these locations, the continuous
phase of the current macro step is determined by (1) the con-
tinuous actions α1, . . . , αn and (2) the release condition σ:
The actions αi are enabled during the continuous phase, and
the physical point of time ti+1 where the macro step termi-
nates is determined as the first point of time where a release
condition σ holds. Note that several flow statements may
run in parallel, but that every thread may execute at most
one flow statement (since we do not allow that flow state-
ments are nested in preemption statements that could make
them schizophrenic). If the condition σ holds at the point of
time ti+1 where the continuous phase ends, the location ` is
reached, otherwise location `′ is reached.

If the execution resumes in the next macro step from lo-
cation `, the statement behaves as nothing, since its release
condition became true in the previous continuous phase. Oth-
erwise, the execution resumes in the next macro step from lo-
cation `′, which means that the flow statement behaves as if
it would have been started in that macro step: the actions αi

are enabled in the continuous phase of the next macro step,
and the end of that continuous phase be be determined by σ
(if that is the first release condition that becomes true).

Note that the semantics of our flow statement refers to the
typical definition of the parallel composition of hybrid au-
tomata [1, 15, 16]. A thread, i.e., a flow statement, proceeds
with its continuous phase if it has been interrupted by another
flow statement whose release condition became true first.

In order to avoid write conflicts, causality problems and
schizophrenia problems, we impose the following restrictions:

• Flow statements must not occur in abortion or suspen-
sion statements to avoid schizophrenia. As flow state-
ments are therefore never aborted, the execution of their
threads is never instantaneous, and thus flow statements
will not overlap with themselves within a macro step.
Hence, we have no schizophrenia problems with flow
statements.
• It is not allowed that more than one flow assignment
x<-τ or der(x)<-τ writing to the same variable x is en-
abled in the same continuous phase. On the other hand,
if there is no assignment for a variable x, the default as-
signment der(x)<-0 is used as default action that main-
tains the value of the continuous variable x.
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∀t ∈ ∆. Jτ1KC,t < Jτ2KC,t
C, E , ~,∆ |= τ1 < τ2

∀t ∈ ∆. Jτ1KC,t = Jτ2KC,t
C, E , ~,∆ |= τ1 = τ2

C, E , ~,∆ |= x = τ
C, E , ~,∆ |= x <- τ

C, E , ~,∆ |= ẋ = τ
C, E , ~,∆ |= der(x) <- τ

C, E , ~, {δ1} |= ϕ
C, E , ~, [δ1, δ2] |= constrainS(ϕ)

C, E , ~, (δ1, δ2) |= ϕ
C, E , ~, [δ1, δ2] |= constrainM(ϕ)

C, E , ~, {δ2} |= ϕ
C, E , ~, [δ1, δ2] |= constrainE(ϕ)

C, E , ~,∆ 6|= σ
C, E , ~,∆ |= ¬σ

C, E , ~,∆ |= σ1

C, E , ~,∆ |= σ1 ∨ σ2

C, E , ~,∆ |= σ2

C, E , ~,∆ |= σ1 ∨ σ2

C, E , ~,∆ |= σ1 C, E , ~,∆ |= σ2

C, E , ~,∆ |= σ1 ∧ σ2

Figure 1: Satisfiability Relation for the Continuous Phase

〈E , ~, (`, `′) : flow {α1; . . . ;αn} until(σ)〉# 〈~, {}, {}, false, false〉

C, E , ~, [0, δ) |= ¬σ C, E , ~, {δ} |= σ C, E , ~, [0, δ] |= α1 . . . C, E , ~, [0, δ] |= αn

〈C, E , ~, δ, (`, `′) : flow {α1; . . . ;αn} until(σ)〉� 〈~, nothing, {}, false〉

C, E , ~, [0, δ] |= ¬σ C, E , ~, [0, δ] |= α1 . . . C, E , ~, [0, δ] |= αn

〈C, E , ~, δ, (`, `′) : flow {α1; . . . ;αn} until(σ)〉� 〈~, (`, `′) : flow {α1; . . . ;αn} until(σ), {}, false〉

Figure 2: SOS Reaction and Transition Rules of flow Statements

• In each macro step, enabled actions x<-τ must not have
cyclic dependencies in order to guarantee computability
(we currently do not apply a causality analysis in the
continuous phase which could be done in analogy to
the causality analysis in the discrete phase).
• Each system of ordinary differential equations (ODEs)

defined by the enabled flow statements must be sym-
bolically solvable.

3.2 Semantics
In this section, we define the formal semantics of our new
constructs. To this end, we have to introduce for the con-
tinuous phase of a macro step a new variable environment C
that maps continuous variables x to functions C(x) : R → R
and discrete variables x to constant functions C(x) : R → ρ,
where ρ is determined by the type of x. Clearly, C must be cho-
sen such that equations x == τ and der(x) == τ that corre-
spond to flow assignments x <- τ and der(x) <- τ as well
as all continuous assertions constrainS(ϕ), constrainM(ϕ),
and constrainE(ϕ) are satisfied during the continuous phase
of the macro step.

To this end, we define a satisfiability relation C, E , ~,∆ |= σ,
where C is the above mentioned continuous variable assign-
ment, E and ~ denote the discrete variable environment, ∆
denotes an interval of real numbers, and σ is either a boolean
condition, a flow assignment or a continuous constraint. In-
tuitively, C, E , ~,∆ |= σ means that σ holds at all points of
time ∆ with the variable environments C and (E , ~). Recall
that the discrete environment (E , ~) maps both continuous
and discrete variables to corresponding values, and that the
continuous environment C maps both continuous and discrete
variables to functions of type C(x) : R → ρ (where discrete
variables are constant functions).

Based on the variable environment C, we define an eval-
uation function JτKC,t that determines the value of the ex-
pression τ under the continuous variable environment C at
the point of time t ∈ R. Clearly, for variables x, we have
JxKC,t := (C(x))(t), and for the allowed operators like arith-

metic operations +,-,*,/ or sin, cos, etc. the definitions are as
expected (due to lack of space, we omit the full definition).

Using the evaluation function JτKC,t, we can then define the
semantics of flow assignments x <- τ and der(x) <- τ in
that we demand that the equations x = τ and ẋ = τ must hold
invariantly during the specified interval ∆. The semantics of
the continuous assertions is also trivial as well as the boolean
operators as shown in Figure 1.

The definition of the SOS rules of the flow statement are
shown in Figure 2. The SOS reaction rule simply formalizes
that the flow statement does not execute discrete actions and
that its execution is never instantaneous. In addition to the
so-far used transition rules (see Section 2.2), the new rules
use as further parameters the continuous environment C as
well as the amount of physical time δ that is postulated to
be required by the continuous phase of the macro step. The
transition rules of all statements other than the flow state-
ment ignore these additional parameters.

The second rule in Figure 2 describes the case where the
release condition σ of the flow statement is satisfied at the
end δ of the continuous phase ∆ := [0, δ]. In this case, the
flow statement terminates, the control flow reaches location
`, and the residual statement remaining for the next macro
step is nothing. In the third rule, the release condition σ
is not yet true, so that the release condition of another flow
statement interrupted the continuous phase of the considered
flow statement. In this case, the residual statement is the
complete flow statement, so that its behavior is repeated in
the next macro step. However, note that the initial values of
the variables might have changed in the next macro step.

Using the formal semantics as given in Figure 1 and Fig-
ure 2, we conclude this section by the description of the over-
all operational semantics of a macro step which is illustrated
in Figure 3 by a two-dimensional notion of ‘time’, where phys-
ical time (= continuous transition) flows from left to right and
logical time (= discrete transition) flows from the bottom to
the top. We assume that the n-th macro step takes place at
a physical time tn ∈ R. Then, in the programmer’s view, the
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. . .

Figure 3: Graphical Illustration of a Macro Step

delayed assignments of macro step n − 1 and the immediate
assignments of macro step n determine the values of all vari-
ables at point Pn

1 in Figure 3 that refers to the physical point
of time tn. Note that this does not consume physical time and
that this is done by the reaction rules with a fixpoint itera-
tion. Note further that the flow statement does not contribute
to the this fixpoint iteration (except for guaranteeing that it
is not instantaneous) since flow statements do not execute
discrete actions.

Furthermore, all right hand side expressions of delayed as-
signments enabled at macro step n are evaluated and the
residual statement to be executed in the next macro step is de-
termined using the transition rules. The transition rules also
invoke the continuous phase of the macro step in case a flow
statement is executed. In this case, a duration δ := tn+1 − tn
must be ‘guessed’ so that one of the two rules of Figure 2
can be applied to the enabled flow statements: To this end,
the discrete variables maintain their values between tn and
tn+1, while the continuous variables may change in [tn, tn+1]
according to the enabled flow assignments der(x) <- τ and
x <- τ . Finally, the continuous assertions must be satisfied
during the continuous phase. The continuous environment C
is thereby determined by (1) the current values of the vari-
ables given by E , ~ at point Pn

1 in Figure 3, and (2) the solu-
tion of the system of ordinary differential equations (ODEs)
generated by the enabled flow assignments.

To summarize, a macro step consists of the following steps:

1. perform delayed actions of the previous macro step
2. read new values of all input variables to determine an

incomplete environment E
3. complete E by means of the reaction rules for local and

output variables and the reactions to absence
4. compute delayed actions as well as the residual state-

ment for next macro step by the transition rules
5. determine C by solving the system of active ODEs using
E for initial values of the ODEs

6. determine the duration δ of the continuous phase of the
macro step by considering the release conditions σ of

the enabled flow statements as well as the continuous
environment C

7. repeat these steps until the program terminates (as seen
by the transition rules)

Steps 1.-4. are identical to the discrete version of Quartz with
the only exception, that default values for the reaction to ab-
sence of continuous variables x are not given by the previous
value E(x) but by the previous value C(x)(δ). Step 5 may
involve the use of a symbolic solver for ODEs (but of course,
simulators may also approximate solutions numerically). Step
6 is the only non-constructive step since it is rarely possible
to determine δ symbolically. This problem can be reduced
to find roots of continuous functions, which is undecidable
in general. In practice, this step has to be done either nu-
merically (when doing simulation) or by a formal verification.
Note, however, that this problem is not a consequence of our
modeling framework, but is inherent in any tool for modeling
hybrid systems that does not restrict its continuous dynamics
to decidable classes.

4. GENERATING TRANSITION SYSTEMS

4.1 Compilation to Guarded actions
As already stated in Section 2.2, there are algorithms for com-
piling synchronous programs to symbolic representations of
their underlying transition systems. The common basis for
the algorithms used in our Averest system is an intermediate
translation to guarded actions, i.e. pairs (γ, α) consisting of
a trigger condition γ and an action α. The guarded actions
generated from the new flow statements contain actions that
are flow assignments x <- τ , der(x) <- τ , continuous as-
sertions constrainS(ϕ), constrainM(ϕ), constrainE(ϕ) or
release conditions release(σ). The latter are obtained from
the condition σ of the flow statements, and the former are
directly obtained from the body actions αi of the flow state-
ments.

Note that the guards of the guarded actions listed below
may contain subformulas of the form contω(σ). These subfor-
mulas denote that the boolean expression σ must be evalu-
ated at the end of the continuous phase, i.e., with the variable
environment C(.)(δ), whereas all other subformulas are eval-
uated with the variable environment E of the discrete phase.
Using this distinction allows us to generate a single boolean
formula for the transition relation that is satisfied whenever
the considered variable assignments describe a transition of
the represented transition system.

The compilation of synchronous programs into guarded ac-
tions is divided into two parts [48]: CompSurface computes
the guarded actions that are executed when the control flow
enters the statement, and CompDepth computes the guarded
actions that are executed when the control flow resumes the
execution from some location inside the statement. Due to
lack of space, we do not list the code that has to be added to
these functions to handle flow statements, but we list the rel-
evant information required for this purpose: First, it is trivial
that flow statements neither invoke module calls nor do they
trigger discrete actions. They also do not contain local vari-
able declarations. Moreover, flow statements must not occur
in preemption statements, so that an error is reported when-
ever a surrounding preemption context is seen.
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Let us abbreviate S :≡ (`, `′):flow {α1; ...αn;} until(σ)
for the following. The control flow of S is determined by the
following control flow predicates [48]:

• S is never instantaneous, since the control flow will ei-
ther reach location ` or `′ where the macro step ends.
• The control flow is inside S iff the condition `∨`′ holds.
• S terminates iff ` ∨ `′ ∧ contω(σ) holds.

These conditions are returned by the functions CompSurface
and CompDepth, respectively, and are used to generate the
guards of the guarded actions. Besides these conditions, we
also have to generate guarded actions from the flow state-
ment S:

• If CompSurface is called with start condition strt, it gen-
erates the following guarded actions:

– (strt, α1), . . . , (strt, αn)
– (strt, release(σ))
– (strt ∧ contω(σ), next(`)=true)
– (strt ∧ ¬contω(σ), next(`′)=true)

• Finally, CompDepth generates the same guarded actions
where strt is replaced with `′:

– (`′, α1), . . . , (`′, αn)
– (`′, release(σ))
– (`′ ∧ contω(σ), next(`)=true)
– (`′ ∧ ¬contω(σ), next(`′)=true)

As an example, consider Figure 4. From the program shown
in (a), we compute the guarded actions shown in (b) (we
have already combined the surface and depth parts, which is
done by the final linking step [48]).

Having generated guarded actions, we are in principle at
the level of the languages used in [3, 4]. For visualizing the
encoded transition systems, it is moreover possible to gener-
ate extended finite state machines (EFSM) that correspond to
hybrid automata. In EFSMs, the control flow is enumerated
explicitly while the data flow is kept in a symbolic way. Part
(c) in Figure 4 shows the EFSM obtained from the guarded
actions shown in part (b) of the same figure. Circles denote
control flow states, rectangles denote the discrete transition,
and diamonds contain the continuous transition.

4.2 Symbolic Description
In this section, we consider the construction of a symbolic
transition relation for the underlying state transition system
encoded by the guarded actions. To this end, we consider the
guarded actions for a variable x:

• (α1, x = τ1), . . . , (αp, x = τp)
• (β1, next(x) = π1), . . . , (βq, next(x) = πq)
• (γ1, x <- τ ′1), . . . , (γr, x <- τ ′r)
• (δ1, der(x) <- τ ′1), . . . , (δs, der(x) <- τ ′s)

We define the discreteRd(x) and continuous behaviorsRc(x)
of x as follows:

• Rd(x) :⇔


(∧p

i=1 αi → x = τi
)
∧(∧q

i=1 βi → next(x) = πi

)
∧( (∧q

i=1 ¬βi
)
∧ next

(∧p
i=1 ¬αi

)
→ next(x) = default(x)

)


• Rc(x) :⇔


(∧r

i=1 γi → x = τ ′i
)
∧(∧s

i=1 δi → der(x) = τ ′i
)
∧( (∧r

i=1 ¬γi
)
∧
(∧s

i=1 ¬δi
)

→ der(x)=0.0

)


l1: pause;
x=0.0; next(x) = 0.0;
(l2, l2’): flow{der(x) <- 1.0;} until (x>=1.0);

(a) Program Statement

1. l1 → x=0;

2. l1 → next(x) = 0;

3. l1 ∨ l2’ → der(x) <- 1.0;
4. l1 ∨ l2’ → release(x>=1.0);

5. (l1 ∨ l2’)∧ contω(x>=1.0) → l2;
6. (l1 ∨ l2’)∧ ¬contω(x>=1.0) → l2’;

(b) Guarded Actions

`1
x=0
next(x)=0

der(x) <- 1
release(x>=1)

`2

`′2

true
x>=1

¬x>
=1

(c) Extended Finite State Machine

Figure 4: Translation to Guarded Actions

This means that the actions are executed whenever their guards
hold, and that whenever no guard holds, then a default value
is chosen. In case of the discrete behavior Rd(x), the default
value default(x) is chosen according to the declared stor-
age class, and in case of the continuous behavior Rc(x) the
derivation is zero so that x is a constant function. We also
define Rc(x) for discrete variables where Rc(x) simplifies to
Rc(x) = der(x)=0.0.

Moreover, we have to consider the release conditions that
determine when a continuous phase must end. To this end,
assume that we obtain the guarded actions (ε1, release(σ1)),
. . . , (εk, release(σk)). Then, we first construct the formula

Rrel :⇔
k∧

i=1

εi → ¬σi

Having constructed this formula Rrel and Rd(x) and Rc(x)
for every variable x ∈ V, we can combine them to obtain the
entire transition relation R:

R :⇔
∧
x∈V

Rd(x) ∧ cont∀(Rc(x)) ∧ cont∀(Rrel)

Similar to the operator contω appearing in the guards γi of
location variables, we use another operator cont∀ demanding
that its argument formula must hold during the continuous
phase. Note that the subformulas used in the transition re-
lation R refer to different points of time along a transition:
The operator next refers to the variable values at the target
state, contω(ϕ) demands that ϕ holds at the endpoint δ of the
continuous phase, and cont∀(ϕ) demands that ϕ holds at all
points of time during the continuous phase [0, δ). Subformu-
las of R that are not the scope of one of these operators refer
to the variable environment of the source state. All variable
environments to satisfyR encode therefore a valid transition.
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5. ILLUSTRATING EXAMPLE
We conclude the section with an illustrating example. The
following program shows a bouncing ball whose velocity is
reduced by half whenever it bounces on the floor. Initially,
the ball starts at height h=10.0 with velocity v = 0.0, and no
bounces appeared so far (n = 0).

module bouncingball(cont real h,v,start, int n) {
h = start;
v = 0.0;
n = 0;
loop{

(w,w’): flow {
der(h) <- v;
der(v) <- -9.81;

} until(h<=0.0 and v<=0.0)
next(n) = n+1;
next(v) = v * -0.5;
bounce: pause;

}
}

The guarded actions that are obtained from this program are
as follows: The set of guarded actions that have to be exe-
cuted at the initial point of time are:

1. true => h = 10.0

2. true => v = 0.0

3. true => n = 0

4. true => der(h) <- v;

5. true => der(v) <- -9.81;

6. true => release(h<=0.0 and v<=0.0);

7. contω(h<=0.0 and v<=0.0) => next(Init) = true;

8. ¬contω(h<=0.0 and v<=0.0) => next(Init) = true;

After the initial point of time, the following guarded actions
must be repeatedly executed:

1. (Init ∨ bounce )∧contω(h<=0.0 and v <= 0.0)

=> next(w) = true

2. (w’ ∨ Init ∨ bounce )∧¬contω(h<=0.0 and v <= 0.0)

=> next(w’) = true

3. w => next(bounce) = true

4. Init ∨ bounce ∨ w’ => der(h) <- v

5. Init ∨ bounce ∨ w’ => der(v) <- -9.81

6. w => next(n) = n+1

7. w => next(v) = v*-0.5

8. Init ∨ bounce ∨ w’ => release(h<=0.0 ∧ v<=0.0)

As explained in the previous section, we could now compute
the symbolic representation of the transition relation of these
guarded actions. Instead of listing this transition relation, we
consider the parallel composition of two bouncing balls to
demonstrate the semantics of the parallel composition. The
module as well as the obtained EFSM are shown in Figure 5.

The EFSM representation has the drawback that it might
suffer from a state space explosion since even the number of
control flow states might grow exponentially with the size of
the program. However, in practice, this does usually not hap-
pen (while the state space explosion of the data flow is typi-
cal), and therefore the EFSM computation is often feasible.

The EFSM representation has the important advantage that
one can solve the different ODEs state by state to obtain an-
other EFSM that contains no more derivation flows. In case
of the EFSM of the bouncing ball, the continuous flow assign-
ments der(h) <- v and der(v) <- -9.81 can be replaced

with the direct flow assignments v <- -9.81*t + v(0) and
h <- - 9.81*0.5*t*t + v(0)*t + h(0). As explained in
the previous section, this greatly simplifies the construction
of the transition relation.

6. CONCLUSIONS AND FUTURE WORK
In this paper, we presented an extension of the synchronous
language Quartz that allows us to describe hybrid systems in
terms of convenient program descriptions. We presented new
kinds of variables, actions and statements to deal with the
continuous dynamics of hybrid systems, and defined their op-
erational semantics in terms of SOS rules. Furthermore, we
showed, how the hybrid Quartz programs can be automati-
cally translated to symbolic representations of hybrid systems,
which can be directly used for symbolic analysis like model
checking. This symbolic representation will be the basis for
our future work on the verification of hybrid systems.
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As explained in the previous section, we could now com-
pute the symbolic representation of the transition relation of
these guarded actions. Instead of listing this transition rela-
tion, we consider the parallel composition of two bouncing-
balls given in the following module in order to visualize the
functionality of the flow statement.

module twoballs(cont real h1,h2,v1,v2,start1,start2){
start1 = 10.0; start2 = 12.0;
int n1,n2;
Init: pause;
{

bouncingball(h1,v1,start1,n1);
} || {

bouncingball(h2,v2,start2,n2);
} || {

loop{
bounce = n1+n2;
l:pause;

}
}

}

The EFSM of twoballs is shown in Figure 5. The EFSM
representation has the drawback that it might suffer from a
state space explosion since even the number of control flow
states might grow exponentially with the size of the program.
However, in practice, this does usually not happen (while the
state space explosion of the data flow is typical), and there-
fore the EFSM computation is often feasible.

The EFSM representation has the important advantage that
one can solve the different ODEs state by state to obtain an-
other EFSM that contains no more derivation flows. In case
of the EFSM of the bouncing ball, the continuous flow as-
signments der(h) <- v and der(v) <- -9.81 that appear
in two boxes, can be replaced with v <- -9.81*t + v(0)

and h <- - 9.81*0.5*t*t + v(0)*t + h(0). As explained
in the previous section, this greatly simplifies the construction
of the transition relation.

6. CONCLUSIONS AND FUTURE WORK
In this paper, we presented an extension of the synchronous

language Quartz that allows us to describe hybrid systems in
terms of convenient program descriptions. We presented new
kinds of variables, actions and statements to deal with the
continuous dynamics of hybrid systems, and defined their op-
erational semantics in terms of SOS rules. Furthermore, we
showed, how the hybrid Quartz programs can be automati-
cally translated to symbolic representations of hybrid systems,
which can be directly used for symbolic analysis like model
checking. This symbolic representation will be the basis for
our future work on the verification of hybrid systems.

start1=10.0; start2=12.0;

release(true)

abbreviations:
(h1<=0.0 and v1 <= 0.0) := σ1

(h2<=0.0 and v2 <= 0.0) := σ2

Init

h1 = start1; n1 = 0; v1 = 0.0;

h2 = start2; n2 = 0; v2 = 0.0;

der(h1) <- v1; der(v1) = -9.81;

release(h1<=0.0 and v1 <= 0.0);

der(h2) <- v2; der(v2) = -9.81;

release(h2<=0.0 and v2 <= 0.0);

w1, w2

next(n1) = n1+1; next(v1) = -0.5*v1;

next(n2) = n2+1; next(v2) = -0.5*v2;

bounce = n1 + n2

release(true);

release(true);

bounce1

bounce2

bounce = n1+n2;

w1, w2’

next(n1) = n1+1; next(v1) = -0.5*v1;

bounce = n1+n2

release(true);

der(h2) <- v2; der(v2) <- -9.81;

release(h2 <= 0.0 and v2 <=0.0)

bounce1

w2’

bounce = n1+n2;

w1’, w2

next(n2) = n2+1; next(v2) = -0.5*v2;

bounce = n1+n2

der(h1) <- v1; der(v1) <- -9.81;

release(h1 <= 0.0 and v1 <=0.0)

release(true);

w1’

bounce2

bounce = n1+n2;

w1’,w2’

bounce = n1+n2

bounce1

w2

bounce = n1+n2

σ2

w1

bounce2

bounce = n1+n2

σ1

true

σ1 ∧ σ2

¬σ
1 ∧

σ
2σ1

∧ ¬σ2

true

¬σ1
¬σ2

¬σ1 ∧ ¬σ2

Figure 5: EFSM of twoballs
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ABSTRACT
One of the oldest problems in the study of dynamical sys-
tems is the calculation of an optimal control. Though the
determination of a numerical solution for the general non-
convex optimal control problem for hybrid systems has been
pursued relentlessly to date, it has proven difficult, since it
demands nominal mode scheduling. In this paper, we cal-
culate a numerical solution to the optimal control problem
for a constrained switched nonlinear dynamical system with
a running and final cost. The control parameter has a dis-
crete component, the sequence of modes, and two continuous
components, the duration of each mode and the continu-
ous input while in each mode. To overcome the complexity
posed by the discrete optimization problem, we propose a bi-
level hierarchical optimization algorithm: at the higher level,
the algorithm updates the mode sequence by using a single-
mode variation technique, and at the lower level, the algo-
rithm considers a fixed mode sequence and minimizes the
cost functional over the continuous components. Numerical
examples detail the potential of our proposed methodology.

Categories and Subject Descriptors
G.1.6 [Numerical Analysis]: Optimization—Constrained
optimization, Nonlinear programming

General Terms
Algorithms

Keywords
Constrained optimal control, Switched hybrid systems

1. INTRODUCTION
The determination of an optimal control is one of the old-

est problems in the study of dynamical systems. In partic-
ular, the calculation of a numerical solution to the general
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nonconvex optimal control problem for hybrid systems has
proven difficult for numerous reasons. Most importantly, hy-
brid systems comprise a far too general set of systems (i.e. a
system under consideration may not even satisfy the condi-
tions required for existence and uniqueness). In this paper,
we consider a subset of hybrid systems with great utility:
constrained nonlinear switched dynamical systems; that is,
systems which consist of a finite number of constrained non-
linear subsystems and a switching law that describes which
of these subsystems is active at a given time. The control
parameter for such systems has both a discrete component,
the sequence of modes, and two continuous components, the
duration of each mode and the continuous input. Switched
systems arise in a variety of applications including the mod-
eling of the dynamics of automobiles and locomotives in dif-
ferent gears [13, 21], the modeling of the dynamics of bio-
logical systems [10], situations where a control module has
to switch its attention among a number of subsystems [15,
20, 24], and situations where a control module has to collect
data sequentially from a number of sensory sources [6, 7].

Recently, there has been growing interest in the optimal
control of such hybrid systems, stemming from Branicky
et al.’s seminal work that established a necessary condition
for the optimal trajectory under a general cost function in
terms of quasi-variational inequalities [5]. Unfortunately,
they provide no method for the calculation of the desired
control. Several researchers have attempted to address the
special case of piecewise-linear or affine systems [2, 4, 11, 19,
27]. Most of these methods employ variants of dynamic pro-
gramming; however, since after each iteration of their algo-
rithm the number of possible switches grows exponentially,
the representation of the optimal value function becomes in-
creasingly complex. These papers focus on addressing this
particular shortcoming by considering a variety of possible
relaxations of the optimal value function.

More pertinently, Xu and Antsaklis consider the optimal
control of a nonlinear switched system under a fixed, pre-
specified modal sequence and develop a bi-level hierarchical
optimization algorithm: at the higher level, a conventional
optimal control algorithm finds the optimal continuous input
given the sequence of active subsystems and the switching
instants and at the lower level, a nonlinear optimization al-
gorithm finds the locally optimal switching instants [25, 26].
Though we employ a similar division of labor, our approach
also optimizes over switching sequences while considering
constraints. Shaikh and Caines consider the same problem
and utilize an identical bi-level hierarchical optimization al-
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gorithm under a prespecified sequence [22]. However, rather
than maintain the same prespecified sequence, they search
through all possible sequences within a fixed distance (using
the Hamming distance) of the prespecified sequence to find a
sequence with a lower optimal cost after performing the orig-
inal optimization. Instead of resorting to this type of brute
force search, we employ a descent technique to find an opti-
mal switching sequence similar to Axelsson and Egerstedt et
al. who consider the special case of nonlinear, autonomous
switched systems (i.e. systems wherein the control input is
absent) [1, 8, 9]. They employ a similar bi-level hierarchi-
cal algorithm: at the higher level, the algorithm updates
the mode sequence by considering a single mode insertion
technique, and at the lower level, the algorithm considers a
fixed mode sequence and minimizes the cost functional over
the switching times. This method falls short since it only
considers a restrictive subclass of switched systems, but it
provides the starting point for the results presented in this
paper.

In this paper, we construct an optimal control algorithm
for constrained nonlinear switched dynamical systems. We
develop a bi-level hierarchical algorithm that divides the
problem into two nonlinear constrained optimization prob-
lems. At the lower level, we keep the modal sequence fixed
and determine the optimal mode duration and optimal con-
tinuous input. At the higher level, we employ a single mode
insertion technique to construct a new lower cost sequence.
The result of this approach is an algorithm that provides
a sufficient condition to guarantee the local optimality of
the mode duration and continuous input while decreasing
the overall cost via mode insertion, which is a powerful out-
come given the generality of the problem under considera-
tion. This paper is organized as follows: Section 2 provides
the mathematical formulation of the problem under consid-
eration, Section 3 describes the optimal control algorithm
which is the primary result of this paper, Section 4 details
how we prove the convergence of our algorithm, Section 5
considers an efficient numerical implementation of the op-
timal control scheme, Section 6 presents numerical experi-
ments, and Section 7 concludes the paper.

2. PROBLEM FORMULATION
In this section, we present the mathematical formalism

and define the problem wo solve in the remainder of this
paper. W begin by definining a space, X , by:

X = Σ× S × U , (1)

where Σ denotes the discrete mode sequence space, S de-
notes the transition time space, U denotes the continuous
input space. We consider each of these spaces in more detail
below.

First, we define the discrete mode sequence space. The
continuous dynamics for each discrete mode q in
Q = {1, 2, . . . , R} is given by the vector field fq : R

n×R
m →

R
n. We also include an additional mode, NF, for notational

convenience, which denotes the discrete mode in which the
trajectories stop evolving (i.e. the dynamics of mode NF
is defined as fNF : R

n × R
m → R

n, fNF(x, u) = 0). Since
at each iteration our optimization algorithm, which we de-
scribe in the next section, may provide a mode sequence
with a varying number of total modes, the mode sequence
space is an infinite dimensional space; however, in order to
avoid pathological examples (i.e. Zeno behavior), we only

allow a finite number of non-zero vector fields:

Σ =

∞[

N=1

ΣN ,

ΣN =
n
σ ∈ Q̃N

˛̨
σ(j) ∈ Q j ≤ N, σ(j) = NF j > N

o
,

where Q̃ = Q ∪ {NF}.
Second, we define the amount of time spent in each dis-

crete mode, using an absolutely summable sequence s in S:

S =
∞[

N=1

SN ,

SN =
˘
s ∈ l1 ˛̨

s(j) ≥ 0 ∀j ≤ N, s(j) = 0 ∀j > N
¯
,

where l1 denotes the space of absolutely summable sequen-
ces. Observe that though we require this mode duration
sequence to only have a finite number of non-zero values, it
may have zero entries interspersed between non-zero entries.
Also note that this notion of relative times stands in contrast
to the conventional notion in the hybrid system literature of
the absolute time at which a certain discrete mode begins.
However, maintaining the notion of absolute times, which we
call the jump time sequence, is also convenient. We define
the jump time sequence μ : N× S → [0,∞) by:

μ(i; s) =

(
0 if i = 0Pi

k=1 s(k) if i 	= 0.
(2)

We also define μf (s) = ‖s‖l1 =
P∞

k=1 s(k) which is well
defined for each s ∈ S . We can also take a time t in [0,∞)
and determine to which index t belongs by considering κ :
[0,∞)× S → (N ∪∞):

κ(t; s) =

(
1 if t = 0

max{i ∈ N ∪∞ : μ(i, s) < t}+ 1 if t 	= 0.
(3)

Finally we define, π : [0,∞) × S → {NF, 1, . . . , R} as a
function that returns the mode at a time t:

π(t; s) =

(
σ(κ(t; s)) if κ(t; s) <∞
NF if κ(t; s) =∞. (4)

Since we allow zero entries to be interspersed between non-
zero entries for elements in S , we may have μ(i, s) = μ(i +
1, s). Capturing these zeros is critical in the definition of
our optimization algorithm. Therefore, we define functions
m,n : N× S → N as follows:

m(i; s) = min{m ≤ i : μ(i; s) = μ(m; s)} (5)

n(i; s) = max{n ≥ i : μ(i; s) = μ(n; s)}. (6)

Since the choice of s ∈ S is clear in context, we supress the
dependence on it in μf and Equations (2), (3), (4), (5), and
(6). We illustrate these various definitions by considering
the example presented in Figure 1 and Table 1 for a σ and
s defined as follows:

σ = {1, 2, 3, 4, 5, 3, 4,NF, . . .} ∈ Σ7 (7)

s = {1, 0, 0, 0, 1, 0, 1, 0, . . .} ∈ S7. (8)

Third, we require the continuous input space, U , to be
bounded for all time:

U =
˘
u ∈ L2([0,∞),Rm)

˛̨ ‖u(t)‖ ≤M, ∀t ∈ [0,∞)
¯
. (9)
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An element of our space X = Σ×S×U is then denoted by a
3−tuple ξ = (σ, s, u), where σ ∈ Σ, s ∈ S , u ∈ U . We define
a metric on our space d : X ×X → [0,∞):

d(x, y) = �{σx 	= σy}+ ‖sx − sy‖l1 + ‖ux − uy‖2, (10)

which is quickly verified as a well-defined metric.

μ(1), . . . , μ(4)

0

μ(0)

1 2

μ(5), μ(6)

3

μ(7)

s(1) = 1

σ(1) = 1 σ(7) = 4

s(7) = 1s(5) = 1

σ(5) = 5

time

Figure 1: Given σ and s as defined in equations (7)
and (8), the diagram illustrates the modes assigned
to each interval via σ(i) and their time length via
s(i).

i μ m n
0 0 0 0
1 1 1 4
2 1 1 4
3 1 1 4
4 1 1 4
5 2 5 6
6 2 5 6
7 3 7 7

t κ π
0 1 1

0.5 1 1
1 1 1

1.5 5 5
2 5 5

2.5 7 4
3 7 4

3.5 ∞ NF

Table 1: Given σ and s as defined in equations (7)
and (8), the values of the functions μ, m, and n is
illustrated in the table on the left and the values of
the functions κ and π at various instants is illustrated
in the table on the right.

Finally, given a ξ ∈ X and an initial condition, x0, the
corresponding trajectory, x(ξ)(t), is defined by:

ẋ(t) = fπ(t)

`
x(t), u(t)

´ ∀t ∈ (0, μf ]

x(0) = x0.
(11)

Note, that zero entries interspersed between nonzero entries
in s have no affect on the solution of the differential equation.

We define the cost J : X → R on the state trajectory and
the continuous input as:

J(ξ) =

Z μf

0

L
`
x(ξ)(t), u(t)

´
dt+ φ

`
x(ξ)(μf )

´
. (12)

We also require that for all time the state is constrained to
a set described as:

x(t) ∈ ˘
x ∈ R

n
˛̨
hj(x) ≤ 0, j = 1, . . . , Nc

¯
. (13)

Let J = {1, . . . , Nc} denote the set of constraints. Using a
standard reduction technique, we compactly describe all the
constraints by defining a new function ψ:

ψ(ξ) = max
j∈J

max
t∈[0,μf ]

hj

`
x(ξ)(t)

´
. (14)

Note that ψ(ξ) ≤ 0 if and only if for all time t, the constraint,
equation (13), is satisfied. With these definitions, we can
state the hybrid optimal control problem.

Switched Hybrid Optimal Control Problem:

min
ξ∈X

J(ξ)

s.t. ψ(ξ) ≤ 0
(15)

We make the following assumptions on the dynamics, cost,
and constraints:

Assumption 1. The functions L and fq are Lipschitz and
differentiable in x and u for all q in Q. In addition, the
derivatives of these functions with respective to x and u are
also Lipschitz. Since this set of functions is finite, we define
K1 ∈ (0,∞) large enough to be the Lipschitz constant for
these functions and their derivatives.

Assumption 2. The functions φ and hj are Lipschitz and
differentiable in x for all j in J . In addition, the derivatives
of these functions with respect to x are also Lipschitz. Since
this set of functions is finite, we define K2 ∈ (0,∞) large
enough to be the Lipschitz constant for these functions and
their derivatives.

Assumption 3. The input u ∈ U is continuous from the
right.

Observe that the cost function defined in equation (12)
is general enough to capture both a running and a final
cost. This definition captures most interesting cost func-
tions. Assumption 1 is sufficient to ensure the existence,
uniqueness, and boundedness of the solution to our differen-
tial equation (11). Assumption 2 is a standard assumption
on the final cost and constraints and is used to prove the
convergence properties of the algorithm defined in the next
section. Though Assumption 3 may seem exacting, under
reasonable conditions on the cost function one can in fact
guarantee that the optimal input is Lipschitz continuous for
all time [23]. Next, we develop an algorithm to calculate a
hybrid optimal control.

3. OPTIMIZATION ALGORITHM
In this section, we present our optimization algorithm to

determine a numerical solution to the Switched Hybrid Opti-
mal Control Problem. We leave the calculations and proof of
the convergence of our algorithm to the next section. Before
we consider the algorithm explicitly, we describe a property
that any optimization algorithm should satisfy.

An algorithm a : X → X takes an initial point ξ0 ∈ X
and generates a sequence of feasible points by letting ξj+1 =
a(ξj) for j = 0, 1, . . . . We want to find suitable conditions
under which the sequence of points generated by algorithm
a converge to a local minimum of our optimization prob-
lem. It is important to note that simply requiring that an
algorithm a has a descent property, i.e. J(a(ξ)) < J(ξ), is
not sufficient to ensure the convergence of the sequence to a
local minimum. However, if the algorithm has the sufficient
descent property, important convergence properties follow.

Before we define the sufficient descent property, we must
first define a non-positive function, θ : X → (−∞, 0], called
the optimality function. Also denote the set of points at
which θ vanishes by:

QS =
˘
ξ ∈ X ˛̨

θ(ξ) = 0
¯
. (16)

The elements of QS, which we refer to as points that satisfy
our optimality condition, are points of interest.
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Definition 1 (Sufficient Descent). An algorithm
a : X → X is said to have the sufficient descent property
with respect to θ if for all ξ in X with θ(ξ) < 0, there ex-
ists a δξ > 0 and a neighborhood of ξ, Uξ ⊂ X , such that
given the cost function J and the feasible set F the following
inequality is satisfied:

J
`
a(ξ′)

´− J(ξ′) ≤ −δξ, ∀ξ′ ∈ Uξ ∩ F .
To make the utility of this property explicit, suppose we

defined θ(ξ) to be zero whenever J(ξ) was at a local min-
imum. If we used the function θ as a stopping criteria for
an algorithm, a, that satisfies the sufficient descent property
with respect to θ, then we generate a sequence of points that
progressively approach an element of QS, or a local minima
of J , as follows: given j = 0 and ξj in X , if θ(ξj) = 0 stop,
or else let ξj+1 = a(ξj), and repeat. In fact, we can prove
that this sequence approaches an element of QS.

Theorem 1 (Polak [17] Theorem 1.2.8). Suppose
J : X → R is continuous and the constraint set is closed. If
an algorithm a satisfies the sufficient descent property with
respect to an optimality function θ, then, either the sequence
{ξj} constructed by algorithm a is finite and its last element
belongs to QS and is feasible or else it is infinite and every
accumulation point of {ξj}∞j=1 belongs to QS and is feasible.

Remark: Theorem 1 as originally stated is for an upper
semi-continuous θ and a convex constraint set. However,
the result as stated here can be proved without requiring
either of these properties.

Returning from this digression, observe that our cost func-
tion is continuous (proved in Proposition 3 below) and our
constraint set is closed since ψ is continuous (proved in
Proposition 4 below). Our goal is to apply this previous the-
orem to show the convergence of our soon to be constructed
algorithm. In particular, we must design an algorithm with
the sufficient descent property with respect to an optimal-
ity function whose vanishing points include solutions to our
desired optimal control problem.

We propose a bi-level hierarchical algorithm that divides
the problem into two nonlinear constrained optimization
problems one continuous and the other discrete:
Bi-Level Optimization Scheme

Stage 1: Given a jump sequence, σ, calculate the optimal
jump time sequence, s, and the optimal continuous
control u.

Stage 2: Calculate a new sequence, σ̃, that is the result
of the insertion of a new jump into the original
sequence σ. Repeat Stage 1 using σ̃.

Given this procedure, a point ξ = (σ, s, u) ∈ X is considered
optimal if (s, u) is a locally optimal solution for Stage 1
and if there exists no feasible mode insertion which reduces
the cost. Observe that Stage 1 can be transformed into a
standard optimal control problem where both the control
and initial condition are optimization variables (Section 5.1
describes this transformation and see Section 4.1.2 of [17],
for more details). Let â : S×U → S×U be an algorithm that
solves Stage 1. We make an additional assumption about â
which we justify in the next section:

Assumption 4. The algorithm, â has the sufficient de-
scent property with respect to θ, for a fixed σ, as described
in Definition 1.

This assumption states that our inner algorithm has the suf-
ficient descent property with respect to the same optimality
function which we define for our entire algorithm, a. Though
this may seem like a rigid assumption, we describe its ne-
cessity and reasonableness in the next section.

Finally, we can construct our optimality function θ : X →
(−∞, 0]. Since we would like the vanishing points of our
optimality functions to include solutions to our desired op-
timal control problem, we require that if there are no feasible
mode insertions which lower the cost then θ(ξ) = 0. To de-
fine this function explicitly, we must describe how a feasible
mode insertion looks. Given ξ ∈ X , consider the insertion of
a mode, α̂ and control, û, at time t̂. This insertion is char-
acterized by η = (α̂, t̂, û) ∈ Q × [0, μf ] × Bm(0,M), where
Bm(0,M) = {u ∈ R

m | ‖u‖ ≤ M}. Suppose that the inser-
tion is for a duration of length λ ≥ 0 as illustrated in Figure
2.

Let ρ(η) : [0,∞) → X denote the function that describes

this type of insertion (ρ(η) is defined more explicitly in Def-
inition 2 and its argument denotes the length of the inser-
tion). In order to determine if the cost decreases due to this
type of insertion, we want to evaluate a first order approxi-
mation of J with respect to the variation ρ:

dJ
`
ρ(η)(λ)

´

dλ

˛̨
˛̨
˛
λ=0

= lim
λ↓0

J
`
ρ(η)(λ)

´− J(ξ)

λ
(17)

Observe that if this derivative is negative and the mode in-
sertion leaves the trajectory feasible, then it is possible to
decrease the overall cost (this is proved in Theorem 2). In
order to ensure that the mode insertion results in a feasible
trajectory, we must also consider:

dψ
`
ρ(η)(λ)

´

dλ

˛̨
˛̨
˛
λ=0

= lim
λ↓0

ψ
`
ρ(η)(λ)

´− ψ(ξ)

λ
(18)

Using these results, we define the optimality function:

θ(ξ) = min
η∈Q×[0,μf ]×Bm(0,M)

max

j
dJ(ρ(η)(λ))

dλ

˛̨
˛̨
λ=0

, ψ(ξ) +
dψ(ρ(η)(λ))

dλ

˛̨
˛̨
λ=0

ff
. (19)

Note that θ(ξ) ≤ 0 since at any time t ∈ [0, μf ] inserting
the same mode and the same continuous input is a feasible
solution and the derivatives of the cost and constraint are
zero for this choice. Observe that as required if there are no
feasible mode insertions which reduce the cost then θ(ξ) = 0
(this is proved in Theorem 2). We construct an algorithm,
a : X → X , to solve the Switched Hybrid Optimal Control
Problem:
The main result of our paper is that Algorithm 1 converges
to a point that satisfies our optimality condition, which is
proved in Theorem 3.

4. ALGORITHM ANALYSIS
In this section, we describe in detail the pieces that are

required to show that Algorithm 1 converges to a point that
satisfies our optimality condition. The section is divided
into a piece where we prove the continuity of the cost and
constraint and a piece which proves the convergence of our
algorithm. The proofs of these various propositions and the-
orems can be found in the technical report [12] due to lack
of space.
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Figure 2: Diagram illustrating the transition from σ to ρ
(η)
σ (λ) and s to ρ

(η)
s (λ). The top line is the original

definition of σ and s, and the bottom line shows the result for λ > 0.

Algorithm 1 Optimization Algorithm for the Switched Hy-
brid Optimal Control Problem

Data: ξ0 ∈ X
Step 0. Let (s1, u1) = â(s0, u0), σ1 = σ0,

define ξ1 = (σ1, s1, u1).
Step 1. Set j = 1.
Step 2. If θ(ξj) = 0 stop.
Step 3. ξj+1 = a(ξj) where a is defined as follows:

a. η̂ = (α̂, t̂, û) is the argument that minimizes θ(ξj).
Let σ̃j be the modal sequence obtained by the inser-
tion of α̂ at t̂.

b. Using the new mode sequence, σ̃, let (sj+1, uj+1) =
â(sj+1, uj+1) be the solution to Stage 1.

c. Define σj+1 = σ̃j , ξj+1 = a(ξj) = (σj+1, sj+1, uj+1).

Step 4. Replace j by j + 1 and go to step 2.

4.1 Continuity of the Cost and Constraints
In order to apply Theorem 1, we must first check that the

cost function, equation (12), under Assumptions 1 and 2 is
continuous. We prove the continuity of the cost function
by taking a sequence, (ξj)

∞
j=1 converging to limit ξ, in our

optimization space, and proving that the corresponding se-
quence of trajectories (xj(t))

∞
j=1 converge to trajectory x(t)

corresponding to ξ. This result proves the sequential conti-
nuity of our cost function, which implies continuity since X
is a metric space.

Throughout this subsection we simplify the notation used
for the functions μ, κ, π, and μf . Given ξj = (σj , sj , uj) ∈
X , we define μj(i) = μ(i; sj), κj(i) = κ(i; sj), πj(i) =
π(i; sj), and μf,j = μf (sj). As usual, when the choice of
s ∈ S is clear in context we use our standard notation.

Proposition 1. Let (ξj := (σj , sj , uj))
∞
j=1 be a conver-

gent sequence in the optimization space, X , and let ξ :=
(σ, s, u) be its limit. Let (xj(t))

∞
j=1 be the corresponding tra-

jectories (defined using Equation 11) associated with each ξj,
with common initial condition x0. The sequence (xj(t))

∞
j=1

converges pointwise to the trajectory x(t) associated with ξ,
for all t in [0,∞) with initial condition x0.

In fact, we have a stronger condition on the convergence.

Proposition 2. Let (ξj := (σj , sj , uj))
∞
j=1 be a conver-

gent sequence in our optimization space, X , and let ξ :=

(σ, s, u) be its limit. Let (xj(t))
∞
j=1 be the corresponding tra-

jectories (defined using Equation 11) associated with each
ξj, with common initial condition x0. The sequence (xj)

∞
j=1

converges uniformly to the trajectory x associated with ξ, on
[0,

P∞
i=1 s(i)] with initial condition x0.

Given Proposition 2, we can now check the continuity of
the cost function.

Proposition 3. The function J as defined in equation
(12) is continuous.

Finally, we must check that {ξ ∈ X | ψ(ξ) ≤ 0} is a closed
set in order to apply Theorem 1. Since we are employing
inequality constraints, showing that ψ is continuous gives
us the required result.

Proposition 4. The function ψ as defined in equation
(14) is continuous.

4.2 Optimality Function
In this section, we prove the convergence of Algorithm 1.

Our algorithm works by inserting a new mode, α̂, in a small
interval of length λ ≥ 0 centered at a time, t̂, with input û.
We begin by defining this type of insertion.

Definition 2. Given ξ = (σ, s, u) ∈ X and η = (α̂, t̂, û) ∈
Q×[0, μf ]×Bm(0,M), we define the function ρ(η) : [0,∞)→
X as the perturbation of ξ after the insertion of mode α̂, at
time t̂ using û as the control, for a time interval of length λ.
Let λ̄ = min{i:|μ(i)−t̂|>0}

1
2

˛̨
μ(i) − t̂˛̨, then we write ρ(η)(λ) =“

ρ
(η)
σ (λ), ρ

(η)
s (λ), ρ

(η)
u (λ)

”
, whenever λ ∈ [0, λ̄],

ρ(η)
σ (λ) =

8
>>>>>>>>>><
>>>>>>>>>>:

(α̂, σ(1), σ(2), . . .) if t̂ = 0

(σ(1), . . . , π(t̂− λ̄
2
), α̂, . . .) if t̂ = μf

(σ(1), . . . , π(t̂− λ̄
2
), α̂,

π(t̂+ λ̄
2
), . . .) if t̂ 	= μ(i)

(σ(1), . . . , π(t̂− λ̄
2
),

m(κ(t̂)) + 1, . . . , n(κ(t̂)),

α̂, π(t̂+ λ̄
2
), . . .) if t̂ = μ(i)

(20)
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ρ(η)
s (λ) =

8
>>>>>>>>>><
>>>>>>>>>>:

(λ, s(1)− λ, s(2), . . .) if t̂ = 0

(s(1), . . . , s(κ(μf ))− λ, λ, 0, . . . ) if t̂ = μf

(s(1), . . . , t̂− λ
2
− μ(κ(t̂− λ̄

2
)− 1),

λ, μ(κ(t̂+ λ̄
2
))− t̂− λ

2
, . . .) if t̂ 	= μ(i)

(s(1), . . . , t̂− λ
2
− μ(κ(t̂− λ̄

2
)− 1),

s(m(i) + 1), . . . , s(n(i)),

λ, μ(κ(t̂+ λ̄
2
))− t̂− λ

2
, . . .) if t̂ = μ(i)

(21)

ρ(η)
u (λ) =

8
><
>:

u(t) +
`
û− u(t)´

�[0,λ](t) if t̂ = 0

u(t) +
`
û− u(t)´

�[μf−λ,μf ](t) if t̂ = μf

u(t) +
`
û− u(t)´

�[t̂− λ
2 ,t̂+ λ

2 ](t) otherwise

,

(22)

and ρ(η)(λ) = ρ(η)(λ̄) whenever λ > λ̄.

Note that ρ, in addition to being a function of λ and η, is
also a function of ξ, but we do not make this dependence
explicit for notational convenience. If the dependence of ρ
with respect to ξ is not clear, then we make the declaration

explicit. Importantly, observe that ρ
(η)
u is a needle variation

(or strong variation) of the control u(t) (as defined in Chap-
ter 2, Section 13 of [18]). Figure 2 illustrates a pair (σ, s)

after they are modified by the function ρ(η).

Proposition 5. Given η ∈ Q × [0, μf ] × Bm(0,M), the

function ρ(η) is continuous.

We need this property in order to understand the varia-
tion of the cost with respect to this insertion. We begin by
studying the variation of the trajectory, x(ρ(λ)), as λ changes.
Note that x(ξ)(t) = x(ρ(0))(t) for each t ≥ 0, so a first or-
der approximation of the trajectory is characterized by the
directional derivative of x(ρ(λ)) at λ = 0. To reduce the num-
ber of cases we need to consider in the future propositions,
we define for a given x : [0,∞)→ R

n, u : [0,∞)→ R
m, and

η = (α̂, t̂, û):

Δf(x, u, η) =

8
>>>>><
>>>>>:

fα̂(x(t̂), û)− fπ(t̂+λ̄)(x(t̂), u(t̂)) if t̂ = 0

fα̂(x(t̂), û)− fπ(t̂−λ̄)(x(t̂), u(t̂)) if t̂ = μf

fα̂(x(t̂), û)+

− 1
2
fπ(t̂+λ̄)(x(t̂), u(t̂))+

− 1
2
fπ(t̂−λ̄)(x(t̂), u(t̂)) otherwise

(23)
where λ̄ = min{i:|μ(i)−t̂|>0}

1
2

˛̨
μ(i)− t̂˛̨. Observe that π(t̂+

λ̄) = π(t̂ − λ̄) whenever t̂ /∈ {μ(i)}i∈N. With an abuse of

notation, we denote x(ρ(λ)) by x(λ).

Proposition 6. The directional derivative of x(λ) for λ
positive, evaluated at zero, is:

dx(λ)

dλ

˛̨
˛̨
λ=0

(t) =

(
Φ(t, t̂)Δf(x(ξ), u, η) if t ∈ [t̂, μf ]

0 otherwise
, (24)

where Φ : [0,∞) × [0,∞) → R
n×n is the solution of the

matrix differential equation:

dX(t, t̂)

dt
=
∂fπ(t)

∂x

`
x(ξ)(t), u(t)

´
X(t, t̂), X(t̂, t̂) = I. (25)

Given this variation of the state trajectory, we can now
consider variations of the cost and constraint functions,
which allows us to define our optimality function θ in a man-
ner that guarantees if there are no feasible mode insertions
which lower the cost then θ(ξ) = 0.

Proposition 7. Let J be the cost function as defined in
equation (12). Then the directional derivative of J(ρ(η)(λ))
evaluated at λ = 0 is

dJ(ρ(η)(λ))

dλ

˛̨
˛̨
λ=0

=
“
p(ξ)(t̂)

”T

Δf(x(ξ), u, η) +

+
ˆ
û− u(t̂)˜T ∂L

∂u

`
x(ξ)(t̂), u(t̂)

´
(26)

where p(ξ), can be identified with the costate, and is the so-
lution to the following differential equation

ṗ(t) = −∂fπ(t)

∂x

T `
x(ξ)(t), u(t)

´
p(t)− ∂L

∂x

`
x(ξ)(t), u(t)

´

p(μf ) =
∂φ

∂x

`
x(ξ)(μf )

´
.

(27)

In order to define our optimality function, we must also con-
sider variations of the constraint function after the mode
insertion procedure.

Proposition 8. Let ψ be the constraint function defined
in (14). The directional derivative of ψ(ρ(η)(λ)) evaluated
at λ = 0 is

dψ(ρ(η)(λ))

dλ

˛̨
˛̨
λ=0

= max
j∈Ĵ (ξ)

max
t∈T̂j(ξ)

∂hj

∂x

`
x(ξ)(t)

´ dx(λ)

dλ

˛̨
˛̨
λ=0

(t)

(28)
where

Ĵ (ξ) =

j
j ∈ {1, . . . , R} ˛̨

max
t∈Tj

hj

`
x(ξ)(t)

´
= ψ(ξ)

ff
(29)

T̂j(ξ) =

j
t ∈ [0, μf ]

˛̨
hj

`
x(ξ)(t)

´
= max

t̄∈[0,μf ]
hj

`
x(ξ)(t̄)

´ff

(30)

Now we can prove that if θ(ξ) as defined in equation (19)
is less than zero, then there exists a feasible mode insertion
which reduces the overall cost (i.e. our optimality function
captures the points of interest).

Theorem 2. Consider the function θ defined in equation
(19). Let ξ ∈ X and η = (α̂, t̂, û) ∈ Q×[0, μf ]×Bm(0,M) be
the argument which minimizes θ(ξ). If θ(ξ) < 0, then there

exists λ̂ > 0 such that, for each λ ∈ (0, λ̂], J(ρ(η)(λ)) ≤ J(ξ)

and ψ(ρ(η)(λ)) ≤ 0.

This result proves that the vanishing points of our op-
timality function for Algorithm 1 contain solutions to our
optimal control problem. We now address the validity of As-
sumption 4. First, recall that ρ is a needle variation; there-
fore, as a result of the previous theorem, if θ(ξ) < 0 then
we are not at a minimum in the sense of Pontryagin [16].
Unfortunately, numerical methods for optimization cannot
implement these types of variations since that task would re-
quire the approximation of arbitrarily narrow discontinuous
functions. This means that any practical algorithm using a
numerical method would find minima that do not necessar-
ily coincide with the minima prescribed by our θ function. If
we were uninterested in constructing a practical algorithm,
then Assumption 4 would be trivially satisfied by any of the
theoretical algorithms proposed by Pontryagin.

Fortunately, we can construct a practical algorithm using
the following proposition.
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Proposition 9. If the vector fields {fq}q∈Q are affine
with respect to the control and the running cost L is convex
with respect to the control, then the optimality condition cal-
culated via vector-space variations (variations that take the
form of directional derivatives) and the optimality condition
calculated via needle variations are equivalent.

Under the hypotheses of the proposition above, there are nu-
merous algorithms that satisfy Assumption 4, among them
the algorithms described in Section 4.5 in [17]. Importantly,
we can transform any nonlinear vector field into a new vec-
tor field that is affine with respect to its control using the
following transformation:

„
ẋ(t)
ż(t)

«
=

„
fπ(t)(x(t), z(t))

v(t)

«
, (31)

where (x(t), z(t))T in R
m+n become the new state variables,

and v(t) ∈ R
m becomes the new control input. After the

transformation those same algorithms would guarantee the
validity of Assumption 4.

Finally, we can show that Algorithm 1 has the sufficient
descent property with respect to our optimality function.

Theorem 3. Algorithm a : X → X , as defined in Algo-
rithm 1 has the sufficient descent property with respect to
the function θ : X → R.

Using this fact and Theorem 1, we have that our algorithm
converges to points that satisfy our optimality condition as
desired.

5. IMPLEMENTATION
In this section, we describe the numerical implementation

of Algorithm 1. First, we describe how to reformulate Stage
1 in the Bi-Level Optimization Scheme via a transformation
into a canonical optimal control problem. Second, we discuss
the implementation of our optimality function.

5.1 Transcription into Canonical Form
Given a ξ in X , we discuss how to solve Stage 1 in the

Bi-Level Optimization Scheme by transforming our problem
into one where the optimization over the switching instances
and continuous control becomes an optimization over the
initial condition and the continuous control. There exist al-
gorithms to perform optimization directly over the switching
times, but we consider optimization over the initial condi-
tion and continuous control since it has been studied more
extensively in the literature [3, 17].

Recall by assumption that for any ξ in X , there exists a
finite N such that for all i > N , σ(i) = NF. We introduce
functions γk : [0, 1] → R and zk : [0, 1] → R

n for k =
1, . . . , N such that:

γ̇k(t) = s(k)L(zk(t), ūk(t)) (32)

γk(0) = 0 (33)

and

żk(t) = s(k)fσ(k)(zk(t), ūk(t)) (34)

zk(0) = zk−1(1) (35)

where, with an abuse of notation, we assume z0(1) = x0

and ūk(t) = u
`
t · s(k) + μ(k − 1)

´
for all t in [0, 1] and

k = 1, . . . , N . It is clear from these definitions that zk(t) =

x(ξ)
`
t · s(k) + μ(k − 1)

´
for k = 1, . . . , N , and

NX

k=1

γk(1) =

Z μf

0

L
`
x(ξ)(t), u(t)

´
dt. (36)

Given these definitions, we construct new state variables,
ωk : [0, 1] → R

n+2 and new flow fields, βk : R
n+2 × R

m →
R

n+2 for k = 1, . . . , N such that:

ωk(t) =

0
@
zk(t)
s(k)
γk(t)

1
A (37)

βk(ωk(t), ūk(t)) =

0
@
s(k)fσ(k)

`
zk(t), ūk(t)

´

0
s(k)L

`
zk(t), ūk(t)

´

1
A . (38)

Then we define a new optimal control problem whose so-
lution is a transformed version of the solution to the problem
we are interested in solving

min
{s(k)∈[0,∞)|k=1,...,N}

{ūk∈U|k=1,...,N}

“ NX

k=1

γk(1) + φ(zN(1))
”

(39)

subject to:

ω̇k(t) = βk

`
ωk(t), ūk(t)

´
, ∀k = 1, . . . , N (40)

ωk(0) =

0
@
zk−1(1)
s(k)
0

1
A , ∀k = 1, . . . , N (41)

hj

`
zk(t)

´ ≤ 0, ∀ j ∈ J , ∀ t ∈ [0, 1], ∀k = 1, . . . , N (42)

where k = 1, . . . , N , z0(1) = x0, and J denotes our in-
dex over the set of constraints. As desired, this problem
minimizes over the initial conditions and continuous con-
trols, rather than switching times and continuous controls.
Importantly, the solution to this problem is tractable and
equivalent to the solution of Stage 1.

5.2 Implementing the Optimality Function
In Algorithm 1, given a ξ in X , we check to see if θ(ξ) = 0.

If θ(ξ) < 0, we require the argument, η, which minimizes it.
Unfortunately, since θ(ξ) is a nonconvex function calculat-
ing the minimum may be difficult. Fortunately, finding any
value of η that makes θ(ξ) less than zero, provides us with a
feasible mode insertion which reduces the overall cost. Thus
Theorem 2 remains valid.

The reader may be concerned that determining any η re-
quires solving a min-max problem. However, there exist two
viable approaches to solving this type of problem. First, one
can apply any min-max optimization algorithm presented in
Section 2.6 of [17]. Second, one can transform any min-max
problem into a constrained minimization problem by using
the epigraph form transformation of the problem. In our
implementation, we employ the Polak-He Algorithm from
Section 2.6 of [17].

6. EXAMPLES
In this section, we apply Algorithm 1 to calculate an op-

timal control for two examples.

57



−30 −25 −20 −15 −10 −5 0 5 10
−30

−25

−20

−15

−10

−5

0

5

10

X
1

X
2

−30 −25 −20 −15 −10 −5 0 5 10
−30

−25

−20

−15

−10

−5

0

5

10

X
1

X
2

0 2 4 6 8 10 12 14 16 18
−0.5

0

0.5

time

u 1

0 2 4 6 8 10 12 14 16 18
−1

0

1

time

u 2

0 2 4 6 8 10 12 14 16 18

0

10

20

time

ve
l

0 2 4 6 8 10 12 14 16 18
−2

0

2

time

st
ee

rin
g 

w
he

el

0 5 10 15 20 25 30 35
−0.5

0

0.5

time

u 1

0 5 10 15 20 25 30 35
−1

0

1

time

u 2

0 5 10 15 20 25 30 35

0

10

20

time

ve
l

0 5 10 15 20 25 30 35
−2

0

2

time

st
ee

rin
g 

w
he

el

Figure 3: The top row indicates trajectories and the
bottom row indicates control inputs, velocity, and
steering wheel angle. Each iteration of the algo-
rithm is drawn in a column and the iterations in-
crease from left to right. Black lines represent the
road in which the vehicle is constrained to move,
and the red rectangle is a parked vehicle. The green
circle represents the waypoint ŵ. In each plot, blue
is associated with the Forward mode and magenta
is associated with the Turn mode.

6.1 Switched System Vehicle Model following
Waypoints

Consider a vehicle under the front wheel bicycle model
with the equation of motion given as:

ẋ1(t) = x4(t) cos
`
x3(t) + x5(t)

´

ẋ2(t) = x4(t) sin
`
x3(t) + x5(t)

´

ẋ3(t) =
1

b
x4(t) sin

`
x5(t)

´

ẋ4(t) = u1(t)

ẋ5(t) = u2(t)

(43)

where x1, x2 are the x, y Cartesian coordinates of the car, x3

is the angular orientation of the car with respect to the x-
axis, x4 is the velocity of the car, and x5 is the steering wheel
angle. Also, u1(t) ∈ [−0.3, 0.5] corresponds to acceleration
and u2(t) ∈ [−π/6, π/6] is the steering wheel rate of change.
b is a fixed parameter describing the distance between the
front and back wheels of the car. Though we assume nonzero
length to describe the dynamics of car motion, we treat the
car as a point in space.

The objective is to move from an initial position to a way-
point ŵ ∈ R

2 (drawn in green in Figure 3) while avoiding
obstacles and satisfying constraints. We constrain the po-
sition, x1, x2, to not hit other cars or sidewalks (drawn in
red and black in Figure 3, respectively). We also constrain
the velocity x4(t) ∈ [−4, 16] and the steering wheel angle

x5(t) ∈ [−π/3, π/3]. We consider a hybrid model with two
modes: Forward mode, in which u2(t) = 0, and Turn mode
in which u1(t) = 0. We define our cost function J as:

J(ξ) =

Z μf

0

γ u(t)Tu(t)dt+

‚‚‚‚
„
x1(μf )
x2(μf )

«
− ŵ

‚‚‚‚
2

, (44)

where γ ∈ R+.
Figure 3 illustrates the trajectory and the control inputs

of the car after each iteration of our algorithm. The car tra-
jectory is initialized in Forward mode with only one nonzero
modal sequence element. The inner optimization algorithm,
â, calculates an optimal control and final time. The trajec-
tory is drawn in blue in the top-left plot in Figure 3, and the
two controls are plotted in the bottom-left plot in Figure 3.
Observe that the car arrives at a point where its x1 state
is the same as that of the waypoint (at time μf = 18.26
seconds), which is the best the optimal control can do given
the limited ability of the Forward mode. Next, θ is checked
and found to be nonzero. Therefore a Turn mode is inserted
at the end of the previous run, which results in a new modal
sequence: first drive straight and then turn.

The optimal control and switching instants are then recal-
culated, with this new modal sequence held fixed. The opti-
mal switching times are found to be (μ(i))2i=1 = (22.9120[s] ,
33.0082[s]). The trajectory while in the Forward mode is
drawn in blue in the top-right plot in Figure 3, and the Turn
mode trajectory is drawn in magenta. The controls are plot-
ted in similar colors in the bottom-right plot in Figure 3. Ob-
serve that the car is able to arrive at the waypoint. Finally,
θ is checked again and falls within a predefined threshold,
and the algorithm stops.

6.2 Quadrotor Helicopter Control
Next, we consider the optimal control of a quadrotor heli-

copter using a two dimensional simplified model. Letting x
denote the position along the horizontal axes, z the height
above the ground, and θ the roll angle of the helicopter, the
equations of motion is given as:

ẍ(t) =
1

M
sin

`
θ(t)

´ 3X

k=1

Tk

z̈(t) =
1

M
cos

`
θ(t)

´ 3X

k=1

Tk − g

θ̈(t) =
L

Iy
(T1 − T3)

(45)

In the above T1 and T3 are the thrusts applied at the op-
posite ends of the quadrotor along the x axis, and T2 is the
sum of the thrusts of the other two rotors at the center of
mass of the quadrotor. The parameters M , L, and Iy denote
the mass, distance from center of mass of each of the rotors
T1 and T3, and moment of inertia about y axis, respectively.
The values of the parameters for this example are taken from
the STARMAC experimental platform [14]. We hybridize
the dynamics by introducing three modes: Left, Right, and
Up. For the Left mode we set T1 = 0, T2 = Mg, and let
T3 ∈ [0, 2]. In the Right mode, we set T3 = 0, T2 = Mg, and
let T1 ∈ [0, 2], and in the Up mode we set T1 = T3 = 0, and
let T2 ∈ [0, 16]. The objective is to reach a waypoint ŵ ∈ R

2

(drawn in green in Figure 4) while avoiding obstacles (drawn
in red in Figure 4), staying above the ground (z = 0) and
maintaining a speed between zero and two. We define the
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Figure 4: The top row indicates trajectories while the bottom row indicates control inputs and speed. Each
iteration of the algorithm is drawn in a column and the iterations increase from left to right. Constraints are
drawn in red, the STARMAC quadrotor is drawn in black and the normal direction to the quadrotor frame
is drawn in orange. The green circle represents the waypoint ŵ. In each plot, magenta is associated with the
Right mode and blue is associated with the Up mode.

cost function as

J(ξ) =

Z μf

0

γ ũ(t)T ũ(t)dt+

‚‚‚‚
„
x(μf )
z(μf )

«
− ŵ

‚‚‚‚
2

+

+

‚‚‚‚
„
ẋ(μf )
ż(μf )

«‚‚‚‚
2

(46)

where γ ∈ R+ and ũ(t) = u(t) − uss, with uss = [0 Mg 0]
being the steady-state input.

Figure 4 illustrates the trajectory and the control inputs
of the quadrotor after each iteration of our algorithm. The
algorithm is initialized in the Up mode and the optimal con-
trol and switching times for this initialization are calculated.
The optimal trajectory and control are drawn in the left col-
umn and the optimal final time is μf = 12.22[s]. Next, the
algorithm reduces the cost by inserting a Right mode be-
fore the Up mode and the optimal control and switching
times are calculated under this modal sequence. The opti-
mal trajectory and control are drawn in the middle column
and the optimal switching times are (μ(i))2i=1 = (5.48 ×
10−5[s] , 44.35[s]). Finally, the algorithm attempts to re-
duce the cost by inserting a Right mode during the Up mode
and the optimal control and switching times are calculated
under this modal sequence. The optimal trajectory and con-
trol are drawn in the right column and the optimal switch-
ing times are (μ(i))4i=1 = (1.06 × 10−5[s] , 3.04[s] , 1.58 ×
10−7[s] , 49.33[s]).

7. CONCLUSION
This paper presents an algorithm to numerically deter-

mine the optimal control for constrained nonlinear switched
hybrid systems. For such systems, the control parameter
has both a discrete component, the sequence of modes, and
two continuous components, the duration of each mode and
the continuous input. We develop a bi-level hierarchical al-
gorithm that divides the problem into two subproblems.

At the lower level, we keep the modal sequence fixed and
construct the optimal mode duration and optimal continu-
ous input. At the higher level, we employ a single mode in-
sertion technique to construct a new reduced cost sequence.
We prove the convergence of this algorithm, and illustrate its
utility of this algorithm on two numerical examples. In prac-
tice, the algorithm presented in this paper can be applied
to any constrained nonlinear switched dynamical system to
determine an optimal control.
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ABSTRACT
In this paper we study one-clock priced timed automata
in which prices can grow linearly (ṗ = k) or exponentially
(ṗ = kp), with discontinuous updates on edges. We propose
EXPTIME algorithms to decide the existence of controllers
that ensure existence of infinite runs or reachability of some
goal location with non-negative observer value all along the
run. These algorithms consist in computing the optimal
delays that should be elapsed in each location along a run,
so that the final observer value is maximized (and never goes
below zero).

Categories and Subject Descriptors
C.3 [Special Purpose and Application-based Systems]:
Real-time and embedded systems

General Terms
Verification

1. INTRODUCTION
Priced timed automata [5, 3] are emerging as a useful for-

malism for formulating and solving a broad range of real-time
resource allocation problems of importance in application
areas such as, e.g., embedded systems. In [7] we began the
study of a new class of resource scheduling problems, namely
that of constructing infinite schedules or strategies subject to
boundary constraints on the accumulated use of resources.
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Figure 1: One-clock priced timed automaton and three
types of infinite schedules: lower-bound (a), lower-upper-
bound (b) and lower-weak-upper-bound (c).

More specifically, we proposed priced timed automata with
positive as well as negative price-rates. This extension allows
for the modelling of systems where resources are not only
consumed but also occasionally produced or regained, e.g.
for scheduling the behaviour of an autonomous robot which,
during operation, occasionally may need to return to its base
in order not to run out of energy. As an example consider the
priced timed automaton in Fig. 1 with infinite behaviours
repeatedly delaying in ℓ0, ℓ1 and ℓ2 for a total duration of one
time unit. The negative weights (−3 and −6) in ℓ0 and ℓ2
indicate the rates by which energy will be consumed, and the
positive rate (+6) in ℓ1 indicates the rate by which energy
will be gained. Thus, for a given iteration the effect on the
energy remaining will highly depend on the distribution of
the one time unit over the three locations.

In [7] three infinite scheduling problems for one-clock priced
timed automata have been considered: the existence of an
infinite schedule (run) during which the energy level never
goes below zero (lower-bound), never goes below zero nor
above an upper bound (interval-bound), and never goes below
zero nor above a weak upper bound, which does not prevent
energy-increasing behaviour from proceeding once the upper
bound is reached but merely maintains the energy level at the
upper bound (lower-weak-upper-bound). Fig. 1 illustrates the
three types of schedules given an initial energy level of one.
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Figure 2: One-clock priced timed automaton with discrete
updates. Infeasibility of region-stable lower-bound sched-
ule (a) and optimal lower-bound schedule (b).

For one-clock priced timed automata both the lower-bound
and the lower-weak-upper-bound problems are shown decid-
able (in polynomial time) [7], whereas the interval-bound
problem is proved to be undecidable in a game setting. De-
cidability of the interval-bound problem for one-clock priced
timed automata as well as decidability of all of the considered
scheduling problems for priced timed automata with two or
more clocks are still unsettled.

In this paper, we extend the decidability result of [7] for the
lower-bound problem to “1 1

2
-clock” priced timed automata

and with prices growing either linearly (i.e. ṗ = k) or expo-
nentially (i.e. ṗ = kp). By “1 1

2
-clock” priced timed automata

we refer to one-clock priced timed automata augmented with
discontinuous (discrete) updates (i.e., p := p+ c) of the price
on edges: discrete updates can be encoded using a second
clock but do not provide the full expressive power of two
clocks.

Surprisingly, the presence of discrete updates makes the
lower-bound problem significantly more intricate. In partic-
ular, whereas region-based strategies suffice in the search
for infinite lower-bound schedules for one-clock priced timed
automata, this is no longer the case when discrete updates
are permitted. For the priced timed automaton in Figure 1
the infinite lower-bound schedule in Figure 1(a) could be
replaced by the region-based schedule in which the entire
one time unit is spent in the location with the highest price-
rate, i.e., ℓ1. In contrast, given initial energy-level of two,
the (only possible) region-based schedule for the “1 1

2
-clock”

priced timed automaton of Figure 2 requires the one time
unit to be spent in location ℓ0 and will eventually lead to
energy-level below zero as indicated in Figure 2(a). However,
choosing to leave for location ℓ1 after having spent 0.5 time
units in ℓ0—and thus having achieved an energy-level of 3
matching the subtracting update of the edge—provides an
infinite lower-bound schedule (Figure 2(b)).

Not being able to rely on the classical region construction,
the key to our decidability result is the notion of an energy
function providing an abstraction of a path in the priced
timed automaton. Given a path �, the energy function f�
maps an initial energy level win at the beginning of the path
to the maximal energy wout which may remain after the path.
For the path � = ⟨ℓ0, ℓ1⟩ of the priced timed automaton of
Figure 2, we have already seen that f�(2) = 2. We note
that f�(1) = 0 as the full one time-unit needs to be spent in
location ℓ0 in order to allow for a feasible run. Also f�(win)
is undefined for win < 1. On the other hand, f�(3) = 4 as
the full one time-unit may be spent in location ℓ1; in fact
f�(win) = win + 1 whenever win ≥ 3. Figure 3(a) shows

�

�
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0 1 2 3 4
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point win wout
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Figure 3: Energy functions for ⟨ℓ0, ℓ1⟩ of the priced timed
automaton of Figure 2 with linear rates (a) and exponential
rates (b).

the energy-function f�. Also Figure 3(b) shows the energy
function g� for the same path �, but with exponential rates
(i.e., ṗ = 2p in ℓ0 and ṗ = 4p in ℓ1).

As we shall demonstrate in the remainder of the paper—for
both linearly and exponentially priced timed automata—the
energy function f� for an arbitrary path � is a piecewise col-
lection of rational power functions satisfying f�(x)−f�(x′) ≥
x− x′ whenever x ≥ x′. The key for finding infinite lower-
bound schedules now reduces to identifying (minimal) fix-
points w = f�(w), indicating that an initial energy level of w
suffices for an infinite repetition of the path �. For the two
energy functions f� and g� of Figure 2 the minimal fixpoints
are f�(2) = 2 and g�( 3

e2−1
) = 3

e2−1
≈ 0.47, respectively,

indicating the minimal initial energy level for infinite lower-
bound schedules under the relevant linear or exponential
interpretation.

Due to space restrictions, most of the proofs had to be
omitted from this paper. They can be found in [6].

2. TIMED AUTOMATA WITH OBSERVERS
The general formalism we introduce below, timed automata

with observers, is intended to model control problems where
resources may grow or decrease linearly or exponentially and
with discontinuous updates. This includes oil tanks with
pipes and drains which may be shut and opened using valves,
electronic devices which may instantaneously lose energy
when turned on or off, and bank accounts, or an investment
portfolio, where the amount of money increases exponentially
with time but where the transfer of money from one account
to another typically has a fixed fee associated.

The formalism is quite general and unifies several concepts
of timed automata with hybrid information found in the
literature, e.g. in [9, 2]. In particular, it generalizes the
notion of priced, or weighted, timed automata introduced
in [4, 5]. In the definition, Φ(C) denotes the set of clock
constraints on C given by the grammar ' ::= c ⊳⊲ k ∣ '1 ∧'2

with c ∈ C, k ∈ Z and ⊳⊲ ∈ {≤, <,≥, >,=}.

Definition 1. A timed automaton with observers is a
tuple (L,C, I, urg, E,X,fl, upd) consisting of a finite set L
of locations, a finite set C of clocks, location invariants
I : L→ Φ(C), an urgency mapping urg : L→ {⊤,⊥}, a finite
set E ⊆ L×Φ(C)×2C×L of edges, a finite set X of variables,
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flow conditions fl : L→ (RX → R
X), and update conditions

upd : E → (RX → R
X).

Note that a timed automaton with observers has indeed
an underlying timed automaton (L,C, I, E). In the following

we shall write ℓ
g,r−−→ ℓ′ instead of (ℓ, g, r, ℓ′) for edges.

A timed automaton (with observers) is said to be closed
if only non-strict inequalities ≤ and ≥ are used in guards
and invariants. We shall later restrict development to closed
timed automata: this case contains the important aspects of
our algorithm and makes exposition easier.

Using a standard construction for timed automata, urgency
of locations (for which we use the urg mapping above) can be
encoded using an extra clock, hence is not strictly necessary
in the above definition. However we shall later consider the
special case of one-clock timed automata with observers, and
for these, urgency indeed adds expressivity.

In the definition below, we use the standard reset and delay
operators v[r], v + d on valuations given by v[r](x) = 0 if
x ∈ r, v[r](x) = v(x) if x ∕∈ r, and (v+d)(x) = v(x)+d. Also,
D([0, d],RX) denotes the set of continuous functions [0, d]→
R
X which are differentiable on the open interval ]0, d[.

Definition 2. The semantics of a timed automaton A
with observers is given by the (infinite) transition system
JAK = (S, T ) with

S =
˘

(ℓ, v, w) ∈ L×RC≥0 ×RX
˛̨
v ∣= I(ℓ)

¯
T =

˘
(ℓ, v, w)

e−→ (ℓ′, v′, w′)
˛̨
∃e = ℓ

g,r−−→ ℓ′ ∈ E : v ∣= g,

v′ = v[r], w′ = upd(e)(w)}

∪
˘

(ℓ, v, w)
d−→ (ℓ, v + d,w′)

˛̨
urg(ℓ) = ⊥,

d ∈ R≥0, ∃f ∈ D([0, d],RX) :

f(0) = w, f(d) = w′, and ∀t ∈ ]0, d[ :

v + t ∣= I(ℓ) and ḟ(t) = fl(ℓ)(f(t))}

A run of a timed automaton A with observers is a path in
its semantics JAK. Hence A admits both discrete behaviour,

indicated by transitions
e−→, and continuous behaviour indi-

cated by delay transitions
d−→. Note that whether or not a

discrete or continuous transition is available does not depend
on the value w of the observer variables; the semantics de-
fined above is indeed just the semantics of the underlying
timed automaton, augmented with observer values.

We shall henceforth mostly write ṗ instead of the more
cumbersome fl(ℓ)(w)(p), provided that the location ℓ is clear
from the context, and similarly p′ instead of upd(e)(w)(p).
We also write p instead of w(p) when no ambiguity arises
from such an abuse of notation.

Note also that timed automata with observers form a spe-
cial class of hybrid automata [1] in which the clock variables c
have the restricted flow ċ = 1 customary for timed automata.

In the sequel we shall consider two special classes of ob-
servers: linear and exponential ones. For a linear observer p,
flow conditions are restricted to be of the form ṗ = k for
some constants k (possibly depending on the current loca-
tion), hence linear observers admit a constant derivative (and
linear growth) in locations. For an exponential observer p,
flow conditions are restricted to be of the form ṗ = kp; that
is, exponential observers have linear derivatives (hence expo-
nential growth) in locations. We also restrict development

to timed automata with one linear or exponential observer,
with additive updates of the form p′ = p+ c, and with one
clock only.

3. PROBLEMS AND RESULTS
The general problems with which we are concerned in this

paper concern the existence of paths along which the observer
value always remains positive:

Definition 3. A run � in a timed automaton A with
observers is feasible if the values of all the observers remain
nonnegative all along �.

Our problems can then be defined as follows:

Problem 1. (Reachability) Given a timed automaton A
with observers X, an initial location ℓ0, an initial valuation
w0 : X → R, and a set of goal locations LG ⊆ L, either
exhibit a feasible finite run in A with initial location ℓ0, initial
clock values v(c) = 0 for all c ∈ C, and initial valuation w0,
and ending in one of the locations in LG, or establish that
no such run exists.

Problem 2. (Infinite runs) Given a timed automaton A
with observers X, an initial location ℓ0, and an initial valua-
tion w0 : X → R, either exhibit a feasible infinite run in A
with initial location ℓ0, initial clock values v(c) = 0 for all
c ∈ C, and initial valuation w0, or establish that no such run
exists.

In the case of linear observers, we also deal with a stronger
notion of being feasible, in which the value of the observer
must be larger than a given value m. The problem of interval
bounds m ≤ w(p) ≤M appears to be much more difficult to
handle however, see [7].

Below we give a precise definition of the classes of timed
automata with observers which we shall consider in this
paper and state the decidability results whose proof the rest
of the paper is devoted to:

Definition 4. A one-clock timed automaton with one
linear observer and additive updates is a timed automaton
with C = {c}, X = {p}, and for which there exist rate and
weight functions rate : L → Z, weight : E → Z such that
fl(ℓ)(w)(p) = rate(ℓ) and upd(e)(w)(p) = w(p) + weight(e)
for all ℓ ∈ L and e ∈ E.

Definition 5. A one-clock timed automaton with one
exponential observer and additive nonpositive updates is a
timed automaton with C = {c}, X = {p}, and for which there
exist rate and weight functions rate : L→ Z and weight : E →
Z≤0 such that fl(ℓ)(w)(p) = rate(ℓ)w(p) and upd(e)(w)(p) =
w(p) + weight(e) for all ℓ ∈ L and e ∈ E.

Hence a linear observer indeed has ṗ = rate(ℓ) in all loca-
tions, and an exponential one has ṗ = rate(ℓ) ⋅ p. Notice that
we require additive updates to be nonpositive for exponential
observers; the general case poses additional difficulties.

Theorem 6. Problems 1 and 2 are decidable in EXPTIME
for closed one-clock timed automata with one linear observer
and additive updates.

Theorem 7. Problems 1 and 2 are decidable in EXPTIME
for closed one-clock timed automata with one exponential
observer and additive non-positive updates.
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The rest of this paper is devoted to the proofs of these
theorems, as follows: In Sections 4 to 6, we prepare the proofs
by showing how to abstract observer values along paths in
a timed automaton. In Section 7, we show how to use this
abstraction to translate a timed automaton with one linear
or exponential observer into a finite automaton with energy
functions as defined in Section 8, for which the problems
then can be decided.

For the sake of readability, we only present our proofs for
the case of closed timed automata, i.e., timed automata in
which guards and invariants to not involve strict inequali-
ties. This case already comprises the important ideas of our
constructions.

4. OPTIMIZATIONS ALONG PATHS
Before attempting the general problem, we solve an opti-

mization problem for paths without clock resets, both for a
linear and for an exponential observer: We compute optimal
delays in order to maximize the exit value along a path, as
a function of the initial observer value. This is a special
case of our problem, and will be the keystone of our general
algorithm.

More precisely, we assume we are given an annotated unit
path, i.e., a sequence (which should be seen as a timed
automaton with one observer, as explained below)

� : ℓ0
' p0−−−−−−→{c} ≥b0

ℓ1
p1−−→≥b1 ℓ2 ⋅ ⋅ ⋅

pn−1−−−−→≥bn−1
ℓn

c=1 pn−−−−−−→{c} ≥bn
ℓn+1

along which all unspecified guards are 0 ≤ c ≤ 1, clock c
is only reset along the first and last edges, and there is a
global invariant c ≤ 1. We write ri for the rate in location ℓi,
and assume (w.l.o.g.) that r0 = rn+1 = 0. Along each edge,
pi indicates the discrete update, and ≥ bi is an annotation,
which is a special guard on the observer value just before
firing the transition: the transition is only fireable if observer
value is larger than or equal to bi. Notice that this kind of
constraint can be encoded in our one-clock models thanks to
urgency, by adding two transitions with weights −bi and +bi
with an urgent location in-between. An annotated unit
path can thus be seen as a special kind of one-clock timed
automaton with one observer and additive updates.

Let � be an annotated unit path. A run along � with
initial observer value w is a run

� : (ℓ0, 0, w
′
0)

e0−→ (ℓ1, v1, w1)
t1−→ (ℓ1, v

′
1, w

′
1)

e1−→ ⋅ ⋅ ⋅

⋅ ⋅ ⋅ (ℓn, vn, wn)
tn−→ (ℓn, v

′
n, w

′
n)

en−−→ (ℓn+1, 0, wn+1)

in the corresponding timed automaton with observer with
w′0 = w. (Note that the precise values of wi and w′i depend
on the type of observer we are considering.)

We write � = (w, t1, . . . , tn)� to denote the run along �
with initial observer value w and elapsing ti time units in ℓi.
Such a run � is a feasible run if it satisfies the additional
constraint that w′i ≥ bi for every 0 ≤ i ≤ n. Notice that these
constraints are more general than our original aim of keeping
observer value above 0: it suffices to let bi = max(0,−pi) to
ensure that the value will remain nonnegative all along the
run.

The energy function along an annotated unit path � is
defined as

f�(w) = sup
˘
wn+1

˛̨
(w, t1, . . . , tn)� feasible run along �

¯

with f�(w) being undefined in case no feasible run along �
with w′0 = w exists.

In the sequel, we explain how to compute f� for an an-
notated unit path �, first in the linear and then in the
exponential setting.

The first step, common to linear and exponential observers,
is to remove urgent locations from our paths. Clearly enough,
as no time elapses in urgent locations, the following two se-
quence of transitions are equivalent (w.r.t. time and observer
values):

ℓi
pi−−→≥bi ℓurg

i+1

pi+1−−−−→≥bi+1
ℓi+2 ↝ ℓi

pi+pi+1−−−−−−−−−−−→≥max(bi,bi+1−pi)
ℓi+2

Lemma 8. For any annotated unit path �, an annotated
unit path �̄ containing no urgent locations can be computed
in polynomial time with f� = f�̄.

5. PATHS WITH LINEAR OBSERVER
In the following two sections, we show how to turn an

annotated path into a normal form and how to compute f�
for normal-form paths. Both the notion of normal form,
and how to compute energy functions for normal-form paths,
depend on whether the observer is linear or exponential.

From now on, we can assume that � has the form

� : ℓ0
' p0−−−−−−→{c} ≥b0

ℓ1
p1−−→≥b1 ℓ2 ⋅ ⋅ ⋅

pn−1−−−−→≥bn−1
ℓn

c=1 pn−−−−−−→{c} ≥bn
ℓn+1

with n ≥ 1, and that it contains no urgent locations.

Normal form. An annotated unit path as above is said to
be in normal form (for linear observers) if all locations are
non-urgent, n ≥ 1, and one of the following three conditions
holds:
∙ n = 1 (trivial normal form);
∙ all rates are positive, and ri < ri+1 for 1 ≤ i ≤ n− 1, and

for every 1 ≤ i ≤ n − 1, it holds that bi−1 + pi−1 < bi
(positive normal form);
∙ all rates are negative, and ri > ri+1 for 1 ≤ i ≤ n − 1,

and for every 2 ≤ i ≤ n, it holds that bi−1 + pi−1 > bi
(negative normal form).
The proof of the fact that any annotated path can be

converted into normal form, and the kind of normal form
one arrives at, depend on the path’s maximal location rate
max{ri ∣ i = 1, . . . , n}. There are three cases to consider:

Case max{ri ∣ i = 1, . . . , n} = 0. In this case, any run
which maximizes observer value will delay in one of the
locations with rate 0, hence all other locations can be removed
from the path (and the corresponding edges contracted). As
a matter of fact, one only needs to keep one of the locations
with zero rate; all others can be removed as well. Hence one
arrives at the trivial normal form:

Lemma 9. For any annotated path � (without urgent lo-
cations) such that max{ri ∣ i = 1, . . . , n} = 0, an annotated
path e� in trivial normal form can be constructed in polynomial
time with f� = fe�.

Case max{ri ∣ i = 1, . . . , n} > 0. In this case, we can
transform � into an equivalent path in positive (or trivial)
normal form:
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Figure 4: Conversion of annotated path into positive normal
form

Lemma 10. For any annotated path � (without urgent
locations) such that max{ri ∣ i = 1, . . . , n} > 0, an annotated
path e� in positive (or trivial) normal form can be constructed
in polynomial time with f� = fe�.

Proof sketch. The intuition is as follows: As before, the
aim is to spend time in the most profitable location. However,
due to annotations, we may have to delay some time in earlier
locations, in order to have high enough observer value to fire
transitions up to this optimal location.

First we construct a sequence (nj)j≥0 of location indices
with increasing rates as follows:
∙ n0 = 0
∙ assuming nj has been computed for some j ≥ 0, then

– if rnj = max{ri ∣ i = 1, . . . , n} is the maximal rate
along �, then the sequence stops there;

– otherwise, we let nj+1 be the least index i > nj for
which ri > rnj .

Let m be the index of the last item in (nj)j≥0. We add
another last item nm+1 = n+ 1, and define an intermediary
annotated path �̄, having m+ 2 locations ℓ̄0 to ℓ̄m+1, with
rates r̄k = rnk when 0 ≤ k ≤ m+1. Notice that this sequence
of locations satisfies the first part of the condition for being
in positive normal form (or in trivial normal form if m = 1).

We now define the transitions of �̄. For 0 ≤ j ≤ m, the

annotated edge ℓ̄j
p̄j−−→≥b̄j ℓ̄j+1 is defined by

p̄j =

nj+1−1X
k=nj

pk b̄j = max
˘
bk−

k−1X
l=nj

pl ∣ nj ≤ k ≤ nj+1−1
¯

Hence b̄j is the minimum observer value needed in ℓ̄j = ℓnj
to complete the sub-path from ℓnj to ℓnj+1 without delaying
and under observance of the lower bounds bk.

It remains to enforce the second condition (b̄i−1 + p̄i−1 < b̄i
for 1 ≤ i ≤ m − 2) on �̄. This is achieved by induc-
tively replacing any offending pair of consecutive annotated

edges ℓ̄i−1
p̄i−1−−−−→≥b̄i−1

ℓ̄i
p̄i−−→≥b̄i ℓ̄i+1 by a single annotated edge

ℓ̄i−1
p̄i−1+p̄i−−−−−→≥b̄i−1

ℓ̄i+1. The resulting annotated path e� is in

normal form, and satisfies f� = fe�. □

Figure 4 shows an example of a path being converted into
positive normal form.

Case max{ri ∣ i = 1, . . . , n} < 0. The case with only
negative rates is dual to the above one and can be handled
using similar techniques:

Lemma 11. For any annotated path � such that max{ri ∣
i = 1, . . . , n} < 0, an annotated path �̄ in negative (or trivial)
normal form can be constructed in polynomial time with
f� = f�̄.

Energy function. We now turn to the computation of
the function mapping initial to final observer value along
a unit path in normal form for linear observers. For the
trivial normal form this is easy, as there is only one possible
run along �. For the positive normal form we detail the
computations below, and the negative normal form can be
handled in an analogous manner.

Let

� : ℓ0
' p0−−−−−−→{c} ≥b0

ℓ1
p1−−→≥b1 ℓ2 ⋅ ⋅ ⋅

pn−1−−−−→≥bn−1
ℓn

c=1 pn−−−−−−→{c} ≥bn
ℓn+1

be an annotated unit path in positive normal form, and
define the n-tuple topt = (topt

i )1≤i≤n by

topt
i =

(
0 if i = m and bm ≤ bm−1 + pm−1
bi−(bi−1+pi−1)

ri
otherwise

Since the rates are all positive and bi > bi−1 + pi−1 for
all 1 ≤ i ≤ m− 1, these values are well-defined and positive.
An important equality to notice is the following:

bn−1 + pn−1 + rn ⋅ topt
n = max(bn−1 + pn−1, bn)

We prove in the sequel that those delays represent the
“optimal” delays one should wait in each location, and corre-
spond to the policy where each transition is fired as soon as
the observer value satisfies the lower-bound constraint (≥ bi
for the transition leaving ℓi).

As it may be the case that the optimal delays collected in
topt do not sum up to 1 (which is the total time to be spent
along �), we define another tuple t★ containing the delays
which (as we shall show) have to be spent on an optimal run.
∙ In case

Pn
i=1 t

opt
i > 1, we have to cut down on the time

we delay in the locations. The more profitable locations
are the ones with higher rates at the end of the path,
hence this is where we shall spend the delays: Letting ��
be the largest index for which

Pn
i=��

topt
i > 1 (so thatPn

i=��+1 t
opt
i ≤ 1), we set

t★i =

8><>:
0 for i < ��

1−
Pn
i=��+1 t

opt
i for i = ��

topt
i for i > ��

∙ In case
Pn
i=1 t

opt
i ≤ 1, we may have to spend some extra

time in one of the locations. The most profitable location
for this delay is the last, hence we define t★i = topt

i for 1 ≤
i ≤ n− 1, and t★n = 1−

Pn−1
i=1 t

opt
i . We also let �� = 0 in

this case.
Before we prove that those delays are indeed optimal,

we first compute the initial observer value needed to traverse
the whole path under this policy.
∙ in the first case (�� ≥ 1), the minimal initial observer value

is

w∗�� = b��−1 −
��−2X
k=0

pk + (topt
�� − t

★
�� ) ⋅ r�� ,

and the final accumulated cost is !∗�� = max(bn, bn−1 +
pn−1) + pn;
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Figure 5: Function f� for example with linear observer

∙ if �� = 0, the minimal initial observer value is w∗0 = b0, and
the final accumulated cost is !∗0 = max(bn, bn−1 + pn−1) +
pn+ (t★n− topt

n ) ⋅ rn. These values actually equal w∗1 and !∗1
defined below.
We generalize the previous construction by letting, for

�� + 1 ≤ i ≤ n:

w∗i = bi−1 −
i−2X
k=0

pk

!∗i = max(bn, bn−1 + pn−1) + pn + ((t★n − topt
n ) +

X
j<i

t★j ) ⋅ rn

We claim that w∗i is the minimal initial observer value for
which it is possible to spend no delay in locations ℓ0 to ℓi−1

along a feasible run, and !∗i is the corresponding optimal
observer value at the end of the run. This can be expressed
as follows:

Proposition 12. The function f� is a piecewise affine
function defined on the interval [w∗�� ,∞[, visiting points

(w∗i , !
∗
i ), for all �� ≤ i ≤ n, with constant slope ḟ�(x) ≥ 1

between two consecutive such points, and with slope ḟ�(x) = 1
after (w∗n, !

∗
n).

Example 1. We consider the following example, which is
already in normal form. The corresponding function f� then
looks as depicted on Figure 5:

0 2
0

≥0

c=0

{c}
5

−2

≥2
7

−1

≥1
9

−5

≥5
0

0

≥0

c=1

{c}

For instance, if we enter the path with initial observer
value 2, the optimal policy is to spend no time in the location
with rate 2 (as we can leave it directly), then spend 1/5 time
units in the next location (so that we have value 1 and can
fire the outgoing transition), then spend 5/7 time units with
rate 7, and the remaining 3/35 time units in the location
with rate 9, ending with final observer value 27/35 (point �).

Remark 1. We note that the above considerations easily
can be adapted to paths (without resets) with a general guard
c = k on the last transition (instead of c = 1), hence it
is straight-forward to handle these. Also the restriction to
closed timed automata can be lifted: we showed above how

to handle paths with non-strict guards only, and the general
case is similar. In this case, the energy function f� gives,
for each input value w, the supremum f�(w) of the observer
values obtainable as output, an whether or not this value is
actually attained for an input can be decided by looking at
the delays spent in each location.

6. PATHS WITH EXPONENTIAL OBSERVER

Normal form. As for linear observers, we are interested
in computing the energy function along a unit path, by first
transforming it into a normal form and then computing the
energy function for normal-form paths. In this case however,
we have to restrict the kinds of paths we can handle:
∙ We assume that the edge weights pi are nonpositive, and

that at least one of the rates ri is nonnegative;
∙ paths are not annotated, i.e. we do not impose “local”

constraints of the form “≥ bi” in this case, and only require
that observer value always be nonnegative along the run.
These restrictions amount to only considering the positive

normal form, without local observer constraints. As in the
previous case, we could handle the case where all rates are
negative in a similar way (with a suitable notion of negative
normal form). The other restrictions are purely technical:
Currently we do not know how to handle paths with mixed
positive and negative updates, or with local constraints, but
we expect our techniques to also extend to these settings.

For the sequel, we again fix a unit path

� : ℓ0
' p0−−−−−−→{c} ℓ1

p1−→ ℓ2 ⋅ ⋅ ⋅
pn−1−−−→ ℓn

c=1 pn−−−−−−→{c} ℓn+1

satisfying the above constraints, and with r0 = rn+1 = 0.
As in the previous section, our aim is to compute f� for such
a path (but now with exponential observer), mapping initial
to maximum final observer value.

A path as above is said to be in normal form (for expo-
nential observers) if all locations are non-urgent, m ≥ 1, and
one of the following two conditions holds:
∙ m = 1 (trivial normal form);
∙ all rates are positive, and ri < ri+1 for 1 ≤ i ≤ m− 1, and

for every 2 ≤ i ≤ m−1, it holds that
pi−1ri−1ri
ri−1−ri

<
piriri+1

ri−ri+1

(positive normal form);
The last condition for being in positive normal form is the
counterpart, for exponential observers, to the condition “bi >
bi−1 + pi−1” which we had in the case of linear observers.

Such a normal form can be computed:

Proposition 13. Assume � is a unit path with nonposi-
tive edge weights and such that max{ri ∣ i = 1, . . . , n} ≥ 0.
Then we can construct in polynomial time a path e� in normal
form for exponential observers so that f� = fe�.

The proof relies on arguments similar to the ones we used
for the linear case.

Energy function. Along a path in positive normal form,
we can decide whether a given initial observer value is suffi-
cient to reach the last location:

Proposition 14. Let � be a path in positive normal form
(for exponential observers) and w an initial observer value.
Then we can decide whether there is a feasible run along
� with initial observer value w, and we can compute the
value f�(w).
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e−2∗10/3∗(21/8)2/5∗(9)2/7

”7/2

− 5

� –  wout = 35
2
⋅
“

win

e−2∗10/3∗(21/8)2/5∗(9)2/7

”9/2

 – � wout = 35
2
⋅
“

win−2

e−5∗7/2∗(9)5/7

”9/5

� – " wout = 35
2
⋅
“

win−3
e−7∗45/2

”9/7

" – +∞ wout = (win − 8) ⋅ e9

Figure 6: Function f� for example with exponential observer

Notice that contrary to the linear case, it is not sufficient
to fire a transition as soon as the observer value can afford
paying the nonpositive update: Consider the two-state au-
tomaton of Figure 2. If the initial observer value is 3, it is
allowed to immediately fire the transition to ℓ1, but this
would set the energy level to 0, and the exponential growth
would be annihilated.

The proof of Proposition 14 relies on the computation of
optimal exit values for the observer: letting wopt

i =
pi⋅ri+1

ri−ri+1
,

we prove that wopt
i is the optimal value of the observer

with which to exit location ℓi (as long as time permits).
The optimal time to be spent in location ℓi is then

topt
i =

1

ri
ln

 
wopt
i

wopt
i−1 + pi−1

!
,

with the convention that wopt
0 is the initial observer value.

The technical condition for being in normal form implies that
these values are positive (except possibly topt

1 : having topt
1

negative means that the initial observer value is sufficient to
go with no delay to the next location).

This allows us to compute the exact value of f�:

Proposition 15. The function f� is defined on an inter-
val [w∗0 ,∞[, and there is a sequence w∗0 < w∗1 < ⋅ ⋅ ⋅ < w∗n of
algebraic numbers w∗0 , w

∗
1 , . . . , w

∗
n ∈ R≥0 such that on each

interval [w∗i , w
∗
i+1] and on [w∗n,∞[, f� can be obtained in

closed form as

f�(w) = �i ⋅ (w − �i)ri/r
′
i + i

where ri and r′i are rates of � with ri ≥ r′i, and �i, �i
and i are algebraic numbers which can be computed from
the constants appearing in �. Moreover, f� is continuous
and has continuous derivative ḟ�(x) ≥ 1 on its domain (also
at the points w∗i ).

Example 2. We consider the same path as depicted in
Example 1, but assuming an exponential observer with addi-
tive updates. This automaton satisfies the restrictions and

is already in normal form for exponential observer. The
resulting function f� is depicted in Figure 6. For instance,
if we enter the path with initial observer value 1, the opti-
mal policy is to exit the location with rate 2 when the value
reaches wopt

1 = 10/3 (which occurs after ln(5/3)/2 time units),
then leave the next location when the value reaches wopt

2 = 7/2,
and then spend the remaining 1− ln(5/3)/2− ln(21/8)/5 time
units in the location with rate 7 (there is not enough time
remaining to reach wopt

3 = 45/2). When we leave this lo-
cation, observer value then equals (7/2 − 1) ⋅ exp(7 ⋅ (1 −
ln(5/3)/2− ln(21/8)/5)) ≈ 21/2, which makes it possible to
fire the last transition directly and end up with final observer
value around 11/2.

7. THE DISCRETE ABSTRACTION
In this section we show how a timed automaton with

one clock and one observer with additive updates can be
converted into a form in which the analysis of paths without
resets from the preceding sections can be applied. After
applying this, we arrive at a finite automaton with energy
functions which we subsequently analyse in the next section.

Clock bounded above by 1. As a first step, we show
that A can be converted to a timed automaton with observers
where the clock is bounded above by 1 and with only three
different types of edges. A similar simplification technique
for priced games was used in [8].

Lemma 16. Let A be a closed one-clock timed automaton
with observers, ℓ0 a location of A, and LG ⊆ L a set of goal
locations. One can construct in exponential time another
one-clock timed automaton A′ with observers, together with
a new initial location ℓ′0 and a new set of goal locations L′G,
such that
∙ in any state ℓ′ of A′, the invariant is c′ ≤ 1;

∙ for any edge ℓ
g,r−−→ ℓ′ in A′, either r = ∅ and g is the

constraint 0 ≤ c′ ≤ 1, or r = {c′} and g is an equality
constraint c′ = 0 or c′ = 1,
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and such that, for any w0 and m, ⟨A, ℓ0, w0, LG,m⟩ is a
positive instance of the reachability (resp. infinite-run) prob-
lem iff ⟨A′, ℓ′0, w0, L

′
G,m⟩ is also a positive instance of that

problem.

Note that the lemma applies to automata with an arbitrary
number of observers, with arbitrary updates instead of only
additive ones. For the following conversions however, we
have to assume a single linear or exponential observer with
additive updates.

Remark 2. It is convenient for the sequel to have global
invariant c ≤ 1 for the clock, but not strictly necessary.
As mentionned at Remark 1, it is possible to handle paths
with general invariant c ≤ k. A variant of the second property
of the lemma can be ensured using the coarse clock regions
of [10], and this construction avoids exponential blowup.

Eliminating cycles without resets. To be able to apply
our analysis of paths without resets in Sections 5 and 6, we
need to ensure that there are only finitely many such paths
between any two locations. Using a partial unfolding of
the timed automaton where we only unfold along edges
without resets, and afterwards pruning infinite reset-free
paths, we can construct a timed automaton without reset-
free cycles. In order to be correct, this construction must
be preceded by a detection of feasible Zeno runs in the
original automaton, and this information has to be stored
in the unfolding. For reachability, we also have to take into
account positive Zeno cycles from which some final location
is reachable.

Lemma 17. Let A be a closed one-clock timed automaton
with one linear or exponential observer and additive updates,
and with clock bound c ≤ 1. Let ℓ0 ∈ L be a location of A,
and LG ⊆ L be a set of goal locations. We can compute in
exponential time
∙ two labelling functions wZeno, w

LG
Zeno : L→ R ∪ {+∞},

∙ another such automaton A′, with set of locations L′, and
a projection lab : L′ → L,
∙ a location ℓ′0 ∈ L′
∙ a set of goal locations L′G ⊆ L′,
such that A′ does not contain reset-free cycles, and for any
initial observer value w0, we have the following:
∙ There is an infinite feasible run in A from (ℓ0, c = 0) with

initial observer value w0 if and only if there is such a run
in A′ from (ℓ′0, c = 0), or there is a feasible run in A′ from
(ℓ′0, c = 0) with observer value w0 to a configuration (ℓ, c =
0) with observer value w, and such that w ≥ wZeno(lab(ℓ)).
∙ There is a feasible run in A from (ℓ0, c = 0) with initial

observer value w0 to a location in LG if and only if there
is such a run in A′ from (ℓ′0, c = 0) to a location in L′G, or
there is a feasible run in A′ from (ℓ′0, c = 0) with observer
value w0 to a configuration (ℓ, c = 0) with observer value

w ≥ wLGZeno(lab(ℓ)).

8. AUTOMATA WITH ENERGY FUNCTIONS
We are now left with a timed automaton A′ in which

all cycles have at least one resetting transition. We shall
construct a discrete abstraction B of A′ which will contain
all the information we need for solving our problem. This
abstraction will be a finite automaton with energy functions:

Definition 18. A finite automaton with energy functions
is a finite transition system (S, T ) equipped with a function
f : T → (R ⇀ R) decorating transitions with energy func-
tions. The semantics JBK of such an automaton is given by
an infinite transition system with states (s, w) ∈ S ×R and
transitions (s, w)→ (s′, w′) whenever there is e = (s, s′) ∈ T
such that f(e) is defined in w and f(e)(w) = w′.

Discrete abstraction. For the discrete abstraction of A,
we take as states of B the locations of A having at least one
incoming resetting transition. It is intended that state ℓ of B
represents configuration (ℓ, c = 0) of A. For each pair of
states (ℓ, ℓ′) in B, there is an edge from ℓ to ℓ′ iff there is a
reset-free path from ℓ to ℓ′ in A. We label each edge (ℓ, ℓ′)
of B with a (partial) function fℓ,ℓ′ : R → R computed as
follows: fℓ,ℓ′(w) is the maximal achievable observer value
when entering ℓ′, if starting from ℓ with observer value w
and visiting only reset-free paths in A′. Since there are only
exponentially many such paths, fℓ,ℓ′ can be computed in
exponential time, using our procedures of Sections 5 or 6.

Finally, we label states of B with their values of wZeno

and wLGZeno (as locations in A), obtained from Lemma 17: the

values wZeno(ℓ) (respectively wLGZeno(ℓ)) represent the minimal
observer value needed in ℓ for which there exists a simple reset-
free path from ℓ to a reset-free simple cycle with nonnegative
accumulated update (respectively with positive accumulated
update and from which LG can be reached).

The following lemma directly follows from this construction
and Lemma 17:

Lemma 19. Let A be a closed one-clock timed automaton
with one linear or exponential observer and additive updates,
and with clock bound c ≤ 1. Let ℓ0 ∈ L be a location of A
and LG ⊆ L a set of goal locations, and assume w.l.o.g. that
locations in LG only have resetting incoming transitions and
have no outgoing transitions. Let B be the finite automaton
with energy functions as constructed above and w0 ∈ R+ an
initial observer value. Then
∙ there is a feasible infinite run in A from (ℓ0, c = 0) with

initial credit w0 iff either there is an infinite path in JBK
from (ℓ0, w0), or there is a finite path in JBK from (ℓ0, w0)
to a configuration (ℓ, w) such that w ≥ wZeno(ℓ);
∙ there is a feasible run in A reaching a location in LG

from (ℓ0, c = 0) with initial credit w0 iff either there is a
finite path in JBK from (ℓ0, w0) to (ℓ, w) for some ℓ ∈ LG
and some w, or there is a finite path in JBK from (ℓ0, w0)

to (ℓ, w) for some ℓ such that w ≥ wLGZeno(ℓ).

Energy functions. We now take advantage of the special
shape of the energy functions that we get in the case of linear
and exponential cases.

Definition 20. A rational power function is a function
of the form f : x 7→ � ⋅xr +� where r is rational and � and �
are algebraic numbers.

As a consequence of our results of Sect. 5 and 6, we have:

Lemma 21. Let � be an annotated path (with linear or
exponential observer, under the corresponding restrictions
of Sections 5 and 6). Then the energy function f� has the
following property:
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(★) there exists an increasing sequence x1 < x2 < . . . < xn
of algebraic numbers such that
∙ the domain of f�, written dom(f�), is [x1,+∞[;
∙ for all i, the restrictions (f�)↿[xi,xi+1[(x) and

(f�)↿[xn,∞[ are rational power functions;
∙ for all x ≥ x′ ≥ x1, it holds that f�(x)− f�(x′) ≥
x− x′.

Notice that the last condition follows from the fact that
ḟ�(x) ≥ 1. Also, functions satisfying this condition are
injective.

We shall need operations of (binary) maximum and compo-
sition on functions with property (★) above; these are defined
in the standard way: Given partial functions f and f ′ with
right-infinite domain,
∙ max(f, f ′) is the function with domain dom(f) ∪ dom(f ′)

defined by x 7→ max{g(x) ∣ g ∈ {f, f ′}, x ∈ dom(g)};
∙ f ′ ∘ f is the function with domain dom(f) ∩ f−1(dom(f ′))

defined by x 7→ f ′(f(x)).

Lemma 22. If f and f ′ are partial functions satisfying
Property (★) above, then max(f, f ′) and f ′ ∘f also satisfy (★).

Proof. Let (xi) and (x′i) be the corresponding sequences
of algebraic numbers as of Lemma 21. Let (yj) be the
increasing sequence of algebraic numbers given by {yj} =
{xi} ∪ {x′i}. Then max(f, f ′) is defined on [y1,+∞) and is
clearly a piecewise rational power function. The proof of the
third property is straightforward.

For composition f ′ ∘ f , we let (yj) be the increasing se-
quence of algebraic numbers for which {yj} = {f−1(x′i) ∣ x′i ≥
f(x1)}∪{xi ∣ f(xi) ≥ x′1}. (Note that, indeed, these numbers
are roots of polynomials and hence algebraic.) Then f ′ ∘ f is
a piecewise rational power function on [y1,+∞). The third
property is straightforward. □

We now study fixed points of those functions:

Lemma 23. Let f be a function satisfying Property (★) of
Lemma 21. Then

1. The set of fixed points of f is either empty or a left-
closed interval.

2. Let [x∗, x†⟩ be the set of fixed points of f (assuming
it is not empty, and allowing x† to equal +∞). Then
f(x) < x for all x < x∗ and f(x) > x for all x > x†.

3. If x∗ exists, then for all x ∈ dom(f), there exists an
infinite sequence (fn(x))n of iterated values iff x ≥ x∗.

Proof. For the first claim: From the fact that f(x) −
f(y) ≥ x − y whenever x ≥ y, we get that any point be-
tween two fixed points is a fixed point. Moreover, f is
left-continuous, so that if f(x) = x on a left-open interval,
then also f(x) = x at the left end-point.

For the second claim: Let x < x∗. Then f(x∗)− f(x) ≥
x∗ − x, which entails f(x) ≤ x. Since x cannot be a fixed
point, we must have f(x) < x. Similarly for the other claim.

Finally, for the third claim: For any z ≥ x∗, we have
f(z) ≥ z. Hence if x ≥ x∗, then for any k such that fk(x) is
defined, we have fk(x) ≥ x∗, so that fk+1(x) is defined.
On the other hand, assume that x < x∗, and that the
infinite sequence (fn(x))n is defined. Then f(x) < x and,
by induction, fn+1(x) < fn(x) for all n. The sequence being
decreasing and bounded by x1, it converges. As f is left-
continuous, the limit x̄ satisfies f(x̄) = x̄, which contradicts
the fact that x∗ is the smallest fixed point. □

Algorithm. We now gather everything together in order
to solve Problems 1 and 2. We first explain how we detect
feasible non-Zeno runs of A: Assume that such a run exists
in A, and let � be the corresponding infinite run in B. Then
some simple cycle � in � must be repeated infinitely often.
For all i ≥ 0, write w2i for the observer value when entering
the (i+ 1)-st occurrence of �, and w2i+1 for the value when
exiting the (i+ 1)-st occurrence.

Assume that w2i+1 < w2i for all i, and that either w2i+2 <
w2i+1, or w2i+2 = w2i+1 and the (i+ 2)-nd occurrence of �
directly follows the (i + 1)-st one. Notice that it cannot
be the case that we are in the latter situation for all i,
as this would give an infinite iteration fn(w) for an energy
function with f(w) < w, contradicting Lemma 23. Hence
there are two occurrences of � having a non-empty sub-
path in-between, and this sub-path has negative effect on
observer value. Dropping the earliest such path yields a
feasible infinite non-Zeno run �′. This procedure can be
repeated recursively, as long as the sequence (wi) satisfies
the condition above.

We first assume that the sequence (wi)i is decreasing.
This means that between the first and second occurrences
of �, observer value has decreased. Then this part between
the first two occurrences of � can be dropped, yielding a
new feasible infinite non-Zeno run. Apply this procedure
recursively, as long as the sequence (wi)i in the resulting run
is decreasing. This yields a sequence of feasible runs (�n)n of
the form �0 ⋅ (�)n ⋅ �n. There must exist an index at which
the procedure cannot be repeated, since otherwise it would
contradict Lemma 23. At that point, we end up with a run
in which a simple cycle has a positive effect on observer value.
Following Lemma 23, this cycle can be iterated from that
point on, yielding a feasible lasso-shaped non-Zeno run.

Now, consider the non-periodic part of this run: if it
contains a (simple) cycle with negative effect, then again we
can drop this cycle while obtaining a feasible lasso-shaped
infinite non-Zeno run. On the other hand, if the cycle has
nonnegative effect, it can be iterated itself. In the end, we
have proved the following lemma:

Lemma 24. If there is a feasible infinite non-Zeno run
in A from (ℓ0, c = 0) with observer value w0, then there is a
lasso-shaped one in which the initial part is acyclic and the
periodic part is a simple cycle. In particular, both parts have
linear size.

Now consider the case of feasible Zeno runs in A. Such
a run corresponds to a finite run � in B, ending in a loca-
tion ℓ with observer value at least wZeno(ℓ). Using similar
arguments as above, if there is a simple cycle in � with non-
negative effect, then we can deduce a feasible infinite run
in B, hence in A. If the effect of the cycle is negative, then
dropping the cycle yields another feasible Zeno run. We get:

Lemma 25. If there is a feasible infinite Zeno run in A
from (ℓ0, c = 0) with observer value w0, then either there is
an acyclic path in B reaching a configuration (ℓ, w) with w ≥
wZeno(ℓ), or there is a lasso-shaped run in which the initial
part is acyclic and the periodic part is a simple cycle.

As B has size linear in A, we can enumerate in exponential
time the possible witnesses given by the above two lemmas.
Since constructing B is already in exponential time, our
global procedure is in exponential time. For reachability,
similar techniques give the following lemma:
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Figure 7: Solving the infinite-run problem for an example
timed automaton

Lemma 26. If there is a feasible run in A from (ℓ0, c = 0)
with observer value w0 to a goal location in LG, then there
is an acyclic path in B reaching a configuration (ℓ, w) with

ℓ ∈ LG or w ≥ wLGZeno(ℓ).

Example 3. The simple linearly priced timed automaton
in Figure 7 is a collection of some of the paths we have seen
earlier. Specifically, we have taken the paths from Figures 2
and 4 and connected them using a trivial path with one
location with rate −4. The figure also displays the discrete
abstraction of the automaton, consisting of three states and
three transitions labeled with energy functions f2 for the path
from Figure 2, f4 for the path from Figure 4, and f1 for
the trivial path. Note that no Zeno runs are possible in the
automaton, hence the wZeno annotation has been omitted.

To compute the minimum observer value necessary for
having an infinite run in the example automaton, we need to
find the least fixed point of the energy function f1 ∘ f4 ∘ f2

which is displayed in the right part of the figure. This point
can be computed to be at win = 2, hence the automaton
admits an infinite run if and only if initial observer value is
at least 2.

9. CONCLUSION AND FUTURE WORK
We have shown that the infinite-runs and reachability

problems are decidable for closed one-clock timed automata
with one linear or exponential observer and additive updates,
using a novel technique of energy functions. We expect this
technique, and the general notion of finite automata with
energy functions, to have applications in other areas as well.

The restriction to a one-clock setting is essential in our
approach, and currently we do not know how to extend it
to timed automata with more than one clock. However one-
clock models are expressive enough to model a large class
of interesting examples, and in the context of priced timed
automata, it is well-known that models with more than one
clock are very difficult to handle.

The restriction to closed timed automata is not essential.
It was mainly adapted to ease exposition, and can be lifted
by during the analysis carefully taking note of which values
of energy functions can actually be attained. On another
note, our technique may also apply to the lower-soft-upper-
bound problem mentioned in the introduction. We have
concentrated on solving lower-bound problems here, but by
adapting our analysis of paths, we may also solve the problem
with soft upper bound. The interval-bound problem seems
however much more difficult.

Considering more general observers than only linear or ex-
ponential ones is also of interest. The present work is part of a
general project concerning“hybridization”of timed-automata
technology, and linear and exponential flow conditions com-
bined cover the whole class of first-order differentiable ob-
servers. We can easily handle observers which can have either
linear or exponential behaviour, but the general first-order
differential case is more difficult, partly because our tech-
nique relies on flows being monotonous, either increasing or
decreasing, in locations.
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ABSTRACT 
Mixture-of-Experts (MoE) systems solve intricate problems by 
combining results generated independently by multiple 
computational models (the “experts”). Given an instance of a 
problem, the responsibility of an expert measures the degree to 
which the expert’s output contributes to the final solution. Brain 
Machine Interfaces are examples of applications where an MoE 
system needs to run periodically and expert responsibilities can 
vary across execution cycles. When resources are insufficient to 
run all experts in every cycle, it becomes necessary to execute the 
most responsible experts within each cycle. The problem of 
adaptively scheduling experts with dynamic responsibilities can 
be formulated as a succession of optimization problems. Each of 
these problems can be solved by a known technique called “task 
compression” using explicit mappings described in this paper to 
relate expert responsibilities to task elasticities. A novel heuristic 
is proposed to enable real-time execution rate adaptation in MoE 
systems with insufficient resources. In any given cycle, the 
heuristic uses sensitivity analysis to test whether one of two pre-
computed schedules is the optimal solution of the optimization 
problem to avoid re-optimization when the test result is positive. 
These two candidate schedules are the schedule used in the 
previous cycle and the schedule pre-computed by the heuristic 
during the previous cycle, using future responsibilities predicted 
by the heuristic’s responsibility predictor. Our heuristic 
significantly reduces the scheduling delay in the execution of 
experts when re-execution of the task-compression algorithm is 
not needed—from O(N2) time, where N denotes the number of 
experts, to O(N) time. Experimental evaluation of the heuristic on 
a test case in motor control shows that these time savings occur 
and scheduled experts’ deadlines are met in up to 90% of all 
cycles. For the test scenario considered in the paper, the average 
output error of a real-time MoE system due to the use of limited 
resources is less than 7%.   

Categories and Subject Descriptors 
I.2.8 [Artificial Intelligent]: Problem Solving, Control Methods 
and Search – heuristic methods, scheduling; K.6.4 [Management 
of Computing and Information Systems]: System Management; 

G.1.6 [Numerical Analysis]: Optimization – constrained 
optimization, nonlinear programming; C.3 [Special-Purpose and 
Application-Based Systems]: – real-time and embedded systems; 
J.7 [Computers in Other Systems]: – real-time; I.2.1 [Artificial 
Intelligent]: Applications and Expert Systems.  

General Terms 
Algorithms, Design, Management. 

Keywords 
Ensemble computing; Mixture of Experts; adaptive scheduling; 
prediction; real-time scheduling; sensitivity analysis. 

1. INTRODUCTION 
In general, the objective of the Mixture-of-Experts (MoE) [12] 
approach is to replace a single complex computational model that 
might be applicable to only a subset of the possible inputs, by 
multiple simpler and more tailored models (each corresponding to 
an expert) that can, individually or in some combination, generate 
equally good or improved solutions for a larger range of input 
cases. MoE systems find application in many domains, including 
classification, image processing, time-series prediction, data 
mining, fault-tolerance, modeling, etc [4,6,11,15,16]. This paper 
considers the challenge of scheduling the execution of experts in 
MoE systems with real-time constraints and limited resources.  

The motivation for the work reported in this paper comes from an 
application of the MoE paradigm to Brain-Machine Interfaces 
(BMIs) [7,9] which are hybrid systems with applications in neural 
prosthetics. A BMI system translates neural activities into motor-
control commands for prosthetic limbs, robotic arms or other 
electromechanical devices. This translation requires using a brain-
inspired motor-control architecture, such as the one proposed in 
[19], which advocates the use of multiple models capable of 
collectively deriving motor commands from neural data, sensorial 
inputs and responsibilities of individual models.  Intuitively, each 
model (i.e. expert) specializes in controlling the robotic arm for a 
particular type or part of desired movement trajectories. The 
responsibility of an expert (i.e. the degree to which an expert is 
suited for a particular phase or type of movement) changes 
dynamically, depending on the patterns of the neural activities of 
the subject at a particular moment.  

The whole BMI cycle, from signal recording and data translation 
to robotic control, must be completed periodically, with each of 
the successive cycles lasting a fixed amount of time, a typical 
value being 60 ms. This tight cycle time must accommodate the 
execution of experts and, possibly, learning procedures to update 
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them since models need to adapt on the basis of their 
performance. Therefore, only very few milliseconds are available 
to make decisions of when to schedule each and every expert and 
its learning procedure (hereon, unless otherwise stated, the 
execution of an expert also implies the execution of its learning 
procedure). This constraint is exacerbated when the number of 
experts is large, thus requiring computational resources that 
exceed those available on BMI systems. This is an important 
likely scenario, since the use of a substantial number of models 
can greatly improve the overall system’s performance, and is an 
expected necessity of future BMI systems targeting complex 
human-like motor tasks. Since not all experts can execute in every 
cycle, the problem to be solved consists of quickly and 
dynamically scheduling the right experts at the right time based 
on dynamically changing expert responsibilities. It is important to 
execute as many relevant experts as often as possible since 
continued learning by experts may depend on their execution. 

Much previous work in real-time computing [2,3] proposed 
performance degradation methods to handle overloading, i.e. 
cases when the available resources are temporarily insufficient to 
execute all tasks within desirable deadlines. Period adaptation 
techniques are commonly used to cope with overloads. In this 
paper, we use one such approach, called elastic task scheduling 
[3], to manage MoE systems with limited resources. In elastic 
scheduling, each task is associated with an elasticity factor which 
is used to determine resource utilization to be allocated to a task. 
However, it is not straightforward to set these factors properly to 
achieve desired schedules [2]. 

We consider an expert as a real-time task whose dynamic 
elasticity coefficient is a function of its responsibility. Given the 
need to potentially change the MoE schedule in every cycle and 
the limited time available for its computation, our work addresses 
the issue of dynamically computing optimal schedules as fast as 
possible. For this purpose, this paper builds on results from [2], 
[3] and [5] which show that (1) elastic and other types of adaptive 
scheduling can be formulated as mathematical programming 
problems and (2) the heuristic proposed in [3] solves one 
particular (quadratic) programming problem. The problem of 
determining the periods of real-time tasks in successive cycles is 
thus viewed as the problem of quickly solving a succession of 
optimization problems, i.e., a new optimization problem with 
different objective function coefficients for every BMI cycle. 
Using the task compression (TC) heuristic proposed in [3], each 
of these optimization problems can be formulated and solved in 
O(N2) time where N is the number of experts. However, in 
systems such as BMIs, very limited time is available to solve each 
optimization problem because it is in the critical path of expert 
execution. We propose a new faster heuristic (taking O(N) time) 
that uses optimal-solution sensitivity analysis and prediction of 
responsibilities to enable a simple test to determine the optimal 
schedule at the beginning of most cycles. Our approach proposes 
the use of a responsibility predictor to predict the responsibilities 
of experts prior to each cycle. This enables the use of the TC 
algorithm during the cycle preceding the cycle for which 
responsibilities are predicted. 

The proposed approach minimizes the number of cycles when the 
TC algorithm runs in the critical path of expert execution, 
yielding a computation-efficient implementation of elastic 
scheduling for real-time MoE systems. It does so by efficiently 

detecting when (1) an optimal solution for a given cycle remains 
optimal for the following cycle or (2) an optimal solution 
computed in a given cycle using responsibilities estimated for the 
following cycle remains optimal in the following cycle. The 
computation of the second solution occurs concurrently with 
expert execution. Only in the cases when neither solution is 
optimal, an O(N2) re-calculation is needed at the beginning of the 
cycle. Our heuristic decreases the probability of this re-
calculation which delays the computation of experts. Depending 
on the MoE application, the occasional violation of experts’ 
deadlines due to this re-computation may be acceptable or causes 
little performance degradation (e.g., in the BMI case it may be 
acceptable for the subject to occasionally slow down or correct an 
erroneous incremental movement). 

The remainder of this paper is organized as follows. Section 2 
reviews in more detail the scheduling problem to be solved and 
previous work on which our results are built. Section 3 formulates 
the limited-resource MoE scheduling problem and shows how 
elasticity coefficients are derived from expert responsibilities. In 
Section 4, we introduce a procedure (based on sensitivity 
analysis) to accurately predict when optimal solutions change (or 
not) due to changes in optimization function coefficients. Section 
5 proposes a resource scheduling architecture for MoE systems. 
Section 6 describes a test motor-control MoE system and the 
method used for responsibility prediction. Experimental 
evaluation results using this test system demonstrating the validity 
of our approach are provided in Section 7. Finally, conclusions 
and future work are summarized in Section 8. 

2. PRELIMINARIES 
This section introduces notation, background material from 
related work and assumptions underlying the results of this paper. 

2.1 Mixture-of-Experts Systems 
The Mixture-of-Experts approach [12] is an ensemble method 
based on the divide-and-conquer paradigm, illustrated in Figure 1. 
Instead of seeking a solution that works for all instances of a 
problem, it uses varying combinations of N simpler tasks τi, 
i=1,…,N (i.e. the experts) to solve the problem for subsets of 
those instances. By assigning a responsibility value Ri to each 
expert i, a gating component determines which and how expert 
outputs y1,…,yN  need to be aggregated to generate the output for 
any given problem instance. The gating can be done based on a 
partition of  the MoE’s  input space (input-gating MoE) and/or the  

 
Figure 1. MoE system architecture. A scheduler is needed due 
to insufficient resources to run all experts; it assigns execution 
rates so that only the most responsible experts are executed. 
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relative performance of experts (performance-gating MoE). In an 
input-gating MoE, the most responsible experts are determined by 
the distance between the position of the current input in the input 
space and the input regions for which experts are responsible; 
only a subset of experts needs to be executed. In the other case, a 
performance-gating MoE, either expert performance needs to be 
predicted, or time and resources must be available for all experts 
to execute and their performance to be known.  Since we consider 
resource-limited MoE systems, the focus is on the cases when 
expert responsibilities are known (input-gating MoE) or can be 
predicted after inputs are known but prior to expert execution. 
The aggregation policies, which determine how experts’ outputs 
should be combined to generate a final system output, usually 
depend on the MoE systems and their intended application. 
Examples of aggregation policies include various weighted 
averages of all or a subset of the expert outputs, such as the k-
winner policies considered in Section 3.2.  
In many cases, including the BMI systems of interest, the experts 
must be computed periodically. Each expert could, for example, 
consist of a neural network whose execution can entail running an 
adaptation procedure that allows the neural network to learn over 
time. The learning can be based on supervised learning using the 
expert’s output error in relation to the target output, or 
reinforcement learning which needs reward information from 
previous execution; hence the effective adaptation is only possible 
when the expert’s execution is timely with respect to the events it 
tries to learn regardless of whether it contributes to the final 
output of the system at that time or not. If there are sufficient 
computing resources, all experts are computed in parallel in every 
cycle but, if the resources are limited, only a subset of them can 
be computed in every cycle and the remaining ones can only 
execute at slower rates. In the latter case, as illustrated in Figure 
1, a scheduler must determine which and when experts are to be 
executed to minimize the impact of limited resources in the 
quality of system outputs.  
In general, resource limitations may be inherent in several types 
of MoE systems, namely: 

• MoE systems with a very large number of experts so that  the 
number of experts to execute in parallel can easily exceed 
the capacity of available resources. BMI systems [9] would 
fall in this category, for example when implemented as a 
mobile assistive device to help a paraplegic achieve 
sophisticated control of robotic prosthetics. 

• MoE systems where each expert is a computationally 
challenging task. Resource constraints limit the execution of 
such systems with even small number experts (in the scale of 
tens). Examples are the ensemble forecasting systems 
reported in [8,14,18]. 

• Embedded MoE systems. Many of these systems operate 
under resource-constrained conditions in terms of memory, 
computational capacity and power. 

2.2 Task Period Adaptation in Overloaded 
Real-Time Systems 
Buttazzo et al. [3] proposed the “task compression” (TC) 
algorithm to compress the utilization of tasks down to a desired 
value as a result of temporary system overloads. In this algorithm, 
the elasticity coefficient determines the decrease in task’s 

utilization as a fraction of the total decrease in the utilization of 
all tasks needed to bring down the overall utilization of the 
system; the experts with the same elasticity coefficient are 
compressed equally regardless of their current utilizations. 
In most previous work related to elastic scheduling [3,5], the 
elasticity coefficients are statically set at system design or 
configuration time and are usually related to the utilization 
requirements of the tasks. The task elasticities generally 
correspond to the reciprocal of the task importance. However, our 
MoE scheduling scheme is based on an elastic scheduling 
approach where task elasticitites are not static in nature and, 
instead, they can change in every cycle. The elasticities are 
functions of the responsibilities of the experts and scheduling 
decisions for a given cycle cannot be done until task 
responsibilities are updated at the beginning of that cycle.  
Another difference between our work and previous work is in the 
nature of the system overloading which, in the case of MoEs with 
limited resources, is permanent rather than temporary. 
Recent work by Chantem et al. [5] proves that the TC algorithm 
in [3] yields an optimal solution to a quadratic programming 
problem of minimizing the total perturbation of task utilizations in 
the system. Based on this insightful result, we view the MoE 
adaptive scheduling challenge as that of solving a series of similar 
quadratic programming problems differing only in their objective 
functions’ coefficients. 

3. REAL-TIME SCHEDULING OF MoE 
SYSTEMS WITH LIMITED RESOURCES 
In this section, we focus on the scheduling of MoE systems when 
their resources are not sufficient to execute all experts 
simultaneously. The goal is to execute a subset of experts deemed 
most responsible to produce the system output at a given cycle 
while scheduling the other experts according to policy-dependent 
criteria discussed in Section 3.2. 

3.1 Problem Formulation 
We resort to commonly used notation to describe periodic real 
time systems. In general, we consider a real-time MoE system 
with N tasks τ1,...τΝ and M processors (M < N). We use the terms 
task and expert interchangeably, unless otherwise stated. A real-
time task τi is characterized by a 6-tuple: [Ci, Timin, Timax, Ti(t), 
Ri(t), wi(t)] where Ci 

is the worst-case execution time, Timin 
is the 

minimum acceptable period and Timax is the maximum allowable 
period of the task. At any particular cycle t, Ti(t) 

specifies the 
period of the task and its deadline, and Ri(t) (0 ≤ Ri(t) ≤ 1) denotes 
the responsibility of the task assigned dynamically by the gating 
component. In the case of MoE systems, wi(t) = f(Ri(t)) is the non-
negative weight of the task defined as a function of the task’s 
responsibility at cycle t. The utilization Ui of the real-time task is 
the ratio between the task’s worst-case computation time and its 
period. Uimax and Uimin are defined similarly, corresponding to the 
cases when the periods are Timin and Timax, respectively. 
We are interested in providing schedules for real-time tasks while 
minimizing the cumulative (weighted) changes in task utilization 
and keeping changes within their allowed ranges. This constraint 
optimization problem can be expressed as the following quadratic 
programming problem first described in [5]: 
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where wi ≥ 0, w={w1,…,wN} and Ud 
is the desired total utilization 

which in this case is M, i.e. the total resources available to deploy 
the system. The task elasticities are captured by the reciprocal of 
the weights wi = wi(t) 

used in the objective function. The 
following theorem (first provided in [5]) shows that solutions to 
P(w) obtained by the TC heuristic are globally optimal. A proof, 
slightly different from [5], is provided in the Appendix. 

Theorem 1 [5]: Any solution from the TC algorithm proposed in 
[3] solves P(w) when∑ =

=
N

i di UU
1

. 

If the function that maps responsibilities to weights is known, 
then the TC algorithm can also be used to schedule MoE systems. 
Intuitively, large responsibilities should correspond to large 
weights but specific mappings are needed for different types of 
MoE systems. They are proposed in Section 3.2.  

Solving the problem of scheduling MoE tasks in successive cycles 
can be viewed as solving a succession of quadratic programming 
problems P(w(t)) to P(w(t+n). These problems are similar to 
P(w), differing only in the weights in their objective functions 
(Figure 2). Using the TC heuristic to solve each of these problems 
takes O(N2) time which is excessive if needed  at the beginning of 
every cycle and N is large. The challenge is then to use the TC 
heuristic on as few cycles as possible and, in most cycles, to use a 
faster approach. The proposed solution is discussed in Section 4. 

In summary, to formulate the limited-resource MoE scheduling 
problem as P(w) we need to devise a mapping of responsibilities 
to weights (Section 3.2) and to solve P(w(t)) in every cycle t we 
need to devise a fast heuristic for its solution (Section 4). 

3.2 Elasticity Coefficients in MoE Systems 
A naïve approach to derive task weights w from responsibilities R 
would be to simply let w=aR for some constant a. It turns out that 
such mappings lead to incorrect schedules. For example, if a 
winner has a low responsibility value, it would get a low weight. 
This would imply a low execution rate for the expert and its 
failure to run in the cycle for which it is a winner. The mapping of 
the responsibilities of experts to task weights depends on how 
experts’ outputs are aggregated. Although this mapping may also 
exhibit dependencies on the MoE system, the approaches 
described here can be used as a basis upon which application-
specific constraints can be added. 

For the purposes of this paper we can categorize expert output 
aggregation policies into the following two types: k-winners and 
relevant-experts policies. With k-winners policies, some criteria 
are used to always select only k out of N experts to generate the 
final output of the system. For example, the experts with the k 
highest-valued responsibilities could be chosen. These policies 
can be further classified into two distinct subcategories according 
to whether, for learning purposes, the outputs of the (N - k) non-
winner experts  should be weighted equally or  in proportion to 
the experts’ responsibilities. In contrast,  relevant-experts  policies  

 
Figure 2. The MoE scheduling problem as a sequence of 

mathematical programming problems with different values of 
wi for cycles starting at t, t+1, …, t+n. 

combine outputs from all experts. In this policy, although outputs 
from all experts are needed to generate the system output, the 
system output may be largely determined by only a subset of the 
experts whose responsibilities exceed a cycle-dependent threshold 
(either individually or collectively).  In such cases, the number of 
experts that must be executed in each cycle varies across cycles. 
This policy can thus be viewed as a k-winners policy where the 
number k changes in every cycle. 

For any of the policies under consideration, the viability of an 
MoE system with limited resources rests on the assumption that, 
at any given cycle, there are enough resources for execution of at 
least k out of N experts. The scheduler has to make sure that the 
right k experts can deliver their results within the strict real-time 
deadline. Therefore, we need to allocate the maximum utilization 
required to these experts, and the remaining resource utilization 
can be distributed to the others based on other criteria. The two 
variants of the k-winners policy are considered first, followed by 
the relevant-experts policy: 
Policy I: k winners/equal-weight non-winners.  
In this case the weights of the k winners are set to infinity since 
these experts must be executed to insure proper operation of the 
system. Since the elasticity coefficient is the reciprocal of the 
weight, the elasticity coefficients of winners are set to zero. 

winnersiEw ii ∈∀=∞= 0,  
For the non-winners, their weights need to be all identical since it 
is desirable to execute all of them as often as possible–this 
requires a fair-share allocation of the remaining resource 
utilization. This requirement is met by setting the weights of non-
winners as the inverse of the total number of non-winners. 

winnersnoni
winnersnon

wi −∈∀
−

=
#

1
 

Policy II: k winners/unequal-weight non-winners.  
Similarly to the previous policy, the weights of winners are set to 
infinity. 

winnersiEw ii ∈∀=∞= 0,  
The non-winners get a fraction of the resource utilization based 
on their responsibilities. Thus their weights are set as  
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This favors experts that could become winners in future cycles if 
additional learning is made possible. It is also conceivable that in 
some MoE systems it may be better to assign more utilization to 
the least responsible experts so that they can catch up in their 
learning. From a scheduling standpoint, this would require the 

74



mapping to use (1-Ri) instead of Ri in both the numerator and 
denominator of the above expression.  
Policy III: relevant experts.  
With this policy, each and every expert contributes to the 
system’s final output. Missing the execution of any given expert 
could result in an inaccurate final output if that expert is relevant 
enough. However, if at most k experts could be relevant enough, 
then the weights for this policy can be assigned in the same 
manner as for policy II.  In other words, such systems would first 
require the identification of k as an upper bound of the number of 
relevant experts and then use the mappings proposed for policy II. 
After the experts’ elasticities are assigned using the above 
approach, our adaptive real-time scheduler can use the TC 
algorithm to properly adjust the periods of expert tasks to ensure 
that the entire task set is schedulable with the available resources. 
The earliest deadline first (EDF) heuristic scheduling is then used 
to select experts to execute in each cycle. The release of a new 
task is allowed only at the beginning of the cycle to guarantee no 
preemption after the experts are selected to execute in that cycle. 
This is required because expert outputs must be available during 
the cycle in which their executions are started. 

4. SENSITIVITY ANALYSIS FOR MoE 
SCHEDULING 
While the TC algorithm delivers impressive performance in 
solving P(w), it is still too expensive to run the algorithm at the 
beginning of every MoE system cycle. In this section, we provide 
a sensitivity analysis procedure to determine whether the 
optimality of a known solution of P(w) is disturbed by the 
changes of weights in the optimization function. If the optimality 
is not affected then the solution can be reused for a new cycle 
without need for re-optimization. 

The Karush-Kuhn-Tucker (KKT) conditions [1] were used to 
derive our procedure to analyze the sensitivity of a given optimal 
solution when weights change. From Theorem 1, the task 
utilizations obtained by the TC algorithm satisfy the KKT 
conditions of P(w) which are as follows: 

0
1

=−∑
=

N

i
di UU   

(1) 

α − βi + γi − 2wi(Uimax  –  Ui)  =  0     (2) 

βi  ≥ 0, γi  ≥ 0                                    
 (3) 

(Uimin - Ui)βi = 0                 (4) 

(Ui - Uimax)γi = 0                                   

for i = 1,…,N      

(5) 

Since these KKT conditions ((1) to (5)) are known to be sufficient 
and necessary for the optimality of a solution of a convex 
optimization problem, such as P(w) [5], our procedure described 
below is exact; it yields neither false negatives nor false positives. 

When the coefficients of the objective function of problem P(w) 
change from w to w’, the KKT condition in (2) becomes 

α − βi + γi − 2wi’(Uimax  –  Ui)  =  0  (6) 
If the optimal solution Ui

* for P(w) satisfies this modified KKT 
condition, then we can conclude that it is also the optimal solution 
for P(w’). For each expert, three cases can occur: 

Case 1: Ui
* = Uimax 

We have βi = 0, α = −γi and, from (2), we have -2wi’(0)=0. As a 
result, for the task with the maximum utilization, changing its 
weight will not affect the optimality of the current solution. It is 
then not necessary to check the optimality condition of this task. 
Case 2: Uimin < Ui

* < Uimax 
We get γi = 0, βi = 0,

 
and α = 2wi(Uimax-Ui

*) from (2). When the 
weight of the task i is updated, we have (6) as: 

0)('2)(2 *
max

*
max =−−− iiiiii UUwUUw

 which always holds when wi’ = wi. Hence, as long as the weight 
of the task remains the same, the condition still holds.  

Case 3: Ui
* = Uimin  

We get γi = 0
 
and α−βi = 2wi(Uimax-Ui

*) from (2). Equation (6) 
becomes the same as for Case 2 thus leading to the same 
conclusion as for Case 2.  

From the above discussion, given that the weights are assigned as 
described in Section 3.2, we conclude that the solution to P(w’) is 
the same as the solution to P(w) if and only if for all changed 
weights, i.e.  wi’ ≠ wi, we have Ui

* = Uimax. This is the basis for a 
simple sensitivity analysis procedure: 

Sensitivity Analysis Procedure 
stillOptimal = true; 
i  1; 
while i ≤ N and stillOptimal  
     if (Ui

*
 ≠ Uimax) and ( |wi’ - wi| > 0) 

          stillOptimal = false; 
    end 
end 

According to the analysis procedure, whenever there is an update 
of the tasks’ responsibilities, we need to check the optimality 
condition for those tasks with utilization less than Uimax. If the 
weights wi of all those tasks satisfy the condition |wi’ - wi| ≤  0, 
we do not need another TC execution to adjust the tasks’ periods. 
This statement is always true because the mapping of 
responsibilities to weights (Section 3.2) guarantees that there must 
be k experts with infinity weights in every cycle. The sensitivity 
analysis is very inexpensive as it takes O(N) time. For k-winner 
policies, it can be further simplified because the assignment of 
Ei=0 to the winners implies the maximum allocation of utilization 
(Uimax) by the TC algorithm. Therefore a winner’s utilization 
never needs to be checked if the expert remains a winner. For k-
winner the policy where the non-winners are given equal weights, 
it suffices to check whether the set of winner experts remains the 
same. The identification of winners and the mapping of 
responsibilities into weights also takes O(N) time. 

5. MoE RESOURCE SCHEDULING 
ARCHITECTURE AND HEURISTIC 
The proposed resource scheduling architecture for MoE systems 
is shown in Figure 3. There are four main components in our 
architecture: an MoE system, an adaptive real-time scheduler 
(ARS),   a   responsibility   predictor (RP)   and   a   logging   and 
monitoring module (LMM). In each cycle, the expert 
responsibilities R(t)={R1(t),…RN(t)}, together with information 
about the MoE policy and available resources are used to define a 
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new optimization problem P(w(t)) for the cycle at time t. The 
ARS 

 
Figure 3.  Resource scheduling architecture for MoE systems 

and the RP components implement our proposed heuristic as 
described by the flowchart in Figure 4. The ARS first checks if one 
of two candidate optimal schedules is the solution of P(w(t)). If the 
test result is negative, the ARS executes the TC algorithm to get a 
new optimal schedule for P(w(t)). The optimal schedule used for 
P(w(t)) becomes the first candidate schedule for the following cycle. 
Using slack time or scheduled time before the new cycle begins, the 
RP utilizes logs of historic input data and performance data, 
collected by the LMM, to estimate the next responsibilities 
pred_R(t+1). These estimated responsibilities can then be mapped 
to a set of weights (pred_w(t+1)), and allow the ARS to use the TC 
algorithm to produce a second candidate schedule for the following 
cycle. In the case when the slack time is not available, the 
scheduling algorithm can easily be changed to allocate time and a 
processor to compute this predicted schedule outside the critical 
path of (and concurrently with) the computation of experts.  
In general, future responsibilities are directly estimated from past 
responsibilities and the relationship among experts must be 
explicitly taken into account in the RP’s prediction algorithm to 
achieve accurate prediction results. However, for input-gating MoE 
systems, we can implement the RP in an indirect way by estimating 
future inputs to the gating component and then use a function 
similar to the gating component to generate estimated 
responsibilities. In the following sections, we investigate an 
implementation of an indirect RP and its benefits.  The study of the 
RP for direct prediction of responsibilities is beyond the scope of 
this paper and left for future work. 

6. TEST MoE SYSTEM 
The performance of our approach necessarily depends on the 
MoE system application. However, it  is  useful to consider a  
particular test application that includes key characteristics and 
dynamics of real  MoE  systems  to  gain  insights  on  both   the  
accuracy  and  

 
Figure 4. Flowchart of the heuristic in each cycle (TC(P(w(t)) 

stands for solutions of P(w(t)) using the TC algorithm) 

 
Figure 5.  Mappings of commands into next positions in 

different experts  

timeliness of the proposed scheduling mechanism and issues that 
require further research.  The test system is described in Section 
6.1 and its implementation is explained in Section 6.2. 

6.1 Description of the Test MoE System 
We created a simplified Mixture-of-Experts application for 
controlling the movement of an agent (e.g. a robotic arm) in 2D 
space based on the architecture proposed in [19].  Each expert i is a 
forward model of the agent motor control. It takes the agent position 
(xt,yt) at time t and a motor control command St to create an agent 
position (x’t+1,y’t+1)i at time t+1. The gating component of this MoE 
system uses the value of the behavioral context signal at time t, Ct, 
to determine the responsibilities of forward models at time t which 
are then used by an MoE policy to combine outputs from forward 
models to the final predicted next position (x’t+1,y’t+1). 
There are eight possible commands for the agent’s movement: north 
(N), north-east (NE), east (E), south-east (SE), south (S), south-west 
(SW), west (W), and north-west (NW). The behavioral context [13], 
such as the ordinal position or temporal proximity of the agent to its 
reward, has some effects on the magnitude of agent’s movement in 
the direction specified by the issued command.  Applying the same 
command at some time t to the same position of the agent in 
different contexts will lead to different positions at time t+1. Figure 
5 shows an example of possible mappings of commands into next 
positions for different forward models. In each command mapping, 
a black dot represents the current position of the agent and grey dots 
are the estimated next positions of the agent after each command is 
applied.  
In this system, an expert performs a soft learning—learning in 
proportion to its responsibility—to produce more accurate output. It 
adjusts itself using the error of its output compared to the actual next 
position (xt+1,yt+1) of the agent. A complete diagram of components 
of this test MoE system is shown in Figure 6. We used five forward 
models (N=5) and three processors (M =3) for all experiments in 
Section 7. We implemented Policies I and II discussed in Section 
3.2 with k set to 2 (we consider Policy III the same as Policy II). 

 
Figure 6.  Test MoE system 
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6.2 The Implementation of Test MoE System 
We implemented each forward model (expert) as a single layer 
neural network using the least mean square (LMS) method for 
gradient-descent-based learning. These experts have similar 
structure but different network weights. During the batch training 
phase, the gating component applies the K-Mean clustering 
algorithm [10] to samples of the contextual signal to cluster them 
into 3 clusters. The gating component then maps two experts to 
each of the first two clusters and assigns the remaining expert to 
the last cluster. Each expert is trained with values of the 5-tuple 
(xt, yt, St, x’t+1, y’t+1), representing command mappings from its 
associated  cluster,  to  get   an   initial  assignment  of   its   
neural network weights. During the testing phase, the gating 
component assigns the responsibilities to experts according to the 
Euclidian distances between a test sample of the contextual signal 
and the centroids of the experts’ clusters. The smaller the 
distance, the higher the expert’s responsibility will be. In this case 
the gating component defines a soft boundary of the contextual 
signal and assigns each subspace to relevant expert.  

Without loss of generality, we set the starting position of the 
agent at (0,0). The command signal is a uniformly distributed 
random signal. The actual position signal is generated using a 
similar MoE system whose experts have ideal network weights. 
To capture various dynamic behaviors of realistic MoE systems, 
four types of contextual signals, shown in Figure 7 and 8, are 
considered: 

• Context1: the contextual signal changes gradually. The 
ranking of experts according to their responsibilities remains 
the same for several successive cycles. A signal in this 
category can be simulated as a bounded random walk signal. 

• Context2: the contextual signal still changes gradually as in 
Context1, however larger relative drifts can occur, 
potentially causing sudden switching between winner experts 
and non-winner experts. The univariate time series data set D 
from the Santa Fe Time Series Competition [17] and a 
bounded random walk signal were added to generate this 
signal type.  

• Context3: the contextual signal has relatively high-
dimensional and nonlinear dynamics. The ranking of expert 
responsibilities changes arbitrarily most of the time. A signal 
in this type was sampled from the previously mentioned 
Santa Fe Competition dataset D.  

• Context4: the contextual signal is totally random and the 
responsibilities of experts also change arbitrarily. We use a 
white Gaussian signal as an example. This is the case where 
prediction is most challenging since not much can be 
inferred from past responsibilities.  

7. EXPERIMENTAL RESULTS 
The test system described in the previous section was used to 
answer the following questions about the effectiveness of the 
proposed scheduling approach and architecture: 

• When used in the TC algorithm, do the weights generated 
from responsibilities (as described in Section 3.2) lead to the 
execution of the most responsible experts in each cycle? 
(Section 7.1) 
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Figure 7. Top to bottom: contextual values (y-axis) of 1000 

cycles   (x-axis)  
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Figure 8. Responsibilities of experts (y-axis) for contextual 

signals in Figure 7; only 3 out of 5 experts and 50 out of 1000 
cycles (x-axis) are shown to avoid cluttering the plots. 

• How does the quality of outputs of the limited-resource 
system compare to that of the unlimited-resource system? 
(Section 7.2) 

• How much does our heuristic reduce the scheduling time 
overhead in the critical path of the execution of experts 
(versus always using the TC algorithm)? (Section 7.3) 

7.1 MoE Scheduling 
To assess whether the proposed assignment of elasticity 
coefficients leads  to  the  scheduling of  the  right experts in  each 
cycle, we consider 5 experts, with the same set of timing 
parameters Ci = 0.8, Timax = 4, and Timin = 1, on 3 processors. The 
cycle time is 1. We ran 50 distinct 1000-cycle experiments for 
each combination of  contextual  signal  types  and MoE  policies.  
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Figure 9. Average percentage of cycles that do not execute all 

winners correctly from 50 1000-cycle experiments. 

A cycle is considered as correctly scheduled if the two experts 
with the largest responsibilities are scheduled and finish their 
executions before the beginning of the next cycle. We recorded 
the number of incorrect cycles from each experiment and 
calculated the average percentage of incorrect cycles from all 50 
experiments (Figure 9).  

It is clear that there are a negligible number of cycles when at 
least one winner is not executed correctly when scheduling the 
test MoE system using our approach, regardless of MoE policies 
and characteristics of MoE responsibilities. In fact, these incorrect 
cycles occur when we have to choose two winner experts for the 
cluster that only has one expert assigned to it—the last cluster as 
mentioned in Section 6.2. When the contextual value falls in such 
cluster, the responsibilities of other experts not belonging to that 
cluster are similarly insignificant and hence these experts end up 
having almost the same task periods; their deadlines are in close 
proximity. As a result, the scheduler can erroneously execute an 
expert other than the second winner. However, in cases such as 
this, it is unlikely that the non-execution of the second winner will 
hurt system performance. 

7.2 MoE System Accuracy 
In order to prove that the use of limited resources in the test MoE 
system causes negligible degradation of system accuracy (when 
compared to the MoE system with unlimited resources), we show 
in Table 1 the statistics of the absolute percent errors of the 
system outputs (only errors in the x-axis outputs are shown due to 
space limitations) in the test cases from Section 7.1. The absolute 
percent error (δ) is defined as follows: 
       δ = │(outputunlimited – outputlimited)  ⁄ outputunlimited │* 100 
The average δ is minimal (< 7%) for all cases and most of the 
error occurs in the cycles when experts are learning1; the output 
error is zero after the weights of the experts converge since the 
right experts always get scheduled.  

Table 1. The absolute percentage error between outputs of the 
test system with limited and unlimited resources. 

Policy I Policy II/III  
Context Average Stdev Average Stdev 

1 0.19 0.23 0.43 0.73 
2 0.54 0.79 0.43 0.43 
3 1.51 2.78 3.28 2.72 
4 2.99 2.01 6.04 5.99 

                                                                 
1 In our experiment, noise is periodically injected into the values 

of the weights of the ideal experts to capture the need for 
dynamic learning. 
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Figure 10. From top to bottom: final system outputs (only x-

values are shown) for resource-limited cases Limited1, 
Limited2 and Limited3 (dotted lines) versus the unlimited-

resource case (solid lines). 

We also confirm the necessity of executing other relevant experts 
whenever possible by comparing our system output (Limited1) 
with the outputs when only two winners are executed (Limited2) 
and  when  the  third  expert  is  chosen  arbitrarily  (Limited3)  in 
Figure 10. The final outputs from Limited1, Limited2 and 
Unlimited case are alike. However, when  an  expert that has  
hardly  ever  been  a winner  in  previous  cycles  becomes  a  
winner,  the  difference between Limited2 and Unlimited outputs 
can be up to 3 times the difference between Limited1 and 
Unlimited outputs; the degradation happens because the winner 
has not learned enough to produce a good result. For the Limited3 
case, although non-winner experts got a random chance to 
execute and adapt, one expert might get scheduled much more 
often than others. This differs from Limited1, where experts get 
fair chances, such that the other rarely selected experts cannot 
perform well when they become winners. Additionally, it is 
possible that an expert learns too much knowledge that is 
irrelevant to its associated context cluster—this may compromise 
its ability to create accurate outputs in its context. 

7.3 MoE Scheduling Timeliness 
In this experiment, we used our test MoE system to demonstrate 
the benefits of using sensitivity analysis and responsibility 
prediction to reduce scheduling overhead in the critical path of 
expert execution.  

We use the test system with four types of contextual signals to 
represent MoE systems ranging from a “well-behaved” case, i.e. 
when responsibilities vary gradually, to a hypothetical “worst 
possible case”, i.e. when responsibilities change completely 
randomly. Our responsibility predictor implements a 3rd-order 
adaptive FIR filter with gradient-descent learning. It predicts the 
next context from 3-tap delay of past contextual values and uses a 
function similar to the gating component to generate next 
responsibilities from the predicted contextual value. The same test 
settings of Section 7.1, 50 1000-cycle experiments for each policy 
and contextual signal type combination, are used. If we schedule 
the test MoE system using only elastic scheduling, the TC 
algorithm runs at the beginning of every cycle (=1000 times per 
experiment). We recorded the number of cycles in which we can 
avoid executing the TC algorithm at the beginning of the cycle in 
the following three cases: when we apply the sensitivity analysis 
to check the optimality of (1) only the schedule from prior cycle 
(Prev), (2) only the tentative schedule from predicted 
responsibilities (Pred) and (3) both schedules (Both). The results 
are shown in Figure 11. 

78



First, let’s consider the effect of MoE policies on TC savings 
gained from the heuristic. For Policy I, 2 winners with equal-
weight non-winners, the TC savings are highest compared to the 
other two policies for all types of contextual signals. Since all 
non-winner experts are assigned the same elasticity coefficients, 
as long as the winners remain the same from cycle to cycle, there 
is no change in weights of the optimization problem P(w) and 
effectively no change in the optimal schedule. The responsibility 
predictor, in this case, needs to be accurate enough to get the 
relative order among experts correctly rather than to predict 
precise responsibilities of experts. This is the reason why we 
observe great TC savings in Policy I for up to 90% of cycles. For 
Policy II/III, 2 winners with nonequal-weight non-winners and 
relevant experts, slight changes in non-winner responsibilities can 
result in the change of the optimal schedule and, for this reason, 
the amount of TC savings in these two policies are not as major as 
those in the first policy.  

Next, we compare TC savings among different types of 
contextual signals. In Context1 and Context2, since the 
responsibilities of experts change rather gradually, it is more 
likely that we can reuse one of two pre-computed optimal 
schedules. On the other hand, Context3 and Context4 exhibit 
higher chances in winner switching, so TC savings from these two 
cases are not as significant as those from the first two. Overall, 
combining Prev and Pred can certainly provide noticeable 
reduction of scheduling overhead. The highest improvement when 
checking both schedules instead of just either one happens in the 
case with Context4 in Policy I. The cycles saved by Pred partially 
complement the cycles saved by Prev and Both offers enhanced 
TC savings especially when the responsibilities often change 
arbitrarily as in Context3 and Context4.  

In systems where the need to run the TC algorithm in a particular 
cycle implies either the violation of a deadline or an erroneous 
result, the amount of TC savings has a direct impact on system 
quality. In some cases the MoE system application can tolerate 
x% of cycles with deadline misses or degraded performance. The 
value of x, the kind of policies and the type of contextual signals 
will determine whether the heuristic proposed in this paper will 
enable the deployment of the MoE system application with 
limited resources. For example, when Policy I is used with 
contexts 1 and 2, as is the case for previously proposed BMI 
models [19], Figure 11 shows that the value of x could be as small 
as 10%, which is considered acceptable in BMI experiments. Our 
heuristic may be less useful to MoE systems using Policies II or 
III and highly dynamic and hard-to-predict contextual signals, as 
shown in the rightmost cases of Figure 11. It remains an open 
question whether significant improvements of these cases are 

possible through the use of better schedule predictors. In the 
absence of such techniques, our approach, even when yielding 
modest savings, may still be preferable in some applications to the 
alternative of having a missed deadline in every cycle. 

8. CONCLUSIONS AND FUTURE WORK 
This paper considers the problem of executing MoE systems 
whose resources are limited and insufficient for the execution of 
all experts in every single cycle. This is a real-time scheduling 
problem where the responsible experts must be executed in every 
cycle and others can be executed less frequently. In applications 
with very small cycle times, it is not only necessary to find an 
appropriate schedule, but also to find it as fast as possible. Based 
on previous results in elastic scheduling, this challenge can be 
formulated as a succession of mathematical programming 
problems, each of which can be solved by the O(N2) TC 
algorithm. Our proposed work shows that many of these 
individual mathematical problems can instead be solved by a 
novel simple O(N) heuristic consisting of easy tests of necessary 
and sufficient conditions for previously computed solutions to 
remain optimal. At each cycle, two known solutions are 
considered as candidates—the solution used for the previous 
cycle and a solution computed in the previous cycle using 
predicted responsibilities. The TC algorithm is executed only 
when neither candidate solution remains optimal once the real 
responsibilities become available. This approach greatly reduces 
the time needed to compute new schedules, thus decreasing the 
probability of deadline violations due to time spent in finding a 
schedule. Our evaluation provides a quantification of these time 
reductions for a BMI-like motor-control application and confirms 
that they can be significant even when small numbers of experts 
are involved. Since future BMI systems could have thousands of 
experts and insufficient resources, we believe that our results will 
be important in enabling such systems. Our results can potentially 
be used in other applications of elastic/adaptive scheduling. From 
a higher level perspective, by establishing a connection between 
expert responsibilities and scheduling weights, we have provided 
a paradigm where management of system resources can be 
directly connected to perceived system performance. BMI 
systems are a good illustration of this paradigm but other potential 
ones exist, such as resource-limited embedded systems, cyber-
physical systems, and large-scale simulations based on multiple 
models.  
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APPENDIX 
Theorem 1: Any solution from the TC algorithm proposed in [3] 
solves P(w) when∑ =

=
N

i di UU
1

. 

Proof: We know that the utilization of a task can fall into one of 
three cases: Ui

* = Uimin, Ui
* = Uimax, and Uimin < Ui

* < Uimax. 
Consider the case when Uimin < Ui

* < Uimax, we know that βi = 0 
and γi = 0 from (4) and (5), so we can rewrite (2) for this case as:  

i
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UU
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 where α  is a function of wi               (7) 

Then sum (7) for all tasks i such that Uimin < Ui
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Substituting (8) in (7):  
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                 (9) 
When wi = 0, the denominator of the latter term in the right hand 
side of (9) is 1. The TC algorithm in [3] divides a set of periodic 
tasks into two sets: a set of fixed tasks having minimum utilization 
(Ui

* = Uimin) or zero elasticity coefficients (Ui
* = Uimax) and a set of 

variable tasks that can still be compressed (Uimin < Ui
* < Uimax). The 

formula used to calculate the utilizations of the tasks in the second 
set is the same as (9) when ∑ =

=
N

i di UU
1

* . This proof shows that 

any solution Ui
* to the problem needs not satisfy Ui

* ≠ Uimax as 
stated in Lemma 1 of [5]. The condition Ui

* = Uimax can occur in our 
case for some i.                                                                               □ 
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ABSTRACT
We consider an anytime control algorithm for the situation
when the processor resource availability is time-varying. The
basic idea is to calculate the components of the control in-
put vector sequentially to maximally utilize the processing
resources available at every time step. Thus, the system
evolves as a discrete time hybrid system with the particular
mode active at any time step being dictated by the proces-
sor availability. We extend our earlier work to consider the
sequence in which the control inputs are calculated as a vari-
able. In particular, we propose stochastic decision rules in
which the inputs are chosen according to a Markov chain.
For the LQG case, we present a Markovian jump linear sys-
tem based formulation that provides analytical performance
and stability expressions. For more general cases, we present
a receding horizon control based implementation and illus-
trate the increase in performance through simulations.

Categories and Subject Descriptors
J.2 [Computer Applications]: Physical Science and En-
gineering—Engineering

General Terms
Algorithms, Design

Keywords
Anytime Algorithms, Control

1. INTRODUCTION
Networked and embedded control has now become a ma-

jor research area (see, e.g., the special issues [1, 2] and the
references therein). A viable design theory for such systems
will require a confluence of techniques from control, commu-
nication, and computation. In this paper, we are interested
in the problem of control in the presence of limited and time-
varying availability of processing power that arises in these
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personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
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HSCC’10, April 12–15, 2010, Stockholm, Sweden.
Copyright 2010 ACM 978-1-60558-955-8/10/04 ...$10.00.

systems. Since micro-processors in networked and embedded
systems are responsible for multiple functions such as con-
trol, communication, data fusion, system maintenance and
so on, the implicit assumption traditionally made in control
systems about the presence of a dedicated processor that is
able to execute any desired control algorithm at every time
step no longer holds. Another reason for the importance
of the problem in networked systems is the competition for
shared processor resources between multiple control tasks if
a remote controller controls many devices.

Owing to its importance, there are a growing number of
works that have considered the problem of constrained avail-
ability of processing resources for a control algorithm. The
impact of finite computational power has been looked at
most closely for techniques such as receding horizon control
(RHC). McGovern and Feron [18, 19] presented bounds on
computational time for achieving stability for specific opti-
mization algorithms, if the processor has constant, but lim-
ited, computational resources. Henriksson et al [12, 13] stud-
ied the effect of not updating the control input in continuous
time systems for the duration of the computational delay for
optimization algorithms based on active set methods.

Another stream of work is the development of anytime
algorithms that provide a solution even with limited pro-
cessing resources, and refine the solution as more resources
become available. Such algorithms can tolerate fluctuating
processor availability, and are, thus, very popular in real-
time systems (see, e.g., [14, 15, 20, 26, 28] for applications
in some representative areas). In control, however, there
are very few methods available for developing anytime con-
trollers. A notable work is that of Bhattacharya et al [3] who
focused on linear processes and controllers, and presented
a controller that updated a different number of states de-
pending on the available computational time. However, the
available computational time was required to be known to
the controller a priori. Another important work is that of
Greco et al [9], who proposed switching among an existing
set of controllers that may require different execution times
but yield increasingly refined performance. Conditions on
the switching sequence to guarantee stability were provided.

A related stream of work in this area is that of event-
triggered and self-triggered control systems [24, 25]. In such
systems, a control input is calculated aperiodically, depend-
ing on the process state. Although this leads to infrequent
computations (and, hence, better processor utilization for
the same control performance), it is still assumed that the
control input can be calculated whenever required. Finally,
we would like to mention the related work in scheduling of
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control tasks [4, 6, 23] that looks at the problem of processor
queue scheduling, when control calculation is merely one of
the tasks in the queue.

In this paper, we concentrate on the following question:
how do we guarantee good control performance, when the
processor availability is time-varying in an a priori unknown
fashion? To solve this problem, we develop on our work
in [11] that presented an anytime control algorithm, that
guarantees better performance as more processing time be-
comes available. The basic idea is to calculate the control
inputs sequentially. Thus, at every time step, the system
evolves through one of various modes, each corresponding
to a different number of control inputs that can be com-
puted in the available processing time. The specific mode
that is active at any time step is dictated by the processor
availability. However, as against [11], we do not assume a
fixed priority for calculation of the control inputs. Within
the constraints imposed due to the processor availability, se-
lecting which input to update first is a design variable. In
this paper, we present analysis results when this selection
rule is stochastic in nature. In particular, by considering
rules that have memory, we are able to expand the stability
region and obtain better performance. The analysis for the
Linear Quadratic Gaussian (LQG) case utilizes a Markovian
jump linear system framework. For more general cases, we
consider a receding horizon control formulation and illus-
trate the performance gain numerically.

The paper is organized as follows. We begin in Section 2
by formulating the problem. In Section 3, we present the
proposed algorithm, and analyze the performance. The al-
gorithm for the unconstrained LQG case and the associated
stability and performance results are provided in Section 3.1.
We then illustrate how to extend the algorithm to the case
when the state and control inputs are constrained, by using
an RHC formulation in Section 3.2. We numerically illus-
trate the improvement in performance using the proposed
algorithm in Section 4. Finally, Section 5 presents some
directions for future work.

2. PROBLEM FORMULATION
Process Model: In this paper, we focus on linear pro-

cesses. Consider the process

x(k + 1) = Ax(k) +Bu(k) + w(k), x(0) (1)

with the state x(k) ∈ Rn, the control input u(k) ∈ Rm

and the process noise w(k) modeled as Gaussian and white
with zero mean and covariance Rw. The initial state x(0)
is modeled as Gaussian with mean zero and variance Π(0).
The state and control input may additionally have to satisfy
constraints of the form h(x(k), u(k)) ∈ S for some set S. If
such constraints are absent, we will refer to the problem as
unconstrained ; otherwise the problem will be referred to as
being constrained. The control input needs to be calculated
to minimize a cost function of the form

J = lim
Nh→∞

1

Nh

“NhX
k=0

E
h
xT (k)Qx(k) + uT (k)Ru(k)

i
+ E[xT (Nh + 1)PNh+1x(Nh + 1)]

”
, (2)

for given positive definite matrices Q, R and PNh+1, where
the expectation is taken over the process noise w(k) and the
initial state x(0). If the cost J is bounded, we say that the

process is stable. We assume that the pair (A,B) is control-
lable. For pedagogical ease, we assume full state feedback
at the controller, although the arguments can be easily gen-
eralized. Finally, we assume that R is a diagonal matrix.

Processing Time Availability: In the classical formu-
lation, it is assumed that sufficient processing resources are
available so that the controller can implement any algorithm
to generate the control input at every time step. However,
as discussed earlier, in networked and embedded systems,
the computation resources available at every time step for
calculating the control input may vary. Without loss of gen-
erality, we map the availability of processing resources at
time step k to availability of execution time that is available
for the control calculation at time k. We make the following
assumptions about the availability of the processor:

1. The execution time required to calculate the control in-
put (e.g., by solving an optimization problem) by the
processor is an increasing function f(p) of the number
p of variables to be solved for. Characterizations for
various classes of problems are available. For instance,
Bhattacharya et al [3] calculate the time as a function
of the number of additions and multiplications that the
controller executes, and show that for their algorithm
f(p) = O(p). If a receding horizon control based algo-
rithm is used with quadratic cost function, and linear
constraints on the control input and the state, a con-
vex program with complexity f(p) = O(p3.5) needs to
be solved at every time step [8].

2. The execution time τ(k) available at any time k is an
independent and identically distributed sequence, with
a well-defined probability mass function (whether con-
tinuous or discrete). While stochastic models for ei-
ther the availability of the execution time, or the time
requirement for execution of a task, are less common
than deterministic models, we note that this frame-
work also has a long history [17, 27]. One reason
to consider this framework is that if some tasks have
stochastic execution time requirements, the availabil-
ity of the processor for other tasks can be modeled by
a probabilistic function. In any case, similar ideas as
developed in this paper can be applied to determinis-
tic models as well. The extension of our work to the
case when τ(k) is a sequence with memory (e.g., de-
scribed by a Markov chain) is straight-forward, though
notationally cumbersome.

3. The controller may not have a priori knowledge of the
value of τ(k). This is a realistic assumption in shared
systems where the controller task can be preempted
by other computational tasks. In particular, we do not
assume that there is a minimum amount of execution
time available at every time step. Also, the algorithm
can be extended to the case when such knowledge is
available at every time step.

Because of the randomness introduced by the execution time
availability, the value of the cost function that is achieved
becomes stochastic. It is, thus, useful to consider some mo-
ment of the cost function to characterize algorithms. We
will consider the expected value of the achieved cost E[J ],
where the expectation for the cost in function (2) is further
taken over the sequence {τ(k)}.
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Problem Description: Given the probability mass func-
tion for the available execution time τ(k), we wish to design
a control algorithm to optimize the expected performance
E[J ]. In the case when constraints on x(k) and u(k) are
present, algorithms to optimize E[J ] are not available in
general, even without additional processing resource limita-
tions. Thus, in such cases, we may be interested merely in
stabilizing the plant. As part of the problem formulation,
it is also important to specify the value of the control input
utilized if the controller is unable to calculate a new control
input u(k) at time k. Several choices can be made, including
applying zero control, the control input u(k− 1), and so on.
Different choices may be optimal for different plant param-
eter values. For sake of concreteness, we shall assume that
if the new control input cannot be calculated, zero control
input (u(k) = 0) is applied.

With a time-varying execution time availability, the con-
trol input may be calculated only sporadically. This can
lead to performance degradation. To counter such perfor-
mance degradation, we present an anytime control algo-
rithms. Anytime algorithms are algorithms that progres-
sively refine the solution as more time becomes available.
Thus, depending on the execution time available, a different
‘quality’ of control input is generated. As more execution
time becomes available, the control input is refined leading
to better performance.

3. PROPOSED ALGORITHM

3.1 Unconstrained Systems
We begin by considering systems that do not have any

constraints of the form h(x(k), u(k) ∈ S as defined in the
problem formulation.

3.1.1 Description
The algorithm is based on the following basic idea. The

execution time f(p) required to calculate the control input is
an increasing function of the number of control inputs that
are calculated. If the entire control vector is calculated, m
variables need to be calculated, thus requiring an execution
time equal to f(m). Instead, the algorithm that we propose
calculates the components of the control input vector one at
a time. While calculating the t-th component, the values of
the first t−1 components are known from previous optimiza-
tions. Thus, as more execution time becomes available, the
control input becomes progressively refined. In keeping with
the assumption stated earlier, the value of the components
of the control input that cannot be calculated is assumed to
be zero. An alternate view of the algorithm as considering a
sequence of increasingly accurate models is provided later.

For pedagogical ease, we present the algorithm below for
the case when m = 2. Thus u(k) is a two-dimensional vector
with components u1(k) and u2(k). Denote

B =
ˆ
B1 B2

˜
.

In general, all the components of the control vector need
not be calculated with the same frequency. To see this, con-
sider the following argument. For those modes that are not
controllable using the input ui, denote the maximum rate
of increase of those modes by ρi. ρi can be calculated as
the spectral radius of the uncontrollable part of the system
matrix A from input ui. If ρ2 < 1 but ρ1 > 1, and the

object is to calculate a control input that stabilizes the pro-
cess (1), then u1 does not need to be calculated at all, and
all processing resources should be used to calculate u2. This
is because the modes that can only be controlled using u1

are stable while those that can only be controlled using u2

are unstable.
The above argument implies that the components of the

control vector need to be prioritized in general, and need
to be calculated at different frequencies. One example of a
fixed priority rule may be to calculate u1 before u2 if ρ1 < ρ2.
However, if the processor does not provide enough time to
calculate both the components, this may lead to a situation
where u2 is not calculated for a long time. In this paper, we
concentrate on priority rules that can be described according
to a Markov chain, and hence have memory.

Denote at any time step k, the mode r(k) of the process
as follows for each of the five possible outcomes at that time
step:

• r(k) = 0 if no control input calculated at time k.

• r(k) = 1 if only u1(k) is calculated.

• r(k) = 2 if u1(k) is calculated first, and then u2(k) is
calculated.

• r(k) = 3 if only u2(k) is calculated.

• r(k) = 4 if u2(k) is calculated first, and then u1(k) is
calculated.

The process now evolves as a discrete time hybrid system
with continuous state x(k) and discrete mode r(k). Thus,
e.g., if r(k) = 0, the matrix B in the process equation (1)
is zero. We concentrate on the case when the mode r(k)
switches probabilistically, due both to a designer specified
mode switching sequence as well as to the processor imposed
time constraints that limit the number of control inputs that
can be calculated at various time steps. We now proceed to
analyze the performance for given switching probabilities.

Note that the designer cannot specify probabilities of the
form Prob(r(k) = i|r(k−1) = j) since the available process-
ing time is not known a priori. Thus, e.g., because of the
time varying availability of the processor, the controller may
not be able to enforce whenever it desires that it calculates
the control inputs such that r(k) = 2. Instead, the designer
specifies the set

{qi1 = Prob(u1(k) is calculated before u2(k)|r(k − 1) = i)},

for i = 0, 1, · · · , 4. Because at every time step the controller
always tries to calculate at least one control input, the prob-
abilities

qi2 = Prob(u2(k)is calculated before u1(k)|r(k − 1) = i)

are related to qi1 as

qi2 = 1− qi1.

If u1(k) is calculated before u2(k), three cases are possible:

1. If τ(k) < f(1), there isn’t enough execution time to
calculate either of the control inputs. Thus, the control
input u1(k) = u2(k) = 0 is used. Let τ(k) < f(1) occur
with a probability 1− p1 − p2.

2. If 2f(1) > τ(k) > f(1), only u1(k) can be calculated.
The inputs u2(k) are assumed to be equal to 0. Let
this event occur with a probability p1.
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3. If τ(k) > 2f(1), then first u1(k) and then u2(k) can be
calculated. Let this event occur with a probability p2.

Similarly, if u2(k) is calculated before u1(k), there are three
cases that are possible:

1. If τ(k) < f(1), there isn’t enough execution time to
calculate either of the control inputs. Thus, the control
input u1(k) = u2(k) = 0 is used. As before, the event
τ(k) < f(1) occurs with a probability 1− p1 − p2.

2. If 2f(1) > τ(k) > f(1), only u2(k) can be calculated.
The inputs u1(k) are assumed to be equal to 0. This
event occurs with a probability p1.

3. If τ(k) > 2f(1), then first u2(k) and then u1(k) can be
calculated. This event occurs with a probability p2.

The mode r(k) evolves according to a Markov chain. Define

pij = Prob(r(k) = j|r(k − 1) = i).

Then, the transition probability matrix P = [pij ] is given by26664
1− p1 − p2 q01p1 q01p2 q02p1 q02p2

1− p1 − p2 q11p1 q11p2 q12p1 q12p2

1− p1 − p2 q21p1 q21p2 q22p1 q22p2

1− p1 − p2 q31p1 q31p2 q32p1 q32p2

1− p1 − p2 q41p1 q41p2 q42p1 q42p2

37775 .
Let πi(k) = Prob(r(k) = i) be the probability of the mode i
being active at time k.

We have not indicated how to calculate the control inputs.
Depending on the mode r(k) = i, the process evolves as

x(k+ 1) =

8>>>>><>>>>>:

Ax(k) +Mw(k) i = 0

Ax(k) +B1u1(k) +Mw(k) i = 1

Ax(k) +B1u1(k) +B2u2(k) +Mw(k) i = 2

Ax(k) +B2u2(k) +Mw(k) i = 3

Ax(k) +B2u2(k) +B1u1(k) +Mw(k) i = 4.

(3)
This is a Markovian jump linear systems (MJLS) with five
modes. For the quadratic cost function (2), it is standard
(e.g., [7]) that the optimal control for MJLS is given by a
linear function of the state. Thus, for some matrices Ki(k)’s

u(k) =

8>>>>>>>>>>>>>><>>>>>>>>>>>>>>:

"
K1(k)x(k)

0

#
, r(k) = 1"

K1(k)x(k)

K2(k)x(k)

#
, r(k) = 2"

0

K3(k)x(k)

#
, r(k) = 3"

K4(k)x(k)

K3(k)x(k)

#
, r(k) = 4.

Moreover, if the MJLS is stabilizable (we provide the condi-
tions for stabilizability in Proposition 2), then the matrices
Ki(k)’s converge to constant values Ki’s. Finally, if we de-
note

Ā1 = A+B1K1

Ā2 = A+B2K3,

then, it can be calculated using standard dynamic program-
ming arguments that the matrices Ki’s that minimize the

cost (2) are given by

K1 = −
“
R+BT1 V1B1

”−1

BT1 V1A

K2 = −
“
R+BT2 V2B2

”−1

BT2 V2Ā1

K3 = −
“
R+BT2 V3B2

”−1

BT2 V3A

K4 = −
“
R+BT1 V4B1

”−1

BT1 V4Ā2,

where Vi’s are the positive definite solutions of the coupled
Riccati equations

Vj =

4X
i=0

pjiSi(Vi), (4)

with

S0(X) = ATXA+Q (5)

S1(X) = ATXA+Q−ATXB1

“
R+BT1 XB1

”−1

BT1 XA

S2(X) = ĀT1 XĀ1 +Q− ĀT1 XB2

“
R+BT2 XB2

”−1

BT2 XĀ1

S3(X) = ATXA+Q−ATXB2

“
R+BT2 XB2

”−1

BT2 XA

S4(X) = ĀT2 XĀ2 +Q− ĀT2 XB1

“
R+BT1 XB1

”−1

BT1 XĀ2.

Remarks.

1. The above algorithm can clearly be extended to the
case when m > 2.

2. The above algorithm has the anytime property in the
sense that the control input u(k) is successively refined
as more execution time becomes available. However, it
is not true that the quality of the input improves con-
tinuously as more time is available. For one, if enough
time is available so that both inputs have been cal-
culated, then the algorithm does not utilize any re-
maining processing time at that step. Moreover, if the
available time is more than that required to calculate
one control component, but less than that required to
also calculate the second component, then that extra
time is not utilized.

3. The terms Vi’s can be computed off line. Only the
terms K1x(k) and K2x(k) need to be computed online.
If we adopt the same model of computation complexity
as [3], we see that the time required f(p) would be
linear in the number of components p being calculated.
For other models, f(p) may be a different function of
p. However, the algorithm developed above can still
be used.

3.1.2 Analysis
To benchmark the improvement in performance using the

proposed algorithm, we consider an alternative algorithm
that does not have the anytime property. In the baseline
algorithm A1, the processor calculates the optimal control
law for a process evolving as in equation (1) whenever the
execution time is sufficient (i.e., when τ(k) > f(2)) and
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applies zero input otherwise. The process then evolves as
another MJLS given by

x(k+1) =

(
Ax(k) + w(k) with prob. 1− q
Ax(k) +Bu(k) + w(k) with prob. q,

(6)

where, e.g., q = p2 if f(p) is linear in p. The optimal control
input can again be calculated using MJLS theory to be

u(k) = −
“
R+BTTB

”−1

BTTAx(k),

where T is the positive definite solution to the equation

T = ATTA+Q− qATTB
“
R+BTTB

”−1

BTTA. (7)

For this baseline algorithm, we have the following result.

Proposition 1. Consider the problem formulation as stated
above with the baseline algorithm A1 being used. Then, a
necessary condition for stability is that the following inequal-
ity is true

(1− q)ρ(A)2 < 1, (8)

where ρ(A) is the spectral radius of A. Moreover, a condition
that is both necessary and sufficient is that there exists a
matrix K and a positive definite matrix P such that

P > Q+ (1− q)
“
ATPA

”
+ q

“
(A+BK)TP (A+BK) +KTRK

”
(9)

Finally, the cost E[J ] (where the expectation is further taken
with respect to probabilities qi1) is given by

E[J ] = E[xT (0)Tx(0)] + trace(RwT ),

where T is the positive definite solution of (7).

Intuitively, this condition makes sense since a control input
is calculated with probability q at every time step for the
state x(k) that evolves at a rate ρ(A). Using similar tools,
the performance of the system with the proposed algorithm
can also be characterized.

Proposition 2. Consider the problem formulation as stated
above with the proposed anytime algorithm being used. Then,
a necessary condition for stability is that the following in-
equalities are true

p00ρ(A)2 < 1

p11ρ(A1)2 < 1

p33ρ(A2)2 < 1. (10)

where ρ(A1) (resp. ρ(A2)) is the spectral radius of the un-
controllable subspace of the matrix A when (A,B1) (resp.
(A,B2)) is put in controllable canonical form. Moreover, a
condition that is both necessary and sufficient is that there
exist five positive definite matrices X0, · · · , X4 and matrices
K1,0, K1,1, · · · , K1,4, K2,0, · · · , K4,4 such that

Xj >

4X
i=0

pjiΠi(Kij , Xi) (11)

where

Π0(X,Y ) = ATY A+Q

Π1(X,Y ) = (A+B1X
TY (A+B1X) +Q+XTRX

Π2(X,Y ) = (Ā1 +B2X)TY (Ā1 +B2X) +Q+XTRX

Π3(X,Y ) = (A+B2X)TY (A+B2X) +Q+XTRX

Π4(X,Y ) = (Ā2 +B1X)TY (Ā2 +B1X) +Q+XTRX.

Finally, the infinite horizon expected cost E[J ] evaluates to

E[J ] =

4X
i=0

πi
“
E[xT (0)Vix(0)] + trace(RwVi

”
,

where Vi’s are the positive definite solutions of (4) and πi’s
are the steady state values of πi(k)’s.

Remarks.

1. In the algorithm presented above, since the processor
does not know the value of τ(k) a priori, the value of
u1(k) is assumed to be already calculated while the
value of u2(k) is calculated. If we assume that the
processor knows τ(k) a priori, it would be able to cal-
culate u1(k) and u2(k) jointly for r(k) = 2 or 4 and
achieve better performance. T

2. The framework and results extend directly to the case
when the same processor is controlling multiple sys-
tems. If the two systems are described by state space
representation x1(k) and x2(k), we can represent them
as a single system with state space vector x(k) formed
by stacking x1(k) and x2(k) into a column vector. The
proposed algorithm and subsequent analysis applies to
this case.

3. We can also consider designing the probabilities qi1 to
optimize the performance.

3.2 Constrained Systems
We can extend the above idea to obtain anytime control

algorithms for systems that have additional constraints of
the form h(x(k), u(k)) ∈ S for some set S, as described in
the problem formulation. This case is significantly more
difficult even without considering limitations on computa-
tional resources. One reason is that for general sets S, there
are no systematic methods to design the control laws for
constrained systems, similar to the Riccati-based design for
unconstrained systems. We focus on the receding horizon
control (RHC) methodology for this purpose. Thus, an op-
timization problem O of the form

min
{u(j)}k+N

j=k

NX
i=0

E
h
xT (k + i)Qx(k + i) + uT (k + i)Ru(k + i)

i
+ E[xT (k +N + 1)Pk+N+1x(k +N + 1)] (12)

s.t. x(k + 1) = Ax(k) +Bu(k) + w(k), (13)

h (x(k + i), u(k + i)) ∈ S ∀i = 0, · · · , N (14)

x(k +N + 1) ∈ T, (15)

is solved at every time step k. The control input u(k) is
then applied to the process and the optimization problem is
solved again at time k+1. For stability, the terminal weight
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Pk+N+1 is imposed to be sufficiently large. The terminal set
T is assumed to be such that there exists a feasible control
law that stabilizes the process for any state value that lies
in the set T, and for any noise value. Another difficulty in
the constrained case is lack of general methods for analyzing
the performance. We utilize numerical simulations to com-
pare the improvement in performance through the proposed
algorithm.

In the unconstrained case, we had assumed that any con-
trol input ui(k) that is not calculated at time k is assumed
to be 0. In the receding horizon control algorithm, there
is a natural alternative present. Since the algorithm yields
a trajectory for control inputs whenever the optimization
problem is solved, this trajectory can be stored in a buffer.
During the next N steps, if the input cannot be calculated,
the control input for the corresponding time step is retrieved
from the buffer and applied. Whenever the optimization
problem for a control input can be solved, the correspond-
ing buffer is overwritten to store the trajectory for the next
N time steps.

3.2.1 Algorithm Description
As in the unconstrained case, the algorithm proceeds by

calculating the components of the control input sequentially.
The system mode is once again denoted by r(k) ∈ {0, · · · , 4}.
The designer specifies the conditional probabilities qi1. De-
note the buffers that correspond to the control inputs u1

and u2 for the next N + 1 time steps by {b1(k)}Nk=0 and
{b2(k)}Nk=0, respectively. At time 0, every buffer element is
0. If the optimization problem for the control input {ui(k+
i)}Ni=0 is solved at any time step k, these values are stored
in the buffer bi(.).

If u1(k) is calculated before u2(k), there are three cases
possible. In every case, the first step is to shift the buffers
to the left by one time step, i.e., bi(k) is given the value
bi(k + 1) for k = 0, · · · , N − 1, and bi(N) = 0.

1. If τ(k) < f(N), there isn’t enough execution time to
solve the problem O to calculate any control input.
Thus, no problem is solved.

2. If 2f(N) > τ(k) > f(N), the optimization problem O
is solved by assuming {u1(k + j)}Nj=0 to be the only
optimization variables. In the optimization problem,
the inputs {u2(k + j)}Nj=0 are assumed to be equal

to the elements b2(j). The inputs {u1(k + j)}Nj=0 are
overwritten on the buffer, i.e., b1(j) = u1(k + j), ∀j =
0, · · · , N .

3. If τ(k) > 2f(N), then the optimization problem O is
again solved by assuming {u2(j)}k+Nj=k to be the opti-
mization variables. The problem is solved by assuming
that the inputs {u1(j)}k+Nj=k have already been calcu-
lated in the previous step. Thus, the equation that is
used in place of (13) is

x(k + 1) = Ax(k) +B1u1(k) +B2u2(k) +Mw(k),

where the values {u1(j)}k+Nj=k are known.

If u2(k) is calculated before u1(k), there are three corre-
sponding cases that can be similarly enumerated. Finally
the control inputs that are applied to the process are ob-
tained from the buffers by setting ui(k) = bi(0).

Remarks.

1. The above algorithm can be generalized to consider
an arbitrary dimension m of the control vector. The
elements of the vector are calculated one at a time, as
above.

2. Assume that the cost function JN is such that it does
not couple the states x1 and x2 (in other words, if
the matrices Q and R are block diagonal). Then, the
reduced dimensional equation

x1(k + 1) = A11x1(k) +B11u1(k) +M1w1(k)

can be used in place of equation (13) in the problem
O, for the case 2f(N) > τ(k) > f(N). This yields an
alternate interpretation of the proposed algorithm in
terms of the fidelity of the model of the process (1).
As more execution time is available at the processor,
better approximations of the model are used in the op-
timization problem to calculate the control input. The
higher fidelity models require longer execution time;
however, they yield a better approximation of the op-
timal control input.

3.2.2 Analysis
The first issue in RHC formulations is to ensure that the

optimization problem to be solved is feasible at every time
step. For the stochastic model of the processor availability
that we have assumed, there is a finite probability that the
system runs open loop for arbitrarily long times. Thus, not
much can be said, in general, about the feasibility of the
optimization problem. If we assume that the scheduling al-
gorithm is such that time τ(k) > 2f(N) at least once for
any block of N +1 steps, then the problem is feasible at any
time step provided that

1. the problem was initially feasible at time k, where k ≥
0 is the first time at which τ(k) > f(1) (and hence the
inputs could be calculated), and

2. the noise terms w(k) are not present.

This is because the buffers {bi(j)}Nj=0 provide one feasible

set of inputs {ui(k+j)}Nj=0 for the problem. If process noise
is present, then we require an additional robust positive in-
variance assumption [5, 10, 16, 22] which implies that for
any number of time steps that the control input is not cal-
culated consecutively (assumed to be up to N time steps in
our problem), if the problem is feasible at time k starting
from state x(k), it remains feasible for any time k + 1, · · ·
k+N assuming that the state evolves with no control input
being applied.

Even if the problem is feasible at every step, the process
may not be stable. Once again, if the system can remain
open loop for arbitrarily long periods, not much can be said
about almost sure stability of the system. Moreover, for
general constraint sets S, it is difficult to calculate the evo-
lution of the moments of the system state; thus, it is hard
to consider moment stability of the system as well. If we as-
sume that τ(k) > 2f(N) at least once for any block of N+1
steps, and the process noise is absent, we can use existing
results in receding horizon control for network control sys-
tems to obtain stability results with varying assumptions.
As an example, the following result can be obtained using
an argument similar to that used in [21].
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Figure 1: Costs achieved for various functions f(p) =
O(pα).

Proposition 3. Consider the algorithm with the assump-
tions stated above. Suppose that the problem is feasible at
the first time step k ≥ 0 at which τ(k) > 2f(N). Moreover,
assume that the process noise w(k) is identically 0. Then,
origin is a globally attractive point for the process x(k).

4. NUMERICAL EXAMPLES
In this section, we illustrate that even for simple systems,

the performance improvement by using the algorithm can
be significant. We consider the process in the form (1) with
matrices

A =

»
1.1 0.1
0.1 1.1

–
B =

»
1 0.5
0 1

–
(16)

Q = R = Rw = Π(0) =

»
1 0
0 1

–
.

To begin with, we assume that the execution time available
is uniformly distributed in the interval [0, 1]. The execution
time can also be viewed as the fraction of the maximum
possible processor time that is available at any time step.
Finally, the time required to calculate both the inputs, if a
2 × 2 matrix were multiplied by a 2-dimensional state vec-
tor, is assumed to be equal to 0.6. Figure 1 shows the per-
centage improvement in cost using the optimal probabilities
{qi1} for calculating the control inputs as the exponent α in
the function f(p) = O(pα). As may be expected, the im-
provement becomes more pronounced as the execution time
f(p) required to calculate p inputs increases faster. How-
ever, even for the linear case, a significant improvement in
performance, approximately equal to 70%, can be achieved.

Figure 2 depicts the cost achieved with a linear model for
f(p) for varying margins of instability for the process. The
matrix A in (16) is multiplied by a constant, and the cost
achieved for various values of the spectral radius is plotted
for three algorithms: the baseline algorithm A1 that does
not take processing constraints into account, the proposed
algorithm where the system modes are chosen stochastically
such that the choices are independent from one time to the
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Figure 2: Achieved costs as a function of the spectral
radius of the process matrix.

next, and finally the proposed algorithm when the choices
are described by a Markov chain. For the latter two cases,
the stochastic decision rule has been optimized. We see a
significant improvement in cost even when the mode switch-
ing sequence is memoryless. Presence of memory further
reduces the cost over a memoryless sequence by about 20%,
particularly as the spectral radius becomes larger. More-
over, we see that the baseline algorithm fails to stabilize the
system at a spectral radius of approximately 1.29, as pre-
dicted by Proposition 1. The stability region increases with
the proposed algorithm, as expected.

We can also consider the receding horizon control imple-
mentation of the algorithm. We consider the constraint that
each control value needs to be less than 0.01 in magnitude.
We consider the same process as above, but with the noise
w(k) being zero and the process matrix as 0.9 × A. We
implemented a receding horizon control based algorithm us-
ing Matlab on a Windows XP machine. The optimization
problem was solved using the quadprog function in Mat-
lab, and the execution time noted using the functions tic

and toc. The execution time available was assumed to be
uniformly distributed in the interval [0, 0.03] seconds. We
did not impose any terminal set constraint. The simulation
length was 50 time steps, and the achieved cost is plotted
as a function of the horizon length for both the traditional
and proposed algorithm in Figure 3. The plot shows some
interesting features. As the horizon length is increased, the
number of optimization variables increases. In general, we
see a trend towards increasing costs, since control values
cannot be calculated within the time available with a higher
frequency. However, even as the conventional optimization
problem cannot be solved, solving for fewer optimization
variables, as in the proposed algorithm remains feasible for
longer horizon lengths. Thus, the performance improvement
using the proposed algorithm is higher as horizon length in-
creases. In fact, the algorithm that ignores processor con-
straints is not able to stabilize the process for horizon length
12 and above. The proposed algorithm is able to stabilize
the process for longer horizon lengths. For very small hori-
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Figure 3: Performance improvement achieved using
proposed algorithm with probability of calculating
the first input as q over a conventional RHC formu-
lation.

zon lengths, there is sufficient time available for both algo-
rithms to calculate both control inputs at every time step.
Thus, the proposed algorithm performs worse since it cal-
culates the control inputs one at a time, rather than jointly
as in the traditional algorithm. However, as the horizon in-
creases and the complexity of the optimization problem to
be solved increases, the performance of the proposed algo-
rithm gradually becomes better than the traditional imple-
mentation. To view this in an alternate fashion, in Figure 4,
we plot the costs achieved for the two algorithms with a
fixed horizon length of 11 steps, but with varying constraint
on the magnitude of the components of the control vector.
As the magnitude decreases, the complexity of the problem
increases. Thus, while the cost achieved with both the al-
gorithms increases, the relative advantage of the proposed
algorithm also increases since the controller is able to solve
for all control inputs in the available time. However, when
the constraint is extremely tight, even the proposed algo-
rithm fails to calculate a control input.

5. CONCLUSIONS AND FUTURE DIREC-
TIONS

We have further developed a simple anytime control algo-
rithm proposed in an earlier work. The algorithm is based
on computing the control inputs sequentially, thus solving
a sequence of optimization problems that refine the control
input vector as more time becomes available. Alternatively,
the algorithm can be looked as considering a sequence of
control problems each with a better model of the process.
The system evolves as a discrete time hybrid system with the
particular mode active at any time step being dictated by
the processor time availability. The sequence in which the
control inputs are calculated is a design variable, and we
considered stochastic decision rules in which the inputs are
chosen according to a Markov chain. For unconstrained lin-
ear systems, we utilized the Markovian jump linear system
framework and provided analytic expressions for stability
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Figure 4: Achieved costs as a function of the con-
straint on the magnitude of control inputs.

and performance gain with the algorithm. For constrained
systems, we proposed a receding horizon control-based ex-
tension. Simple numerical examples illustrated the stability
and performance gain with the proposed algorithm.

This is but a first step towards a more complete theory
of anytime control algorithms. We have not yet obtained
analytic expressions for dependence of performance on pa-
rameters such as horizon length, for the receding horizon
control based algorithm. For extension to non-linear algo-
rithms, the concept of modes will need to be generalized.
Finally, a joint design of the anytime algorithm and a pro-
cessor scheduler can also be considered. We are also working
towards experimental implementation of these ideas.
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ABSTRACT
A specification theory combines notions of specifications and
implementations with a satisfaction relation, a refinement
relation and a set of operators supporting stepwise design.
We develop a complete specification framework for real-time
systems using Timed I/O Automata as the specification for-
malism, with the semantics expressed in terms of Timed
I/O Transition Systems. We provide constructs for refine-
ment, consistency checking, logical and structural composi-
tion, and quotient of specifications – all indispensable ingre-
dients of a compositional design methodology.

The theory is implemented on top of an engine for timed
games, Uppaal-tiga, and illustrated with a small case study.

Categories and Subject Descriptors
F.3.1 [Specifying and Verifying and Reasoning about
Programs]

General Terms
Theory, Verification

1. INTRODUCTION
Many modern systems are big and complex assemblies of

numerous components. The components are often designed
by independent teams, working under a common agreement
on what the interface of each component should be. Con-
sequently, compositional reasoning [20], the mathematical
foundations of reasoning about interfaces, is an active re-
search area. It supports inferring properties of the global
implementation, or designing and advisedly reusing compo-
nents.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
HSCC’10, April 12–15, 2010, Stockholm, Sweden.
Copyright 2010 ACM 978-1-60558-955-8/10/04 ...$10.00.

In a logical interpretation, interfaces are specifications and
components that implement an interface are understood as
models/implementations. Specification theories should sup-
port various features including (1) refinement, which allows
to compare specifications as well as to replace a specifica-
tion by another one in a larger design, (2) logical conjunc-
tion expressing the intersection of the set of requirements
expressed by two or more specifications, (3) structural com-
position, which allows to combine specifications, and (4) last
but not least, a quotient operator that is dual to structural
composition. The latter is crucial to perform incremental
design. Also, the operations have to be related by compo-
sitional reasoning theorems, guaranteeing both incremental
design and independent implementability [13].

Building good specification theories is the subject of in-
tensive studies [10, 12]. One successfully promoted direction
is the one of interface automata [12, 13, 22, 28]. In this
framework, an interface is represented by an input/output
automaton [26], i.e. an automaton whose transitions are
typed with input and output . The semantics of such an
automaton is given by a two-player game: the input player
represents the environment, and the output player represents
the component itself. Contrary to the input/output model
proposed by Lynch [26], this semantic offers an optimistic
treatment of composition: two interfaces can be composed
if there exists at least one environment in which they can
interact together in a safe way. In [15], a timed extension
of the theory of interface automata has been introduced,
motivated by the fact that time can be a crucial parameter
in practice, for example in embedded systems. While [15]
focuses mostly on structural composition, in this paper we
go one step further and build what we claim to be the first
game-based specification theory for timed systems.

Component Interface specification and consistency. We rep-
resent specifications by timed input/output transition sys-
tems [21], i.e., timed transitions systems whose sets of dis-
crete transitions are split into Input and Output transitions.
Contrary to [15] and [21] we distinguish between implemen-
tations and specifications by adding conditions on the mod-
els. This is done by assuming that the former have fixed
timing behaviour and they can always advance either by pro-
ducing an output or delaying. We also provide a game-based
methodology to decide whether a specification is consistent,
i.e. whether it has at least one implementation. The latter
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reduces to deciding existence of a strategy that despite the
behaviour of the environment will avoid states that cannot
possibly satisfy the implementation requirements.

Refinement and logical conjunction. A specification S1 re-
fines a specification S2 iff it is possible to replace S2 with
S1 in every environment and obtain an equivalent system.
In the input/output setting, checking refinement reduces to
deciding an alternating timed simulation between the two
specifications [12]. In our timed extension, checking such
simulation can be done with a slight modification of the the-
ory proposed in [6]. As implementations are specifications,
Refinement coincides with the satisfaction relation. Our re-
finement operator has the model inclusion property, i.e., S1

refines S2 iff the set of implementations satisfied by S1 is
included in the set of implementations satisfied by S2. We
also propose a logical conjunction operator between specifi-
cations. Given two specifications, the operator will compute
a specification whose implementations are satisfied by both
operands. The operation may introduce error states that do
not satisfy the implementation requirement. Those states
are pruned by synthesizing a strategy for the component to
avoid reaching them. We also show that conjunction co-
incides with shared refinement, i.e., it corresponds to the
greatest specification that refines both S1 and S2.

Structural composition. Following [15], specifications inter-
act by synchronizing on inputs and outputs. However, like
in [21, 26], we restrict ourselves to input-enabled systems.
This makes it impossible to reach an immediate deadlock
state, where a component proposes an output that cannot
be captured by the other component. Unlike in [21, 26],
input-enabledness, shall not be seen as a way to avoid error
states. Indeed, such error states can be designated by the
designer as states which do not warrant desirable temporal
properties. Here, in checking for compatibility of the com-
position of specifications, one tries to synthesize a strategy
for the inputs to avoid the error states, i.e., an environment
in which the components can be used together in a safe way.
Our composition operator is associative and the refinement
is a precongruence with respect to it.

Quotient. We propose a quotient operator dual to composi-
tion. Intuitively, given a global specification T of a compos-
ite system as well as the specification of an already realized
component S, the quotient will return the most liberal spec-
ification X for the missing component, i.e. X is the largest
specification such that S in parallel with X refines T .

Implementation. Our methodology has been implemented
as an extension of Uppaal-tiga [3]. It builds on timed in-
put/output automata, a symbolic representation for timed
input/output transition systems. We show that conjunc-
tion, composition, and quotienting are simple product con-
structions allowing for both consistency and compatibility
checking to be solved using the zone-based algorithms for
synthesizing winning strategies in timed games [27, 8]. Fi-
nally, refinement between specifications is checked using a
variant of the recent efficient game-based algorithm of [6].

Example. Universities operate under increasing pressure
and competition. One of the popular factors used in de-
termining the level of national funding is that of societal
impact, which is approximated by the number of patent ap-
plications filed. Clearly one would expect that the number
(and size) of grants given to a university has a (positive)
influence on the amount of patents filed for.

grant patent

patent!

grant?grant?

grant?

u>2

u<=2

u<=20

grant?
u=0

patent! u=0

Specification

Figure 1: Overall specification for a University.

Figure 2 gives the insight as to the organisation of a very
small University comprising three components Administra-
tion, Machine and Researcher. The Adminsitration is respon-
sible for interaction with society in terms of aquiring grants
(grant) and filing patents (patent). However, the other com-
ponents are necessary for patents to be obtained. The Re-
searcher will produce the crucial publications (pub) within
given time intervals, provided timely stimuli in terms of cof-
fee (cof) or tea (tea). Here coffee is clearly prefered over
tea. The beverage is provided by a Machine, which given a
coin (coin) will provide either coffee or tea within some time
interval, or even the possibility of free tea after some time.

In Figure 2 the three components are specifications, each
allowing for a multitude of incomparable, actual implemen-
tations differing with respect to exact timing behavior (e.g.
at what time are publications actually produced by the Re-
searcher given a coffee) and exact output produced (e.g. does
the Machine offer tea or coffee given a coin).

As a first property, we may want to check that the com-
position of the three components comprising our University
is compatible: we notice that the specification of the Re-
searcher contains an Err state, essentially not providing any
guarantees as to what behaviour to expect if tea is offered
at a late stage. Now, compatibility checking amounts sim-
ply to deciding whether the user of the University (i.e. the
society) has such a strategy for using it that the Researcher
will avoid ever entering this error state.

As a second property, we may want to show that the com-
position of arbitrary implementations conforming to respec-
tive component specification is guaranteed to satisfy some
overall specification. Here Figure 1 provides an overall spec-
ification (essentially saying that whenever grants are given
to the University sufficiently often then patents are also guar-
anteed within a certain upper time-bound). To avoid clut-
ter, we have omitted looping guard free output edges for
the three actions (coin, cof and tea) which are present in all
the states. Checking this property amounts to establishing
a refinement between the composition of the three compo-
nent specifications and the overall specification. We leave
the reader in suspense until the concluding section before
we reveal whether the refinement actually holds or not!

2. SPECIFICATIONS & REFINEMENT
Throughout the presentation of our specification theory,

we continuously switch the mode of discussion between the
semantic and syntactic levels. In general, the formal frame-
work is developed for the semantic objects, Timed I/O Tran-
sition Systems (TIOTSs in short) [18], and enriched with
syntactic constructions for Timed I/O Automata (TIOAs),
which act as a symbolic and finite representation for TIOTSs.
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Figure 2: Specifications for and interconnections between the three main components of a modern University:
Administration, Machine and Researcher.

However, it is important to emphasize that the theory for
TIOTSs does not rely in any way on the TIOAs representa-
tion – one can build TIOTSs that cannot be represented by
TIOAs, and the theory remains sound for them (although
we do not know how to manipulate them automatically).

Definition 1. A Timed I/O Transition System (TIOTS)
is a tuple S = (StS , s0,Σ

S ,−→S), where StS is an infinite set
of states, s0 ∈ St is the initial state, ΣS = ΣSi ⊕ΣSo is a finite
set of actions partitioned into inputs (ΣSi ) and outputs (ΣSo )
and −→S : StS × (ΣS ∪ R≥0) × StS is a transition relation.
We write s a−→Ss′ instead of (s, a, s′) ∈ −→S and use i?, o!
and d to range over inputs, outputs and R≥0 respectively.
In addition any TIOTS satisfies the following:

[time determinism] whenever s d−→Ss′ and s d−→Ss′′ then s′=s′′

[time reflexivity] s 0−→Ss for all s ∈ StS

[time additivity] for all s, s′′ ∈ StS and all d1, d2 ∈ R≥0 we
have s d1+d2−−−−−→Ss′′ iff s d1−−→Ss′ and s′ d2−−→Ss′′ for an s′ ∈ StS

In the interest of simplicity, we work with deterministic
TIOTSs: for all a ∈ Σ∪R≥0 whenever s a−→Ss′ and s a−→Ss′′,
we have s′ = s′′ (determinism is required not only for timed
transitions but also for discrete transitions). In the rest of
the paper, we often drop the adjective ’deterministic’.

For a TIOTS S and a set of states X, write

predSa (X) =
n
s ∈ StS

˛̨
∃s′∈X. s a−→s′

o
(1)

for the set of all a-predecessors of states in X. We write
ipredS(X) for the set of all input predecessors, and opredS(X)
for all the output predecessors of X:

ipredS(X) =
S
a∈ΣSi

predSa (X) (2)

opredS(X) =
S
a∈ΣSo

predSa (X) . (3)

Also postS[0,d0](s) is the set of all time successors of a state s
that can be reached by delays smaller than d0:

postS[0,d0](s) =
n
s′∈StS

˛̨
∃ d∈ [0, d0]. s d−→Ss′

o
(4)

We shall now introduce a finite symbolic representation
for TIOTSs in terms of Timed I/O Automata (TIOAs). Let
Clk be a finite set of clocks. A clock valuation over Clk is
a mapping u ∈ [Clk 7→ R≥0]. We write u + d to denote a

valuation such that for any clock r we have (u+d)(r) = x+d
iff u(r) = x. Given d ∈ R≥0, we write u[r 7→ 0]r∈c for a
valuation which agrees with u on all values for clocks not in
c, and returns 0 for all clocks in c. Let op will be the set of
relational operators: op = {<,≤, >,≥}. A guard over Clk is
a finite conjunction of expressions of the form x ≺ n, where
≺ is a relational operator and n ∈ N. We write B(Clk) for
the set of guards over Clk using operators in the set op. We
also write P(X) for the powerset of a set X.

Definition 2. A Timed I/O Automaton (TIOA) is a tu-
ple A = (Loc, q0,Clk, E,Act, Inv) where Loc is a finite set of
locations, q0 ∈ Loc is the initial location, Clk is a finite set
of clocks, E ⊆ Loc×Act×B(Clk)×P(Clk)×Loc is a set of
edges, Act = Acti⊕Acto is a finite set of actions, partitioned
into inputs and outputs respectively, and Inv : Loc 7→ B(C)
is a set of location invariants.

If (q, a, ϕ, c, q′) ∈ E is an edge, then q is an initial location,
a is an action label, ϕ is a constraint over clocks that must
be satisfied when the edge is executed, c is a set of clocks
to be reset, and q′ is a target location. Examples of TIOAs
have been proposed in the introduction.

We define the semantic of a TIOA A=(Loc, q0,Clk, E,Act,
Inv) to be a TIOTS [[A]]sem = (Loc × (Clk 7→ R≥0), (q0,0),
Act,−→), where 0 is a constant function mapping all clocks
to zero, and −→ is the largest transition relation generated
by the following rules:

• Each (q, a, ϕ, c, q′) ∈ E gives rise to (q, u) a−→(q′, u′) for
each clock valuation u ∈ [Clk 7→ R≥0] such that u |= ϕ
and u′ = u[r 7→ 0]r∈c and u′ |= Inv(q′).

• Each location q ∈ Loc with a valuation u ∈ [Clk 7→ R≥0]
gives rise to a transition (q, u) d−→(q, u+ d) for each de-
lay d ∈ R≥0 such that u+ d |= Inv(q).

The TIOTSs induced by TIOAs satisfy the axioms 1–3 of
Definition 1. In order to guarantee determinism, the TIOA
has to be deterministic: for each action–location pair only
one transition can be enabled at the same time. This is
a standard check. We assume that all TIOAs below are
deterministic.

Having introduced a syntactic representation for TIOTSs,
we now turn back to the semantic level in order to define the
basic concepts of implementation and specification:
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Definition 3. A TIOTS S is a specification if each of its
states s ∈ StS is input-enabled: ∀ i?∈ΣSi .∃ s′∈StS. s i?−−→Ss′.

The assumption of input-enabledness, also seen in many in-
terface theories [25, 17, 30, 33, 29], reflects our belief that an
input cannot be prevented from being sent to a system, but
it might be unpredictable how the system behaves after re-
ceiving it. Input-enbledness encourages explicit modeling of
this unpredictability, and compositional reasoning about it;
for example, deciding if an unpredictable behaviour of one
component induces unpredictability of the entire system.

It is easy to check if a TIOA induces an input-enabled
TIOTS. Thus we define Timed Input/Output Specification
Automata (Specification Automata in short) to be TIOAs,
whose semantic TIOTS is a specification. In practice tools
can interpret absent input transitions in at least two reason-
able ways. First, they can be interpreted as ignored inputs,
corresponding to location loops in the automaton. Second,
they may be seen as unavailable (’blocking’) inputs, which
can be achieved by assuming implicit transitions to a des-
ignated error state. Later, in Section 4 we will call such a
state strictly undesirable and give a rationale for this name.

The role of specifications in a specification theory is to
abstract, or underspecify, sets of possible implementations.
Implementations are concrete executable ralizations of sys-
tems. We will assume that implementations of timed sys-
tems have fixed timing behaviour (outputs occur at pre-
dictable times) and systems can always advance either by
producing an output or delaying. This is formalized using
axioms of output-urgency and independent-progress below:

Definition 4. An implementation P = (StP , p0,Σ
P ,−→P )

is a specification such that for each state p ∈ StP we have:

[output urgency] ∀ p′, p′′ ∈ StP if p o!−−→P p′ and p d−→P p′′ then
d = 0 (and consequently, due to determinism p = p′′)

[independent progress] either (∀d ≥ 0. p d−→P ) or
∃ d∈R≥0.∃ o!∈ΣPo . p

d−→p′ and p′ o!−−→P .

Independent progress is one of the central properties in
our theory: it states that an implementation cannot ever
get stuck in a state where it is up to the environment to
induce progress. So in every state there is either an output
transition (which is controlled by the implementation) or an
ability to delay until an output is possible. Otherwise a state
can delay indefinitely. An implementation cannot wait for
an input from the environment without letting time pass.

A notion of refinement allows to compare two specifica-
tions as well as to relate an implementation to a specifica-
tion. Refinement should satisfy the following substitutabil-
ity condition. If P refines Q, then it should be possible
to replace Q with P in every environement and obtain an
equivalent system.

We study these kind of properties in later sections. It is
well known from the literature [12, 13, 6] that in order to
give these kind of guarantees a refinement should have the
flavour of alternating (timed) simulation [2].

Definition 5. A specification S = (StS , s0,Σ,−→S) re-
fines a specification T = (StT, t0,Σ,−→T ), written S ≤ T , iff
there exists a binary relation R⊆StS×StT containing (s0, t0)
such that for each pair of states (s, t) ∈ R we have:

1. whenever t i?−−→T t′ for some t′ ∈ StT then s i?−−→Ss′ and
(s′, t′)∈R for some s′∈StS

teacoin cof

cof!

coin?

coin?

y>=2

y<=5

tea!
y=0

y>=4

Machine2

Figure 3: A coffee machine specification that refines
the coffee machine in Figure 2.

2. whenever s o!−−→Ss′ for some s′ ∈ StS then t o!−−→T t′ and
(s′, t′) ∈ R for some t′ ∈ StT

3. whenever s d−→Ss′ for d ∈ R≥0 then t d−→T t′ and (s′, t′) ∈
R for some t′ ∈ StT

A specification automaton A1 refines another specification
automaton A2, written A1 ≤ A2, iff [[A1]]sem ≤ [[A2]]sem.

It is easy to see that the refinement is reflexive and tran-
sitive, so it is a preorder on the set of all specifications.
Refinement can be checked for specification automata by re-
ducing the problem to a specific refinement game, and using
a symbolic representation to reason about it. We discuss
details of this process in Section 6. Figure 3 shows a cof-
fee machine that is a refinement of the one in Figure 2. It
has been refined in two ways: One output transition has
been completely dropped and one state invariant has been
tightened.

Since our implementations are a subclass of specifications,
we simply use refinement as an implementation relation:

Definition 6. An implementation P satisfies a specifica-
tion S, denoted P sat S iff P ≤ S. We write [[S]]mod for the
set of all implementations of S, so [[S]]mod = {P | P sat S}.

From a logical perspective, specifications are like formulae,
and implementations are their models. This analogy leads
us to a classical notion of consistency, as existence of models.

Definition 7. A specification S is consistent, if there ex-
ists an implementation P such that P sat S.

All specification automata in Figure 2 are consistent. An
example of an inconsistent specification can be found in Fig-
ure 4. Notice that the invariant in the second state (x≤4)
is stronger than the guard (x≥5) on the cof edge.

We also define a soundly stricter, more syntactic, notion
of consistency, which requires that all states are consistent:

Definition 8. A specification S is locally consistent, iff
every state s ∈ StS allows independent progress.

Theorem 1. Every locally consistent specification is con-
sistent in the sense of Definition 7.

The opposite implication in the theorem does not hold
as we shall see later. Local consistency, or independent
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teacoin cof

coin?

cof!

x <= 4

coin?

x >= 5

Inconsistent

Figure 4: An inconsistent specification.

progress, can be checked for specification automata estab-
lishing local consistency for the syntactic representation.
Technically it suffices to check for each location that if the
supremum of all solutions of every location invariant exists
then it satisfies the invariant itself and allows at least one
enabled output transition.

Prior specification theories for discrete time [22] and prob-
abilistic [7] systems reveal two main requirements for a defi-
nition of implementation. These are the same requirements
that are typically imposed on a definition of a model as a spe-
cial case of a logical formula. First, implementations should
be consistent specifications (logically, models correspond to
some consistent formulae). Second, implementations should
be most specified (models cannot be refined by non-models),
as opposed to proper specifications, which should be under-
specified. For example, in propositional logics, a model is
represented as a complete consistent term. Any implicant
of such a term is also a model (in propositional logics, it is
actually equivalent to it).

Our definition of implementation satisfies both require-
ments, and to the best of our knowledge, is the first exam-
ple of a proper notion of implementation for timed specifica-
tions. As the refinement is reflexive we get P sat P for any
implementation and thus each implementation is consistent
as per Definition 7. Furthermore each implementation can-
not be refined anymore by any underspecified specifications:

Theorem 2. Any locally consistent specificiation S refin-
ing an implementation P is an implementation as per Def. 4.

Just like the specifications, we represent implementations
syntactically using Timed I/O Automata. A TIOA P is an
implementation automaton if its underlying TIOTS [[P ]]sem

is an implementation. To decide whether a specification
automaton is an implementation automaton, one checks for
output urgency and independent progress.

We conclude the section with the first major theorem. Ob-
serve that every preorder � is intrinsically complete in the
following sense: S � T iff for every smaller element P � S
also P � T . This means that a refinement of two specifica-
tions coincides with inclusion of sets of all the specifications
refining each of them. However, since out of all specifications
only the implementations correspond to real world objects,
another completeness question is more relevant: does the re-
finement coincide with the inclusion of implementation sets?
This property, which does not hold for any preorder in gen-
eral, turns out to hold for our refinement:

Theorem 3. For any two locally consistent specifications
S, T we have that S ≤ T iff [[S]]mod ⊆ [[T ]]mod.

The restriction of the theorem to locally consistent specifi-
cations is not a serious one. As we shall see, any consistent

teacoin cof

cof! tea!

coin?

coin?

y<=6

y<=0

coin?

y=0y=0

y>=4

Partially Inconsistent

Figure 5: A partially inconsistent specification.

specification can be transformed into a locally consistent one
preserving the set of implementations.

3. CONSISTENCY AND CONJUNCTION
An immediate error occurs in a state of a specification

if the specification disallows progress of time and output
transitions in a given state – such a specification will break if
the environment does not send an input. For a specification
S we define the set of immediate error states errS ⊆ StS as:

errS=
˘
s
˛̨
(∃d. s6 d−−→) and ∀d ∀o! ∀s′.s d−→s′ implies s′6 o!−−→

¯
It follows that no immediate error states can occur in im-
plementations, or in locally consistent specifications.

In general, immediate error states in a specification do
not necessarily mean that a specification cannot be imple-
mented. Fig. 5 shows a partially inconsistent specification, a
version of the coffee machine that becomes inconsistent if it
ever outputs tea. The inconsistency can be possibly avoided
by some implementations, who would not implement delay
or output transitions leading to it. More precisely an im-
plementation will exist if there is a strategy for the output
player in a safety game to avoid errS . In order to be able to
build on existing formalizations [8] we will consider a dual
reachability game, asking for a strategy of the input player
to reach errS . We first define a timed predecessor operator
[14, 27, 8], which gives all the states that can delay into X
while avoiding Y :

cPredSt (X,Y ) = {s ∈ StS
˛̨
∃d0 ∈ R≥0. ∃s′ ∈ X.

s d0−−→Ss′ and postS[0,d0](s) ⊆ Y } (5)

Now the controllable predecessors operator is:

π(X) = errS ∪ cPredSt (X ∪ ipredS(X), opredS(X)) (6)

and the set of all inconsistent states consS (i.e. the states for
which the environment has a winning strategy) is defined as

the least fixpoint of π: consS = π(consS), which is guaran-
teed to exist by monotonicity of π and completeness of the
powerset lattice due to the theorem of Knaster and Tarski
[31]. For transitions systems enjoying finite symbolic rep-
resentations, automata specifications included, the fixpoint
computation converges after a finite number of iterations [8].

Now we define the set of consistent states, consS, simply
as the complement of consS . We obtain it by complement-
ing the result of the above fixpoint computation for consS .
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For the purpose of proofs it is more convenient to formal-
ize the dual operator, say θ, whose greatest fixpoint directly
and equivalently characterizes consS . While least fixpoints
are convenient for implementation of on-the-fly algorithms,
characterizations with greatest fixpoint are useful in proofs
as they allow use of coinduction. Unlike induction on the
number of iterations, coinduction is a sound proof princi-
ple without assuming finite symbolic representation for the
transition system (and thus finite convergence of the fixpoint
computation). We avoid discussing θ in details here, since
it is a mere technicality.

Theorem 4. A specification S = (StS , sS0 ,Σ
S ,−→S) is con-

sistent iff s0 ∈ consS.

The set of (in)consistent states can be computed for timed
games, and thus for specification automata, using controller
synthesis algorithms [8]. We discuss it briefly in Section 6.

The inconsistent states can be pruned from a consistent
S leading to a locally consistent specification. Pruning is
applied in practice to decrease the size of specifications.

Theorem 5. For a consistent specification S = (StS , sS0 ,

ΣS ,−→S) and S∆ = (consS, s0,Σ
S,−→S

∆
), where −→S

∆
= −→S ∩

(consS× (ΣS ∪ R≥0) × consS), S∆ is locally consistent and
[[S]]mod =[[S∆]]mod.

For specification automata pruning is realized by apply-
ing a controller synthesis algorithm, obtaining a maximum
winning strategy, which is then presented as a specification
automaton itself.

Consistency guarantees realizability of a single specifica-
tion. It is of further interest whether several specifications
can be simultaneously met by the same component, with-
out reaching error states of any of them. We formalize this
notion by defining a logical conjunction for specifications.

We define a product first. Let S = (StS , sS0 ,Σ,−→S) and
T = (StT , sT0 ,Σ,−→T ) be two specifications. A product of
S and T , written S × T , is defined to be a specification
(StS × StT , (sS0 , s

T
0 ),Σ,−→), where the transition relation −→

is the largest relation generated by the following rule:

s a−→Ss′ t a−→T t′ a ∈ Σ ∪R≥0

(s, t) a−→(s′, t′)
(7)

In general, a result of the product may be locally incon-
sistent, or even inconsistent. To guarantee consistency we
apply a consistency check to the result, checking if (s0, t0) ∈
consS×T and, possibly, pruning the inconsistent parts:

Definition 9. For specifications S and T over the same
alphabet, such that S×T is consistent, define S∧T = (S×T )∆.

Clearly conjunction is commutative. Associativity of con-
junction follows from associativity of the product, and the
fact that pruning does not remove any implementations (The-
orem 5). Conjunction is also the greatest lower bound for
lcoally consistent specifications with respect to refinement:

Theorem 6. For any locally consistent specifications S,
T and U over the same alphabet:

1. S ∧ T ≤ S and S ∧ T ≤ T
2. (U ≤ S) and (U ≤ T ) implies U ≤ (S∧T )

3. [[S ∧ T ]]mod = [[S]]mod ∩ [[T ]]mod

4. [[(S ∧ T ) ∧ U ]]mod = [[S ∧ (T ∧ U)]]mod

We turn our attention to syntactic representations again.
Consider two TIOA A1 = (Loc1, q

1
0 ,Clk1, E1, Act

1, Inv1) and
A2 = (Loc2, q

2
0 ,Clk2, E2, Act

2, Inv2) with Act1i = Act2i and
Act1o = Act2o. Their conjunction, denoted A1 ∧ A2, is the
TIOA A = (Loc, q0,Clk, E,Act1, Inv) given by: Loc = Loc1×
Loc2, q0 = (q1

0 , q
2
0), Clk = Clk1]Clk2, Inv((q1, q2)) = Inv(q1)∧

Inv(q2). The set of edges E is defined by the following rule:

• If (q1, a, ϕ1, c1, q
′
1) ∈ E1 and (q2, a, ϕ2, c2, q

′
2) ∈ E2 this

gives rise to ((q1, q2), a, ϕ1 ∧ ϕ2, c1 ∪ c2, (q′1, q′2)) ∈ E

It might appear as if two systems can only advance on an
input if both are ready to receive an input, but because of
input enabledness this is always the case.

The following theorem lifts all the results from the TIOTSs
level to the symbolic representation level:

Theorem 7. Let A1 and A2 be two specifiation automata,
we have [[A1]]sem ∧ [[A2]]sem = [[A1 ∧A2]]sem.

4. COMPATIBILITY & COMPOSITION
We shall now define structural composition, also called

parallel composition, between specifications. We follow the
optimistic approach of [15], i.e., two specifications can be
composed if there exists at least one environment in which
they can work together. Parallel composition is made of three
main steps. First, we compute the classical product between
timed specifications [21], where components synchronize on
common inputs/outputs. The second step is to identify in-
compatible states in the product, i.e., states in which the
two components cannot work together. The last step is to
seek for an environment that can avoid such error states,
i.e., an environment in which the two components can work
together in a safe way. Before going further, we would like
to contrast the structural and logical composition.

The main use case for parallel composition is in fact dual
to the one for conjunction. Indeed, as observed in the pre-
vious section, conjunction is used to reason about internal
properties of an implementation set, so if a local inconsis-
tency arises in conjunction we limit the implementation set
to avoid it in implementations. A pruned specification can
be given to a designer, who chooses a particular implemen-
tation satisfying conjoined requirements. A conjunction is
consistent if the output player can avoid inconsistencies, and
its main theorem states that its set of implementation co-
incides with the intersection of implementation sets of the
conjuncts.

In contrast, parallel composition is used to reason about
external use of two (or more) components. We assume an
independent implementation scenario, where the two com-
posed components are implemented by independent design-
ers. The designer of any of the environment components can
only assume that the composed implementations will adhere
to original specifications being composed. Consequently if
an error occurs in parallel composition of the two specifi-
cations, the environment is the only entity that is possibly
in power to avoid it. Thus, following [12], we say that a
composition is useful, and composed components are com-
patible, if the input player has a strategy in the safety game
to avoid error states in the composition. The main the-
orem will state that if an environment is compatible with
a useful specification, it is also compatible with any of its
refinements, including implementations.
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We now propose our formal definition for parallel compo-
sition. We consider two specifications S = (StS, sS0 ,Σ

S,−→S)
and T = (StT, sT0 ,Σ

T,−→T ) and we say that they are compos-
able iff their output alphabets are disjoint ΣSo ∩ ΣTo = ∅.

As we did for conjunction, before defining the parallel
composition we first introduce a suitable notion of product.
The parallel product of S and T , which roughly corresponds
to the one defined on timed input/output automata [21], is
the specification S ⊗ T = (StS ⊗ StT, (sS0 , s

T
0 ),ΣS⊗T,−→S⊗T ),

where the alphabet ΣS⊗T = ΣS∪ΣT is partitioned in inputs

and outputs in the following way: Σ
S|T
i = (ΣSi \ΣTo )∪ (ΣTi \

ΣSo ), ΣS⊗To = ΣSo ∪ ΣTo .
The transition relation of the product is the largest rela-

tion generated by the following rules:

s a−→Ss′ a ∈ ΣS \ ΣT

(s, t) a−→S|T (s′, t)
[indep-l]

t a−→T t′ a ∈ ΣT \ ΣS

(s, t) a−→S|T (s, t′)
[indep-r]

s a−→Ss′ t a−→T t′ a ∈ Σ
S|T
i

(s, t) a−→S|T (s′, t′)
[sync-in]

s d−→Ss′ t d−→T t′ d ∈ R≥0

(s, t) d−→S|T (s′, t′)
[delay]

s a−→Ss′ t a−→T t′ a ∈ (ΣSi ∩ ΣTo ) ∪ (ΣSo ∩ ΣSi )

(s, t) a−→S|T (s′, t′)
[sync-io]

Observe that if we compose to locally-consistent specifi-
cations using the above product rules, then the resulting
product is also locally consistent. Since we normally work
with consistent specifications in a development process, im-
mediate errors as defined for conjunction are not applicable
to parallel composition. Moreover, unlike [15], our specifi-
cations are input-enabled, and there is no way to define an
error state in where a component can issue an output that
cannot be captured by the other component.

The absence of “model-related” error states allows us to
define more elaborated errors, specified by the designer.
Those cannot easily be considered in [15]. We now give
more details. When reasoning about parallel composition
we use model specific error states, i.e., error states indi-
cated by the designer. These error states could arise in sev-
eral ways. First, a specification may contain an error state
in order to model unavailable inputs in presence of input-
enabledness (transitions under inputs that the system is not
ready to receive, should target such an incompatible state.
Typically universal states are used for the purpose, to signal
unpredictability of the behaviour after receiving an unantic-
ipated input). Second, a temporal property written in some
logic such as TCTL [1] can be interpreted over our specifi-
cation, which when analyzed by a model checker, will result
in partitioning of the states into good ones (say satisfying
the property) and bad ones (violating the property). Third,
an incompatibility in a composition can be propagated from
incompatibilities in the composed components. It should
alway be the case that a state in a product (s, t) is an in-
compatible state if s is an incompatible state in S, or t is an
incompatible state in T .

Formally we will model all these sources of incompatibility
as a set of error states. We will call this set of states, strictly

undesirable states and refer to it as undesirableS . In the rest
of the section, to simplify the presentation, we will include
the set of strictly undesirable states as a part of specification
definition.

We will say that a specification is useful if there exists an
environment E that can avoid reaching a strictly undesirable
state whathever the specification will do. The environment
E is said to be compatible with S. We are now ready to
define structural composition.

We now propose to compute the set of useful states of S
using a fixpoint characterisation. We consider a variant of
controllable time predecessor operator, where the roles of
the inputs and outputs are reversed:

ω(X) = undesirableS ∪ cPredt(X ∪ ipred(X), opred(X)) (8)

Now the set of useless states usefulS can be characterized

as the least fixpoint of ω, so usefulS ⊇ ω(usefulS). Again
existance and uniqueness of this fixpoint is warrented by
monotonicity of ω. The set of useful states is defined as the

complement: usefulS = usefulS .

Theorem 8. For a consistent specification S, S is useful
iff s0 ∈ usefulS.

The following theorem shows that pruning the specifica-
tion does not change the set of compatible environment.

Theorem 9. If S such that s0 ∈ usefulS and Sβ = (usefulS∪
{ u}, s0,Σ

S ,−→S
β

, { u}). Then E is compatible with S iff E
compatible with Sβ.

Having introduced the general notion of usefulness of com-
ponents and specifications, we are now ready to define com-
patibility of specifications and parallel composition. We pro-
pose the following definition, which is in the spirit of [12].

Definition 10. Two composable specifications S and T
are compatible iff the initial state of S ⊗ T is useful.

Definition 11. For two compatible specifications S and
T define their parallel composition S|T = (S ⊗ T )β, and

undesirableS|T = {(s, t) | s ∈ undesirableS or t ∈ undesirableT }.

As we have discussed above, the set of strictly undesir-
able states, undesirableS|T , can be increased by designer as
needed, for example by adding state for which desirable tem-
poral properties about the interplay of S and T do not hold.

Observe that parallel composition is commutative, and
that two specifications composed, give rise to well-formed
specifications. It is also associative in the following sense:

[[(S|T )|U ]]mod = [[S|(T |U)]]mod (9)

Theorem 10. Refinement is a pre-congruence with re-
spect to parallel composition; for any specifications S1, S2,
and T such that S1 ≤ S2 and S1 composable with T , we have
that S2 composable with T and S1|T ≤ S2|T . Moreover if
S2 compatible with T then S1 compatible with T .

We now switch to the symbolic representation. Parallel
composition of two TIOA is defined in the following way.
Consider two TIOA A1 = (Loc1, q

1
0 ,Clk1, E1, Act1, Inv1) and

A2 = (Loc2, q
2
0 ,Clk2, E2, Act2, Inv2) with Act1o ∩ Act2o = ∅.
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Their parallel composition which is denoted A1|A2 is the
TIOA A = (Loc, q0,Clk, E,Act, Inv) given by: Loc = Loc1 ×
Loc2, q0 = (q1

0 , q
2
0), Clk = Clk1]Clk2, Inv((q1, q2)) = Inv(q1)∧

Inv(q2) and the set of actions Act = Acti ] Acto is given by
Acti = Act1i \Act2o∪Act2i \Act1o and Acto = Act1o∪Act2o. The
set of edges E is defined by the following rules:

• If (q1, a, ϕ1, c1, q
′
1) ∈ E1 with a ∈ Act1 \ Act2 then for

each q2 ∈ Loc2 this gives ((q1, q2), a, ϕ1, c1, (q
′
1, q2)) ∈E

• If (q2, a, ϕ2, c2, q
′
2) ∈ E2 with a ∈ Act2 \ Act1 then for

each q1 ∈ Loc1 this gives ((q1, q2), a, ϕ1, c1, (q1, q
′
2)) ∈E

• If (q1, a, ϕ1, c1, q
′
1) ∈ E1 and (q2, a, ϕ2, c2, q

′
2) ∈ E2

with a ∈ Act1 ∩Act2 this gives rise to ((q1, q2), a, ϕ1 ∧
ϕ2, c1 ∪ c2, (q′1, q′2)) ∈ E

Finally, the following theorem lifts all the results from
timed input/output transition systems to the symbolic rep-
resentation level.

Theorem 11. Let A1 and A2 be two specifiation automata,
we have [[A1]]sem | [[A2]]sem = [[A1||A2]]sem.

5. QUOTIENT
An essential operator in a complete specification theory

is the one of quotienting. It allows for factoring out behav-
ior from a larger component. If one has a large component
specification T and a small one S then T\\S is the specifica-
tion of exactly those components that when composed with
S refine T . In other words, T\\S specifies the work that still
needs to be done, given availability of an implementation of
S, in order to provide an implementation of T .

We have the following requirements on the sets of inputs
and outputs of the dividend T and the divisor S when ap-
plying quotienting: ΣSi ⊆ ΣTi and ΣSo ⊆ ΣTo .

We proceed like for structural and logical compositions
and start with a pre-quotient that may introduce error states.
Those errors are then pruned to obtain the quotient.

Given two specifications S = (StS, sS0 ,Σ
S,−→S) and T =

(StT, sT0 ,Σ
T,−→T ) the pre-quotient is a specification T h S =

(St, (s0, t0),Σ,−→), where St = (StS × StT ) ∪ {u, e} where u
and e are fresh states such that u is universal (allows arbi-
trary behaviour) and e is inconsistent (no output-controllable
behaviour can satisfy it). State e disallows progress of time
and has no output transitions. The universal state guar-
antees nothing about the behaviour of its implementations
(thus any refinement with a suitable alphabet is possible),
and dually the inconsistent state allows no implementations.

Moreover we require that Σ = ΣT with Σi = ΣTi ∪ΣSo and
Σo = ΣTo \ ΣSo . Finally the transition relation −→ThS is the
largest relation generated by the following rules:

t a−→T t′ s a−→Ss′ a ∈ ΣS ∪R≥0

(t, s) a−→ThS(t′, s′)
[all]

s 6 a−−→S a ∈ ΣSo ∪R≥0

(t, s) a−→ThSu
[unreachable]

t 6 a−−→T s a−→Ss′ a ∈ ΣSo

(t, s) a−→ThSe
[unsafe]

t a−→T t′ a ∈ ΣT \ ΣS

(t, s) a−→ThS(t′, s)
[dividend]

a ∈ Σ ∪R≥0

u a−→ThSu
[universal]

a ∈ Σi

e a−→ThSe
[inconsistent]

Theorem 12 states that the proposed pre-quotient oper-
ator has exactly the property that it is dual of structural
composition with regards to refinement.

Theorem 12. For any two specifications S and T such
that the pre-quotient T h S is defined, and for any imple-
mentation X over the same alphabet as T h S we have that
S|X is defined and S|X ≤ T iff X ≤ T h S.

Finally, the actual quotient, denoted T\\S, is defined if
T h S is consistent. It is obtained by pruning the states of
the prequotient ThS from where the implementation has no
strategy to avoid immediate errors states errT\\S using the
same game characterization like in Section 3. Effectively
we define the quotient to be T\\S = (T h S)∆. It follows
from Theorem 5 that Theorem 12 also holds for the actual
quotient operator \\ (as opposed to the prequotient).

Quotienting for TIOA is defined in the following way.
Consider two TIOA AT = (LocT , q

T
0 ,ClkT , ET , ActT , InvT )

andAS = (LocS , q
S
0 ,ClkS , ES , ActS , InvS) with ActSi ⊆ ActTi

and ActSo ⊆ ActTo . The quotient, which is denoted AT \\AS
is the TIOA given by: Loc = LocT × LocS ∪ {lu, l∅}, q0 =
(qT0 , q

S
0 ), Clk = ClkT]ClkS]{xnew}, Inv((qT , qS)) = Inv(lu) =

true and Inv(l∅) = {xnew ≤ 0}. The two new states lu and
l∅ are respectively universal and inconsistent. The set of ac-
tions Act = Acti ] Acto is given by Acti = ActTi ∪ ActSo ∪
{inew} and Acto = ActTo \ActSo .

The set of edges E is defined by the following rules:

• For each qT ∈ LocT , qS ∈ LocS and a ∈ Act this gives
((qT , qS), a,¬InvS(qS), {xnew}, lu) ∈ E.

• For each qT ∈ LocT , qS ∈ LocS this gives
((qT , qS), inew,¬InvT (qT ) ∧ InvS(qS), {xnew}, l∅) ∈ E.

• If (qT , a, ϕT , cT , q
′
T ) ∈ ET and (qS , a, ϕS , cS , q

′
S) ∈ ES

this gives ((qT , qS), a, ϕT ∧ ϕS , cT ∪ cS , (q′T , q′S)) ∈ E

• For each (qS , a, ϕS , cS , q
′
S) ∈ ES with a ∈ ActSo this

gives rise to ((qT , qS), a, ϕS ∧ ¬GT , {xnew}, l∅) where
GT =

W
{ϕT | (qT , a, ϕT , cT , q′T )}

• For each (qT , a, ϕT , cT , q
′
T ) ∈ ET and a /∈ ActS this

gives ((qT , qS), a, ϕT , cT , (q
′
T , qS)) ∈ E

• For each (qT , a, ϕT , cT , q
′
T ) ∈ ET with a ∈ ActSo this

gives rise to ((qT , qS), a,¬GS , {}, lu) whereGS =
W
{ϕS |

(qS , a, ϕS , cS , q
′
S)}

• For each a ∈ Acti this gives rise to (l∅, a, xnew =
0, {}, l∅)

• For each a ∈ Act this gives rise to (lu, a, true, {}, lu)

Finally, the following theorem lifts all the results from
timed input/output transition systems to the symbolic rep-
resentation level.

Theorem 13. Let A1 and A2 be two specifiation automata,
we have ([[A1]]sem h [[A2]]sem)∆ = ([[A1 hA2]]sem)∆.

6. TOOL IMPLEMENTATION
Our specification theory has been implemented using the
verification engine for timed games Uppaal-tiga.

Application of The Engine. The engine of Uppaal-tiga
supports the computation of winning strategies for timed
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games with respect to a large class of TCTL winning ob-
jectives. The basic algorithm applied is that of [8] being
an on-the-fly algorithm performing forward exploration or
reachable states and back-propagation of (so-far) computed
winning states in an interleaved manner.

Crucial to the algorithm of [8] is the symbolic representa-
tion and efficient manipulation of state-sets using zones, i.e.
sets of clock valuations characterized by constraints on indi-
vidual clocks and clock-differences. In particular the opera-
tors cPredt, ipred and opred used in the fixpoint characteri-
zation of consistent and compatible states may be effectively
computed using federations (unions of zones).

The operations of conjunction and quotienting may pro-
duce specification with inconsistent states, which needs to
be determined and subsequently pruned away. For this, we
apply the algorithm of Uppaal-tiga to a timed reachability
game, where input transitions are controllable, output tran-
sitions uncontrollable, and where states that do not have
any outputs nor allow time to elapse are target states. The
additional effort in implementing this algorithm required an
on-the-fly detection of such states (instead of using ordinary
state predicates) and back-propagating these according to
the algorithm of Uppaal-tiga.

Dually, for the composition of component specifications
with designated error-states, we want to check for compos-
ability. For this we apply Uppaal-tiga to a timed safety
game, where input transitions are controllable, output tran-
sitions uncontrollable, and where error states in any of the
two (or more) components should be avoided.

Finally, the problem of checking the refinement S ≤ T
is solved as a turn-based game between two players. The
first player, or attacker, plays outputs on S and inputs on
T , whereas the second player, or defender, plays inputs on
S and inputs on T . The product of S and T according
to these rules is then constructed on-the-fly, which is the
forward exploration step. We detect error states on-the-
fly and we back-propagate them. There are two kinds of
error states: 1) Either the attacker may delay and violates
invariants on T , which is, the defender cannot match a delay,
or 2) the defender has to play a given action and cannot do
so, i.e., a deadlock. In this implementation we can specialize
our algorithm to simplify the operator cPredt analogously
to [6] with inverted rules wth respect to controllable and
uncontrollable transitions. This has been implemented and
the tool has been extended to handle open systems.

Using the Tool. Returning to the example of the University
of Figure 2, we may apply the extended version of Uppaal-
tiga for checking the desired properties of compatibility and
consistency. Checking for compatibility simply amounts to
checking for controllability of the following safety property:

control: A[] not Researcher.ERR

Checking for refinement between the University and the
stated overall specification Specification is checked using the
following new type of refinement property:

refinement: {Administration,Machine,Researcher}

\{coin,tea,cof,pub} <= {Spec}

We are now able to reveal that, unexpectedly, this refine-
ment does not hold! In fact the Administration’s ability to
take in publications and produce patents without a preceed-
ing grant, combined with the Machine’s ability to produce

Figure 6: A refinement counter-strategy in Uppaal

tea without any coin, violates the overall Specification’s re-
quirement that patents can only be produced given a pre-
ceeding grant. In Figure 6 a screen-shot of the extension of
Uppaal-tiga playing the counter-strategy against a (disbe-
lieving but to be convinced) user is shown.

7. CONCLUDING REMARKS
We have proposed a complete game-based specification

theory for timed systems, in which we distinguish between
a component and the environment in which it is used. To
the best of our knowledge, our contribution is the first game-
based approach to support both refinement, consistency
checking, logical and structural composition, and quotient.
Our results have been implemented in the Uppaal toolset [3].

There have been several other attempts to propose an
interface theory for timed systems (see [15, 11, 5, 4, 9, 32, 16,
24] for some examples). Our model shall definitely be viewed
as an extension of the timed input/output automaton model
proposed by Lynch et al. [21]. The majors differences are in
the game-based treatment of interactions and the addition
of quotient and conjunction operators.

In [15], de Alfaro et al. suggested timed interfaces, a model
that is similar to the one of TIOTSs. Our definition of com-
position builds on the one proposed in there. However, the
work in [15] is incomplete. Indeed there is no notion of im-
plementation and refinement. Moreover, conjunction and
quotient are not studied. Finally, the theory has only been
implemented in a prototype tool [11] which does not handle
continuous time, while our contribution takes advantages of
the powerful game engine of Uppaal-tiga.

In [22] Larsen proposes modal automata, which are deter-
ministic automata equipped with transitions of the following
two types: may and must . The components that imple-
ment such interfaces are simple labeled transition systems.
Roughly, a must transition is available in every component
that implements the modal specification, while a may transi-
tion need not be. Recently [5, 4] a timed extension of modal
automata was proposed, which embeds all the operations
presented in the present paper. However, modalities are or-
thogonal to inputs and outputs, and it is well-known [23]
that, contrary to the game-semantic approach, they cannot
be used to distinguish between the behaviors of the compo-
nent and those of the environment.

One could also investigate whether our approach can be
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used to perform scheduling of timed systems (see [11, 19, 16]
for examples). For example, the quotient operation could
perhaps be used to synthesize a scheduler for such problem.
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[9] K. Čerāns, J. C. Godskesen, and K. G. Larsen. Timed
modal specification - theory and tools. In Proceedings
of the 5th International Conference on Computer
Aided Verification (CAV’93), volume 697 of LNCS,
pages 253–267. Springer, 1993.

[10] A. Chakabarti, L. de Alfaro, T. A. Henzinger, and
M. I. A. Stoelinga. Resource interfaces. In R. Alur and
I. Lee, editors, EMSOFT 03: 3rd Intl. Workshop on
Embedded Software, LNCS. Springer, 2003.

[11] L. de Alfaro and M. Faella. An accelerated algorithm
for 3-color parity games with an application to timed
games. In CAV, volume 4590 of LNCS. Springer, 2007.

[12] L. de Alfaro and T. A. Henzinger. Interface automata.
In FSE, pages 109–120, Vienna, Austria, Sept. 2001.
ACM Press.

[13] L. de Alfaro and T. A. Henzinger. Interface-based
design. In In Engineering Theories of Software
Intensive Systems, Marktoberdorf Summer School.
Kluwer Academic Publishers, 2004.

[14] L. de Alfaro, T. A. Henzinger, and R. Majumdar.
Symbolic algorithms for infinite-state games. In K. G.
Larsen and M. Nielsen, editors, CONCUR, volume
2154 of LNCS, pages 536–550. Springer, 2001.

[15] L. de Alfaro, T. A. Henzinger, and M. I. A. Stoelinga.
Timed interfaces. In A. L. Sangiovanni-Vincentelli and
J. Sifakis, editors, EMSOFT, volume 2491 of LNCS,
pages 108–122. Springer, 2002.

[16] Z. Deng and J. W. s. Liu. Scheduling real-time
applications in an open environment. In in Proceedings

of the 18th IEEE Real-Time Systems Symposium,
IEEE Computer, pages 308–319. Society Press, 1997.

[17] S. J. Garland and N. A. Lynch. The IOA language and
toolset: Support for designing, analyzing, and building
distributed systems. Technical report, Massachusetts
Institute of Technology, Cambridge, MA, 1998.

[18] T. A. Henzinger, Z. Manna, and A. Pnueli. Timed
transition systems. In REX Workshop, volume 600 of
LNCS, pages 226–251. Springer, 1991.

[19] T. A. Henzinger and S. Matic. An interface algebra for
real-time components. In IEEE Real Time Technology
and Applications Symposium, pages 253–266. IEEE
Computer Society, 2006.

[20] T. A. Henzinger and J. Sifakis. The embedded systems
design challenge. In FM, volume 4085 of LNCS, pages
1–15. Springer, 2006.

[21] D. K. Kaynar, N. A. Lynch, R. Segala, and F. W.
Vaandrager. Timed i/o automata: A mathematical
framework for modeling and analyzing real-time
systems. In RTSS, pages 166–177. IEEE Computer
Society, 2003.

[22] K. G. Larsen. Modal specifications. In J. Sifakis,
editor, Automatic Verification Methods for Finite
State Systems, volume 407 of LNCS, pages 232–246.
Springer, 1989.

[23] K. G. Larsen, U. Nyman, and A. Wasowski. Modal
I/O automata for interface and product line theories.
In R. D. Nicola, editor, ESOP, volume 4421 of LNCS,
pages 64–79. Springer, 2007.

[24] I. Lee, J. Y.-T. Leung, and S. H. Son. Handbook of
Real-Time and Embedded Systems. Chapman, 2007.

[25] N. Lynch. I/O automata: A model for discrete event
systems. In Annual Conference on Information
Sciences and Systems, pages 29–38, Princeton
University, Princeton, N.J., 1988.

[26] N. A. Lynch and M. R. Tuttle. An introduction to
input/output automata. Technical Report
MIT/LCS/TM-373, The MIT Press, Nov. 1988.

[27] O. Maler, A. Pnueli, and J. Sifakis. On the synthesis
of discrete controllers for timed systems (an extended
abstract). In STACS, pages 229–242, 1995.

[28] R. Milner. Communication and Concurrency. Prentice
Hall, 1988.

[29] R. D. Nicola and R. Segala. A process algebraic view
of input/output automata. Theoretical Computer
Science, 138, 1995.

[30] E. W. Stark, R. Cleavland, and S. A. Smolka. A
process-algebraic language for probabilistic I/O
automata. In CONCUR, LNCS, pages 189–2003.
Springer, 2003.

[31] A. Tarski. A lattice-theoretical fixpoint theorem and
its applications. Pacific Journal of Mathematics,
5:285–309, 1955.

[32] L. Thiele, E. Wandeler, and N. Stoimenov. Real-time
interfaces for composing real-time systems. In
EMSOFT, pages 34–43. ACM, 2006.

[33] F. W. Vaandrager. On the relationship between
process algebra and input/output automata. In LICS,
pages 387–398, 1991.

100



Receding Horizon Control for Temporal Logic
Specifications

Tichakorn
Wongpiromsarn

California Institute of
Technology

Pasadena, CA
nok@caltech.edu

Ufuk Topcu
California Institute of

Technology
Pasadena, CA

utopcu@cds.caltech.edu

Richard M. Murray
California Institute of

Technology
Pasadena, CA

murray@cds.caltech.edu

ABSTRACT
In this paper, we describe a receding horizon framework that
satisfies a class of linear temporal logic specifications suffi-
cient to describe a wide range of properties including safety,
stability, progress, obligation, response and guarantee. The
resulting embedded control software consists of a goal gen-
erator, a trajectory planner, and a continuous controller.
The goal generator essentially reduces the trajectory gen-
eration problem to a sequence of smaller problems of short
horizon while preserving the desired system-level temporal
properties. Subsequently, in each iteration, the trajectory
planner solves the corresponding short-horizon problem with
the currently observed state as the initial state and gener-
ates a feasible trajectory to be implemented by the con-
tinuous controller. Based on the simulation property, we
show that the composition of the goal generator, trajectory
planner and continuous controller and the corresponding re-
ceding horizon framework guarantee the correctness of the
system. To handle failures that may occur due to a mis-
match between the actual system and its model, we propose
a response mechanism and illustrate, through an example,
how the system is capable of responding to certain failures
and continues to exhibit a correct behavior.

Categories and Subject Descriptors
D.2.4 [Software Engineering]: Software/Program Verifi-
cation—Formal methods; D.2.10 [Software Engineering]:
Design—Methodologies; I.2.8 [Artificial Intelligence]: Prob-
lem Solving, Control Methods, and Search—Control theory;
Plan execution, formation, and generation

General Terms
Design, Verification

Keywords
Embedded control software, linear temporal logic, receding
horizon control
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1. INTRODUCTION
Synthesis of correct-by-construction embedded control soft-

ware based on temporal logic specifications has attracted
considerable attention in the recent years due to the in-
creasing frequency of systems with tight integration between
computational and physical elements and the complexity in
designing and verifying such systems. A common approach
is to construct a finite transition system that serves as an ab-
stract model of the physical system (which typically has in-
finitely many states) and synthesize a strategy, represented
by a finite state automaton, satisfying the given temporal
properties based on this model. One of the main challenges
of this approach is in the abstraction of systems evolving on a
continuous domain into equivalent (in the simulation sense)
finite state models. Several methods have been proposed
based on a fixed abstraction for different cases of system dy-
namics [11, 2, 10, 22, 19, 5]. More recently, a sampling-based
method has been proposed for µ-calculus specifications [9].

Another challenge that remains an open problem and has
received less attention in literature is computational com-
plexity in the synthesis of finite state automata. In par-
ticular, the synthesis problem becomes significantly harder
when the interaction with the (potentially dynamic and not
a priori known) environment has to be taken into account.
Piterman et al. [17] treated this problem as a two-player
game between the system and the environment and proposed
an algorithm for the synthesis of a finite state automaton
that satisfies its specification regardless of the environment
in which it operates (subject to certain assumptions on the
environment that need to be stated in the specification).
Although for a certain class of properties, known as Gener-
alized Reactivity[1] , such an automaton can be computed in
polynomial time, the applications of the synthesis tool are
limited to small problems due to the state explosion issue.

Similar computational complexity is also encountered in
the area of constrained optimal control. In the controls do-
main, an effective and well-established technique to address
this problem is to design and implement control strategies
in a receding horizon manner, i.e., optimize over a “shorter”
horizon, starting from the currently observed state, imple-
ment the initial control action, move the horizon one step
ahead, and re-optimize. This strategy reduces the com-
putational complexity by essentially solving a sequence of
“smaller” optimization problems, each with a specific initial
condition (as opposed to optimizing with any initial condi-
tion in traditional optimal control). Under certain condi-
tions, receding horizon control strategies are known to lead
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to closed-loop stability [14, 16, 8]. See, for example, [6] for a
detailed discussion on constrained optimal control, including
finite horizon optimal control and receding horizon control.

In this paper, we build on our previous work [22] and fur-
ther develop the receding horizon framework for executing
finite state automata while ensuring system correctness with
respect to a given temporal logic specification. This essen-
tially allows the synthesis problem to be reduced to a set
of smaller problems of short horizon. This paper is the en-
hanced version of [22] in several ways. First, we deal with
a much richer class of linear temporal logic specifications.
In [22], we only allow safety and guarantee properties, while
in this paper we also deal with stability, progress, obligation
and response, in addition to safety and guarantee properties.
(See Section 2 for the exact definitions.) Second, we add an
additional layer to the embedded control software, namely, a
goal generator, in order to allow a sequence of short-horizon
problems to be automatically generated (as opposed to hav-
ing to manually generate these problems as in [22]). Finally,
we present a response mechanism that potentially increases
the robustness of the system with respect to a mismatch be-
tween the actual system and its model and violation of the
environment assumptions. The benefit of adding this mech-
anism is illustrated through an example where the system
continues to exhibit a correct behavior even though some of
the environment assumptions do not hold during an execu-
tion.

2. PRELIMINARIES
We use linear temporal logic (LTL) to describe the desired

properties of the system. In this section, we first give formal
definitions of terminology and notations used throughout the
paper. Then, based on these definitions, we briefly describe
LTL and some important classes of LTL formulas.

Definition 1. A system consists of a set V of variables.
The domain of V , denoted by dom(V ), is the set of valua-
tions of V . A state of the system is an element v ∈ dom(V ).

Definition 2. A finite transition system is a tuple T :=
(V,V0,→) where V is a finite set of states, V0 ⊆ V is a set of
inital states, and → ⊆ V × V is a transition relation. Given
states νi, νj ∈ V, we write νi → νj if there is a transition
from νi to νj .

Definition 3. A partially ordered set (V,�) consists of a
set V and a binary relation � over the set V satisfying the
following properties: for any v1, v2, v3 ∈ V , (a) v1 � v1;
(b) if v1 � v2 and v2 � v1, then v1 = v2; (c) if v1 � v2 and
v2 � v3, then v1 � v3.

Definition 4. An atomic proposition is a statement on
system variables υ that has a unique truth value (True or
False) for a given value of υ. Let v ∈ dom(V ) be a state of
the system and p be an atomic proposition. We write v  p
if p is True at the state v. Otherwise, we write v 1 p.

Definition 5. An execution σ of a discrete-time system is
an infinite sequence of the system states over a particular
run, i.e., σ can be written as σ = v0v1v2 . . . where for each
t ≥ 0, vt ∈ dom(V ) is the state of the system at time t.

Linear Temporal Logic
Linear temporal logic (LTL) [13, 7, 3] is a powerful specifi-
cation language for unambiguously and concisely expressing
a wide range of properties of systems. LTL is built up from
a set of atomic propositions, the logic connectives (¬, ∨ ,
∧ , =⇒), and the temporal modal operators (#, �, 3, U

which are read as “next,” “always,” “eventually,” and “un-
til,” respectively). An LTL formula is defined inductively
as follows: (1) any atomic proposition p is an LTL formula;
and (2) given LTL formulas ϕ and ψ, ¬ϕ, ϕ ∨ ψ, #ϕ and
ϕ U ψ are also LTL formulas. Other operators can be de-
fined as follows: ϕ ∧ ψ = ¬(¬ϕ ∨ ¬ψ), ϕ =⇒ ψ = ¬ϕ ∨ ψ,
3ϕ = True U ϕ, and �ϕ = ¬3¬ϕ. A propositional formula
is one that does not include temporal operators. Given a
set of LTL formulas ϕ1, . . . , ϕn, their Boolean combination
is an LTL formula formed by joining ϕ1, . . . , ϕn with logic
connectives.

Semantics of LTL: An LTL formula is interpreted over
an infinite sequence of states. Given an execution σ =
v0v1v2 . . . and an LTL formula ϕ, we say that ϕ holds at
position i ≥ 0 of σ, written vi |= σ, if and only if (iff) ϕ
holds for the remainder of the execution σ starting at po-
sition i. The semantics of LTL is defined inductively as
follows: (a) For an atomic proposition p, vi |= p iff vi  p;
(b) vi |= ¬ϕ iff vi |6= ϕ; (c) vi |= ϕ ∨ ψ iff vi |= ϕ or
vi |= ψ; (d) vi |= #ϕ iff vi+1 |= ϕ; and (e) vi |= ϕ U ψ iff
∃j ≥ i, vj |= ψ and ∀k ∈ [i, j), vk |= ϕ. Based on this defi-
nition, #ϕ holds at position vi iff ϕ holds at the next state
vi+1, �ϕ holds at position i iff ϕ holds at every position in σ
starting at position i, and 3ϕ holds at position i iff ϕ holds
at some position j ≥ i in σ.

Definition 6. An execution σ = v0v1v2 . . . satisfies ϕ, de-
noted by σ |= ϕ, if v0 |= ϕ.

Definition 7. Let Σ be the set of all executions of a sys-
tem. The system is said to be correct with respect to its
specification ϕ, written Σ |= ϕ, if all its executions satisfy
ϕ, that is, (Σ |= ϕ) ⇐⇒

`
∀σ, (σ ∈ Σ) =⇒ (σ |= ϕ)

´
.

Examples: Given propositional formulas p and q describing
the states of interest, important and widely-used properties
can be defined in terms of their corresponding LTL formulas
as follows.

Safety (invariance): A safety formula is of the form �p,
which simply asserts that the property p remains invariantly
true throughout an execution. Typically, a safety property
ensures that nothing bad happens. A classic example of
safety property frequently used in the robot motion planning
domain is obstacle avoidance.

Guarantee (reachability): A guarantee formula is of the
form 3p, which guarantees that the property p becomes true
at least once in an execution, i.e., a state satisfying p is
reachable. Reaching a goal state is an example of a guaran-
tee property.

Obligation: An obligation formula is a disjunction of
safety and guarantee formulas, �p ∨ 3q. It can be eas-
ily shown that any safety and progress property can be ex-
pressed using an obligation formula. (By letting q ≡ False,
we obtain a safety formula and by letting p ≡ False, we
obtain a guarantee formula.)

Progress (recurrence): A progress formula is of the form
�3p, which essentially states that the property p holds in-
finitely often in an execution. As the name suggests, a
progress property typically ensures that the system keeps
making progress throughout the execution.

Response: A response formula is of the form �(p =⇒
3q), which states that following any point in an execution
where the property p is true, there exists a point where the
property q is true. A response property can be used to
describe how the system should react to changes in the op-
erating conditions.
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Stability (persistence): A stability formula is of the form
3�p, which asserts that there is a point in an execution
where the property p becomes invariantly true for the re-
mainder of the execution. This definition corresponds to
the definition of stability in the controls domain since it es-
sentially ensures that eventually, the system converges to a
desired operating point and remains there for the remainder
of the execution.

Remark 1. Properties typically studied in the control and
hybrid systems domains are safety (usually in the form of
constraints on the system state) and stability (i.e., conver-
gence to an equilibrium or a desired state). LTL thus offers
extensions to properties that can be expressed. Not only
can it express other classes of properties, but it also allows
more general safety and stability properties than constraints
on the system state or convergence to an equilibrium since
p in �p and 3�p can be any propositional formula.

3. PROBLEM FORMULATION
We are interested in designing embedded control software

for a system that interacts with its (potentially dynamic and
not a priori known) environment. This software needs to en-
sure that the system satisfies the desired property ϕs for any
initial condition and any environment in which it operates,
provided that the initial condition and the environment sat-
isfy certain assumptions, ϕinit and ϕe, respectively.

Specifically, we define the system model S, the desired
property ϕs and the assumptions ϕinit and ϕe as follows.

System Model : Consider a system model S with a set V =
S ∪E of variables where S and E are disjoint sets that rep-
resent the set of variables controlled by the system and the
set of variables controlled by the environment respectively.
The domain of V is given by dom(V ) = dom(S)× dom(E)
and a state of the system can be written as v = (s, e) where
s ∈ dom(S) and e ∈ dom(E). Throughout the paper, we
call s the controlled state and e the environment state.

Assume that the controlled state evolves according to ei-
ther a discrete-time, time-invariant dynamics

s(t+ 1) = f(s(t), u(t)), u(t) ∈ U, ∀t ≥ 0 (1)

or a continuous-time, time-invariant dynamics

ṡ(t) = f(s(t), u(t)), u(t) ∈ U, ∀t ∈ N (2)

where U is the set of admissible control inputs and s(t) and
u(t) are the controlled state and control signal at time t.

Example 1. Consider a robot motion planning problem
where a robot needs to navigate an environment populated
with (potentially dynamic) obstacles and explore certain ar-
eas of interest. S typically includes the state (e.g. position
and velocity) of the robot while E typically includes the po-
sitions of obstacles (which are generally not known a prior
and may change over time). The evolution of the controlled
state (i.e., the state of the robot) is simply governed its
equations of motion.

Desired Properties and Assumptions: Let Π be a finite
set of atomic propositions of variables from V . Each of the
atomic propositions in Π essentially captures the states of
interest. We assume that the desired property ϕs is an LTL
specification built from Π and can be expressed as a con-
junction of safety, guarantee, obligation, progress, response
and stability properties as follows:

ϕs =
V
j∈J1 �ps1,j ∧

V
j∈J2 3ps2,j ∧V

j∈J3(�ps3,j ∨ 3qs3,j) ∧
V
j∈J4 �3ps4,j ∧V

j∈J5 �(ps5,j =⇒ 3qs5,j) ∧
V
j∈J6 3�ps6,j ,

(3)

where J1, . . . , J6 are finite sets and for any i and j, psi,j and
qsi,j are propositional formulas of variables from V that are
built from Π.

We further assume that the initial condition of the sys-
tem satisfies a propositional formula ϕinit built from Π and
the environment satisfies an assumption ϕe where ϕe can
be expressed as a conjunction of justice requirements and
propositions that are assumed to be true throughout an ex-
ecution as follows:

ϕe =
V
i∈I1 �pes,i ∧

V
i∈I2 �3pef,i, (4)

where pes,i and pef,i are propositional formulas built from Π
and only contain variables from E (i.e., environment vari-
ables).

In summary, the specification of S is given by`
ϕinit ∧ ϕe) =⇒ ϕs. (5)

Observe, from the specification (5), that the desired prop-
erty ϕs is guaranteed only when the assumptions on the
initial condition and the environment are satisfied.

Example 2. Consider the robot motion planning problem
described in Example 1. Suppose the workspace of the robot
is partitioned into cells C1, . . . , Cm and the robot needs to
explore (i.e., visit) the cells C1 and C2 infinitely often. In
addition, we assume that one of the cells C1, . . . , Cm may be
occupied by an obstacle at any given time and this obstacle-
occupied cell may change arbitrarily throughout an execu-
tion but infinitely often, C1 and C2 are not occupied. Let
s and o represent the position of the robot and the obsta-
cle, respectively. In this case, the desired properties of the
system can be written as ϕs = �3(s ∈ C1) ∧ �3(s ∈
C2) ∧ �((o ∈ C1) =⇒ (s 6∈ C1)) ∧ �((o ∈ C2) =⇒
(s 6∈ C2)) ∧ . . . ∧ �((o ∈ Cm) =⇒ (s 6∈ Cm)). Assum-
ing that initially, the robot does not occupy the same cell
as the obstacle, we simply let ϕinit = ((o ∈ C1) =⇒ (s 6∈
C1)) ∧ ((o ∈ C2) =⇒ (s 6∈ C2)) ∧ . . . ∧ ((o ∈ Cm) =⇒
(s 6∈ Cm)). Finally, the assumption on the environment can
be expressed as ϕe = �3(o 6∈ C1) ∧ �3(o 6∈ C2).

Remark 2. We restrict ϕs and ϕe to be of the form (3)
and (4), respectively, for the clarity of presentation. Our
framework only requires that the specification (5) can be
reduced to the form of equation (7), presented later.

4. HIERARCHICAL APPROACH
A common approach (see, for example, [11, 2, 10, 22, 19,

5]) to designing embedded control software for a physical
system S that provably satisfies a temporal logic specifica-
tion is to construct a finite transition system D (e.g. Kripke
structure) that serves as an abstract model of S (which typi-
cally has infinitely many states). With this abstraction, the
problem is then decomposed into (a) synthesizing a plan-
ner that computes a discrete plan satisfying the specifica-
tion based on the abstract, finite-state model D, and (b) de-
signing a continuous controller that implements the discrete
plan. The success of this abstraction-based approach thus
heavily relies on the following two critical steps.
(a) an abstraction of an infinite-state system into an equiv-

alent (in the simulation sense) finite state model such
that any discrete plan generated by the planner can be
implemented (i.e., simulated ; see, for example, [20] for
the exact definition) by the continuous controller, and

(b) synthesis of a planner (i.e., a strategy), represented by
a finite state automaton, that ensures the correctness of
the discrete plan.
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Different approaches have been proposed to handle step
(a). For example, a continuous-time, time-invariant model
(2) was considered in [11], [2] and [10] for special cases of
fully actuated (ṡ(t) = u(t)), kinematic (ṡ(t) = A(s(t))u(t))
and piecewise affine (PWA) dynamics, respectively, while
a discrete-time, time-invariant model (1) was considered in
[22] and [19] for special cases of PWA and controllable linear
systems respectively. Reference [5] deals with more general
dynamics by relaxing the bisimulation requirement and us-
ing the notions of approximate simulation and simulation
functions [4].

In this paper, we focus on addressing the computational
complexity of step (b). We assume that a finite state ab-
straction D of the physical system S has been constructed.
We denote the (finite) set of states of D by V. In order
to ensure the system correctness for any initial condition
and environment, we apply the two-player game approach
presented in [17] to synthesize a planner as in [11, 22]. In
summary, consider a class of LTL formulas of the form

(ψinit ∧ �ψe ∧
^
i∈If

�3ψf,i) =⇒ (
^
i∈Is

�ψs,i ∧
^
i∈Ig

�3ψg,i),

(6)
known as Generalized Reactivity[1] (GR[1]) formulas. Here
ψinit, ψf,i and ψg,i are propositional formulas of variables
from V ; ψe is a Boolean combination of propositional for-
mulas of variables from V and expressions of the form #ψte
where ψte is a propositional formula of variables from E that
describes the assumptions on the transitions of environment
states; and ψs,i is a Boolean combination of propositional
formulas of variables from V and expressions of the form
#ψts where ψts is a propositional formula of variables from V
that describes the constraints on the transitions of controlled
states. The approach presented in [17] allows checking the
realizability of this class of specifications and synthesizing
the corresponding finite state automaton to be performed in
time O(M3) where M is the size of the state space of the
system. We refer the reader to [17] and references therein
for a detailed discussion.

Proposition 1. By introducing auxiliary Boolean variables,
a specification of the form (5) can be reduced to a subclass
of GR[1] formula of the form:`
ψinit ∧ �ψee

^
i∈If

�3ψef,i
´

=⇒
` ^
i∈Is

�ψs,i ∧
^
i∈Ig

�3ψg,i
´
,

(7)
where ψinit, ψs,i and ψg,i are defined as in (6) and ψee
and ψef,i are propositional formulas of variables from E.
Throughout the paper, we call the left hand side and the
right hand side of (7) the “assumption” part and the “guar-
antee” part, respectively.

The proof of Proposition 1 is based on the fact that all
safety, guarantee, obligation and response properties are spe-
cial cases of progress formulas �3p, provided that p is al-
lowed to be a past formula [13]. (See [13] for the defini-
tion of a past formula and how each of these properties can
be reduced to an instance of a progress property.) Hence,
these properties can be reduced to the guarantee part of (7)
by introducing auxiliary Boolean variables. For example,
a guarantee property 3ps2,j can be reduced to the guaran-
tee part of (7) by introducing an auxiliary Boolean vari-
able x, initialized to ps2,j . 3ps2,j can then be equivalently
expressed as a conjunction of �

`
(x ∨ ps2,j) =⇒ #x

´
,

�
`
¬(x ∨ ps2,j) =⇒ #(¬x)

´
and �3x. Obligation and

response properties can be reduced to the guarantee part
of (7) using a similar idea. In addition, a stability prop-
erty 3�ps6,j can be reduced to the guarantee part of (7)
by introducing an auxiliary Boolean variable y, initialized
to False. 3�ps6,j can then be equivalently expressed as a
conjunction of �(y =⇒ ps6,j), �(y =⇒ #y), �

`
¬y =⇒

(#y ∨ #(¬y))
´

and �3y. Note that these reductions lead
to equivalent specifications. However, for the case of stabil-
ity, the reduction may lead to an unrealizable specification
even though the original specification is realizable. Roughly
speaking, this is because the auxiliary Boolean variable y
needs to make clairvoyant (prophecy), non-deterministic de-
cisions. For other properties, the realizability remains the
same after the reduction since the synthesis algorithm [17]
is capable of handling past formulas. The detail of this dis-
cussion is beyond the scope of this paper and we refer the
reader to [17] for more detailed discussion on the synthesis
of GR[1] specification.

Having shown that the specification (5) can be reduced to
(7), in Section 4.1 we describe a receding horizon strategy
that allows the synthesis problem for a specification (7) to be
reduced to a sequence of smaller problems of shorter horizon.
Then, in Section 4.2, we describe its implementation, leading
to the decomposition of the planner into a goal generator and
a trajectory planner.

4.1 Receding Horizon Strategy
The main limitation of the synthesis of finite state au-

tomata from their LTL specifications [17] is the state explo-
sion problem. In the worst case, the resulting automaton
may contain all the possible states of the system. For exam-
ple, if the system has 10 variables, each can take any value in
{1, . . . , 10}, then there may be as many as 1010 nodes in the
automaton. This type of computational complexity limits
the application of the systhesis to relatively small problems.

Similar computational complexity is also an inherent prob-
lem in the area of constrained optimal control. Consider, for
example, a trajectory generation problem as shown in Fig-
ure 1. In traditional constrained optimal control [6], trajec-
tory generation is typically run in an open loop manner, i.e.,
there is no dashed arrow labeled“Receding Horizon Control”
and a reference trajectory sd is computed offline, taking into
account all the possible initial conditions. An effective and
well-established approach to deal with computational com-
plexity pertaining to this problem is to “close the loop” at
the trajectory generation level as shown in Figure 1 and al-
low control strategies to be designed and implemented in a
receding horizon manner, i.e., optimize over a shorter hori-
zon, starting from the currently observed state, implement
the initial control action, move the horizon one step ahead,
and re-optimize. This strategy reduces the computational
complexity by essentially solving a sequence of “smaller” op-
timization problems, each with a specific initial condition
(as opposed to optimizing with any initial condition in tra-
ditional optimal control).

We apply a similar idea to reduce computational com-
plexity in the synthesis of finite state automata in order to
extend the traditional receding horizon control to handle
(potentially dynamic and not a priori known) environments
and more general properties than stability. First, we ob-
serve that in many applications, it is not necessary to plan
for the whole execution, taking into account all the possible
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(optimal
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“Receding Horizon Control”

reference
u

δu

sd

Figure 1: A typical control system with trajectory
generation implemented in a receding horizon man-
ner. ∆ models uncertainties in the plant model. The
local control is implemented to account for the ef-
fect of the noise and unmodeled dynamics captured
by ∆.

behaviors of the environment since a state that is very far
from the current state of the system typically does not affect
the near future plan. Consider, for example, the robot mo-
tion planning problem described in Example 2. Suppose C1

or C2 is very far, say 100 kilometers, away from the initial
position of the robot. Under certain conditions, it may be
sufficient to only plan out an execution for 500 meters and
implement it in a receding horizon fashion, i.e., re-compute
the plan as the robot moves, starting from the currently
observed state (rather than from all initial conditions sat-
isfying ϕinit as the original specification (5) suggests). In
this section, we present a sufficient condition and a receding
horizon strategy that allows the synthesis to be performed
on a smaller domain; thus, substantially reduces the number
of states (or nodes) of the automaton while still ensuring the
system correctness with respect to the LTL specification (5).

We consider a specification of the form (7) since, from
Proposition 1, the specification (5) can be reduced to this
form. Let Φ be a propositional formula of variables from V
such that ψinit =⇒ Φ is a tautology, i.e., any state ν ∈ V
that satisfies ψinit also satisfies Φ. For each progress prop-
erty �3ψg,i where i ∈ Ig, suppose there exists a collection
of subsets Wi

0, . . . ,Wi
p of V such that

(a) Wi
0 ∪Wi

1 ∪ . . . ∪Wi
p = V,

(b) ψg,i is satisfied for any ν ∈ Wi
0, i.e., Wi

0 is the set of the
states that constitute the progress of the system, and

(c) Pi := ({Wi
0, . . . ,Wi

p},�ψg,i) is a partially ordered set

defined such that Wi
0 ≺ψg,i W

i
j , ∀j 6= 0.

Define a function F i : {Wi
0, . . . ,Wi

p} → {Wi
0, . . . ,Wi

p} such

that F i(Wi
0) �ψg,i W

i
0 and F i(Wi

j) ≺ψg,i W
i
j , ∀j 6= 0.

With the above definitions of Φ, Wi
0, . . . ,Wi

p and F i, we

define a short-horizon specification Ψi
j associated with Wi

j

for each i ∈ Ig and j ∈ {0, . . . , p} as follows:

Ψi
j =

“
(ν ∈ Wi

j) ∧ Φ ∧ �ψee ∧
V
k∈If

�3ψef,k
”

=⇒
“V

k∈Is �ψs,k ∧ �3
`
ν ∈ F i(Wi

j)
´
∧ �Φ

”
,

(8)
where ν is the state of the system and ψee , ψ

e
f,k and ψs,k are

defined as in (7).
Essentially, an automatonAij satisfying Ψi

j defines a strat-

egy for going from a state ν1 ∈ Wi
j to a state ν2 ∈ F i(Wi

j)
while satisfying the safety requirements

V
i∈Is �ψs,i and main-

taining the invariant Φ. (See Remark 4 for the role of Φ in

this framework.) The partial order Pi essentially provides a
measure of “closeness” to the states satisfying ψg,i (i.e., the
states that constitute the progress of the system). Since each
specification Ψi

j asserts that the system eventually reaches
a state that is smaller in the partial order, it essentially
ensures that each automaton Aij brings the system “closer”

to the states satisfying ψg,i. The function F i thus defines
the horizon length for these short-horizon problems. If the
function F i is chosen properly so that we essentially have to
plan a short step ahead, then the automaton Aij will con-
tain significantly less number of states than an automaton
satisfying the original specification (7).

Receding Horizon Strategy : Let Ig = {i1, . . . , in} and
define a corresponding ordered set (i1, . . . , in).

(1) Determine the index j1 such that the current state ν0 ∈
Wi1
j1

. If j1 6= 0, then execute the automaton Ai1j1 until

the system reaches a state ν1 ∈ Wi1
k where Wi1

k ≺ψg,i1
Wi1
j1

. (Note that since the union of Wi1
1 , . . . ,Wi1

p is the
set V of all the states, given any ν0, ν1 ∈ V, there exist
j1, k ∈ {0, . . . , p} such that ν0 ∈ Wi1

j1
and ν1 ∈ Wi1

k .)

This step corresponds to going from Wi1
j1

to Wi1
j1−1 in

Figure 2.
(2) If the current state ν1 6∈ Wi1

0 , switch to the automaton

Ai1k where the index k is chosen such that the current

state ν1 ∈ Wi1
k . Execute Ai1k until the system reaches a

state that is smaller in the partial order Pi1 Repeat this
step until a state ν2 ∈ Wi1

0 is reached. (It is guaranteed

that a state ν2 ∈ Wi1
0 is eventually reached because of

the finiteness of the set {Wi1
0 , . . . ,Wi1

p } and its partial
order. See the proof of Theorem 1 for more details.)
This step corresponds to going all the way down the
leftmost column in Figure 2.

(3) Switch to the automaton Ai2j2 where the index j2 is cho-

sen such that the current state ν2 ∈ Wi2
j2

. Work through

the partial order Pi2 until a state ν3 ∈ Wi2
0 is reached

as previously done in step (2) for the partial order Pi1 .
Repeat this step with i2 replaced by i3, i4, . . . , in, respec-
tively, until a state νn ∈ Win

0 is reached. (As previously
noted, since for any i ∈ Ig, the union of Wi

1, . . . ,Wi
p is

the set V of all the states, given any ν2 ∈ V, there exist
j2 ∈ {0, . . . , p} such that ν2 ∈ Wi2

j2
.) In Figure 2, this

step corresponds to moving to the next column, going
all the way down this column and repeating this process
until we reach the bottom of the rightmost column.

(4) Repeat steps (1)–(3).

Theorem 1. Suppose Ψi
j is realizable for each i ∈ Ig, j ∈

{0, . . . , p}. Then the proposed receding horizon strategy en-
sures that the system is correct with respect to the specifi-
cation (7), i.e., any execution of the system satisfies (7).

Proof. Consider an arbitrary execution σ of the system
that satisfies the assumption part of (7). We want to show
that the safety properties ψs,i, i ∈ Is hold throughout the ex-
ecution and for each i ∈ Ig, a state satisfying ψg,i is reached
infinitely often.

Let ν0 ∈ V be the initial state of the system and let the
index j1 be such that ν0 ∈ Wi1

j1
. From the tautology of

ψinit =⇒ Φ, it is easy to show that σ satisfies the assump-
tion part of Ψi1

j1
as defined in (8). Thus, if j1 = 0, then Ai10

ensures that a state ν2 satisfying ψg,i1 is eventually reached
and the safety properties ψs,i, i ∈ Is hold at every posi-
tion of σ up to and including the point where ν2 is reached.
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Figure 2: A graphical description of the receding
horizon strategy for a special case where for each
i ∈ Ig, Wi

j ≺ψg,i W
i
k, ∀j < k, F i(Wi

j) = Wi
j−1,∀j > 0 and

F i(Wi
0) = Wi

0. Starting from a state ν0, the system
executes the automaton Ai1j1 where the index j1 is

chosen such that ν0 ∈ Ai1j1 . Repetition of step (2)

ensures that a state ν2 ∈ Wi1
0 (i.e., a state satisfying

ψg,i1) is eventually reached. This state ν2 belongs
to some set, say, Wi2

j2
in the partial order Pi2 . The

system then works through this partial order un-
til a state ν3 ∈ Wi2

0 (i.e., a state satisfying ψg,i2) is
reached. This process is repeated until a state νn
satisfying ψg,in is reached. At this point, for each
i ∈ Ig, a state satisfying ψg,i has been visited at least
once in the execution. In addition, the state νn be-
longs to some set in the partial order Pi1 and the
whole process is repeated, ensuring that for each
i ∈ Ig, a state satisfying ψg,i is visited infinitely often
in the execution.

Otherwise, j1 6= 0 and Ai1j1 ensures that eventually, a state

ν1 ∈ Wi1
k whereWi1

k ≺ψg W
i1
j1

is reached, i.e., ν1 is the state
of the system at some position p1 of σ. In addition, the in-
variant Φ and all the safety properties ψs,i, i ∈ Is are guar-
anteed to hold at all the positions of σ up to and including
the position p1. According to the receding horizon strategy,
the planner switches to the automaton Ai1k at position p1

of σ. Since ν1 ∈ Wi1
k and ν1 satisfies Φ, the assumption

part of Ψi1
k as defined in (8) is satisfied. Using the previ-

ous argument, we get that Ψi1
k ensures that all the safety

properties ψs,i, i ∈ Is hold at every position of σ starting
from position p1 up to and including position p2 at which
the planner switches the automaton and Φ holds at position
p2. By repeating this procedure and using the finiteness of
the set {Wi1

0 , . . . ,Wi1
p } and its partial order, eventually the

automaton Ai10 is executed which ensures that σ contains a
state ν2 satisfying ψg,i1 and step (2) terminates.

Applying the previous argument to step (3), we get that
step (3) terminates and before it terminates, the safety prop-
erties ψs,i, i ∈ Is and the invariant Φ hold throughout the
execution and for each i ∈ Ig, a state satisfying ψg,i has been
reached at least once. By continually repeating steps (1)–
(3), the receding horizon strategy ensures that ψs,i, i ∈ Is
hold throughout the execution and for each i ∈ Ig, a state
satisfying ψg,i is reached infinitely often.

Remark 3. Traditional receding horizon control is known
to not only reduce computational complexity but also in-

crease the robustness of the system with respect to exoge-
nous disturbances and modeling uncertainties of the plant
[16]. With disturbances and modeling uncertainties, an ac-
tual execution of the system usually deviates from a refer-
ence trajectory sd, computed by the trajectory generation
component (cf. Figure 1). Receding horizon control allows
the current state of the system to be continually re-evaluated
so sd can be adjusted accordingly based on the externally
received reference if the actual execution of the system does
not match it. Such an effect may be expected in our exten-
sion of the traditional receding horizon control. Verifying
this property is subject to current study.

Remark 4. The propositional formula Φ (which can be
viewed as an invariant of the system) adds an assumption
on the initial state of each automaton Aij and is added in

order to make Ψi
j realizable. Without Φ, the set of initial

states of Aij includes any state ν ∈ Wi
j . However, starting

from some “bad” state (e.g. unsafe state) in Wi
j , there may

not exist a strategy for the system to satisfy Ψi
j . Φ is essen-

tially used to eliminate the possibility of starting from these
“bad” states. Given a partially order set Pi and a function
F i, one way to determine Φ is to start with Φ ≡ True and
check the realizability of the resulting Ψi

j . If there exist

i ∈ Ig and j ∈ {0, . . . , p} such that Ψi
j is not realizable,

the synthesis process provides the initial state ν∗ of the sys-
tem starting from which there exists a set of moves of the
environment such that the system cannot satisfy Ψi

j . This
information provides guidelines for constructing Φ, i.e., we
can add a propositional formula to Φ that essentially pre-
vents the system from reaching the state ν∗. This procedure
can be repeated until Ψi

j is realizable for any i ∈ Ig and
j ∈ {0, . . . , p} or until Φ excludes all the possible states, in
which case either the original specification is unrealizable or
the proposed receding horizon strategy cannot be applied
with the given partially order set Pi and function F i.

Remark 5. For each i ∈ Ig and j ∈ {0, . . . , p}, check-
ing the realizability of Ψi

j requires considering all the initial

conditions in Wi
j satisfying Φ. However, as will be further

discussed in Section 4.2, when a strategy (i.e., a finite state
automaton satisfying Ψi

j) is to be extracted, only the cur-
rently observed state needs to be considered as the initial
condition. Typically, checking the realizability can be done
symbolically and enumeration of states is only required when
a strategy needs to be extracted [17]. Symbolic methods are
known to handle large number of states, in practice, sig-
nificantly better than enumeration-based methods. Hence,
state explosion usually occurs at the synthesis (i.e., strat-
egy extraction) stage rather than the realizability checking
stage. By considering only the currently observed state as
the initial state in the synthesis stage, our approach avoids
state explosion both by considering a short-horizon problem
and a specific initial state.

Remark 6. The proposed receding horizon approach is not
complete. Even if there exists a control strategy that satis-
fies the original specification, there may not exist an invari-
ant Φ and a collection of subsets Wi

0, . . . ,Wi
p that allow the

receding horizon strategy to be applied since the correspond-
ing Ψi

j may not be realizable for all i ∈ Ig and j ∈ {0, . . . , p}.

4.2 Implementation
In order to implement the receding horizon strategy de-

scribed in Section 4.1, a partial order Pi and the correspond-
ing function F i need to be defined for each i ∈ Ig. In this
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section, we present an implementation of this strategy, es-
sentially allowing Pi and F i to be automatically determined
for each i ∈ Ig while ensuring that all the short-horizon
specifications Ψi

j , i ∈ Ig, j ∈ {0, . . . , p} as defined in (8) are
realizable.

Given an invariant Φ and subsetsWi
0, . . . ,Wi

p of V for each

i ∈ Ig, we first construct a finite transition system Ti with
the set of states {Wi

0, . . . ,Wi
p}. For each j, k ∈ {0, . . . , p},

there is a transition Wi
j → Wi

k in Ti only if j 6= k and the

specification in (8) is realizable with F i(Wi
j) = Wi

k. This

finite transition system Ti can be regarded as an abstraction
of the finite state model D of the physical system S, i.e., a
higher-level abstraction of S.

Suppose Φ is defined such that there exists a path in Ti
from Wi

j to Wi
0 for all i ∈ Ig, j ∈ {1, . . . , p}. (Verifying this

property is essentially a graph search problem. If a path
does not exist, Φ can be re-computed using a procedure
described in Remark 4.) We propose an embedded control
software with three components (cf. Figure 3).

Goal generator: Define an order1 (i1, . . . , in) for the ele-
ments of the unordered set Ig = {i1, . . . , in} and maintain
an index k ∈ {1, . . . , n} throughout the execution. Starting
with k = 1, in each iteration, the goal generator performs
the following tasks.
(a1) Receive the currently observed state of the plant (i.e.

the controlled state) and environment.
(a2) Evaluate whether the abstract state corresponding to

the currently observed state belongs to Wik
0 . If so,

update k to (k mod n) + 1.
(a3) If k was updated in step (a2) or this is the first iter-

ation, then based on the higher level abstraction Tik
of the physical system S, compute a path from Wik

j

to Wik
0 where the index j ∈ {0, . . . , p} is chosen such

that the abstract state corresponding to the currently
observed state belongs to Wik

j .
(a4) If a new path is computed in step (a3), then issue

this path (i.e., a sequence G =Wik
l0
, . . . ,Wik

lm
for some

m ∈ {0, . . . , p} where l0, . . . lm ∈ {0, . . . , p}, l0 = j,
lm = 0, lα 6= lα′ for any α 6= α′, and there exists a
transition Wik

lα
→Wik

lα+1
in Tik for any α < m) to the

trajectory planner.
Note that the problem of finding a path in Tik from Wik

j

to Wik
0 can be efficiently solved using any graph search or

shortest-path algorithm [18], such as Dijkstra’s, A*, etc. To
reduce the original synthesis problem to a set of problems
with short horizon, the cost on each edge (Wik

lα
,Wik

lα′
) of the

graph built from Tik may be defined, for example, as an
exponential function of the “distance” between the sets Wik

lα

and Wik
lα′

.

Trajectory planner: The trajectory planner maintains the
latest sequence G = Wik

l0
, . . . ,Wik

lm
of goal states received

from the goal generator, an index q ∈ {1, . . . ,m} of the
current goal state in G, a strategy F represented by a finite
state automaton, and the next abstract state ν∗ throughout
the execution. Starting with q = 1, F being an empty finite
state automaton and ν∗ being a null state, in each iteration,
the trajectory planner performs the following tasks.
1This order can be defined arbitrarily. In general, its def-
inition affects a strategy the system chooses to satisfy the
specification (7) as it corresponds to the sequence of progress
properties ψg,i1 , . . . , ψg,in the system tries to satisfy.

(b1) Receive the currently observed state of the plant and
environment.

(b2) Check whether a new sequence of goal states is received
from the goal generator.
If so, update G to this latest sequence of goal states,

update q to 1, and update ν∗ to null.

Otherwise, evaluate whether the abstract state corre-
sponding to the currently observed state belongs
to Wik

lq
. If so, update q to q + 1 and ν∗ to null.

(b3) If ν∗ is null, then based on the abstraction D of the
physical system S, synthesize (using, for example, the
synthesis tool [17]) a strategy that satisfies the spec-

ification (8) with F i(Wi
j) = Wik

lq
, starting from the

abstract state ν0 corresponding to the currently ob-
served state (i.e., replace the assumption ν ∈ Wi

j with
ν = ν0). Assign this strategy to F and update ν∗ to
the state following the initial state in F based on the
current environment state.

(b4) If the controlled state ς∗ component of ν∗ corresponds
to the currently observed state of the plant, update ν∗

to the state following the current ν∗ in F based on the
current environment state.

(b5) If ν∗ was updated in step (b3) or (b4), then issue the
controlled state ς∗ to the continuous controller.

Continuous controller: The continuous controller main-
tains the last received (abstract) final controlled state ς∗

from the trajectory planner. In each iteration, it receives
the currently observed state s of the plant. Then, it deter-
mines a control signal u such that the continuous execution
of the system eventually reaches the cell of D corresponding
to the abstract controlled state ς∗ while always staying in
the cell corresponding to the abstract controlled state ς∗ and
the cell containing s. Essentially, the continuous execution
has to simulate the abstract plan computed by the trajec-
tory planner. See, for example, [11, 2, 10, 22, 19, 5], for how
such a control signal can be computed.

From the construction of Ti, i ∈ Ig, it can be verified that
the composition of the goal generator and the trajectory
planner correctly implements the receding horizon strategy
described in Section 4.1. Roughly speaking, the path G from
Wi
j toWi

0 computed by the goal generator essentially defines

the partial order Pi and the corresponding function F i. For
a setWi

lα 6=W
i
0 contained in G, we simply letWi

lα+1
≺ Wi

lα

and F i(Wi
lα) = Wi

lα+1
where Wi

lα+1
immediately follows

Wi
lα in G. In addition, since, by assumption, for any i ∈ Ig

and l ∈ {0, . . . , p}, there exists a path in Ti from Wi
l to Wi

0,
it can be easily verified that the specification Ψi

l is realiz-
able with F(Wi

l ) = Wi
0. Thus, to be consistent with the

previously described receding horizon framework, we simply
assign Wi

l � Wi
0 and F(Wi

l ) = Wi
0 for a set Wi

l not con-
tained in G. Note that suchWi

l that is not in the path G does
not affect the computational complexity of the synthesis al-
gorithm. With this definition of the partial order Pi and
the corresponding function F i, we can apply Theorem 1 to
conclude that the abstract plan generated by the trajectory
planner ensures the correctness of the system with respect to
the specification (7). In addition, since the continuous con-
troller simulates this abstract plan, the continuous execution
is guaranteed to preserve the correctness of the system.

The resulting system is depicted in Figure 3. Note that
since it is guaranteed to satisfy the specification (7), the de-
sired behavior (i.e. the guarantee part of (7)) is ensured
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only when the environment and the initial condition respect
their assumptions. To moderate the sensitivity to violation
of these assumptions, the trajectory planner may send a
response to the goal generator, indicating the failure of ex-
ecuting the last received sequence of goals as a consequence
of assumption violation. The goal generator can then re-
move the problematic transition from the corresponding fi-
nite transition system Ti and re-compute a new sequence G
of goals. This procedure will be illustrated in the example
presented in Section 5. Similarly, a response may be sent
from the continuous controller to the trajectory planner to
account for the mismatch between the actual system and its
model. In addition, a local control may be added in order to
account for the effect of the noise and unmodeled dynamics
captured by ∆. Notice the similarity of Figure 1 and Fig-
ure 3. The trajectory generation in Figure 1 is essentially
decomposed into the goal generator, the trajectory planner
and the continuous controller in Figure 3.

Goal
Generator

Trajectory
Planner

Continuous
Controller

Local
Control

Plant

∆

noise

“Receding Horizon Control”

environment

environment

ς∗

G

response

response

u

δu

sd

Figure 3: A system with the embedded control soft-
ware implemented in a receding horizon manner.
As in Figure 1, ∆ models uncertainties in the plant
model.

5. EXAMPLE
We consider an autonomous vehicle navigating an urban

environment while avoiding obstacles and obeying certain
traffic rules. The state of the vehicle is the position (x, y)
whose evolution is assumed to follow a fully actuated model
ẋ(t) = ux(t) and ẏ(t) = uy(t) subject to the following con-
straints on the control effort: ux(t), uy(t) ∈ [−1, 1], ∀t ≥ 0.

Interests in autonomous driving in urban environments
were recently stimulated by the launch of the 2007 DARPA
Urban Challenge [1]. In this competition, autonomous vehi-
cles have to navigate, in a fully autonomous manner, through
a partially known urban-like environment populated with
(static and dynamic) obstacles and perform different tasks
such as road and off-road driving, parking and visiting cer-
tain areas while obeying traffic rules. For the vehicles to
successfully complete the race, they need to be capable of
negotiating an intersection, handling changes in the environ-
ment or operating condition (e.g. newly discovered obsta-
cles) and reactively replanning in response to those changes
(e.g. making a U-turn and finding a new route when the
newly discovered obstacles fully block the road).

A common approach to solve the planning and control as-
pect of this problem is a three layer design with a mission
planner computing a route (i.e., a sequence of roads to be
navigated) to accomplish the given tasks, a trajectory plan-
ner computing a path (i.e., a sequence of desired positions)

satisfying the traffic rules that essentially describes how the
vehicle should navigate the route generated by the mission
planner, and a controller computing a control signal such
that the vehicle closely follows the path generated by the
trajectory planner [21]. Observe how this three layer ap-
proach naturally follows our general framework for embed-
ded control software design (cf. Figure 3) with the mission
planner being an instance of a goal generator and each of
the sets Wi

1, . . . ,Wi
p being an entire road. However, these

components are typically designed by hand and validated
through extensive simulations and field tests. Although a
correct-by-construction approach has been applied in [12], it
is based on building a finite state abstraction of the physical
system and synthesizing a planner that computes a strategy
for the whole execution, taking into account all the possible
behaviors of the environment. As discussed in Section 4,
this approach fails to handle large problems due to the state
explosion issue. In this section, we show how to apply the
receding horizon framework to substantially reduce compu-
tational complexity of the correct-by-construction approach.

We consider the road network shown in Figure 4 with 3
intersections, I1, I2 and I3, and 6 roads, R1, R2 (joining
I1 and I3), R3, R4 (joining I2 and I3), R5 (joining I1 and
I3) and R6 (joining I1 and I2). Each of these roads has two
lanes going in opposite directions. The positive and negative
directions for each road is defined in Figure 4. We partition
the roads and intersections into N = 282 cells (cf. Figure 4),
each of which may be occupied by an obstacle.

Given this system model, we want to design embedded
control software for the vehicle based on the following de-
sired properties and assumptions.

Figure 4: The road network and its partition for
the autonomous vehicle example. The solid (black)
lines define the states in the set V of the finite state
model D used by the trajectory planner. Examples
of subsets Wi

j’s are drawn in dotted (red) rectangles.
The stars indicate the areas that need to be visited
infinitely often.

Desired Properties: We require that each of the two cells
marked by star needs to be visited infinitely often while the
following traffic rules need to be satisfied at all time.
(P1) No collision, i.e., the vehicle cannot occupied the same

cell as an obstacle.
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(P2) The vehicle stays in the travel lane (i.e., right lane)
unless there is an obstacle blocking the lane.

(P3) The vehicle can only proceed through an intersection
when the intersection is clear.

Assumptions: We assume that the vehicle starts from some
point on R1 that belongs to an obstacle-free cell and at least
one of its adjacent cells is obstacle-free. In addition, the
environment is assumed to satisfy the following assumptions
throughout an execution.

(A1) Obstacles may not block a road.

(A2) An obstacle is detected before the vehicle gets too close
to it, i.e., an obstacle may not instantly pop up right
in front of the vehicle.

(A3) Sensing range is limited, i.e., the vehicle cannot detect
an obstacle that is away from it farther than certain
distance.

(A4) To make sure that the stay-in-lane property is achiev-
able, we assume that an obstacle does not disappear
while the vehicle is in its vicinity.

(A5) Obstacles may not span more than a certain number
of consecutive cells in the middle of the road.

(A6) Each of the intersections is clear infinitely often.

(A7) Each of the cells marked by star and its adjacent cells
are not occupied by an obstacle infinitely often.

See [22] for precise statements of properties (P1) and (P2)
and assumptions (A1)–(A4) and how they can be expressed
in the form of the guarantee and assumption parts of (7).
Property (P3) can be expressed as a safety formula and the
requirement that the vehicle visit the two cells infinitely of-
ten is essentially a progress property. Finally, assumption
(A5) can be expressed as a safety assumption on the envi-
ronment while assumptions (A6) and (A7) can be expressed
as justice requirements on the environment.

We follow the approach described in Section 4. First, we
compute a finite state abstraction D of the system. Fol-
lowing the scheme in [22], a state ν of D can be writ-
ten as ν = (ς, ρ, o1, o2, . . . , oN ) where ς ∈ {1, . . . , N} and
ρ ∈ {+,−} are the controlled state components of ν, spec-
ifying the cell occupied by the vehicle and the direction of
travel, respectively, and for each i ∈ {1, . . . , N}, oi ∈ {0, 1}
indicates whether the ith cell is occupied by an obstacle.
This leads to the total of 2N2N possible states of D. For
any two states ν1 and ν2 of D, there is a transition ν1 → ν2
if the controlled state components of ν1 and ν2 correspond
to adjacent cells.

Since the only progress property is to visit the two cells
marked by star infinitely often, the set Ig in (7) has two
elements, say, Ig = {1, 2}. We let W1

0 be the set of abstract
states whose ς component corresponds to one of these two
cells and define W2

0 similarly for the other cell as shown
in Figure 4. Other Wi

j is defined such that it includes all
the abstract states whose ς component corresponds to cells
across the width of the road (cf. Figure 4).

Next, we define Φ such that it excludes states where the
vehicle is not in the travel lane while there is no obstacle
blocking the lane and states where the vehicle is in the same
cell as an obstacle or none of the cells adjacent to the ve-
hicle are obstacle-free. With this Φ, the specification (8) is
realizable with F i(Wi

j) = Wi
k for any adjacent Wi

j and Wi
k

(e.g. in Figure 4, the specification (8) is realizable with both
F i(Wi

j) =Wi
j−1 and F i(Wi

j) =Wi
j+1). The finite transition

system Ti used by the goal planner can then be constructed
such that there is a transition Wi

j → Wi
k for any adjacent

Wi
j and Wi

k. With this transition relation, for any i ∈ Ig
and j ∈ {0, . . . , p}, there exists a path in Ti from Wi

j to Wi
0

and the trajectory planner essentially only has to plan one
step ahead2. Thus, the size of finite state automata synthe-
sized by the trajectory planner to satisfy the specification
(8) is completely independent of N . Using JTLV [17], each
of these automata has less than 900 states and only takes
approximately 1.5 seconds to compute on a MacBook with a
2 GHz Intel Core 2 Duo processor. In addition, with an effi-
cient graph search algorithm, the computation time requires
by the goal generator is in the order of milliseconds. Hence,
with a real-time implementation of optimization-based con-
trol such as NTG [15] at the continuous controller level, our
approach can be potentially implemented in real-time.

A simulation result is shown in Figure 5(a), illustrating
a correct execution of the vehicle when all the assumptions
on the environment and initial condition are satisfied. Note
that without the receding horizon strategy, there can be as
many as 1087 states in the automaton, making this problem
essentially impossible to solve.

To illustrate the benefit of the response mechanism, we
add a road blockage on R2 to violate the assumption (A1).
The result is shown in Figure 5(b). Once the vehicle dis-
covers the road blockage, the trajectory planner cannot find
the current state of the system in the finite state automaton
synthesized from the specification (8) since the assumption
on the environment is violated. The trajectory planner then
informs the goal generator of the failure to satisfy the cor-
responding specification with the associated pair of Wi

j and

F(Wi
j). Subsequently, the goal generator removes the tran-

sition from Wi
j to F(Wi

j) in Ti and re-computes a path to

Wi
0. As a result, the vehicle continues to exhibit a correct

behavior by making a U-turn and completing the task using
a different path.

Figure 5: Simulation results with (top) no road
blockage, (bottom) a road blockage on R2.

2A longer horizon may be used. However, in general, the
size of an automaton satisfying the specification (8) increases
with the horizon length. With too short horizon, the spec-
ification (8) is generally not realizable. A good practice is
to choose the shortest horizon, subject to the realizability of
the resulting specification (8).
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6. CONCLUSIONS AND FUTURE WORK
This paper described a receding horizon based framework

that allows a computationally complex synthesis problem to
be reduced to a set of significantly smaller problems. An
implementation of the proposed framework was presented,
leading to a hierarchical, modular design with a goal gen-
erator, a trajectory planner and a continuous controller. A
response mechanism that increases the robustness of the sys-
tem with respect to a mismatch between the system and its
model and between the actual behavior of the environment
and its assumptions was discussed. The example illustrated
that the system is capable of exhibiting a correct behavior
even if some of the assumptions on the environment do not
hold in the actual execution.

Future work includes further investigation of the robust-
ness of the receding horizon framework. Specifically, we
want to formally identify the types of properties and faults/-
failures that can be correctly handled using the proposed re-
sponse mechanism. This mechanism has been implemented
on Alice, an autonomous vehicle built at Caltech, for dis-
tributed mission and contingency management [21]. Based
on extensive simulations and field tests, it has been shown to
handle many types of failures and faults at different levels of
the system, including inconsistency of the states of different
software modules and hardware and software failures.

Another direction of research is to study an asynchronous
execution of the goal generator, the trajectory planner and
the continuous controller. Although as described in the pa-
per, these components are to be executed sequentially, with
certain assumptions on the communication channels, a dis-
tributed, asynchronous implementation of these components
may still guarantee the correctness of the system.
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ABSTRACT
This paper deals with the synthesis of state-feedback con-
trollers using approximately bisimilar abstractions with an
emphasis on safety problems. Such problems consist in syn-
thesizing a controller that restricts the behaviors of a system
so that its outputs remain in some specified safe set. One
is usually interested in designing a controller that is as per-
missive as possible since this enables to ensure, a posteriori,
secondary control objectives. Using the natural refinement
technique for approximately bisimilar abstractions, a con-
troller for a system can be synthesized from a controller for
an abstraction. However, these controllers have some limi-
tations in terms of performances, implementation cost and
robustness. The main contribution of this paper is a new
procedure for the synthesis of controllers for safety specifi-
cations using approximately bisimilar abstractions. Given
a controller for an abstraction, we describe an approach for
synthesizing a controller for the system that does not suffer
from the previous limitations. Moreover, we show that if the
controller of the abstraction is the maximal controller (i.e.
the most permissive) then we can evaluate the distance be-
tween the synthesized controller and the maximal controller
of the system. This distance can be made arbitrarily small
by choosing sufficiently precise abstractions. We apply our
results to synthesis problems for switched systems.

Categories and Subject Descriptors
I.2.8 [Artificial Intelligence]: Problem Solving, Control
Methods and Search—Control theory ; J.7 [Computer Ap-
plications]: Computer in Other Systems—Command and
control

General Terms
Design, Reliability.

∗This work was supported by the Agence Nationale de la
Recherche (VEDECY project - ANR 2009 SEGI 015 01).

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
HSCC’10, April 12–15, 2010, Stockholm, Sweden.
Copyright 2010 ACM 978-1-60558-955-8/10/04 ...$10.00.

Keywords
Synthesis, Safety, Abstraction, Approximate bisimulation,
Hybrid systems, Switched systems.

1. INTRODUCTION
The use of discrete abstractions has become a classical

approach to hybrid systems design [14, 7, 19, 8, 17]. The
benefit of this approach is double. Firstly, by abstracting
the continuous dynamics, controller synthesis problems can
be efficiently solved using techniques developed in the ar-
eas of supervisory control of discrete-event systems [16] or
algorithmic game theory [2]. Secondly, if the behaviors of
the original system and the discrete abstraction are formally
related by an inclusion or equivalence relationship, the syn-
thesized controller is known to be correct by design and thus
the need of formal verification is reduced.

Traditional behavioral relationships for systems rely on
inclusion or equality of observed behaviors. One of the
most common notion is that of bisimulation equivalence [11].
However, for systems observed over metric spaces, requir-
ing strict equality of observed behaviors is often too strong.
Indeed, the class of continuous or hybrid systems admit-
ting bisimilar discrete abstractions is quite restricted [1, 18].
In [5], we introduced a notion of approximate bisimulation
equivalence which only asks for closeness of observed behav-
iors. This relaxation made it possible to extend the class
of systems for which (approximately) bisimilar discrete ab-
stractions can be computed [4, 12, 6, 13].

This paper deals with the synthesis of state-feedback con-
trollers using approximately bisimilar abstractions with an
emphasis on safety problems. Such problems consist in syn-
thesizing a controller that restricts the behaviors of a system
so that its outputs remain in some specified safe set. One is
usually interested in designing a controller that is as permis-
sive as possible since this makes it possible, using modular
approaches, to ensure, a posteriori, secondary control objec-
tives (see e.g. [15]). Using the natural controller refinement
technique for approximately bisimilar abstractions, a con-
troller for a system can be synthesized from a controller for
an abstraction. However, these controllers have some limita-
tions. Indeed, these are dynamic state feedback controllers
when it is well-known that for safety specification it is suf-
ficient to consider static state feedback controllers [15, 10].
Moreover, the implementation of these controllers requires
the encoding of the dynamics of the abstraction which may
result in a higher implementation cost in comparison to a
static controller. Finally, if the abstractions used for syn-
thesis are deterministic, then there is essentially no more
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feedback in the control law since at each step the controller
selects the control action and its internal state independently
from the state of the system. This absence of feedback may
cause some robustness issues in case of unmodeled distur-
bances or fault occurrences.

The main contribution of this paper is a new procedure
for the synthesis of controllers for safety specifications, us-
ing approximately bisimilar abstractions. Given a controller
for an approximately bisimilar abstraction, we describe an
approach for synthesizing a static state-feedback controller
for the system that does not suffer from the previous limi-
tations. Moreover, if the controller of the abstraction is the
maximal controller (i.e. the most permissive) then we can
evaluate the distance between the synthesized controller and
the maximal controller of the system. This distance can be
made arbitrarily small by choosing sufficiently precise ab-
stractions.

The paper is organized as follows. In Section 2, we in-
troduce the modeling framework of transition systems and
formalize the notions of static and dynamic state-feedback
controllers. In Section 3, we present some general results on
controller synthesis for safety specifications. Particularly, we
show how to derive a static controller from a dynamic con-
troller. In Section 4, we present the notion of approximate
bisimulation and present a controller refinement procedure.
In Section 5, based on results of previous sections, we present
our new procedure for the synthesis of controllers for safety
specifications. Finally, in Section 6, we apply our results to a
synthesis problem for a switched system: the boost DC-DC
converter.

2. STATE-FEEDBACK CONTROLLERS
This paper deals with the design of state feedback con-

trollers: the controller measures the state of the system and
uses this information to decide the next control action. How-
ever, we will just use the term controller for brevity. In this
section, we present the modeling framework of transition
systems and formalize the notions of static and dynamic
controllers for this class of systems.

2.1 Transition Systems
We start by introducing the class of transition systems

which serves as a common modeling framework for discrete,
continuous or hybrid systems (see e.g. [5, 18]).

Definition 1. A transition system is a tuple

T = (Q,L, - , O,H)

consisting of:

• a set of states Q;

• a set of actions L;

• a transition relation - ⊆ Q× L×Q;

• an output set O;

• an output function H : Q→ O.

T is said to be symbolic if Q and L are finite sets, discrete
if Q and L are countable sets, metric if the output set O is
equipped with a metric d.

Remark 1. Even though the systems we consider have an
output, we assume in the following that the controllers can
measure the state of the system. In the next section, the
control specification will be given on the output set.

The transition (q, l, q′) ∈ - will be denoted q
l- q′,

or alternatively q′ ∈ Succ(q, l), and means that the system
can evolve from state q to state q′ under the action l. Thus,
the transition relation captures the dynamics of the transi-
tion system.

An action l ∈ L belongs to the set of enabled actions at
state q, denoted Enab(q), if Succ(q, l) 6= ∅. If Enab(q) = ∅,
then q is said to be a blocking state; otherwise it is said to
be non-blocking. The transition system is said to be non-
deterministic if there exists q ∈ Q and l ∈ Enab(q) such that
Succ(q, l) has several elements.

A trajectory of the transition system is a finite sequence
of transitions

q0
l0- q1

l1- q2
l2- . . .

lN−1- qN

The associated observed behavior is the finite sequence of
inputs o0o1o2 . . . oN where oi = H(qi), for all i ∈ {0, . . . , N}.

2.2 Static and Dynamic Controllers
We consider two types of controllers: static controllers

(without memory) and dynamic controllers (with memory).
Though slightly different, the definitions we use are compat-
ible with those of [9, 18]. Let T = (Q,L, - , O,H) be a
transition system, we formalize static and dynamic control.

Definition 2. A static controller for transition system
T is a map

S : Q→ 2L.

It is well-defined if

∀q ∈ Q, S(q) ⊆ Enab(q). (1)

Then, the dynamics of the controlled system is described by
the transition system TS = (Q,L,

S
. ,O,H) where the

transition relation is given by

q
l

S
. q′ ⇐⇒

h
(l ∈ S(q)) ∧ (q

l- q′)
i
. (2)

A static controller essentially works as follows. First, it
measures the state q of T , then an action l ∈ S(q) is selected

and actuated. The system executes a transition q
l- q′,

this is possible because of equation (1).

Remark 2. It is easy to check that a state q of TS is non-
blocking if and only if S(q) 6= ∅.

Definition 3. A dynamic controller for transition sys-
tem T is a tuple

D = (P,
D
- , I,K)

consisting of

• a set of states P ;

• a transition relation
D
- ⊆ P × L× P ;

• an interconnection relation I ⊆ Q× P ;

• a map K : I → 2L.
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It is well-defined if the following properties hold:

∀q ∈ Q, ∃p ∈ P, (q, p) ∈ I, (3)

∀(q, p) ∈ I, ∀q l- q′, ∃p l

D
- p′, (q′, p′) ∈ I, (4)

∀(q, p) ∈ I,K(q, p) ⊆ Enab(q). (5)

Then, the dynamics of the controlled system is described by
the transition system TD = (I, L,

D
. ,O,G) where the

transition relation is given, for (q, p) ∈ I by

(q, p)
l

D
. (q′, p′) ⇐⇒ (6)h

(l ∈ K(q, p)) ∧ (q
l- q′) ∧ (p

l

D
- p′) ∧ ((q′, p′) ∈ I)

i
and the output function is G(q, p) = H(q).

The role of equations (3), (4) and (5) can be understood by
looking at the way a dynamic controller works. Initially, the
controller measures the state q of T and selects its internal
state p ∈ P such that (q, p) ∈ I; this is possible because of
equation (3). Then, it repeats the following control loop:

1. An action l ∈ K(q, p) is selected and actuated;

2. The system T executes a transition q
l- q′, this is

possible because of equation (5);

3. The controller measures the state q′ of T and selects

an internal transition of the form p
l

D
- p′ such that

(q′, p′) ∈ I, this is possible because of equation (4).

Remark 3. It follows from the previous discussion that a
state (q, p) of TD is non-blocking if and only if K(q, p) 6= ∅.

Contrary to static controllers that only use the informa-
tion on the current state of the system, dynamic controllers
select an action depending not only on the current state
q ∈ Q of the system but also on an internal state p ∈ P that
essentially serves as a memory.

3. CONTROLLERS FOR SAFETY
The main purpose of the paper is the design of controllers

for safety specifications. In such synthesis problems, the role
of the controller is to restrict the behavior of the system so
that its output remains in some specified safe set. There are
in general several (static or dynamic) controllers that solve
the problem. However, we are interested in synthesizing
a controller that is as permissive as possible. Indeed, this
makes it possible, using modular approaches, to ensure, a
posteriori, secondary control objectives (see e.g. [15]).

3.1 Static vs Dynamic Control
It is well known that for safety specifications, it is sufficient

and optimal to consider static controllers [15, 10]. However,
we shall see in the next section, that using the natural refine-
ment procedure for approximately bisimilar abstractions, we
can only derive a dynamic controller from of a static con-
troller for the abstraction, even in the case of safety spec-
ifications. For that reason, we need to formalize safety for
both types of controllers.

Let T = (Q,L, - , O,H) be a transition system, let
Os ⊆ O be a set of outputs associated with safe states. We

consider the synthesis problem that consists in determining
a controller that keeps the output of the system inside the
specified safe set Os.

Definition 4. A static controller S for T is safe for the
specification Os if, for all non-blocking state q0 of the con-
trolled system TS = (Q,L,

S
. ,O,H), for all trajectories

of TS starting from q0,

q0
l0

S
. q1

l1

S
. . . .

lN−1

S
. qN ,

the following conditions hold:

• for all i ∈ {0, . . . , N}, H(qi) ∈ Os;

• qN is a non-blocking state of TS .

A dynamic controller D = (P,
D
- , I,K) for T is safe

for the specification Os if, for all non-blocking state (q0, p0)
of the controlled system TD = (I, L,

D
. ,O,G), for all

trajectories of TD starting from (q0, p0),

(q0, p0)
l0

D
. (q1, p1)

l1

D
. . . .

lN−1

D
. (qN , pN ),

the following conditions hold:

• for all i ∈ {0, . . . , N}, G(qi, pi) ∈ Os;

• (qN , pN ) is a non-blocking state of TD.

Remark 4. The condition that all trajectories end in a
non-blocking state ensures that, starting from a non-blocking
state, the controlled system can evolve indefinitely while
keeping its output in Os.

We establish the following proposition which gives a pro-
cedure to derive from a safe dynamic controller D for T , a
static controller S for T that is safe and imposes less con-
straints than D on the behaviors of system.

Proposition 1. Let D = (P,
D
- , I,K) be a dynamic

controller for T , safe for the specification Os, let us define
the static controller S for T given by

∀q ∈ Q, S(q) =
[

p∈I(q)

K(q, p) (7)

where p ∈ I(q) stands for (q, p) ∈ I. Then, S is well-defined
and is safe for the specification Os.

Moreover, let

(q0, p0)
l0

D
. (q1, p1)

l1

D
. . . .

lN−1

D
. (qN , pN ),

be a trajectory of TD, then

q0
l0

S
. q1

l1

S
. . . .

lN−1

S
. qN ,

is a trajectory of TS .

Proof. First, let us show that the static controller S for
T is well-defined. Let q ∈ Q, from equation (5), we have
that for all p ∈ I(q), K(q, p) ⊆ Enab(q). It follows from
equation (7) that S(q) ⊆ Enab(q) and equation (1) holds.

Let us prove that the controller S is safe for the specifi-
cation Os. Let us consider q0 ∈ Q, a non-blocking state of
TS , and a trajectory of TS ,

q0
l0

S
. q1

l1

S
. . . .

lN−1

S
. qN .
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Let i ∈ {0, . . . , N − 1}, since qi
li

S
. qi+1, we have

from equation (2) that li ∈ S(qi) and qi
li- qi+1. It

follows from li ∈ S(qi) and equation (7) that there exists
pi ∈ I(qi) such that li ∈ K(qi, pi). Then, li ∈ K(qi, pi),

qi
li- qi+1, and equations (4) and (6) give that there

exists pi+1 ∈ I(qi+1) such that (qi, pi)
li

D
. (qi+1, pi+1).

Therefore, (qi, pi) is a non-blocking state of TD. D is safe
for specification Os; hence, regarding the trajectory of TD,

(qi, pi)
li

D
. (qi+1, pi+1), it follows that:

1. G(qi, pi) ∈ Os and G(qi+1, pi+1) ∈ Os;

2. (qi+1, pi+1) is a non-blocking state of TD.

The first point yields H(qi) = G(qi, pi) ∈ Os, for all
i ∈ {0, . . . , N}. From the second point, we can conclude
that (qN , pN ) is a non-blocking state of TD. This means
that K(qN , pN ) 6= ∅. Equation (7) together with pN ∈ I(qN )
gives S(qN ) 6= ∅. Hence, qN is a non-blocking state of TS .
We have proved that the static controller S is safe for spec-
ification Os.

Let us prove the last statement of the proposition. Let

(q0, p0)
l0

D
. (q1, p1)

l1

D
. . . .

lN−1

D
. (qN , pN ),

be a trajectory of TD. Let i ∈ {0, . . . , N − 1}, equation (6)

implies that li ∈ K(qi, pi) and qi
li- qi+1. Since pi ∈ I(qi),

it follows from equation (7) that li ∈ S(qi). Therefore, it
follows from equation (2) that for all i ∈ {0, . . . , N − 1},
qi

li

S
. qi+1 is a transition of TS . Consequently,

q0
l0

S
. q1

l1

S
. . . .

lN−1

S
. qN ,

is a trajectory of TS .

The previous proposition gives a simple procedure to de-
rive a safe static controller from a safe dynamic controller.
Moreover, since the static controller enables more behaviors
of the system than the dynamic controller, it confirms the
well-known result that for safety specification, it is sufficient
to consider static controllers.

3.2 Algorithmic Synthesis
In the following, we present results on algorithmic synthe-

sis of static controllers for safety specifications. These results
are quite standard (see e.g. [15, 10]) and are therefore stated
without proofs.

We first formalize the notion of permissivity by defining a
partial order on static controllers :

Definition 5. Let S1 and S2 be two static controllers for
transition system T , we say that S1 is more permissive than
S2, denoted S2 � S1, if for all q ∈ Q, S2(q) ⊆ S1(q).

Essentially, S2 � S1 means that each time an action is
enabled by S2, it is also enabled by S1. It follows that all
trajectories of TS2 are also trajectories of TS1 .

Regarding our synthesis problem, it is well known [15]
that there exists a safe static controller S∗, which is more
permissive than any other static controller that is safe for
the specification Os.

Definition 6. We say that the static controller S∗ for T
is the maximal safe static controller for specification Os, if
S∗ is safe for specification Os, and for all static controller
S that is safe for specification Os, S � S∗.

We now present the classical fixed point algorithm [15, 10]
that allows us to compute the maximal safe static controller
for specification Os. It is based on the set-valued operator
Pred : 2Q → 2Q given for F ⊆ Q by

Pred(F ) =
n
q ∈ Q| ∃l ∈ Enab(q), ∀q l- q′, q′ ∈ F

o
.

Intuitively, Pred(F ) consists of the states q for which there
exists an action l ∈ Enab(q) such that all the corresponding
transitions end in F . A set F ⊆ Q is said to be a controlled-
invariant of T if F ⊆ Pred(F ). The synthesis algorithm
consists in determining the largest controlled-invariant of T
included in H−1(Os):

Algorithm 1. Fixed point computation of F ∗, the largest
controlled-invariant of T included in H−1(Os):

F 0 := H−1(Os)
repeat˛̨
F k+1 := F k ∩ Pred(F k)

until F k+1 = F k

F ∗ := F k

Let us remark that this algorithm is guaranteed to ter-
minate in a finite number of steps for symbolic transition
systems. Indeed, in that case, the number of states in F k is
a natural number that is strictly decreasing at each iteration
until termination. On the contrary, for transition systems
with an infinite number of states, there is no guarantee that
the algorithm will terminate.

Once the largest controlled-invariant of T , included in
H−1(Os), is known, then it is straightforward to compute
the maximal safe static controller for specification Os using
the following theorem [15, 10]:

Theorem 1. Let F ∗ be the set computed by Algorithm 1,
let S∗ : Q→ 2L be the static controller for T defined, for all
q ∈ Q, by

S∗(q) =
n
l ∈ Enab(q)| ∀q l- q′, q′ ∈ F ∗

o
.

Then, S∗ is the maximal safe static controller for the speci-
fication Os.

Thus, we can see that for symbolic transition systems,
it is easy to determine the maximal safe static controller.
For transition systems with an infinite set of states, in the
case when Algorithm 1 does not terminate, we shall present,
in section 5, an approach for approximating the maximal
safe static controller using approximately equivalent sym-
bolic abstractions.

4. SYNTHESIS USING APPROXIMATE
BISIMULATION

In this section, we present the final ingredient of our ap-
proach, a notion of approximate equivalence, introduced
in [5], allowing us to compare systems of heterogeneous na-
ture. Then, we show how this approximation framework
makes it possible to use a hierarchical approach to controller
synthesis.
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4.1 Approximate Bisimulation
Traditional equivalence relationships for transition sys-

tems rely on equality of observed behaviors. One of the most
common notion is that of bisimulation equivalence [11, 18].
Essentially, a bisimulation relation between two transition
systems T1 and T2 is a relation between their set of states
describing how to select transitions of T1 to match transi-
tions of T2 (and conversely) in order to produce identical
observed behaviors. For metric transition systems, requir-
ing strict equivalence of observed behaviors is quite restric-
tive. A natural relaxation is to ask for closeness of observed
behaviors where closeness is measured with respect to the
metric on the output set. This leads to the notion of ap-
proximate bisimulation introduced in [5].

Definition 7. Let Ti = (Qi, L,
i
- , O,Hi), i = 1, 2,

be metric transition systems with the same sets of actions
L and outputs O equipped with the metric d. Let ε ≥ 0 be
a given precision. A relation R ⊆ Q1 × Q2 is said to be
an ε-approximate bisimulation relation between T1 and T2

if, for all (q1, q2) ∈ R:

• d(H1(q1), H2(q2)) ≤ ε;

• ∀q1
l

1
- q′1, ∃q2

l

2
- q′2, such that (q′1, q

′
2) ∈ R;

• ∀q2
l

2
- q′2, ∃q1

l

1
- q′1, such that (q′1, q

′
2) ∈ R.

The transition systems T1 and T2 are said to be approxi-
mately bisimilar with precision ε, denoted T1 ∼ε T2, if:

• ∀q1 ∈ Q1, ∃q2 ∈ Q2, such that (q1, q2) ∈ R;

• ∀q2 ∈ Q2, ∃q1 ∈ Q1, such that (q1, q2) ∈ R.

Let us remark that for ε = 0, we recover the usual notion
of exact bisimulation equivalence.

Recently, the problem of computing approximately bisim-
ilar symbolic abstractions has been considered for several
classes of dynamical systems, including nonlinear control
systems with or without disturbances (see [13] and [12],
respectively) and switched systems [6].

4.2 Controller Refinement
In this part, we show how approximately bisimilar ab-

stractions can be used for control synthesis.
Let Ti = (Qi, L,

i
- , O,Hi), i = 1, 2, be metric transi-

tion systems with the same sets of actions L and outputs O
equipped with a metric d. We shall assume that T1 and T2

are approximately bisimilar with some precision ε ≥ 0.
We assume that a static controller S2 for T2 has been

designed. We consider the problem of controller refinement
that consists in synthesizing a controller from S2, in order to
control T1. More precisely, we want the controlled systems
to be approximately bisimilar with precision ε. This can
actually be done very naturally, the refinement of S2 consists
in a dynamic controller D1 for T1 where the dynamics of the
controller follows that of T2 and the interconnection relation
is given by the ε-approximate bisimulation relation between
T1 and T2.

Proposition 2. Let T1 ∼ε T2, let R ⊆ Q1 × Q2 denote
the ε-approximate bisimulation relation between T1 and T2.
Let S2 be a static feedback controller for T2. The controlled

system is denoted TS2 = (Q2, L, S2
. ,O,H2). Let us define

the dynamic controller for T1,

D1 = (Q2,
2
- , R,K1),

where K1 is given for (q1, q2) ∈ R by K1(q1, q2) = S2(q2).
Then, D1 is well-defined. The controlled system is denoted
TD1 = (R,L,

D1
. ,O,G1). Then, TD1 ∼ε TS2 .

Proof. We start by proving that the dynamic controller
D1 for T1 is well-defined. Firstly, let us remark that since the
transition relation of the controller is the transition relation
of T2 and its interconnection relation is the ε-approximate
bisimulation relation R between T1 and T2, it is straight-
forward to verify from Definition 7 that equations (3) and
(4) hold. Secondly, for (q1, q2) ∈ R, K1(q1, q2) = S2(q2). It
follows from equation (1) that S2(q2) ⊆ Enab2(q2). Hence,

for all l ∈ S2(q2), there exists a transition q2
l

2
- q′2. Since

(q1, q2) ∈ R which is a ε-approximate bisimulation relation,

there also exists a transition of the form q1
l

1
- q′1 and

l ∈ Enab1(q1). Thus, we have K1(q1, q2) ⊆ Enab1(q1) and
equation (5) holds. Therefore, D1 is well-defined.

Let us prove that TD1 ∼ε TS2 . Let us first show that the
relation W ⊆ R×Q2 defined by

W = {((q1, q2), p2) ∈ R×Q2| q2 = p2} (8)

is an ε-approximate bisimulation relation between TD1 and
TS2 . Let ((q1, q2), p2) ∈W , then q2 = p2.

Firstly, we have

d(G1(q1, q2), H2(p2)) = d(H1(q1), H2(p2))

= d(H1(q1), H2(q2)) ≤ ε

because (q1, q2) ∈ R which is an ε-approximate bisimulation
relation between T1 and T2.

Secondly, let us consider (q1, q2)
l

D1
. (q′1, q

′
2). Then, by

equation (6), we have that l ∈ K1(q1, q2) = S2(q2) and

q2
l

2
- q′2. From equation (2), q2

l

S2
. q′2, and therefore

p2
l

S2
. p′2 with p′2 = q′2. It follows that ((q′1, q

′
2), p′2) ∈W .

Thirdly, let us consider p2
l

S2
. p′2. Let q′2 = p′2, then

q2
l

S2
. q′2. It follows from equation (2) that l ∈ S2(q2)

and q2
l

2
- q′2. R is an ε-approximate bisimulation rela-

tion between T1 and T2, and since (q1, q2) ∈ R there ex-

ists q1
l

1
- q′1 such that (q′1, q

′
2) ∈ R. Equation (6) and

K1(q1, q2) = S2(q2) give that (q1, q2)
l

D1
. (q′1, q

′
2) and since

q′2 = p′2, ((q′1, q
′
2), p′2) ∈ W . Thus, we have proved that W

is an ε-approximate bisimulation relation between systems
TD1 and TS2 .

Finally, let (q1, q2) ∈ R, then p2 = q2 ∈ Q2 and it follows
that ((q1, q2), p2) ∈ W . Similarly, let p2 ∈ Q2 and q2 = p2.
Since T1 ∼ε T2, there exists q1 ∈ Q1 such that (q1, q2) ∈ R
and therefore ((q1, q2), p2) ∈ W . We can finally conclude
that TD1 ∼ε TS2 .

The previous proposition shows how to synthesize a con-
troller for a system T1 from a given static controller for a
system T2 approximately bisimilar to T1. It is worth noting
that even though the controller for T2 is a static controller,
the refinement procedure results in a dynamic controller for
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T1. For subsequent discussions in the paper, we only need
the refinement procedure for static controllers, however dy-
namic controllers can be refined in a very similar way (see
e.g. [18] for a more details).

5. HIERARCHICAL SYNTHESIS OF
CONTROLLERS FOR SAFETY

In this section, we present the two main contributions of
the paper. The first one consists in a method for computing
safe static controllers when the algorithmic approach pre-
sented in Section 3.2 fails. This approach is particularly
suitable for systems with an infinite set of states which ad-
mit approximately bisimilar symbolic abstractions. The sec-
ond contribution is an evaluation of the distance between the
synthesized controller and the maximal safe static controller.

5.1 Hierarchical Synthesis
Let Ti = (Qi, L,

i
- , O,Hi), i = 1, 2, be metric transi-

tion systems with the same sets of actions L and outputs O
equipped with a metric d.
T1 is the system that we want to control and T2 is an

abstraction of T1. We assume that T1 and T2 are approx-
imately bisimilar with precision ε. The safety specification
is given by a set Os ⊆ O.

Our hierarchical synthesis approach consists of three main
steps:

1. Synthesize the maximal safe static controller for T2

for a specification slightly stronger than Os, using, for
instance, Algorithm 1;

2. Synthesize a safe dynamic controller for T1 for the
specification Os, using the refinement procedure pre-
sented in Proposition 2;

3. Derive from the dynamic controller a safe static con-
troller for T1 for the specification Os, using Proposi-
tion 1.

In the following, we describe each of the three steps.

5.1.1 Step 1: Maximal Safe Static Controller for T2

The first step consists in synthesizing the maximal safe
static controller for the abstraction T2 for a specification
that is given by a contraction of the set Os. Let us define
the ϕ-contraction of a set O′ ⊆ O:

Definition 8. Let O′ ⊆ O and ϕ ≥ 0. The ϕ-contraction
of O′ is the subset of O defined as follows

Cϕ(O′) =
˘
o ∈ O′| ∀o′ ∈ O, d(o, o′) ≤ ϕ =⇒ o′ ∈ O′

¯
.

Thus, we start by synthesizing the maximal safe static
controller for the abstraction T2 for the specification Cε(Os).
This controller is denoted S∗2,ε. We shall not discuss further
the synthesis of this controller which can be done, if T2 is a
symbolic transition system, using Algorithm 1.

5.1.2 Step 2: Safe Dynamic Controller for T1

The second step consists in using the refinement proce-
dure presented in Proposition 2 to compute a safe dynamic
controller for T1 for the specification Os.

Lemma 1. Let T1 ∼ε T2, let R ⊆ Q1 × Q2 denote the
ε-approximate bisimulation relation between T1 and T2. Let

S∗2,ε be the maximal safe static feedback controller for T2 for
the specification Cε(Os). Let us define the dynamic con-
troller for T1

D1 = (Q2,
2
- , R,K1),

where K1 is given, for (q1, q2) ∈ R, by K1(q1, q2) = S∗2,ε(q2).
Then, D1 is well-defined and is safe for specification Os.

Proof. From Proposition 2, the dynamic controller D1

for T1 is well defined.
Let the transition systems TD1 = (R,L,

D1
. ,O,G1)

and TS∗2,ε
= (Q2, L, S∗2,ε

. ,O,H2) denote the controlled

systems. From Proposition 2, we have TD1 ∼ε TS∗2,ε
and an

ε-approximate bisimulation relation between TD1 and TS∗2,ε

is W given by equation (8).
Let us prove that D1 is safe for the specification Os. Let

(q0, p0) be a non-blocking state of TD1 , let

(q0, p0)
l0

D1
. (q1, p1)

l1

D1
. . . .

lN−1

D1
. (qN , pN ),

be a trajectory of TD1 . Given the ε-approximate bisimula-
tion relation W and properties of Definition 7, it is straight-
forward to verify that

p0
l0

S∗2,ε

. p1
l1

S∗2,ε

. . . .
lN−1

S∗2,ε

. pN ,

is a trajectory of TS∗2,ε
. Since the static controller S∗2,ε

is safe for the specification Cε(Os), it follows that for all
i ∈ {0, . . . , N}, H2(pi) ∈ Cε(Os) and pN is a non-blocking
state of TS∗2,ε

which means that S∗2,ε(pN ) 6= ∅. For all

i ∈ {0, . . . , N}, we have G1(qi, pi) = H1(qi), and since
(qi, pi) ∈ R which is an ε-approximate bisimulation relation
between T1 and T2, the inequality d(H1(qi), H2(pi)) ≤ ε
holds. From H2(pi) ∈ Cε(Os), we conclude that H1(qi) ∈
Os. Also, K1(qN , pN ) = S∗2,ε(pN ) 6= ∅ therefore (qN , pN )
is a non-blocking state of TD1,ε . Therefore, D1 is safe for
specification Os.

The previous lemma shows how to synthesize a safe dy-
namic controller for T1 for the safety specification OS . One
could actually use this controller, this is essentially the ap-
proach used in [6].

However, the dynamic controller D1 suffers the following
drawbacks. Firstly, it is well-known that for safety specifi-
cations we can always do better using static controllers than
using dynamic controllers. Secondly, in order to use the dy-
namic controller D1, one needs to encode the dynamics of
the abstraction T2 in order to implement the control law.
This may result in a higher implementation cost in compar-
ison to a purely static feedback controller. Thirdly, if the
abstraction T2 is deterministic, then the dynamic controller
D1 works as follows. Initially, the controller measures the
state q of T1 and selects its internal state p ∈ Q2 such that
(q, p) ∈ R. Then, it repeats the following control loop:

1. An action l ∈ S∗2,ε(p) is selected and actuated;

2. The system T1 executes a transition q
l

1
- q′;

3. The controller selects its unique internal transition of

the form p
l

2
- p′.
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This means that there is essentially no feedback in the con-
trol law since at each step the controller selects the control
action and its internal transition independently from the
state of the system T1. This absence of feedback may cause
some robustness issues in case of unmodeled disturbances or
fault occurrences.

For the three reasons mentioned above, it is better not to
use the dynamic controller D1 directly. The third step of
our approach will allow us to synthesize a static controller
which does not present the previous drawbacks.

5.1.3 Step 3: Safe Static Controller for T1

The third step of our approach consists in using Propo-
sition 1 to derive from D1 a safe static controller for T1 for
the specification Os.

Theorem 2. Let T1 ∼ε T2, let R ⊆ Q1 × Q2 denote the
ε-approximate bisimulation relation between T1 and T2. Let
S∗2,ε be the maximal safe static controller for T2 for the spec-
ification Cε(Os). Let us define the static controller for T1,
S1, given by

∀q1 ∈ Q1, S1(q1) =
[

q2∈R(q1)

S∗2,ε(q2)

where q2 ∈ R(q1) stands for (q1, q2) ∈ R. Then, S1 is well-
defined and is safe for specification Os.

Proof. It is a direct consequence of Lemma 1 and Propo-
sition 1.

Let us remark that the controller S1 does not have the
drawbacks presented in the previous sections. Indeed, it is a
static controller; there is no need to encode the dynamics of
the abstraction T2 in order to implement the control law
(only the ε-approximate bisimulation relation is needed);
and it is a real feedback controller since at each step the
control action is selected using the value of the state of the
system T1.

Though the presented approach has three steps, it is clear
that in practice, it is sufficient to consider only the first and
third steps. The second step is useful for understanding the
philosophy of the hierarchical synthesis approach. Thus, we
can summarize our approach as follows:

1. Synthesize the maximal safe static controller S∗2,ε for
T2 for the specification Cε(Os);

2. Synthesize a safe static controller S1 for T1 for the
specification Os, using Theorem 2.

5.2 Distance to Maximality
In the previous section, we have shown how to synthesize

a safe static controller S1 for T1 for the specification Os.
The natural question to be asked next is about the distance
between S1 and the maximal safe static controller S∗1 . Be-
fore addressing the question, we need to prove the following
lemma:

Lemma 2. Let Os ⊆ O and ε ≥ 0, then

C2ε(Os) ⊆ Cε(Cε(Os)).
Proof. Let o ∈ C2ε(Os), let o′ ∈ O such that d(o, o′) ≤

ε. We need to prove that o′ ∈ Cε(Os). Let o′′ ∈ O such
that d(o′, o′′) ≤ ε, then by the triangular inequality we have
d(o, o′′) ≤ d(o, o′) + d(o′, o′′) ≤ 2ε. Since o ∈ C2ε(Os), we
have that o′′ ∈ Os. Therefore, o′ ∈ Cε(Os) and it follows
that o ∈ Cε(Cε(Os)).

We can now state the main result of the section:

Theorem 3. Let S1 be the safe static controller for T1 for
specification Os defined in Theorem 2. Let S∗1 and S∗1,2ε be
the maximal safe static controllers for T1 for specifications
Os and C2ε(Os), respectively. Then,

S∗1,2ε � S1 � S∗1 .

Proof. Since S1 is a safe static controller for specification
Os, it is straightforward from Definition 6 that S1 � S∗1 .

Let us prove that S∗1,2ε � S1. Let S̃∗1,2ε be the maximal
safe static controller for T1 for specification Cε(Cε(Os)). Let
us remark that the controller S∗1,2ε is safe for specification
Cε(Cε(Os)) because C2ε(Os) ⊆ Cε(Cε(Os)). Therefore, we

have S∗1,2ε � S̃∗1,2ε.
Let R denote the ε-approximate bisimulation relation be-

tween T1 and T2, let us define the static controller for T2,
S̃2,ε, given by

∀q2 ∈ Q2, S̃2,ε(q2) =
[

q1∈R(q2)

S̃∗1,2ε(q1)

where q1 ∈ R(q2) stands for (q1, q2) ∈ R. By reversing the

role of T1 and T2 in Theorem 2, we obtain that S̃2,ε is a safe
static controller for T2 for specification Cε(Os). Let S∗2,ε be
the maximal safe static controller for T2 for the specification
Cε(Os). By Definition 6, we have S̃2,ε � S∗2,ε.

We now define the static controller for T1, S̃1, given by

∀q1 ∈ Q1, S̃1(q1) =
[

q2∈R(q1)

S̃2,ε(q2)

Then, S̃2,ε � S∗2,ε yields S̃1 � S1.
Finally, we remark that for all q1 ∈ Q1

S̃1(q1) =
[

q2∈R(q1)

[
p1∈R(q2)

S̃∗1,2ε(p1)

which leads to S̃∗1,2ε � S̃1. We conclude by remarking that

S∗1,2ε � S̃∗1,2ε � S̃1 � S1.

The previous theorem states that our approach allows us
to synthesize a safe static controller for the specification Os
that is more permissive than the maximal safe controller
for the specification C2ε(Os). If ε = 0 (i.e. in the case T1

and T2 are exactly bisimilar), then S1 is the maximal safe
controller. If ε > 0 but can be made arbitrarily small, we
can approximate the maximal safe controller at any desired
precision.

Thus, we have proposed an approach, based on the use
of approximately bisimilar abstractions, that allows us to
compute safe controllers that can be chosen arbitrarily close
from the maximal safe controller.

6. AN APPLICATION TO CONTROL OF
SWITCHED SYSTEMS

In this section, we use our approach to synthesize con-
trollers for a class of switched systems.

6.1 Abstractions of Switched Systems
We review briefly some results of [6] on the computation

of approximately bisimilar discrete abstractions of switched
systems.
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6.1.1 Incrementally Stable Switched Systems

Definition 9. A switched system is a quadruple Σ =
(Rn, P,P, F ), where:

• Rn is the state space;

• P = {1, . . . ,m} is the finite set of modes;

• P is the set of piecewise constant functions from R+ to
P , continuous from the right and with a finite number
of discontinuities on every bounded interval of R+;

• F = {f1, . . . , fm} is a collection of vector fields indexed
by P .

A switching signal of Σ is a function p ∈ P, the discon-
tinuities of p are called switching times. A piecewise C1
function x : R+ → Rn is said to be a trajectory of Σ if it is
continuous and there exists a switching signal p ∈ P such
that, at each t ∈ R+ where the function p is continuous, x
is continuously differentiable and satisfies:

ẋ(t) = fp(t)(x(t)).

We will denote x(t, x,p) the point reached at time t ∈ R+

from the initial condition x under the switching signal p.
We assume that the vector fields f1, . . . , fm are such that
for all initial conditions and switching signals, there is exis-
tence and uniqueness of the trajectory of Σ. We will denote
x(t, x, p) the point reached by Σ at time t ∈ R+ from the ini-
tial condition x under the constant switching signal p(t) = p,
for all t ∈ R+.

Definition 10. A switched system Σ is said to be incre-
mentally globally uniformly asymptotically stable (δ-GUAS)
if there exists a KL function1 β such that for all t ∈ R+, for
all x, y ∈ Rn, for all switching signals p ∈ P,

‖x(t, x,p)− x(t, y,p)‖ ≤ β(‖x− y‖, t).

Incremental stability of a switched system means that all
the trajectories associated with the same switching signal
converge to the same reference trajectory independently of
their initial condition. Incremental stability of switched sys-
tem can be proved using Lyapunov functions:

Definition 11. A smooth function V : Rn×Rn → R+ is
a common δ-GUAS Lyapunov function for Σ if there exist
K∞ functions α, α and κ > 0 such that for all x, y ∈ Rn:

α(‖x− y‖) ≤ V (x, y) ≤ α(‖x− y‖);
∀p ∈ P, ∂V

∂x
(x, y)fp(x) + ∂V

∂y
(x, y)fp(y) ≤ −κV (x, y).

Theorem 4. [6] Let Σ be a switched system with a com-
mon δ-GUAS Lyapunov function V . Then, Σ is δ-GUAS.

1A continuous function γ : R+ → R+ is said to belong to
class K if it is strictly increasing and γ(0) = 0. Function γ is
said to belong to class K∞ if it is a K function and γ(r)→∞
when r → ∞. A continuous function β : R+ × R+ → R+

is said to belong to class KL if for all fixed s, the map
r 7→ β(r, s) belongs to class K∞ and for all fixed r, the
map s 7→ β(r, s) is strictly decreasing and β(r, s)→ 0 when
s→∞.

In the following, we will present a result which states that
under the assumptions of Theorem 4, ensuring incremental
stability, it is possible to compute approximately bisimilar
discrete abstractions of switched systems. As in [6], we make
the supplementary assumption on the δ-GUAS Lyapunov
function that there exists a K∞ function γ such that

∀x, y, z ∈ Rn, |V (x, y)− V (x, z)| ≤ γ(‖y − z‖). (9)

6.1.2 Approximately Bisimilar Discrete Abstractions
Given a switched system Σ = (Rn, P,P, F ) and a param-

eter τ > 0, we define a transition system Tτ (Σ) that de-
scribes trajectories of duration τ of Σ. This can be seen as a
time sampling process: we suppose that switching instants
can only occur at times of the form iτ with i ∈ N. This is
natural when the switching in Σ is controlled by a micropro-
cessor with clock period τ . Formally, the transition system
Tτ (Σ) = (Q1, L,

1
- , O,H1) where the set of states is

Q1 = Rn; the set of actions is L = P ; the transition relation
is given by

x
p

1
- x′ if and only if x(τ, x, p) = x′;

the set of outputs is O = Rn; the observation map H1 is
the identity map over Rn. The set of outputs O = Rn is
equipped with the metric d(x, x′) = ‖x − x′‖ where ‖.‖ is
the usual Euclidean norm.

The computation of a discrete abstraction of Tτ (Σ) can be
done by the following approach. We start by approximating
the set of states Q1 = Rn by the lattice:

[Rn]η =


q ∈ Rn

˛̨̨̨
qi = ki

2η√
n
, ki ∈ Z, i = 1, ..., n

ff
,

where qi is the i-th coordinate of q and η > 0 is a state
space discretization parameter. By simple geometrical con-
siderations, we can check that for all x ∈ Rn, there exists
q ∈ [Rn]η such that ‖x− q‖ ≤ η.

We can now define the abstraction of Tτ (Σ) as the transi-
tion system Tτ,η(Σ) = (Q2, L,

2
- , O,H2), where the set

of states is Q2 = [Rn]η; the set of actions remains the same
L = P ; the transition relation is given by

q
p

2
- q′ if and only if ‖x(τ, q, p)− q′‖ ≤ η;

the set of outputs remains the same O = Rn; the observa-
tion map H2 is the natural inclusion map from [Rn]η to Rn,
i.e. H2(q) = q. Note that the transition system Tτ,η(Σ) is
discrete since its sets of states and actions are respectively
countable and finite. Figure 1 illustrates the approximation
principle.

The main result of [6] states that under the assumptions
of Theorem 4 and equation (9), Tτ (Σ) and Tτ,η(Σ) are ap-
proximately bisimilar:

Theorem 5. [6] Consider a switched system Σ, time and
state space sampling parameters τ, η > 0 and a desired pre-
cision ε > 0. Let us assume that there exists a common
δ-GUAS Lyapunov function V for Σ such that equation (9)
holds. If

η ≤ min
˘
γ−1 `(1− e−κτ )α(ε)

´
, α−1 (α(ε))

¯
(10)

then

R = {(q1, q2) ∈ Q1 ×Q2| V (q1, q2) ≤ α(ε)} (11)
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q

x(τs, q, p)

q′
||x− q′|| ≤ η

Figure 1: Approximation principle for the computa-
tion of the discrete abstraction.

is an ε-approximate bisimulation relation between Tτ (Σ) and
Tτ,η(Σ). Moreover, Tτ (Σ) ∼ε Tτ,η(Σ).

It is interesting to note that given a time sampling pa-
rameter τ > 0 and a desired precision ε > 0, it is always
possible to choose η > 0 such that equation (10) holds. This
essentially means that approximately bisimilar discrete ab-
stractions of arbitrary precision can be computed for Tτ (Σ).

For simplicity, we only presented results for switched sys-
tems that have a common δ-GUAS Lyapunov function. How-
ever, let us remark that it is possible to extend these results
for systems with multiple Lyapunov functions (see [6] for
more details).

The discrete abstractions presented in this section can
serve for safe controller design using the hierarchical syn-
thesis approach developed in the present paper.

6.2 Control of the Boost DC-DC Converter
We show an application of our hierarchical synthesis ap-

proach for a concrete switched system: the boost DC-DC
converter (see Figure 2).

The boost converter has two operation modes depending
on the position of the switch. The state of the system is
x(t) = [il(t) vc(t)]

T where il(t) is the inductor current and
vc(t) the capacitor voltage. The dynamics associated with
both modes are affine of the form ẋ(t) = Apx(t)+b (p = 1, 2)
with

A1 =

»
− rl

xl
0

0 − 1
xc

1
r0+rc

–
, b =

h
vs
xl
0

i
,

A2 =

»
− 1

xl
(rl+

r0rc
r0+rc

) − 1
xl

r0
r0+rc

1
xc

r0
r0+rc

− 1
xc

1
r0+rc

–
.

It is clear that the boost DC-DC converter is an example of
a switched system. In the following, we use the numerical
values from [3], that is, in the per unit system, xc = 70
p.u., xl = 3 p.u., rc = 0.005 p.u., rl = 0.05 p.u., r0 =
1 p.u. and vs = 1 p.u.. The goal of the boost DC-DC
converter is to regulate the output voltage across the load
r0. This control problem is usually reformulated as a current
reference scheme. Then, the goal is to keep the inductor
current il(t) around a reference value irefl . This can be done,
for instance, by synthesizing a controller that keeps the state
of the switched system in a set centered around the reference
value. This is a safety specification.

It can be shown by solving a set of 2 linear matrix inequal-
ities that the switched systems has a common δ-GUAS Lya-
punov function of the form V (x, y) =

p
(x− y)TM(x− y),

where M is positive definite symmetric. The matrix M

il

s1

vs

rl
xl

s2

xc

rc

vc

r0 v0

Figure 2: boost DC-DC converter.
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Figure 3: Maximal safe static controller for Tτ,η(Σ)
and specification Cε(Os). (dark gray: mode 1, light
gray: mode 2, medium gray: both modes are ac-
ceptable, white: no action is allowed)

can be computed using semi-definite programming; for a
better numerical conditioning, we rescaled the second vari-
able of the system (i.e. the state of the system becomes
x(t) = [il(t) 5vc(t)]

T ; the matrices A1, A2 and vector b
are modified accordingly). We obtained M = [ 1.0224 0.0084

0.0084 1.0031 ] .
The corresponding common δ-GUAS Lyapunov function has
the following characteristics: α(s) = s, α(s) = 1.0127s,
κ = 0.014. Let us remark that equation (9) holds as well
with γ(s) = 1.0127s. We set the sampling period to τ = 0.5.
Then, a symbolic model can be computed for the boost DC-
DC converter using the procedure described in the previous
section. According to Theorem 5, a desired precision ε can
be achieved by choosing a state space discretization param-
eter η satisfying η ≤ ε/145.

The safety specification is given by a set Os ⊆ R2 given
by Os = [1.275, 1.525] × [5.625, 5.775]. We choose to work
with an abstraction Tτ,η(Σ) that is approximately bisimilar
to Tτ (Σ) with precision ε = 25 × 10−3. To achieve this
precision, it is sufficient to choose η = 17 × 10−5. The
contracted safe set is Cε(Os) = [1.3, 1.5]× [5.65, 5.75].

Let us remark that the discrete transition system Tτ,η(Σ)
has only a finite number of states inside H−1

2 (Cε(Os)) (ac-
tually 337431). Therefore, it is easy to see that Algorithm 1
for the synthesis of the maximal safe static controller for
Tτ,η(Σ) and specification Cε(Os) is guaranteed to terminate
in a finite number of steps. Actually, only five iterations of
the algorithm are needed. The maximal safe static controller
for Tτ,η(Σ) is shown in Figure 3 where each pixel represents
a state of the abstraction and the color of the pixel gives the
corresponding action of the controller.

Then, from Theorem 2, we can synthesize a safe static
controller for Tτ (Σ) and specification Os using the controller
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Figure 4: Safe static controller for the system Tτ (Σ)
and specification Os.
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Figure 5: Trajectory of the controlled switched sys-
tem using a lazy (left) and a random (right) imple-
mentation.

for Tτ,η(Σ) and the ε-approximate bisimulation relation be-
tween Tτ (Σ) and Tτ,η(Σ) given by equation (11). This con-
troller is shown in Figure 4.

In Figure 5, we have represented trajectories of the boost
DC-DC converter where the switching is controlled using
the synthesized controller. We can check that the trajecto-
ries remain in the specified safe set Os. On the left side, we
used a lazy implementation of the controller: when the con-
troller has the choice between mode 1 and 2, it just keeps the
current mode unchanged. On the right side, we used a ran-
dom implementation of the controller: when the controller
has the choice between mode 1 and 2, it selects 1 or 2 with
probability 1/2. It is interesting to note that the random
implementation seems to be more robust as the trajectory
stays further from the uncontrollable set consisting of states
where no action is allowed.

7. CONCLUSION
In this paper, we addressed the problem of controller syn-

thesis for safety specifications using approximately bisimilar
abstractions. We presented a new procedure that can be
fully automated for synthesizing a safe static controller that
has certain advantages in comparison to the safe dynamic
controller obtained using the natural refinement procedure.
We also provided an evaluation of the distance between the
synthesized controller and the maximal safe controller. We
showed the effectiveness of our approach on an example.

Future work will deal with the development of similar ap-
proaches to handle other types of specifications given in term
of reachability or in temporal logic.
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ABSTRACT
In recent years, there have been intensive theoretical re-
search works on modeling/analysis of oscillatory phenom-
ena. In this paper, we derive a sufficient condition under
which (a large number of) linearly coupled piecewise affine
systems show an oscillatory behavior called Y-oscillation. It
is known that the analysis of PWA systems is difficult due to
their switching nature. An important feature of the obtained
result is that, under the assumption that every subsystem
has a specific property in common, the criteria can be rewrit-
ten in terms of coupling topology in an easily checkable way
so that it is applicable to large scale systems. For an illustra-
tive purpose, we analyze the well-known FitzHugh-Nagumo
equation that is a model for a neural oscillator in mathe-
matical physiology.

Categories and Subject Descriptors
I.2.8 [Artificial Intelligence]: Problem Solving, Control
Methods, and Search—control theory

General Terms
Theory, Algorithms

Keywords
piecewise affine systems, oscillation, linearly coupled array,
large scale systems, systems biology

1. INTRODUCTION
A lot of oscillatory phenomena exist in the natural world.

In recent years, many of them have been found to play a cru-
cial role in living organisms such as the circadian rhythms [7,
4, 10]. This fact has prompted enormous theoretical research
works on modeling/analysis of oscillatory phenomena. In
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particular, various tools have been shown to be useful to
analyze periodic orbits; e.g., circulant networks, Poincaré-
Bendixon theorem, monotonicity, Hopf bifurcation, Poincaré
maps, impact maps and so on [11, 20, 15, 19, 1, 14, 8].

Among them, large scale arrays consisting of simple sub-
systems have drawn an intensive attention due to academic
interest and also the similarity to actual cell models [9]. In
our work, we concentrate on linearly coupled arrays that
have interesting applications such as Josephson junction ar-
rays [18]. In general, the nonlinearity of the dynamics is
indispensable for the occurrence of such phenomena. This
paper formulates the nonlinear individual subsystems within
the framework of piecewise affine (PWA) systems. Thus, the
overall dynamics are given as (a large number of) linearly
coupled PWA systems. In this paper, we derive a sufficient
condition under which the dynamics are Y-oscillatory. This
Y-oscillation, originally introduced by Yakubovich [16], is
a general notion of oscillatory phenomena that covers both
periodic and aperiodic trajectories; see Definition 1.1 below
for the mathematical rigorous description [16, 13].

We here make some comments on closely related works.
In [13], Y-oscillatory behavior in similar systems has been
analyzed without assuming any special form of nonlinearity.
By introducing a new notion of semi-passivity, it has been
proven that there exists a linearly coupled nonlinear sys-
tem that is Y-oscillatory and whose identical subsystems are
globally asymptotically stable at the origin. However, the
result obtained there is not directly useful for determining
whether a given system is Y-oscillatory. In our work, we re-
strict ourselves on PWA system aiming at practically check-
able conditions for Y-oscillations. This provides a systematic
procedure for the analysis, and also would be a good direc-
tion to pursue toward the synthetic stage. Furthermore, an
approach similar to [13] and further based on Hopf/Pitchfork
bifurcation has been proposed in [14] for global analysis of
passive oscillators and their interconnection. The result pro-
vides a relatively checkable condition for limit circle oscilla-
tions of general nonlinear systems, while diffusion driven os-
cillations as shown in reaction-diffusion systems [17] cannot
be treated there.

It is well-known that the analysis of PWA systems become
more difficult to analyze as the number of modes increases,
similarly to other switching systems. The main result is
achieved by proving the well-posedness and the ultimate
boundedness of the system. An important feature of the
result is that, under the assumption that every subsystem
has a property about A-matrices in common, the criteria can

121



be rewritten in terms of connection topology. In this case,
the resulting complexity is considerably reduced so that it
is applicable to large scale arrays. For an illustrative pur-
pose, we analyze FitzHugh-Nagumo equation, which is a
kind of reaction-diffusion system expressing a neural oscil-
lator with excitation/oscillation properties in mathematical
physiology.

The paper is organized as follows: in the next section,
we formulate our problem with a motivating example. In
Section 3, a sufficient condition for Y-oscillation is given.
In Section 4, we show that the overall system consisting of
identical subsystems can be easily analyzed via eigenvalue
decomposition of the coupling matrix. Section 5 concludes
this paper.
NOTATION AND CONVENTION: For a matrix A,
eig(A) denotes the set of all eigenvalues. A square matrix
A is said to be Hurwitz if eig(A) is a subset of the open
left half complex plane. The (n × n)-identity matrix is In.
For a vector x ∈ Rn, ∥ · ∥ denotes the Euclidean norm,

that is, ∥x∥ :=
√

xTx where T is the matrix transposition.
The (block-)diagonal matrix and the Kronecker product are
represented by diag and ⊗, respectively. For a set S, intS,
∂S and S̄ denote the interior, boundary and closure of S.

In this paper, we employ the definition of the oscillatory
behaviors according to Yakubovich [16].

Definition 1.1. Nonlinear system

ẋ(t) = F (x(t)), F : Rn → Rn (1)

equipped with the existence and the uniqueness of the solu-
tion is said to be Y-oscillatory if it satisfies the following
two properties:

P1: System (1) is ultimately bounded, i.e., there exists a
positive constant R such that, for any x(0),

lim
t→∞

∥x(t)∥ ≤ R. (2)

P2: For almost all x(0), there exists Ψ ∈ R1×n such that

lim
t→∞

Ψx(t) < lim
t→∞

Ψx(t). (3)

Condition P2 requires that the trajectory does not con-
verge to a point for almost all initial states. Note that no
linear system can be Y-oscillatory.

2. PROBLEM FORMULATION

2.1 Motivating Example: FitzHugh-Nagumo
Equation

In this section, for a motivating example, we consider the
FitzHugh-Nagumo equation ([6, 12, 3]) given by

∂X

∂t
= −

„

X3

3
− X

«

− Y + a
∂2X

∂ξ2
, (4)

∂Y

∂t
= ε(X − bY ), (5)

where ξ ∈ [0, d] is spatial variable and ε, a, b, d ∈ R are
positive constants. In mathematical physiology, this model
is used to represent excitation/oscillatory behavior of neural
networks. It is known that, when the dynamics of X is

-4  -2 2 4
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Figure 1: Approximation of f .

sufficiently faster than that of Y , i.e., ε ≪ 1, these variables
show an oscillatory behavior.

In order to analyze this nonlinear partial differential equa-
tion, let us spatially discretize it. Denote the approximation
of [X(ξj , t), Y (ξj , t)]

T by xj(t) := [Xj(t), Yj(t)]
T, where inte-

ger j is the spatial index. Then, applying the finite difference
method for the diffusion term, we obtain

ẋj =

»

−X3
j /3 + Xj − Yj

εXj − εbYj

–

+

»

1
0

–

uj (6)

yj = [1, 0]xj (7)

uj = µ(yj−1 − 2yj + yj+1), (8)

with positive constant µ determined by

µ ≈ κk2 :=
a

d2
· k2. (9)

When we approximate the nonlinear term in (6) by a suitable
piecewise affine function such as

f(Xj) := X3
j ≈ f̃(Xj) :=

8

>

<

>

:

Xj , if − 1 ≤ Xj ≤ 1,

13Xj − 12, if 1 ≤ Xj ,

13Xj + 12, if Xj ≤ −1,

we obtain linearly coupled PWA systems; see Fig. 1. More-
over, it should be noted that the input matrix ([1, 0]T in
(6)) and the output matrix ([1, 0] in (7)) are independent of
j. The system representation introduced in the next section
generalizes this case. Note also that the coupling topology
(8) is spatially invariant. See Section 4.1 for a result to
utilize such a structure.

If we take the spatial discretization grid sufficiently small,
this system will be a good model for the original FitzHugh-
Nagumo equation. This implies the significance of the appli-
cability to large scale systems. Detailed investigation on this
system, including the treatment of boundary conditions, is
given in Section 4.2.

There have already existed numerous results on the FitzHugh-
Nagumo equation. Most of them apply singular perturba-
tion method by ε → 0, or the linearization of the nonlin-
earity [9, 6, 3]. Our work is somewhat independent of this
line of research. We apply PWA approximation only, which
enables us to suitably capture the nonlinearity. Different
from the singular perturbation method, we can analyze how
a finite ε affects the system behavior.
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2.2 System Representation
We begin with the definition of the subsystems of the same

dimension denoted by n̄. Let k be the number of subsystems,
and Ij := {0, 1, · · · , Lj − 1} the set of mode labels of the j-
th subsystem. For each j ∈ K := {1, 2, · · · , k}, consider a

family of closed subset {S(j)
i }i∈Ij so that

[

i∈Ij

S(j)
i = Rn̄, int S(j)

i ∩ int S(j)

ī
= ∅, i ̸= ī.

We here assume that the dynamics of j-th subsystem is rep-
resented by the piecewise affine differential inclusion equa-
tion

ẋj ∈ Kf (j)(xj) :=
\

δ>0

\

µ(M)=0

co
n

f (j)(B(xj , δ)\M)
o

, (10)

and

f (j)(z) := A
(j)
i z + b

(j)
i , if z ∈ S(j)

i (11)

where A
(j)
i ∈ Rn̄×n̄ , b

(j)
i ∈ Rn̄×1, co denotes convex closure,

B(xj , δ) = {z : ∥z − xj∥ ≤ δ}, and the intersection is taken
over all sets M with measure zero.

Assumption 2.1. A1: For any j ∈ K, b
(j)
0 = 0, and the

origin of Rn̄ is included in the interior of S(j)
0 .

A2: There exist ℓ > 0, {Âj}j∈K and a unitary matrix T :=
[TT

1 , TT
2 ]T such that, for any j ∈ K,

{xj ∈ S(j)
i : ∥T1xj∥ > ℓ} ≠ ∅ =⇒ A

(j)
i = Âj (12)

and

{xj ∈ S(j)
i : ∥xj∥ > ℓ} ̸= ∅

=⇒ (A
(j)
i − Âj)T

T
2 = 0. (13)

A3: Any xj ∈ Rn̄ is included in at most 2 regions. Any

adjacent regions have a C2-boundary [5]. If xj ∈ S(j)
i ∩

S
(j)

ī
with i ̸= ī ∈ Ij , either

f
(j)
i (xj) = f

(j)

ī
(xj)

or

NT(f
(j)
i (xj) − f

(j)

ī
(xj)) < 0

holds, where N denotes the normal of the adjacent re-

gion at xj with the positive direction from S(j)
i to S(j)

ī
.

Assumption A1 says that the origin is an equilibrium for
all subsystems, which is not essential at all. A sufficient
condition for A2 is

{xj ∈ S(j)
i : ∥xj∥ > ℓ} ̸= ∅ =⇒ A

(j)
i = Âj , (14)

that is, in every subsystem, all modes associated with un-
bounded regions have a common A-matrix. Since this con-
dition is sometimes too restrictive, we impose a relaxed as-
sumption A2. For example, not (14) but A2 can allow the
example introduced in the previous section; see Section 4.2.

Assumption A3 is one of the well-known sufficient con-
ditions for the well-posedness of subsystems. To put it
precisely, under Assumption A3, every subsystem has the
unique Filippov solution for any initial state as shown in

Fig. 2 (Theorem 2, sec.10, ch.2, [5]): This condition is con-
servative in that this rules out (e) and (f) where the system is
well-posed. However, this assumption results in the coupling
independent well-posedness as shown in the next section.

Example 2.1. Let A0 ∈ Rn̄×n̄ be a Hurwitz matrix, 0 <
r1 < · · · < rL−1 and 1 < α1 < · · · < αL−1. Consider

S0 = {xj ∈ Rn̄| xT
j Pxj ≤ r1},

Si = {xj ∈ Rn̄| ri ≤ xT
j Pxj ≤ ri+1}, i = 1, 2, · · · , Lj − 2,

SL−1 = {xj ∈ Rn̄| xT
j Pxj ≥ rL−1},

and

Ai = αiA0, bi = 0, ∀i ∈ Ij ,

where P ∈ Rn̄×n̄ is the positive definite matrix satisfying

AT
0 P + PA0 = −In̄.

Clearly, this piecewise linear system satisfies A1. Because
there is only 1 unbounded mode, sufficient condition (14) for
A2 holds by taking ℓ = rL−1.

Let xj ∈ Si ∩ Sī. Then, the normal at xj is given by
N = ∇(xT

j Pxj). Therefore, we have

f
(j)
Ni = NT(αiAxj) = −αi∥xj∥, (15)

f
(j)

Nī
= NT(αīAxj) = −αī∥xj∥, (16)

and

hN := f
(j)

Nī
− f

(j)
Ni = −(αī − αi)∥xj∥ < 0. (17)

Hence, A3 is satisfied.

Next, we linearly couple these k subsystems:
8

>

<

>

:

ẋj ∈ Kf (j)(xj) + Buj ,

yj = Cxj ,

uj = γj1y1 + · · · + γjkyk

(18)

where B and C are common input and output matrices of
appropriate dimensions. Note that this coupled dynamics
belong again to the class of piecewise affine systems. For
the brevity of notation, define the state vector

x(t) := [x1(t)
T, x2(t)

T, . . . , xk(t)T]T ∈ Rn

with n := kn̄, and the coupling matrix

Γ :=

2

6

6

6

4

γ11 γ12 · · · γ1k

γ21 γ22 · · · γ2k

...
...

. . .
...

γk1 γk2 · · · γkk

3

7

7

7

5

. (19)

For

i := (i1, i2, · · · , ik) ∈ I := ⊗j=1,2,··· ,kIj , (20)

we say x ∈ Si if xj ∈ S(j)
ij

for all j ∈ K, and define

Ai := diag{A(j)
ij

}k
j=1 + Γ ⊗ BC, (21)

bi :=[b
(1)T
i1

, b
(2)T
i2

, . . . , b
(k)T
ik

]T. (22)

Then, (18) can be rewritten as

ẋ ∈ Kf(x) =
\

δ>0

\

µ(M)=0

co
n

fi(B(xj , δ))\M
o

, (23)
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S(j)
i

S(j)
ī

f
(j)
ī

(t, x)

f
(j)
i (t, x)

S(j)
i ∩ S(j)

ī

hN (t, x)

(a)

f
(j)
i (t, x)

f
(j)
ī

(t, x)

hN (t, x)

(b)

f
(j)
i (t, x)

f
(j)
ī

(t, x)
hN (t, x)

(c)

f
(j)
i (t, x)

f
(j)
ī

(t, x)

hN (t, x)

(d)

f
(j)
i (t, x)

f
(j)
ī

(t, x)

hN (t, x)

(e)

f
(j)
i (t, x)

f
(j)
ī

(t, x)

hN (t, x)

(f)

Figure 2: These cases are well-posed except for (d).
However, only (a), (b) and (c) satisfy Assumption
A3.

and

fi(x) := Aix + bi, if z ∈ Si. (24)

The number of modes is given by

L :=
Y

j∈K

Lj . (25)

3. MAIN RESULT

3.1 Y-Oscillatory Criterion of Coupled PWA
Systems

The next proposition provides a sufficient condition for a
nonlinear system to be Y-oscillatory (Theorem 1.1, [16]).

Proposition 3.1. Suppose the nonlinear system (1) has
the unique solution. Then, if the following two conditions
are satisfied, system (1) is Y-oscillatory:

S1: The system is ultimately bounded.

S2: F (x) = 0 has only isolated solutions x̄p, p = 1, 2, . . ..
For all x̄p(p = 1, 2, . . .), Jacobian (∂F (x̄p)/∂x) has no

eigenvalue on the imaginary axis, and has at least one
eigenvalue with positive real part.

Roughly speaking, Proposition 3.1 says that any ultimate
bounded system without stable equilibria is Y-oscillatory.
Based on this proposition, we now give a sufficient condition
for Y-oscillatory behaviors of linearly coupled PWA systems
introduced in the previous section.

Theorem 3.1. Under Assumption A3, the coupled dy-
namics defined by (23) has the unique Filippov solution, in-
dependently of the choice of Γ. Moreover, under Assump-
tions A1 to A3, if the following three conditions are satisfied,
then system (23) is Y-oscillatory.

T1: Â defined below is Hurwitz:

Â := diag{Âj}k
j=1 + Γ ⊗ BC. (26)

T2: Ǎ defined below has no eigenvalue on the imaginary
axis, and has at least one eigenvalue with positive real
part:

Ǎ = diag{A(j)
0 }k

j=1 + Γ ⊗ BC. (27)

T3: (a) If Aix = −bi has a solution in the interior of Si,
then Ai has no eigenvalue on the imaginary axis, and
has at least one eigenvalue with positive real part. (b)
Moreover, for any i ∈ I, Kf(x) does not include the
origin at x ∈ ∂Si.

Proof. We begin with the well-posedness. Let us focus
on the j-th subsystem of the coupled dynamics. Suppose

that xj ∈ S(j)
i ∩ S(j)

ī
. By definition, the vector field at time

t in each region is given by

f̃
(j)
i (t, xj) := f

(j)
i (x̃j) + (Γ̃j ⊗ BC)x(t), (28)

f̃
(j)

ī
(t, xj) := f

(j)

ī
(x̃j) + (Γ̃j ⊗ BC)x(t) (29)

where Γ̃j is j-th row of Γ. By virtue of A3, for any t ∈ R+,
either

f̃
(j)
i (t, xj) = f̃

(j)

ī
(t, xj)

or

NT(f̃
(j)

ī
(t, xj) − f̃

(j)
i (t, xj)) < 0

holds. Theorem 2, sec.10, ch.2 [5] is applicable to time-
varying systems. This readily means that the solution for
j-th subsystem uniquely exists in the sense of Filippov. This
is the case for all other subsystems.

Note that T3 combined with T2 directly implies S2. Hence,
by Proposition 3.1, it suffices to show the ultimate bound-
edness. Hereafter, we prove this.

Because Â is Hurwitz, there exists positive definite matrix
R̂ satisfying the Lyapunov equation:

ÂTR̂ + R̂Â = −In. (30)

Define the Lyapunov function candidate

V (x) = xTR̂x. (31)

It suffices to show that there exists r > 0 such that

LV (x) ≤ −∥x∥2 + r∥x∥, ∀x, (32)
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where LV denotes the derivative of V along the trajectory
of (23). See e.g., Lemma 1 in [13] for the detailed proof.

Let i = (i1, i2, · · · , ik). Defining

M := diag{A(j)
ij

− Âj}k
j=1, (33)

and

LVi(x) := −∥x∥2 + xT(MTR̂ + R̂M)x + 2xTR̂bi, (34)

yields

LV (x) = LVi(x), x ∈ intSi (35)

from (31). Though the second term in the right hand side
of (34) is a quadratic form of x, its norm can be linearly
bounded from above by ∥x∥. To see this, note that

∥Mx∥2 =
X

j∈K

∥(A(j)
ij

− Âj)xj∥2, (36)

since M is block-diagonal. Furthermore, for each j, at least
one of

a) ∥T1xj∥ > ℓ,

b) ∥xj∥ ≤ ℓ ,

c) ∥T1xj∥ ≤ ℓ and ∥xj∥ > ℓ ,

holds. In case a), A
(j)
ij

= Âj due to (12) in Assumption A2.

In case c),

∥(A(j)
ij

− Âj)xj∥

=∥(A(j)
ij

− Âj)(T
T
1 T1 + TT

2 T2)xj∥

=∥(A(j)
ij

− Âj)T
T
1 (T1xj)∥

≤ℓ · σmax((A
(j)
ij

− Âj)T
T
1 ),

where we used the unitarity of T for the first equality and
(13) for the last inequality, respectively. Therefore, ∥Mx∥
can be bounded by a positive constant from the above. This
directly means that there exists r > 0 such that

LVi(x) ≤ −∥x∥2 + r∥x∥, ∀x. (37)

Next, let us take x on a boundary, i.e.,

x ∈
\

i∈I′
Si.

with I′ ⊂ I. Then, by definition,

LV (x) ∈ co{LVi(x)}i∈I′

holds. Thus, we can take positive constants {δi}i∈I′ such
that

P

i δi = 1, and

LV (x) =
X

i∈I′
δiLVi(x)

≤
X

i∈I′
δi(−∥x∥2 + r∥x∥)

= −∥x∥2 + r∥x∥,

where we used (37). Hence, we have (32). This completes
the proof.
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Figure 3: Modes in the coupled dynamics.

It is obviously difficult to analyze the behavior of PWA
systems with a large number of modes and large dimension.
However, these three conditions can be easily verified.

The essential part of this theorem is the proof of the ul-
timate boundedness. We can see that any constant term

b
(j)
i does not affect the ultimate boundedness. It should be

noted that Si is not bounded whenever so is at least one of
S(j)

ij
since Si = S(1)

i1
× S(2)

i2
× · · · × S(k)

ik
; see Fig. 3. On the

contrary, T1 assumes nothing but the stability of Â in (26),
which is the system matrix only when Sij is unbounded for
all j ∈ K, that is, S(1,1) only in Fig. 3. Therefore, it seems
possible that

• A trajectory cannot leave mode i such that Si is un-
bounded and Ai is unstable.

• A trajectory diverges without remaining in one re-
gion, which is well-known issue in stability analysis
of a switching system.

This theorem guarantees that these cases do not happen
by using a specific relationship between switching rule and
individual dynamics.

Remark 3.1. We have so far no result on the necessity
of T1 for the ultimate boundedness.

3.2 Piecewise Linear Subsystems Case
In this section, let us consider a special case where all the

subsystems are piecewise linear ones, that is,

b
(j)
i = 0, for any i ∈ Ij and j ∈ K (38)

holds. In this case, we can generically assume T3(a) under
a mild condition as follows:

Lemma 3.1. Assume that (38) holds and that A
(j)
i is non-

singular for any i ∈ Ij and j ∈ K. Then, there exists δ ar-
bitrarily close to 1 such that T3(a) in Theorem 3.1 holds by
replacing Γ by δΓ.
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Proof. Define

X1 := diag{diag{A(j)
ij

}k
j=1}i∈I\{(0,··· ,0)}, (39)

X2 := IL−1 ⊗ Γ ⊗ BC. (40)

By the assumption, X1 is nonsingular. Note that there exists
i ∈ I\(0, 0, . . . , 0) such that Ai defined by (21) with replacing
Γ by δΓ is singular if and only if so is

X(δ) := X1 + δX2.

Therefore, it suffices to show that there exist at most finitely
many δ’s for which X(δ) is singular, because 0 /∈ int(Si) for
i ̸= (0, · · · , 0).

Let us assume that {δl} be an infinite sequence of (mutu-
ally different) real numbers such that X(δl) is singular with
singular vector denoted by ηl:

X(δl)ηl = 0, ηl ̸= 0.

We can always take positive integer s such that {ηl}s−1
l=1 is

linearly independent and that {ηl}s
l=1 is linearly dependent.

Hence, we can take

ηs =

s−1
X

l=1

θlηl.

Note that

η :=

s−1
X

l=1

θl

δl
ηl −

1

δs
ηs =

s−1
X

l=1

θl

„

1

δl
− 1

δs

«

ηl ̸= 0.

Therefore

s−1
X

l=1

X(δl)
θl

δl
ηl −

1

δs
X(δs)ηs = X1η = 0.

This contradicts to the non-singularity of X1. This com-
pletes the proof.

Example 3.1. Let us take n̄ = 3, k = 3,

A
(1)
0 =

2

4

1 −1 1
1 0 0
−4 2 −3

3

5 , A
(2)
0 =

2

4

−2 1 −2
0 −1 1
0 −3 −2

3

5 ,

A
(3)
0 =

2

4

−1 3 −1
0 −2 −1
0 1 −1

3

5 , A
(j)
1 = 2A

(j)
0 (j = 1, 2, 3), (41)

B =

2

4

1
0
0

3

5 , C =
ˆ

0 0 1
˜

,

S(j)
0 = {xj ∈ R : xT

j Pjxj ≤ 1},

S(j)
1 = {xj ∈ R : 1 ≤ xT

j Pjxj}, j = 1, 2, 3,

and

Γ := γΓ̃ = γ

2

4

−2 1 1
1 −2 1
1 1 −2

3

5 (42)

where Pj > 0 (j = 1, 2, 3) is the solution to A
(j)T
0 Pj +

PjA
(j)
0 = −I3. By Example 2.1, this satisfies A1 to A3.

Then, we take γ = 0.1, 0.2, 0.33, and apply Theorem 3.1.
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Figure 4: γ = 0.1: Convergence.
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Figure 5: γ = 0.2: Y-oscillation.

Since T3 was satisfied in all cases1, all we need to do is to
check T1 and T2. Obviously, we have

Â = diag{A(j)
1 }3

j=1 + Γ ⊗ BC, (43)

Ǎ = diag{A(j)
0 }3

j=1 + Γ ⊗ BC. (44)

In other words, we only have to check the stability of these
two matrices, though the overall system is a PWL system
with 2 × 3-dimension and 23-modes. The result is summa-
rized as follows:

• γ = 0.1 satisfies T2 only (convergence to the origin,
Fig. 4),

• γ = 0.2 satisfies T1 and T2 (Y-oscillatory, Fig. 5),
and

• γ = 0.33 satisfies T1 only (divergence, Fig. 6).

1Since A
(j)
0 are nonsingular, T3(a) is generic by Lemma 3.1.

For T3(b), see Appendix A.
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Figure 6: γ = 0.33: Divergence.

4. IDENTICAL SUBSYSTEMS CASE

4.1 Common A-matrices Case
In many applications such as FitzHugh-Nagumo equation

in Section 2.1, the subsystems are identical. Our goal of this
section is to give an easily checkable condition by utilizing
this property.

Theorem 4.1. Under Assumptions A1 to A3, assume

A
(j)
0 ≡ Ǎ and Âj ≡ Â, j ∈ K. (45)

Define

Ω̌ :={λ ∈ C : Ǎ + λBC has no eigenvalue on the

imaginary axis, and has a positive real part}, (46)

Ω̂ :={λ ∈ C : Â + λBC is Hurwitz}. (47)

Further assume

T1’: eig Γ ⊂ Ω̂,

T2’: eig Γ ∩ Ω̌ ̸= ∅,

and T3. Then, system (23) is Y-oscillatory.

Proof. By simple algebraic calculation,

eig Ǎ =
[

λ∈eig Γ

eig(Ǎ + λBC), (48)

eig Â =
[

λ∈eig Γ

eig(Â + λBC). (49)

Thus, T2’ holds if and only if Ǎ has at least one eigenvalue
with positive real part. Similarly, T1’ is equivalent to the
stability of Â. Therefore, the assumptions in Theorem 3.1
hold.

If Ω̌ ∩ Ω̂ = ∅, then no coupling matrix Γ satisfies T1’ and
T2’ simultaneously.

Note that both Ω̌ and Ω̂ are determined by the subsys-
tem properties only, and consequently easily computable.
Theorem 4.1 says that Y-oscillatory behavior is verified by

checking the relationship between regions Ω̌, Ω̂ and the lo-
cation of the eigenvalues of the coupling matrix Γ. In this
sense this procedure can be applied for large k case, though
(23) is kn̄-dimensional with (

Q

j∈K Lj)-modes.
Moreover, it is known that an explicit eigenvalue location

is available if the coupling topology has a special structure
such as circulant topology. In such a case, k does not affect
the computation complexity. To see this, let us see two
examples that are used in the next section.

Example 4.1. Firstly, let us consider the coupling

uj =µ1(yj−1 − yj) + µ2(yj+1 − yj), j ∈ K\{1, k}, (50)

u1 =µ1(yk − y1) + µ2(y2 − y1), (51)

uk =µ1(yk−1 − yk) + µ2(y1 − yk) (52)

where µ1, µ2 are positive constants. This makes the coupling
matrix circulant

Γc :=

2

6

6

6

6

6

6

6

6

4

−µ12 µ2 · · · 0 µ1

µ1 −µ12

. . . 0 0
...

. . .
. . .

. . .
...

0 0
. . . −µ12 µ2

µ2 0 · · · µ1 −µ12

3

7

7

7

7

7

7

7

7

5

, (53)

µ12 := µ1 + µ2, µ̃12 := µ1 − µ2.

It is known [2] that

eig(Γc) = {−µ12 − µ1e
2πj
k−1 i − µ2e

− 2πj
k−1 i : j ∈ K},

= {−µ12 + µ12 cos

„

2πj

k − 1

«

− iµ̃12 sin

„

2πj

k − 1

«

: j ∈ K}. (54)

As we can see, the eigenvalues are located on the ellipsoid

E = {−µ12 + µ12 cos ω − iµ̃12 sin ω : 0 ≤ ω < 2π}, (55)

independently of k. As k becomes larger, the density in-
creases. For sufficiently large k, it is reasonable to regard
eig(Γc) as this ellipsoid.

Next, in the above example, let us pin the boundary sub-
system to the origin by replacing (51) and (52) by

u1 = − µ1y1 + µ2(y2 − y1), (56)

uk =µ1(yk−1 − yk) − µ2yk. (57)

This makes the coupling matrix Toeplitz

Γt :=

2

6

6

6

6

6

6

6

6

4

−µ12 µ2 · · · 0 0

µ1 −µ12

. . . 0 0
...

. . .
. . .

. . .
...

0 0
. . . −µ12 µ2

0 0 · · · µ1 −µ12

3

7

7

7

7

7

7

7

7

5

(58)

whose eigenvalues are given by

eig(Γt) = {−µ12 + 2
√

µ1µ2 cos

„

jπ

k + 1

«

: j ∈ K}. (59)

Hence,

eig(Γt) ⊂ [−µ12 − 2
√

µ1µ2, −µ12 + 2
√

µ1µ2). (60)
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When we apply Theorem 4.1, we can graphically check the
relationship between this ellipsoid or interval and Ω̌, Ω̂.

4.2 FitzHugh-Nagumo Equation Revisited
We are now in the position to get back to the FitzHugh-

Nagumo equation. Let n̄ = 2 and Ij = {0, 1, 2}. Then, the
coupled dynamics (23) has the 2k-dimension and 3k-modes.
We here take

α = 1, Φ =
ˆ

1 0
˜

, (61)

S0 = {z ∈ R2 : −α ≤ Φz ≤ α},
S1 = {z ∈ R2 : Φz ≥ α},
S2 = {z ∈ R2 : Φz ≤ −α},

and

A0 =

»

2/3 −1
ε −εb

–

, A1 = A2 =

»

−10/3 −1
ε −εb

–

=: Â,

b0 =

»

0
0

–

, b1 =

»

4
0

–

, b2 =

»

−4
0

–

, (62)

B =

»

1
0

–

, C = [1, 0].

We can easily verify that the subsystem before coupling is
Y-oscillatory if

ε <
2

3
. (63)

This trivially satisfies A1 and A3 because the vector field
is continuous. However, all regions are unbounded. This
means that (14) is too restrictive because it holds if and
only if all Aj ’s are identical. On the other hand, system
(62) satisfies A2 by taking ℓ > α and T1 = Φ and T2 = [0 1],
which trivially makes T unitary.

Hereafter, we take b = 1, µ > 0 and 0 < ε < 1. In order
to apply Theorem 4.1, let us compute Ω̂ and Ω̌. These can
be analytically obtained:

Ω̂ = (−∞, 10/3 + ε), (64)

Ω̌ = (ε − 2/3, +∞). (65)

We move to the coupling matrix. As in Section 2.1, the
spatially discretized diffusion is characterized by (50) with
µ1 = µ2 = µ. When we consider the periodic boundary
condition we obtain (53), i.e., Γ = Γc and

eig(Γc) = {−2µ + 2µ cos

„

2πj

k − 1

«

: j ∈ K}.

On the other hand, when we consider the fixed-end bound-
ary condition to the origin, we obtain (58), i.e., Γ = Γt and

eig(Γt) = {−2µ + 2µ cos

„

jπ

k + 1

«

: j ∈ K}.

Note that T1’ is automatically true because Ω̂ includes all
negative half line where both eig(Γc) and eig(Γt) lie. In
both cases, T3 was also satisfied for all parameters we tried.
Hence, we focus on T2’.

It is straightforward that (63) is necessary for T2’ to be
true. This implies that the diffusively coupled dynamics
oscillates only if so does the individual subsystem.
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Figure 7: Periodic boundary: µ = 1.

4.2.1 Periodic Boundary Condition
Suppose the necessary condition (63) holds. Then, T2’ is

automatically satisfied because eig(Γc) contains 0. Figs. 7
and 8 shows the time response for µ = 1, 10, k = 10 and
ε = 0.01.

4.2.2 Fixed Boundary Condition
We assume the necessary condition (63). However, this is

not sufficient: T2’ holds if and only if

ε − 2

3
≤ −2µ(1 − cos

„

π

k + 1

«

) (< 0).

If this inequality does not hold, the trajectories starting from
a neighborhood of the origin of coupled dynamics converges
to the origin though the uncoupled dynamics (i.e., Γ = 0)
always oscillates.

Let us further investigate the spatial discretization of the
diffusion term. In the case of finite difference method of a
finite interval, k represents the fineness of the approximation
and we usually have (9) where d is the spatial length. Note
that, in sufficiently large k limit,

−2µ(1 − cos

„

π

k + 1

«

) ≈ −2κk2

„

π

k + 1

«2

≈ −2π2κ.

This implies that we can control the oscillatory behavior of
the coupled dynamics for large k by choosing suitable κ. To
put it precisely, large diffusion coefficient a in comparison to
the length d suppresses the oscillation. Figs. 9 and 10 show
the time response for the same parameter as in the Section
4.2.1.

Recall that the set of eigenvalues is almost the same if k
is sufficiently large. Nevertheless the asymptotic behavior
in large k limit is different, see Figs. 8 and 10.

5. CONCLUSION
In this paper, we derived a sufficient condition under which

(a large number of) linearly coupled PWA systems show an
oscillatory behavior called Y-oscillation. An important fea-
ture of the obtained result is that, under the assumption that
every subsystem has a property on A-matrix in common,
the criteria can be rewritten in terms of coupling topology
in an easily checkable way so that it is applicable to large
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Figure 8: Periodic boundary: µ = 10.
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Figure 9: Fixed-end boundary: µ = 1.

scale systems. For an illustrative purpose, we analyze the
well-known FitzHugh-Nagumo equation that is a model for
neural oscillator in mathematical physiology.

It should be noted that T1’, T2’ and T3(a) are easily ver-
ifiable. When the subsystem has a continuous vector field,
T3(b) is not needed. Therefore, the obtained results are
applicable to reaction-diffusion system such as FitzHugh-
Nagumo equation and Josephson junction arrays.

At this stage, for discontinuous vector-field case, the ob-
tained results are not necessarily satisfactory in that

• we do not so far have a systematic procedure to check
T3(b), i.e., the non-existence of fixed points on the
switching surface, and

• the condition for the well-posedness is conservative.

For these issues, we made some fundamental investiga-
tion, based on which more general framework might be con-
structed in future work.
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APPENDIX
A. EQUILIBRIUM ON THE SWITCHING

SURFACE
Let xe ∈ R9 (xe := [xeT

1 xeT
2 xeT

3 ]T) be an equilibrium of

(41). Then there exists α(j) ∈ [1, 2] (j = 1, 2, 3) such that

 

2

6

4

α(1)A
(1)
0 0 0

0 α(2)A
(2)
0 0

0 0 α(3)A
(3)
0

3

7

5

+ Γ ⊗ BC

!

xe = 0.

We can show

Cxe
2 = Cxe

3 = 0, (66)

and consequently
2

6

4

γ11BC + α(1)A
(1)
0 0 0

γ21BC α(2)A
(2)
0 0

γ31BC 0 α(3)A
(3)
0

3

7

5

xe = 0.

We verified that α(1)A
(1)
0 + γ11BC is nonsingular for all

α(1) ∈ [1, 2]. This readily means xe
1 = 0. Moreover, the

non-singularity of A
(2)
0 , A

(3)
0 leads to xe = 0. Therefore,

there exists no equilibrium except for the origin, and T3(b)
is satisfied.
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ABSTRACT
This paper considers off-line synthesis of stabilizing static feed-
back control laws for discrete-time piecewise affine (PWA) sys-
tems. Two of the problems of interest within this framework are:
(i) incorporation of the S -procedure in synthesis of a stabiliz-
ing state feedback control law and (ii) synthesis of a stabilizing
output feedback control law. Tackling these problems via (piece-
wise) quadratic Lyapunov function candidates yields a bilinear ma-
trix inequality at best. A new solution to these problems is pro-
posed in this work, which uses infinity norms as Lyapunov function
candidates and, under certain conditions, requires solving a single
linear program. This solution also facilitates the computation of
piecewise polyhedral positively invariant (or contractive) sets for
discrete-time PWA systems.

Categories and Subject Descriptors
G.1.0 [Numerical analysis]: General—Stability (and instability)

General Terms
Theory

Keywords
Stability, Lyapunov methods, Piecewise affine systems, Output feed-
back, Infinity norms

1. INTRODUCTION
The problems encountered in stability analysis and synthesis of

stabilizing control laws for hybrid systems led to many interest-
ing developments and relaxations of Lyapunov theory. Perhaps
the most important breakthrough was the concept of multiple Lya-
punov functions, which was introduced in the seminal paper [1].
Ever since, the focus has been on designing multiple Lyapunov
functions for specific relevant classes of hybrid systems. One of
the most successful approaches, which was initiated in the PhD
thesis [2] (later published in the book [3]), considers piecewise
affine (PWA) systems [4] and piecewise quadratic (PWQ) Lya-
punov functions. The relaxation proposed therein requires each

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
HSCC’10, April 12–15, 2010, Stockholm, Sweden.
Copyright 2010 ACM 978-1-60558-955-8/10/04 ...$10.00.

quadratic function, which is part of a PWQ global function, to
be positive definite and/or satisfy decreasing conditions only in a
subset of the state-space, relaxation often referred to as the S -
procedure [5]. The stability analysis with the S -procedure re-
laxation can be carried out efficiently, both for continuous-time
and discrete-time PWA systems, as it requires solving a semidef-
inite programming problem. However, when it comes to synthesis,
which consists of simultaneously searching for a PWQ Lyapunov
function and a static state feedback control law, the S -procedure
leads to a nonlinear matrix inequality that has not been solved sys-
tematically so far, although several works considered this problem
[3, 6–10]. Another relevant, non-trivial problem for PWA systems
is the synthesis of a stabilizing output feedback control law. When
tackled via quadratic Lyapunov functions this problem is known to
be challenging even for linear systems, as it leads to a nonlinear
matrix inequality. For PWA systems in particular the output feed-
back problem is of great interest, as for this class of systems, the
observer design is a difficult problem, see, e.g., [11–13] and the
references therein.

In this paper we consider discrete-time PWA systems and infin-
ity norm based candidate Lyapunov functions. Notice that trading
quadratic forms for infinity norms as Lyapunov functions does not
necessarily make any of the above-mentioned problems easier, on
the contrary. The application of most Lyapunov criteria expressed
using infinity norms, see, for example, the seminal papers [14–18],
is limited to stability analysis for linear systems or linear polytopic
inclusions [19]. An extension of stability analysis via piecewise
linear Lyapunov functions to certain classes of smooth nonlinear
systems was proposed in [20]. Recent results on stability analy-
sis of discrete-time linear systems via polyhedral Lyapunov func-
tions can be found in [21]. As far as synthesis is concerned, it is
worth to mention the set-based approach for constructing polyhe-
dral control Lyapunov functions presented in [22]. Unfortunately,
neither of the above procedures translates to PWA systems straight-
forwardly. To the best of the authors’ knowledge, the existing re-
sults for hybrid systems consist of: stability analysis of continuous-
time PWA systems via piecewise linear Lyapunov functions [2],
switching stabilizability for continuous-time switched linear sys-
tems via polyhedral-like Lyapunov functions [23] and, synthesis of
stabilizing state-feedback control laws for discrete-time PWA sys-
tems via nonlinear programming [24,25]. In this context it is worth
to mention also the on-line synthesis method based on linear pro-
gramming and trajectory-dependent Lyapunov functions, proposed
recently in [26], which can be used to stabilize the closed-loop tra-
jectory of a PWA system for a given initial condition.

Perhaps the main reason for the limited (in terms of synthe-
sis in particular) applicability of infinity norms as Lyapunov func-
tions lies in the corresponding necessary stabilization conditions
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[14, 15, 18] that require the solution of a bilinear matrix equation
subject to a full-column rank constraint. Starting from the standard
Lyapunov sufficient conditions, in this work we propose a novel,
geometric approach to infinity norms as Lyapunov functions that
leads to a new set of sufficient conditions that can be expressed via
a finite number of linear inequalities. For discrete-time PWA sys-
tems and static output feedback PWA control laws, we provide a
solution for implementing the corresponding Lyapunov conditions
that requires solving a single linear program. Moreover, in the case
of a polyhedral state space partition, we demonstrate that the de-
veloped geometric approach provides a natural and simple way to
implement the S -procedure relaxation into synthesis, while still
requiring solving a single linear program. This method also allows
the direct specification of polytopic state and/or input constraints,
as additional linear inequalities.

2. PRELIMINARIES
In this section we recall preliminary notions and fundamental

stability results.
Let R, R+, Z and Z+ denote the field of real numbers, the set of

non-negative reals, the set of integer numbers and the set of non-
negative integers, respectively. For every c ∈ R and Π ⊆ R we de-
fine Π≥c(≤c) := {k ∈ Π | k≥ c(k≤ c)} and ZΠ := {k ∈ Z | k ∈ Π}.
For a set S ⊆ Rn, we denote by int(S ) the interior and by cl(S )
the closure of S . A polyhedron (or a polyhedral set) in Rn is a
set obtained as the intersection of a finite number of open and/or
closed half-spaces. A piecewise polyhedral (PWP) set is a set that
consists of a finite union of polyhedra. For a vector x ∈ Rn, [x]i
denotes the i-th element of x. A vector x ∈ Rn is said to be non-
negative (nonpositive) if [x]i ≥ 0 ([x]i ≤ 0) for all i ∈ Z[1,n], and
in that case we write x ≥ 0 (x ≤ 0). For a vector x ∈ Rn let ‖ · ‖
denote an arbitrary p-norm. Let ‖x‖∞ := maxi=1,...,n |[x]i|, where
| · | denotes the absolute value. In the Euclidean space Rn the stan-
dard inner product is denoted by 〈·, ·〉 and the associated norm is
denoted by ‖ · ‖2, i.e. for x ∈ Rn, ‖x‖2 = 〈x,x〉 1

2 = (x	x)
1
2 . For

a matrix Z ∈ Rm×n, [Z]i j denotes the element in the i-th row and
j-th column of Z. Given Z ∈ Rm×n and l ∈ Z[1,m], we write [Z]l•
to denote the l-th row of Z. For a matrix Z ∈ Rm×n let ‖Z‖ :=
supx 
=0

‖Zx‖
‖x‖ denote its corresponding induced matrix norm. It is

well known that ‖Z‖∞ = max1≤i≤m∑nj=1 |[Z]i j|. In ∈ Rn×n denotes
the n-dimensional identity matrix.

Let {x1, . . . ,xm} with xi ∈ Rn be an arbitrary set of points. A
point of the form ∑mi=1 αixi with αi ∈R+ is called a conic combina-
tion of the points {x1, . . . ,xm}, while a point of the form ∑mi=1 αixi
with αi ∈ R+ and ∑mi=1 αi = 1 is called a convex combination of
{x1, . . . ,xm}. A set Ω is called a cone if for every x∈Ω and α ∈R+

we have αx ∈ Ω. A set Ω is a convex cone if it is convex and a
cone, which means that for any x1,x2 ∈ Ω and α1,α2 ∈ R+, we
have α1x1 + α2x2 ∈ Ω. A convex hull of a set Ω, denoted Co(Ω),
is the set of all convex combinations of points in Ω.

Let Ω ⊂ Rn be an arbitrary set. Then the set

D(Ω) := {v ∈ Rn | 〈v,x〉 ≥ 0, ∀x ∈ Ω}
is called the dual cone to the set Ω. Cone(Ω) := {D(D(Ω))} de-
notes the closure of the minimal1 convex cone that contains the set
Ω. An illustration of the cones D(Ω) and Cone(Ω) for some set Ω
is presented in Figure 1.

A function ϕ : R+ → R+ belongs to class K if it is continu-
ous, strictly increasing and ϕ(0) = 0. A function ϕ : R+ → R+

1By this we mean the convex cone that contains Ω and it is con-
tained by all the other convex cones that contain Ω.

Figure 1: Illustration of the cones D(Ω) and Cone(Ω) for some
set Ω ⊂ R2.

belongs to class K∞ if ϕ ∈ K and it is radially unbounded (i.e.
lims→∞ ϕ(s) = ∞). A function β : R+×R+ →R+ belongs to class
K L if for each fixed k ∈ R+, β (·,k) ∈ K and for each fixed
s ∈ R+, β (s, ·) is decreasing and limk→∞ β (s,k) = 0.

Next, consider the discrete-time autonomous nonlinear system

x(k+1) = Φ(x(k)), k ∈ Z+, (1)

where x(k) ∈ Rn is the state at the discrete-time instant k and the
mapping Φ : Rn → Rn is an arbitrary nonlinear, possibly discon-
tinuous, function. For simplicity, we assume that the origin is an
equilibrium of (1), i.e. Φ(0) = 0.

Definition 2.1 Let λ ∈ R[0,1]. We call a set P ⊆ Rn λ -contractive
(or shortly, contractive) for system (1) if for all x ∈ P it holds that
Φ(x) ∈ λP . When this property holds with λ = 1 we call P a
positively invariant (PI) set.

Definition 2.2 Let X with 0 ∈ int(X) be a subset of Rn. We call
system (1) AS(X) if there exists a K L -function β (·, ·) such that,
for each x(0) ∈ X it holds that the corresponding state trajectory of
(1) satisfies ‖x(k)‖ ≤ β (‖x(0)‖,k), ∀k ∈ Z+. We call system (1)
globally asymptotically stable (GAS) if it is AS(Rn).

Theorem 2.3 Let X be a PI set for (1) with 0 ∈ int(X). Further-
more, let α1,α2 ∈K∞, ρ ∈R[0,1) and letV : Rn→R+ be a function
such that:

α1(‖x‖) ≤V (x) ≤ α2(‖x‖), ∀x ∈ X, (2a)
V (Φ(x)) ≤ ρV (x), ∀x ∈ X. (2b)

Then system (1) is AS(X).

A proof of the above theorem can be found in [27, 28]. We call a
function V that satisfies (2) a Lyapunov function.

3. PROBLEM FORMULATION
In the remainder of this article we focus on discrete-time, possi-

bly discontinuous, PWA systems of the form

x(k+1) = φ(x(k),u(k)) := Aix(k)+Biu(k)+ai if x(k) ∈ Ωi,
(3)

where x(k)∈Rn is the state vector at time k ∈Z+, u(k)∈Rm is the
input vector at time k ∈ Z+, Ai ∈ Rn×n, Bi ∈ Rn×m, ai ∈ Rn for all
i ∈ I and I ⊂ Z≥1 is a finite set of indices. The collection of sets
{Ωi | i ∈I } defines a partition of Rn, meaning that ∪i∈I Ωi = Rn,
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Ωi∩Ω j = /0 for (i, j)∈I ×I , i 
= j and int(Ωi) 
= /0 for all i ∈I .
Each Ωi is assumed to be a polyhedron (not necessarily closed).
Let I0 := {i ∈I | 0 ∈ cl(Ωi)}, I1 := {i ∈I | 0 
∈ cl(Ωi)} and let
Iaff := {i ∈ I | ai 
= 0}, Ilin := {i ∈ I | ai = 0}, so that

I0 ∪I1 = Iaff ∪Ilin = I .

Associated with system (3) we define the output

y(k) =Cix(k) if x(k) ∈ Ωi, (4)

where y(k) ∈ Rl is the output vector at time k ∈ Z+ and Ci ∈ Rl×n
for all i ∈ I . We parameterize the control input as u(k) = h(y(k)),
k ∈ Z+, with h : Rl → Rm defined as:

h(y) = Fiy+ fi if x ∈ Ωi
= FiCix+ fi if x ∈ Ωi, (5)

and where Fi ∈ Rm×l , fi ∈ Rm for all i ∈ I . The implementation
of the above output feedback control law requires the following
standing assumption.

Assumption 3.1 At every time instant k∈Z+, the region Ωi, i∈I

where the state x(k) lies is known. �

The above assumption requires estimating the system’s mode, i.e.,
the region Ωi where the state lies, from the output, which is a
non-trivial problem, see, for example, [11–13] and the references
therein. An alternative would be to consider output based switch-
ing and formulate partial stability conditions in terms of the output
only. Obviously, for Ci = In we recover the state-feedback case.

Next, we define the candidate Lyapunov function:

V (x) =Vi(x) if x ∈ Ωi (6)

with Vi(x) := ‖Pix‖∞ for all i ∈ I , where Pi ∈ Rpi×n is a matrix
that satisfies ‖Pi‖∞ 
= 0 for all i ∈ I and pi ∈ Z≥n. Observe that
this property ensures the upper bound in (2a) for all x ∈ Rn, with
α2(s) := maxi∈I ‖Pi‖∞s. Usually, it is also assumed that each Pi
has full-column rank, which ensures the lower bound in (2a) for all
x ∈ Rn, with α1(s) := mini∈I

σi√pi s, where σi > 0 is the smallest
singular value of Pi, respectively. However, this assumption in-
troduces a certain conservatism as, according to the S -procedure
relaxation, Vi(x) ≥ 0 should only hold for x ∈ Ωi and not for all
x ∈ Rn.

Remark 3.2 For clarity of exposition we used the system’s state-
space partition {Ωi}i∈I as the control input and Lyapunov function
partition and we assumed that the state, input and output have the
same dimension for all regions {Ωi}i∈I . In general one can have
different partitions and different dimensions, case in which the de-
veloped results still apply directly. Also, it is well known [3] that
further partitioning the state-space regions Ωi, which leads to more
different input feedback and Lyapunov weight matrices decreases
conservativeness. This will be illustrated in the example presented
in Section 5. �

Next, we state the standard stability result for system (3)-(4) in
closed-loop with (5) with the S -procedure relaxation. Let

Φ(x) := (Ai+BiFiCi)x+(Bi fi+ai) if x ∈ Ωi

denote the closed-loop dynamics that correspond to (3)-(5). Notice
that for the origin to be an equilibrium in the Lyapunov sense for
Φ it is necessary that fi = 0 for all i ∈ I0 ∩Ilin and Bi fi+ai = 0
for all i ∈ I0 ∩Iaff. This is usually circumvented [3] by assuming
ai = 0 and setting fi = 0 for all i ∈ I0.

Theorem 3.3 Let α1,i,α2,i ∈ K∞ and ρ ∈ R[0,1). Suppose that
there exists a set of functions Vi : Rn → R+, i ∈ I , with Vi(0) = 0
for all i ∈ I0, that satisfy:

Vi(x) ≤ α2,i(‖x‖) if x ∈ Ωi, (7a)
Vi(x) ≥ α1,i(‖x‖) if x ∈ Ωi, (7b)
Vj(Φ(x)) ≤ ρVi(x) if x ∈ Ωi,Φ(x) ∈ Ω j, ∀(i, j) ∈ I ×I .

(7c)

Then, V : Rn → R+, V (x) := Vi(x) if x ∈ Ωi is a Lyapunov func-
tion in Rn for the closed-loop system (3)-(5) and consequently, its
origin is GAS.

The proof of the above theorem can be found in [1, 3, 28]. Further
generic relaxations for which the results developed in this paper
still apply directly include a different ρi ∈ R[0,1) for each i ∈ I

and reducing the set of pairs of indexes in (7c) via a reachability
analysis. However, the most important relaxations with respect to
Theorem 2.3 are in conditions (7b) and (7c) that impose the lower
bound and the one-step decrease region-wise for each function Vi.
For example, in the case of a PWQ Lyapunov function, these con-
ditions relax the positive definiteness requirement on certain matri-
ces.

In what follows we focus on piecewise polyhedral (PWP) Lya-
punov functions of the form (6). Notice that if for such a function
(7b) holds, it necessarily holds that ‖Pi‖∞ 
= 0, which further im-
plies (7a) with α2,i(s) := ‖Pi‖∞s. Also, it holds that Vi(0) = 0 for
all i ∈ I . As such, it is sufficient to focus on finding a solution to
the conditions (7b) and (7c), which is formally stated in the next
problem.

Problem 3.4 Find a set of matrices {Pi,Fi}i∈I , a set of vectors
{ fi}i∈I with fi = 0 for all i ∈ I0 and a set of constants {ci}i∈I

with ci ∈ R>0 for all i ∈ I such that:

ci‖x‖∞ −‖Pix‖∞ ≤ 0 if x ∈ Ωi,
(8a)

‖Pj((Ai+BiFiCi)x+Bi fi+ai)‖∞ −ρ‖Pix‖∞ ≤ 0
if x ∈ Ωi,Φ(x) ∈ Ω j, ∀(i, j) ∈ I ×I .

(8b)

The difficulty of Problem 3.4 comes mainly from the following is-
sues: (i) the left-hand expression in both (8a) and (8b) is a non-
convex function of x and (ii) the left-hand expression in (8b) is
bilinear in Pj ,Fi and Pj , fi, respectively. To the best of the authors’
knowledge, the only solution to the above problem was presented
in [24,25] for the case when fi= 0 and ai= 0 for all i∈I . Therein,
(8a) is attained by requiring each Pi to have full-column rank2 and
(8b) is achieved by asking that

‖Pj(Ai+BiFiCi)P−Li ‖∞ −ρ ≤ 1, ∀(i, j) ∈ I ×I ,

where P−Li := (P	i Pi)−1P	i . This solution, which does not include
the S -procedure relaxation, requires solving a finite dimensional
nonlinear program subject to nonlinear constraints, which can be
tackled using standard nonlinear solvers, e.g., fmincon of Matlab.

In the next section we will provide a novel solution to Prob-
lem 3.4 that can be implemented by solving a single linear program.

2Recently, a technique for attaining full-column rank of a unknown
matrix via linear inequalities in the elements of the matrix was pre-
sented in [26].
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4. MAIN RESULTS
Before continuing with the solution to Problem 3.4 and the com-

plete presentation of the controller synthesis procedure, we need to
introduce an appropriately defined set of vertices that corresponds
to each region Ωi, i.e.,

V (Ωi) := {x1
i ,x

2
i , . . . ,x

Mi
i }, Mi ∈ Z≥1, i ∈ I . (9)

This set of vertices will differ depending on the type of the set Ωi,
i.e., bounded or unbounded, and will be instrumental in the formu-
lation of the synthesis algorithm.

For the remainder of the article we assume the following prop-
erty concerning the state-space partition {Ωi | i ∈ I }.

Assumption 4.1 For each Ωi, i ∈ I , there exists a closed half
space Ri of Rn defined by a hyperplane through the origin, i.e.
Ri := {x ∈ Rn | r	i x≥ 0} for some ri ∈ Rn, such that cl(Ωi)⊂Ri
holds. �

Note that the above assumption eliminates any state-space region
Ωi that contains the origin in its interior, as well as the case when
cl(Ωi) is itself a closed half space defined by a hyperplane through
the origin. However, in the case that the original partition {Ωi |
i ∈ I } of the state space for system (3) is such that for some i ∈
I Assumption 4.1 is not satisfied, the corresponding sets Ωi can
easily be further partitioned into new polyhedral sets with the same
dynamics, so that the above assumption holds for the new partition.

At this point we will make a distinction between bounded and
unbounded sets Ωi. If the set Ωi is bounded, since it is assumed
to be a polyhedron, there necessarily exists a finite set of vertices
{x1
i ,x

2
i , . . . ,x

Mi
i }, with x ji ∈ Rn for all j ∈ Z[1,Mi], such that

cl(Ωi) = Co({x1
i ,x

2
i , . . . ,x

Mi
i }).

In this case the elements of the set V (Ωi) are simply the vertices
of the polyhedron Ωi. In the case that the set Ωi is unbounded, let
{x1
i ,x

2
i , . . . ,x

Mi
i }, with x ji ∈ Rn for all j ∈ Z[1,Mi], be such that

Cone(Ωi) = Cone({x1
i ,x

2
i , . . . ,x

Mi
i }),

i.e. the set of vertices {x1
i ,x

2
i , . . . ,x

Mi
i } define a set of points on the

rays of the minimal convex cone containing the set Ωi. In this case
the elements of the set V (Ωi) can be chosen arbitrarily as non-zero
points on the rays of Cone(Ωi). Any element of the set Ωi can be
written as a conic combination of the elements of the set V (Ωi).

An illustration of the set of vertices V (Ωi) for a bounded and an
unbounded state-space region Ωi is shown in Figure 2.

Figure 2: a) Set of vertices for a bounded set Ωi; b) Set of ver-
tices for an unbounded set Ωi.

Let I∞ ⊆ I denote the set of indices that correspond to the un-
bounded regions Ωi and consider the following set of inequalities:

[Pi]	e• ∈ D(cl(Ωi)), ∀e ∈ Z[1,pi], ∀i ∈ I , (10a)

ci‖xvi ‖∞ − [Pixvi ]e ≤ 0, ∀xvi ∈ V (Ωi), ∀e ∈ Z[1,pi], ∀i ∈ I ,

(10b)
± [Pj(Ai+BiFiCi)xvi +Bi fi+ai]e1 −ρ[Pixvi ]e2 ≤ 0,

∀xvi ∈ V (Ωi), ∀(e1,e2) ∈ Z[1,pi] ×Z[1,pi], ∀(i, j) ∈ I ×I .

(10c)

Lemma 4.2 Suppose that the set of inequalities (10) is feasible
and let {Pi,Fi, fi,ci}i∈I denote a solution for which it holds that
Bi fi + ai = 0 for all i ∈ I∞. Then {Pi,Fi, fi,ci}i∈I satisfies the
inequalities (8).

PROOF. For an arbitrary i ∈ I the constraint (10a) implies that
[Pi]e•x≥ 0 holds for all e∈Z[1,pi] and for all x∈ Ωi. In other words
Pix≥ 0 for all x ∈ Ωi and i ∈ I .

Consider an arbitrary x ∈ Ωi for an arbitrary i ∈ I . Then x can
be obtained either by a convex or by a conic combination of the
elements of V (Ωi), i.e., there exists a set of nonnegative scalars
{λv}v∈Z[1,Mi ]

such that xi = ∑Miv=1 λvxvi . Then (10b), by appropriate
multiplication with λv and summation, implies ∑Miv=1 ci‖λvxvi ‖∞ −
∑Miv=1 λv[Pixvi ]e≤ 0 for all e∈Z[1,pi]. Using the triangular inequality
for norms this further implies that ci‖x‖∞ − [Pix]e ≤ 0 for all e ∈
Z[1,pi], or equivalently

ci‖x‖∞ − max
e∈Z[1,pi ]

[Pix]e ≤ 0. (11)

Since [Pix]e ≥ 0 for all e ∈ Z[1,pi] it follows that

‖Pix‖∞ = max
e∈Z[1,pi ]

|[Pix]e| = max
e∈Z[1,pi ]

[Pix]e,

i.e., (11) implies (8a).
Next we show that (10c) implies (8b). Again, suppose that x is a

point obtained either by a convex or by a conic combination of the
elements of V (Ωi), i.e., x = ∑Miv=1 λvxvi for some set {λv}v∈Z[1,Mi ]

,
λv ∈ R+. Appropriate multiplication with λv and summation over
the indices v in the inequalities (10c) yield

± [Pj(Ai+BiFiCi)x+
Mi
∑
v=1

λv(Bi fi+ai)]e1 −ρ[Pix]e2 ≤ 0,

∀(e1,e2) ∈ Z[1,pi] ×Z[1,pi], ∀(i, j) ∈ I ×I , (12)

which further implies that

max
e1∈Z[1,pi ]

(
±[Pj(Ai+BiFiCi)x+

Mi
∑
v=1

λv(Bi fi+ai)]e1

)

−ρ max
e2∈Z[1,pi ]

[Pix]e2 ≤ 0, ∀(i, j) ∈ I ×I . (13)

As for an arbitrary vector z∈Rn, maxe∈Z[1,n] (±[z]e) = ‖z‖∞ by def-
inition and using the non-negativity of the vector Pix, the above
inequality yields
∥∥∥∥Pj(Ai+BiFiCi)x+ Mi

∑
v=1

λv(Bi fi+ai)
∥∥∥∥

∞
−ρ‖Pix‖∞ ≤ 0,

∀(i, j) ∈ I ×I . (14)

To conclude the proof, from this point we make a distinction
between unbounded and bounded regions Ωi. Firstly, suppose that
i∈I \I∞, i.e., that Ωi is a bounded set. In that case any x∈Ωi can
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be represented as a convex combination of the corresponding set of
vertices V (Ωi), i.e., the non-negative scalars λv from the expres-
sion x = ∑Miv=1 λvxvi have the additional property that ∑Miv=1 λv = 1.
Using this equality it is obvious that (14) corresponds to (8b). Sec-
ondly, suppose that i ∈ I∞, i.e., any x ∈ Ωi can be represented as
a conic (rather than convex) combination of elements of the corre-
sponding set of vertices V (Ωi). In this case (14) corresponds to
(8b) since Bi fi+ai = 0 for all i ∈ I∞.

Remark 4.3 The essential step in overcoming the first difficulty
of Problem 3.4, which comes from non-convexity of both (8a) and
(8b) in x, is provided in Lemma 4.2 and consists of constraining the
rows of each matrix Pi, via (10a), so that Pix is non-negative for all
x ∈ Ωi. �

From the inequalities (10) one can deduce that it necessarily
holds that Pixvi ≥ 0 for all xvi ∈ V (Ωi), even in the case when
xvi 
∈ Ωi, as it can happen when Ωi is an unbounded set (see Fig-
ure 2). This is shown as follows. Since for a closed and convex
cone C it holds that D(D(C)) = C, see e.g., [29], and since the
dual cone D(cl(Ωi)) is always closed and convex [29], we have
that D(Cone(cl(Ωi))) = D(D(D(cl(Ωi)))) = D(cl(Ωi)). There-
fore (10a) implies Pixvi ≥ 0 for all v∈Z[1,Mi], as xvi ∈ Cone(cl(Ωi)).

Similarly, it can be shown that in the case of a bounded set Ωi,
the condition (10a) implies Pix≥ 0 not only for x ∈ Ωi, but also for
all x ∈ Cone(V (Ωi)).

As such, we can conclude that (10a) does not necessarily impose
Pix≥ 0 for any x 
∈ Cone(V (Ωi)), i.e. the S -procedure relaxation
on the positive definiteness and the lower bound on each functionVi
is attained with respect to each region Cone(V (Ωi)) that contains
Ωi, respectively. This can be more or less conservative, depending
on the polyhedron Ωi, i ∈ S , but it is, however, relaxing the stabi-
lization conditions in comparison with not having an S -procedure
relaxation at all. It is worth to mention that an exact implementa-
tion of the S -procedure relaxation is obtained when the regions Ωi
are cones, i.e. for conewise linear systems.

Another interesting aspect regarding Lemma 4.2 is the condition
Bi fi + ai = 0 for i ∈ I∞. This condition needs not hold for the
indexes i ∈ I∞ ∩I1 to allow for a Lyapunov stable equilibrium.
As such, if for a certain i∈I∞∩I1, ai 
= 0, it may be possible that
for a certain Bi there does not exist an fi such that Bi fi+ ai = 0.
This problem is avoided if the dynamics and the control laws are
linear, instead of affine, for all i ∈ I∞ ∩I1.

A possible solution to deal with both problems mentioned above,
i.e. to further relax (10a) and to discard the condition that Bi fi+
ai = 0 for i ∈ I∞, is to use functions of the form Vi(x) := ‖Pix+
zi‖∞ and exploit the freedom from the newly added parameters in
zi. This makes the object of future work.

Remark 4.4 The issues discussed above are inherent problems re-
lated to affine dynamics and polyhedral regions Ωi with 0 
∈ cl(Ωi).
For example, when using PWQ functions either for analysis or syn-
thesis one has to deal with the same problems. The solution pro-
posed in [3] relies on augmenting the state vector with the affine
term, which transforms the original PWA system into a lifted, piece-
wise linear (PWL) form. The techniques developed in this paper
would then apply directly to the lifted PWL system. However, it is
known [3,6,10] that the lifted PWL system also introduces a certain
conservatism. �

Next, we continue with the solution to the second difficulty of
Problem 3.4. Let {Ri,ri}i∈I with Ri ∈Rm×l and ri ∈Rm for all i∈
I and ξ ∈R>0 denote unknown variables. Consider the following

inequalities in {Pi,Ri,ri}i∈I and ξ :

± [(ξAi+BiRiCi)xvi +Biri+ξai]e1 −ρ[Pixvi ]e2 ≤ 0,

∀xvi ∈ V (Ωi), ∀(e1,e2) ∈ Z[1,n] ×Z[1,pi], ∀i ∈ I ,

(15a)
‖Pi‖∞ −ξ ≤ 0, ∀i ∈ I . (15b)

Lemma 4.5 Suppose that the set of inequalities (15) is feasible and
let {Pi,Ri,ri}i∈I and ξ ∈ R>0 denote a solution for which it holds
that Biri+ ξai = 0 for all i ∈ I∞. Then {Pi,Fi, fi}i∈I with Fi :=
1
ξ Ri and fi := 1

ξ ri for all i ∈ I satisfy the inequality (10c) and
Bi fi+ai = 0 for all i ∈ I∞.

PROOF. The proof is based on two arguments, i.e. the fact that
for an arbitrary vector z ∈ Rn and c ∈ Z+ it holds that ‖z‖ ≤ c⇔
±[z] j ≤ c for all j ∈ Z[1,n] and the Cauchy-Schwarz inequality.
Starting from (15a) we obtain

‖(ξAi+BiRiCi)xvi +Biri+ξai‖∞ −ρ[Pixvi ]e2 ≤ 0,

∀xvi ∈ V (Ωi), ∀e2 ∈ Z[1,pi], ∀i ∈ I .

Using the fact that ‖Pix‖∞ ≤ ‖Pi‖∞‖x‖∞ for any x ∈ Rn, i ∈ I and
(15b) in the above inequality we obtain:

‖Pj(Ai+Bi 1ξ RiCi)x
v
i +Bi

1
ξ
ri+ai‖∞ −ρ[Pixvi ]e2 ≤ 0,

∀xvi ∈ V (Ωi), ∀e2 ∈ Z[1,pi], ∀(i, j) ∈ I ×I .

Letting Fi = 1
ξ Ri and fi = 1

ξ ri in the above inequality and using the
first argument mentioned above yields (10c). Furthermore, from
Biri+ξai = 0 for all i ∈I∞ we obtain Bi fi+ai = 0 for all i ∈I∞,
which completes the proof.

Observing that for any matrix Pi ∈ Rpi×n the condition ‖Pi‖∞ ≤ ξ
for some ξ ∈ R>0 is equivalent to ±[Pi] j1 ± [Pi] j2 . . .± [Pi] jn ≤ c
for j ∈ {1, . . . , pi}, it follows that both constraints in (15) can be
written as linear inequalities in the elements of {Pi,Ri,ri}i∈I and
ξ . As such, we are now ready to define a single set of linear in-
equalities whose solutions solve Problem 3.4. As the set D(cl(Ωi))
is defined by hyperplanes, there exists a set of matrices and vec-
tors {Gi,gi}i∈I such that [Pi]	e• ∈ D(cl(Ωi)) is equivalent with
Gi[Pi]	e• ≤ gi.

Next, consider the following linear inequality and equality con-
ditions in the unknowns {Pi,Ri,ri,ci}i∈I and ξ :

Gi[Pi]	e• ≤ gi, ∀e ∈ Z[1,pi], ∀i ∈ I , (16a)

ci‖xvi ‖∞ − [Pixvi ]e ≤ 0, ∀xvi ∈ V (Ωi), ∀e ∈ Z[1,pi], ∀i ∈ I ,

(16b)
± [(ξAi+BiRiCi)xvi +Biri+ξai]e1 −ρ[Pixvi ]e2 ≤ 0,

∀xvi ∈ V (Ωi), ∀(e1,e2) ∈ Z[1,n] ×Z[1,pi], ∀i ∈ I , (16c)

± [Pi]e1 ± [Pi]e2 ± . . .± [Pi]en ≤ ξ , ∀e ∈ Z[1,pi],∀i ∈ I , (16d)

Biri+ξai = 0, ∀i ∈ I∞. (16e)

Theorem 4.6 (i)-Output feedback synthesis:
Suppose that the set of inequality and equality conditions (16) is
feasible and let {Pi,Ri,ri,ci}i∈I with ci ∈ R>0 for all i ∈ I and
ξ denote a solution3. Let Vi(x) := ‖Pix‖∞ and let Fi := 1

ξ Ri and
fi := 1

ξ ri for all i ∈ I . Then V (x) =Vi(x) if x ∈ Ωi is a Lyapunov
function in Rn for the closed-loop system (3)-(5) and consequently,
its origin is GAS.
3Notice that (16b), (16d) and ci ∈ R>0 imply ξ ∈ R>0.
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(ii)-Analysis:
Suppose that ai = 0 for all i ∈ I0 ∪I∞ and Fi = 0, fi = 0 for
all i ∈ I . Moreover, suppose that the inequalities (16a), (16b)
and (10c) are feasible. Let {Pi,ci}i∈I with ci ∈ R>0 for all i ∈
I denote a solution of (16a)-(16b)-(10c) and let Vi(x) := ‖Pix‖∞.
Then V (x) = Vi(x) if x ∈ Ωi is a Lyapunov function in Rn for the
dynamics Φ(x) = Aix+ai if x ∈ Ωi and consequently, its origin is
GAS.

PROOF. Both statements follow from their corresponding hy-
pothesis and by applying Lemma 4.5, Lemma 4.2 and Theorem 3.3
for the first statement and Lemma 4.2 and Theorem 3.3 for the sec-
ond one.

Remark 4.7 The essential step in overcoming the second difficulty
of Problem 3.4, which comes from bilinearity in certain variables,
is provided in Lemma 4.5 and consists of substituting the matrices
{Pj} j∈I in (10c) with the scalar variable ξ . This makes it possible
to define new variables corresponding to the feedback gain matrices
{Fi}i∈I and vectors { fi}i∈I from which these initial variables can
be reconstructed. Some conservatism is introduced by assigning a
common variable ξ . Unfortunately, assigning different variables ξi
for each matrix Pi does not allow reconstruction of {Fi}i∈I and
{ fi}i∈I from the new variables. Future work deals with finding
another substitution of variables that is less conservative. �

Remark 4.8 The results of Theorem 4.6 could be recovered, mu-
tatis mutandis, for continuous-time PWA systems using the results
of, for example, [22] to obtain an expression of the derivative of
the PWP Lyapunov function (6) and imposing continuity of V at
the boundaries of the regions Ωi, i ∈ I . Further working out the
continuous-time case will be addressed in future work. �

Next, we propose two alternative sets of inequalities to the set of
inequalities (16c), which have a significantly smaller number of
inequalities.

Corollary 4.9 Suppose that the hypotheses of Theorem 4.6 hold
for (16c) replaced by

± [(ξAi+BiRiCi)xvi +Biri+ξai]e1 −ρci‖xvi ‖∞ ≤ 0,

∀xvi ∈ V (Ωi), ∀e1 ∈ Z[1,n], ∀i ∈ I . (17)

Then, both statements of Theorem 4.6 hold.

The result of Corollary 4.9 is obtained by substituting [Pixvi ]e2 in
(16c) with the lower bound, which is possible due to (16b). In
this way, checking (16c) for all possible combinations (e1,e2) ∈
Z[1,n] ×Z[1,pi] is reduced to checking (17) for e1 ∈ Z[1,n].

Corollary 4.10 Suppose that the hypotheses of Theorem 4.6 hold
for (16c) replaced by

[Pixvi ]1 ≥ [Pixvi ]e2 ,∀e2 ∈ Z[2,pi], ∀xvi ∈ V (Ωi), ∀i ∈ I , (18a)

± [(ξAi+BiRiCi)xvi +Biri+ξai]e1 −ρ[Pixvi ]1 ≤ 0,

∀xvi ∈ V (Ωi), ∀e1 ∈ Z[1,n], ∀i ∈ I . (18b)

Then, both statements of Theorem 4.6 hold.

The result of Corollary 4.10 is obtained by substituting [Pixvi ]e2 in
(16c) with [Pixvi ]1, which is the dominant row due to (18a). In
this way, checking (16c) for all possible combinations (e1,e2) ∈
Z[1,n]×Z[1,pi] is reduced to checking (18b) for e1 ∈Z[1,n] and adding

(18a). It should be mentioned also that the approach of Corol-
lary 4.10 is less conservative than (16c), while the approach of
Corollary 4.9 is more conservative.

It is worth to note that the smaller the region Ωi is, the larger the
feasible dual cone D(cl(Ωi)) is. As such, further partitioning each
region Ωi does not only decrease conservativeness, but it also in-
creases the feasible cone corresponding to each Pi. An extreme re-
alization is obtained when each region Ωi consists of a single ray in
the state-space, i.e., a possibly different matrix Pi and hence, a pos-
sibly different Lyapunov function Vi, is assigned to each state vec-
tor. Recently, in [26] it was shown that this “least conservative” ap-
proach, when the feasible D(cl(Ωi)) covers the largest area, leads
to a trajectory-dependent Lyapunov function that can be searched
for via on-line optimization (linear programming) for a given initial
condition. In contrast, the results presented in this paper amount to
solving a linear program off-line and provide GAS.

An advantage of considering PWP functions over PWQ ones
comes from the fact that polytopic state and input constraints, which
are often encountered in practice, can easily be specified via linear
inequalities. For example, suppose that the constraints are defined
by

{(x,u) ∈ Rn×Rm | M x+G u≤ H },
for some matrices M ,G and vector H of appropriate dimensions.
Then, these constraints can be imposed by adding the following
linear inequalities in {Ri,ri}i∈I and ξ to (16):

M ((Ai+BiRiCi)xvi +Biri+aiξ )+G (Rixvi + ri) ≤ ξH ,

∀xvi ∈ V (Ωi),∀i ∈ I .

As such, the techniques developed in this paper can be used to syn-
thesize stabilizing PWA control laws for constrained PWA systems,
which can constitute an alternative to predictive control laws. Ob-
viously, they can also be used to analyze stability of closed-loop
MPC systems that are equivalent to an explicit PWA form.

Another attractive feature of PWP Lyapunov functions is that
they generate a family of positively invariant (for ρ = 1) or con-
tractive (for ρ < 1) sets that are piecewise polyhedral. Given a set
of functions Vi(x) = ‖Pix‖∞ that are computed via (16), the corre-
sponding family of contractive sets is formally defined as

{Vc ⊆ Rn | c ∈ R+}, Vc :=
⋃
i∈I

(
Ωi∩V

i
c

)
,

where V i
c := {x ∈ Rn | Vi(x) ≤ c}. As each region Ωi is a polyhe-

dron, the above family consists of PWP sets, with each of them fur-
ther consisting of the union of a finite number of polyhedra equal to
the number of regions Ωi. As such, we have obtained a solution for
computing PWP contractive or invariant sets for PWA systems that
requires solving a single linear program. Notice that the maximal
invariant set for PWA systems is a PWP set and its computation suf-
fers from a computational explosion in the number of constituent
polyhedra, see, e.g., [25] and the references therein. The solution
developed in this paper allows the number of constituent polyhedra
of the resulting invariant or contractive PWP set to be fixed a pri-
ori, via the partition {Ωi}i∈I . This will be illustrated in the next
section.

5. ILLUSTRATIVE EXAMPLE
Consider the following open-loop unstable discrete-time PWA
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system of the form (3) with I = I0 = Ilin = {1, . . . ,4},

A1 = A3 =

[
0.5 0.61
0.9 1.345

]
, A2 = A4 =

[−0.92 0.644
0.758 −0.71

]
,

Bi = I2, ∀i ∈ I , C1 =C3 =
[
0.4 1

]
, C2 =C4 =

[
0 0.4

]
.

The state-space regions are defined as Ωi = {x ∈ Rn | Eix≥ 0} for
i ∈ {1,3} and Ωi = {x ∈ Rn | Eix> 0} for i ∈ {2,4}, with

E1 = −E3 =

[
1 −1
1 1

]
, E2 = −E4 =

[−1 1
1 1

]
.

The state-space partition is illustrated in Figure 3.

−5 −4 −3 −2 −1 0 1 2 3 4 5
−5

−4

−3

−2

−1

0

1

2

3

4

5

x1

x 2

Ω
4

Ω
2

Ω
1

Ω
3

Figure 3: Initial state-space partition.

Following the procedure of Section 4 we have defined a PWP
Lyapunov function of the form (6) with Pi ∈ R2×2, P1 = P3 and
P2 = P4. Similarly, we have defined the feedback matrices Fi ∈
R2×1, ci ∈ R>0, ξ ∈ R>0, ρ = 0.94 and the new variables Ri ∈
R2×1 for all i ∈ I . As each Ωi is a cone, each set of vertices
V (Ωi)⊂R2 consists of two non-zero points, one on each ray of Ωi,
which can be chosen arbitrarily. For example, we chose V (Ω1) =
{x1

1,x
2
1} with x1

1 = [50 50]	 and x2
1 = [50 − 50]	. Unfortunately,

the resulting set of inequalities (16) did not yield a feasible solution.
Next, to decrease conservativeness, we further partitioned each

region Ωi into two conic sub-regions Ωi1 and Ωi2 for all i ∈ I .
This is graphically illustrated in Figure 4, for regions Ω1 and Ω2.
Accordingly, we defined a more complex PWP Lyapunov function
of the form (6) with Pi j ∈ R2×2, P1 j = P3 j and P2 j = P4 j , for all
(i, j) ∈ I ×{1,2}. Similarly, we have defined the feedback matri-
ces Fi j ∈ R2×1, ci j ∈ R+, ξ ∈ R>0, the new variables Ri j ∈ R2×1

and the sets of vertices V (Ωi j) for all (i, j) ∈ I × {1,2}. For
example, we chose V (Ω11) = {x1

11,x
2
11} with x1

11 = [50 50]	 and
x2

11 = [50 0]	.
As it was explained in Section 5, having a smaller region Ωi in-

creases the feasible set where the elements of each Pi live. The
resulting feasible dual cones D(Ωi j) are illustrated for the refined
regions Ωi j , (i, j) ∈ {1,2}×{1,2} and the corresponding Pi j ma-
trices in Figure 5. By constraining the transpose of each row of Pi j
to lie in D(Ωi j) we guarantee that Pi jx ≥ 0 for all x ∈ Ωi j . Solv-
ing the resulting set of linear inequalities (16) yielded the following
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Figure 4: Refined partition versus initial partition.
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Figure 5: Dual cones D(Ωi j).

feasible solution:

P11 =

[
0.2997 4.8651
4.8651 −0.2997

]
, P12 =

[
4.7802 0.3846
0.3846 −4.0110

]
,

P21 =

[−5.0549 0.1099
0.1099 5.0549

]
, P22 =

[−0.1099 5.0549
5.0549 0.1099

]
,

P31 = P11, P32 = P12, P41 = P21, P42 = P22,

F11 = F31 =

[−1.3864
−2.1971

]
, F12 = F32 =

[−1.4250
−2.0750

]
,

F21 = F41 =

[−1.6600
1.7250

]
, F22 = F42 =

[−1.5600
1.7250

]
,

ξ = 5.1648, c11 = c31 = 0.2997,

ci j = 0.1, ∀(i, j) ∈ I ×{1,2}\{(1,1),(1,3)}.
In total, (16) consisted of 125 linear inequalities. To verify the re-
duction in the number of linear inequalities we solved (16) with
(16c) replaced by (18a) and (18b), which also led to a feasible so-
lution, as expected, and consisted of 93 linear inequalities.

The closed-loop state-trajectories and corresponding input his-
tories obtained in 4 simulations for the initial conditions x(0) =
[−5 − 5]	, x(0) = [1.8 4.5]	, x(0) = [5 − 4]	, x(0) = [2 − 4.8]	
are plotted in Figure 6 and Figure 7, respectively. The static out-
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Figure 6: Closed-loop state trajectories versus the refined par-
tition and a PWP sublevel set of V (x).

put feedback PWL control law successfully steers the state to the
origin for all 4 initial conditions. In Figure 6 we have also plotted
the PWP sublevel set V12 of the corresponding Lyapunov function,
which consists of the union of 8 polyhedra, defined by Ωi j ∩{x ∈
Rn | ‖Pi jx‖ ≤ 12}. As mentioned at the end of Section 5, V12 is a
contractive and positively invariant set for the closed-loop system.
This can also be observed in Figure 6, as the trajectory, once it has
entered V12, it has never left V12 while converging to the origin.
The input histories shown in Figure 7 reveal that convergence to
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Figure 7: Input histories.

the origin is attained.

6. CONCLUSIONS
This paper considered off-line synthesis of stabilizing static feed-

back control laws for discrete-time PWA systems. The focus was
on the implementation of the S -procedure in the output feedback
synthesis problem. This problem is known to be challenging when

tackled via PWQ Lyapunov function candidates. A new solution
was proposed in this work, which uses infinity norms as Lyapunov
function candidates and, under certain conditions, requires solving
a single linear program. It was demonstrated that this solution also
facilitates the computation of piecewise polyhedral positively in-
variant (or contractive) sets for discrete-time PWA systems and it
allows the incorporation of polytopic state and/or input constraints.
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[18] K. Loskot, A. Polański, and R. Rudnicki, “Further comments
on “Vector norms as Lyapunov functions for linear
systems”,” IEEE Transactions on Automatic Control, vol. 43,
no. 2, pp. 289–291, 1998.
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ABSTRACT
In this paper we study the identifiability of linear switched
systems (LSSs ) in discrete-time. The question of identifia-
bility is central to system identification, as it sets the bound-
aries of applicability of any system identification method;
no system identification algorithm can properly estimate the
parameters of a system which is not identifiable. We present
necessary and sufficient conditions that guarantee structural
identifiability for parametrized LSSs. We also introduce the
class of semi-algebraic parametrizations, for which these con-
ditions can be checked effectively.

Categories and Subject Descriptors
J.2 [Computer applications]: Physical sciences and engi-
neering; I.6.5 [Simulation and Modeling]: Model devel-
opment

General Terms
Theory,Measurement

Keywords
hybrid systems, linear switched systems, identifiability, struc-
tural identifiability, realization theory

1. INTRODUCTION
Identifiability of parametrized model structures is a cen-

tral question in the theory of system identification. This
is the qualitative, formal and yet fundamental question of
whether attempting to infer a given parametrized system
from noise-free input-output data is a well-posed problem.
The answer to this question has a number of implications
for the design of informative experiments, the development
of parameter estimation algorithms, the analysis of identifi-
cation methods and the significance of estimated models. In
fact, determining whether the model structure is identifiable
is an essential step in theoretical analysis of identification al-
gorithms.

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
HSCC’10 April 12–15, 2010, Stockholm, Sweden
Copyright 2010 ACM 978-1-60558-955-8/10/04 ...$10.00.

More precisely, a parametrized system structure is a map
from a certain parameter space to a set of dynamic systems.
Such a parametrized model structure is said to be (struc-
turally) identifiable, if no two different parameter vectors
yield two models whose input-output behavior is the same.
If there are two parameter vectors such that the correspond-
ing models have the same input-output behavior, then no
amount of measurements will be enough to determine which
of the two parameter vectors is the true one.

Recently, there has been a surge of interest in identifica-
tion of switched linear systems [33, 31, 2] and piecewise-
affine systems [9, 4]. This calls for an analysis of identi-
fiability for hybrid systems. However, to the best of our
knowledge, there are few results of this kind in the existing
literature.

Contributions. The objective of this paper is to study
global identifiability for deterministic linear switched sys-
tems in discrete-time state-space form. For the motivation
of the class of linear switched systems along with an overview
of known results and detailed definition see [27, 14]. Simi-
larly to [27], in this paper we will view the discrete modes
as an external input to the system. We present necessary
and sufficient conditions to characterize identifiable linear
switched system structures. We show that as far as identi-
fiability of LSSs is concerned, one can restrict attention to
minimal state-space realizations.

For the particular class of semi-algebraic parametrizations,
algorithms are suggested to check identifiability. In contrast
to what may be a first intuition, we provide a set of counter-
examples to show that identifiability of a LSS does not imply
the identifiability of its individual linear subsystems.

The main results of the paper rely on realization theory
of LSSs, more precisely, on the fact that minimal LSSs re-
alizations which represent the same input-output behavior
are unique up to isomorphism. In fact, the results of the
paper can almost literally be repeated for continuous-time
linear switched systems. The reason why we chose to study
discrete-time linear switched systems is because of their sim-
plicity and their relevance for the system identification com-
munity. In addition, we conjecture that the main results
can easily be extended to linear and bilinear hybrid systems
without guards [25, 24, 21].

Related work. To the best of our knowledge, the re-
sults of this paper are new. The concept of identifiability
has been studied extensively for linear systems [15]. Iden-
tification of hybrid systems is an active research topic, see
for example, [2, 1, 32, 16, 33, 31, 13, 26, 4, 9, 17, 35, 19,
10] and the overview [12, 18] on the topic. To the best of
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our knowledge, only [33, 28] address the concept of identifi-
ability. With respect to [33], the model class of this paper
is different, we investigate identifiability of parametrizations
with respect to the whole input-output behavior as opposed
to a finite set of measurements, and the character of the
statements we make is quite different. With respect to [28],
we regard discrete modes as inputs; we address identifiabil-
ity of parametrizations and we do not require the system to
be flat. None of the papers above deal with semi-algebraic
parametrizations, which is treated here. The approach of
this paper is based on the observation that minimal realiza-
tions are isomorphic. In that respect the paper resembles
[29, 34, 30] and the references therein.

Consequence for identification of hybrid systems.
First, notice that any discrete-time piecewise-affine hybrid
system can be thought of as a feedback interconnection of a
discrete-time linear switched system with an event-generating
device. This prompts us to believe that identifiability of lin-
ear switched systems might be relevant for identifiability of
piecewise-affine hybrid systems.

Second, it is often remarked that if the sequence of discrete
modes and switching times are observed, and the switch-
ing signal has a suitably large dwell-time, then the linear
switched systems can be identified by identifying each linear
subsystem separately, and then bringing them to a common
basis. However, for the procedure above to work, each linear
subsystem has to be identifiable. We will show that there
is a class of linear switched systems, for which this is not
the case, i.e. the linear switched systems of this class have
non-identifiable linear components. Moreover, the systems
which belong to this class cannot be converted to a system
with identifiable linear components, without loosing input-
output behavior. We will elaborate on this in Example 2.

Outline. In Section 2, we recall the definition of linear
switched systems and their system-theoretic properties. In
Section 3, we present the main results of this paper. In Sec-
tion 4 we define the notion of semi-algebraic parametriza-
tions and we show how to check effectively structural iden-
tifiability of such parametrizations.

2. LINEAR SWITCHED SYSTEMS
This section contains the definition of discrete-time linear

switched systems. We will start with fixing notation and
terminology which will be used throughout the paper.

2.1 Notation
Denote by T = N the time-axis of natural numbers. The

notation described below is standard in formal languages
and automata theory, see [11, 7]. Consider a set X which
will be called the alphabet. Denote by X∗ the set of finite
sequences of elements of X. Finite sequences of elements of
X are be referred to as strings or words over X. We denote
by ε the empty sequence (word). The length of word w is
denoted by |w|, i.e. |w| = k means that the length of w is
k; notice that |ε| = 0. We denote by X+ the set of non-
empty words, i.e. X+ = X∗ \ {ε}. We denote by wv the
concatenation of word w ∈ X∗ with v ∈ X∗ and recall that
εw = wε = w.

2.2 Linear switched systems
Below we present the formal definition of LSSs. For a

more detailed exposition, see [27, 14, 23, 22].

Definition 1. A linear switched system (abbreviated by
LSS) is a discrete-time system Σ represented by

x(t+ 1) = Aq(t)x(t) +Bq(t)u(t) and x(0) = x0

y(t) = Cq(t)x(t).
(1)

Here x(t) ∈ Rn is the continuous state at time t ∈ T , u(t) ∈
Rm is the continuous input at time t ∈ T , y(t) ∈ Rp is the
continuous output at time t ∈ T , q(t) ∈ Q is the discrete
mode (state) at time t, Q is the finite set of discrete modes,
and x0 ∈ Rn is the initial state of Σ. For each discrete
mode q ∈ Q, the corresponding matrices are of the form
Aq ∈ Rn×n, Bq ∈ Rn×m and Cq ∈ Rp×n.

Notation 1. We will use

(n,Q, {(Aq, Bq, Cq) | q ∈ Q}, x0)

as a short-hand notation for LSSs of the form (1).

Note that in the notation above we did not include ex-
plicitely m and p, as these integers are fixed throughout the
paper. Throughout the section, Σ denotes a LSS of the form
(1). The inputs of Σ are maps u : T → Rm and switching
signal q : T → Q. The state of the system is the continuous
state x(t). Notice that here we view the switching signal
as an external input and any switching signal is admissible.
In addition, notice that the definition of the linear switched
system involves a designated initial state. This prompts us
to introduce the following notation.

Notation 2. (Hybrid inputs) Denote U = Q× Rm.

Recall that U∗ (resp. U+) denotes the set of all finite (resp.
non-empty finite) sequences of elements of U . The elements
of U are the inputs of the LSS Σ; a sequence

w = (q(0), u(0)) · · · (q(t), u(t)) ∈ U+, t ≥ 0 (2)

describes the scenario, when discrete mode q(i) and contin-
uous input u(i) is fed to Σ at time i, for i = 0, . . . , t.

Definition 2. (State and output trajectory) Consider a
state xinit ∈ Rn. For any input sequence w ∈ U∗, let
xΣ(xinit, w) be the state of Σ reached from xinit under in-
put w, i.e. xΣ(xinit, w) is defined recursively as follows;
xΣ(xinit, ε) = xinit, and if w = v(q, u) for some (q, u) ∈ U ,
v ∈ U∗, then

xΣ(xinit, w) = AqxΣ(xinit, v) +Bqu.

If w ∈ U+, then denote by yΣ(xinit, w) the output response
of Σ to w, from the state xinit, i.e. if w = v(q, u) for some
(q, u) ∈ U , v ∈ U∗, then

yΣ(xinit, w) = CqxΣ(xinit, v).

In other words, for w from (2), xΣ(xinit, w) is the state of Σ
reached at time t+ 1, and yΣ(xinit, w) is the output of Σ at
time t, if Σ is started from state xinit and it is fed the contin-
uous inputs u(0), . . . , u(t) and discrete modes q(0), . . . , q(t).

Definition 3. (Input-output map) Define the input-output
map yΣ : U+ → Rp of Σ as yΣ(w) = y(x0, w), for all w ∈ U+.

That is, the input-output map of Σ maps each sequence
w ∈ U+ to the output generated by Σ if w is fed to Σ. Here
we consider the designated initial state x(0) = x0. The
definition above implies that the input-output behavior of a
LSS can be described as a map f : U+ → Rp.
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Definition 4. (Realization of input-output maps) An input-
output map f : U+ → Rp is said to be realized by a LSS Σ
of the form (1) if f equals the input-output map of Σ, i.e.

∀w ∈ U+ : f(w) = yΣ(x0, w)

In this case Σ is said to be a realization of f .

2.3 System-theoretic concepts
In this section we define system-theoretic concepts such as

observability, span-reachability, system morphism, dimen-
sion and minimality for LSSs. Throughout the section, Σ
denotes a LSS of the form (1).

The reachable set of Σ is defined as

Reach(Σ) = {xΣ(x0, w) ∈ Rn | w ∈ U∗}

That is, Reach(Σ) is the set of all states of Σ, which can be
reached from the initial state x0 of Σ.

Definition 5. ((Span-)Reachability) The LSS Σ is said to
be reachable, ifReach(Σ) = Rn. The LSS Σ is span-reachable
if Rn is the smallest vector space containing Reach(Σ).

In other words, Σ is span-reachable, if the linear span of
the reachable set Reach(Σ) yields the whole state-space.

Definition 6. (Observability and Indistinguishability) Two
states x1 6= x2 ∈ Rn of the LSS Σ are indistinguishable if
for all w ∈ U+, yΣ(x1, w) = yΣ(x2, w). The LSS Σ is called
observable if there exists no pair of distinct states x1 6= x2,
x1, x2 ∈ Rn such that x1 and x2 are indistinguishable.

That is, observability means that if we pick any two states
of the system, then we are able to distinguish between them
by feeding a suitable continuous-valued input and a suitable
switching sequence and then observing the resulting output.

Definition 7. (Dimension) The dimension of Σ, denoted
by dim Σ, is defined as the dimension n of its continuous
state-space.

Note that the number of discrete states is fixed, and hence
not included into the definition of dimension.

Definition 8. (Minimality of LSSs ) Let f : U+ → Rp
be an input-output map and let Σ be a LSS which is a
realization of f . Then Σ is a minimal realization of f , if for
any LSS realization Σ̂ of f , dim Σ ≤ dim Σ̂.

That is, a LSS realization is a minimal realization of f if
it has the smallest dimensional state-space among all the
LSS which are realizations of f . Note that for linear hybrid
systems [25, 24, 21], where the discrete mode is not an in-
put but a state, the definition of dimension does involve the
number of discrete states. Notice that minimality is defined
only with respect to the input-output map the system real-
izes. However, any LSS Σ with an initial state x0 realizes
the map yΣ, hence it makes sense to speak of minimal sys-
tems, i.e. Σ is minimal, if it is a minimal realization of its
input-output map f = yΣ. Finally, we present the notion of
LSS isomorphism.

Definition 9. (LSS isomorphism) Consider a LSS Σ1 of
the form (1) and a LSS Σ2 of the form

Σ2 = (n,Q, {(Aaq , Baq , Caq ) | q ∈ Q}, xa0)

Note that Σ1 and Σ2 have the same set of discrete modes.
A non-singular matrix S : Rn×n is said to be a LSS isomor-
phism from Σ1 to Σ2, denoted by S : Σ1 → Σ2, if

Sx0 = xa0 , and ∀q ∈ Q : AaqS = SAq, B
a
q = SBq, C

a
q S = Cq.

2.4 Characterization of minimality
Below we present the theorem characterizing minimality

of LSSs . The latter is used for characterizing identifiability
of LSSs. In the sequel, Σ denotes a LSS of the form (1).

Theorem 1 (Minimality). A LSS realization Σ of f
is minimal, if and only if it is span-reachable and observable.
All minimal LSS realizations of f are LSS isomorphic.

An analogous theorem for continuous-time linear switched
systems was formulated in [23]. The proof of Theorem 1
is very simillar to the continuous-time one, a sketch of the
proof can be found in Appendix A. The main idea is to
translate the realization problem for LSSs to that of rational
(recognizable) formal power series.

Note that observability and span-reachability of a LSS Σ
can be characterized by linear-algebraic conditions. In order
to present these conditions, we need the following notation.

Notation 3. Consider the matrices Aq, q ∈ Q, of Σ. For
each w ∈ Q∗, if w = ε, i.e. w is the empty sequence, then let
Aw = In be the n×n identity matrix. If w = q1 · · · qk ∈ Q∗,
q1, . . . , qk ∈ Q, k > 0, then define

Aw = AqkAqk−1 · · ·Aq1 .

Denote by M the cardinality of the set of all words w ∈ Q∗
of length at most n. i.e. M = |{w ∈ Q∗ | |w| ≤ n}|.

Theorem 2. Span-Reachability
Consider the span-reachability matrix of Σ

R(Σ) =
ˆ
Awx0, AwBq | q ∈ Q,w ∈ Q∗, |w| ≤ n

˜
∈ Rn×LM

where L = |Q|m + 1. That is, R(Σ) is a matrix with LM
columns formed by vectors of Awx0 and by the columns of
matrices AwBq, for all w ∈ Q∗, |w| ≤ n, q ∈ Q. Then Σ is
span-reachable if and only if rank R(Σ) = n

Observability
Define the observability matrix O(Σ) of Σ as

O(Σ) =
ˆ
(CqAw)T | q ∈ Q,w ∈ Q∗, |w| ≤ n

˜T ∈ Rp|Q|M×n.

That is, O(Σ) is a matrix with |Q|M block rows of dimen-
sion p × n, where each such block is of the form CqAw,
q ∈ Q, w ∈ Q∗, |w| ≤ n. Then Σ is observable if and
only if rank O(Σ) = n.

The characterization of observability from Theorem 2 is a re-
formulation of the well-known result described in [27]. The
characterization of span-reachability presented in Theorem
2 is new, to the best of our knowledge. Its proof is analo-
gous to the case of continuous-time systems [22, 23]. The
proof of Theorem 2 is sketched in Appendix A. Note that
when x0 = 0, then the image of R(Σ) coincides with that
of the controllability matrix of the linear switched system,
as defined in [27]. Hence, for zero initial condition span-
reachability and reachability are equivalent, and the pre-
sented characterization is the same as the known character-
ization of controllability of linear switched systems [27].

Remark 1. If a linear subsystem of a LSS Σ is observable
(reachable), then Σ is itself observable (resp. reachable).
Hence, by Theorem 1, if a linear subsystem of Σ is minimal,
then Σ itself is minimal.

Remark 2. Note that observability (span-reachability) of
a LSS does not imply observability (span-reachability) of
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any of its linear subsystems. In fact, it is easy to construct
counterexamples (see Section 3.4 of this paper), where the
LSS is observable (span-reachable, reachable), but none of
the linear subsystems is observable (resp. span-reachable,
reachable). Together with Theorem 1, which states that min-
imal realizations are unique up to isomorphism, this implies
that there exists input-output maps which can be realized by
a LSS, but which cannot be realized by a LSS where all (or
some) of the linear subsystems are minimal.

3. IDENTIFIABILITY OF LSSs
In this section we define identifiability for LSSs. We dis-

cuss its relationship with minimality and we present suffi-
cient and necessary conditions for structural identifiability.

3.1 Structural identifiability
We start with defining the notion of parametrization of

LSSs. To this end, we need the following notation.

Notation 4. Denote by Σ(n,m, p,Q) the set of all LSSs-
with state-space dimension n, input space Rm, output space
Rp, and set of discrete modes Q.

Definition 10. (Parametrization) Assume that Θ ⊆ Rd is
the set of parameters. A parametrization of LSSs belonging
to Σ(n,m, p,Q) is a map

Π : Θ→ Σ(n,m, p,Q)

For each θ ∈ Θ, we denote Π(θ) by

Σ(θ) = (n,Q, {(Aq(θ), Bq(θ), Cq(θ)) | q ∈ Q}, x0(θ))

Next, we define structural identifiability of parametrizations.

Definition 11. (Structural identifiability) A parametriza-
tion Π : Θ → Σ(n,m, p,Q) is structurally identifiable, if
for any two distinct parameters θ1 6= θ2, the input-output
maps of the corresponding LSSs Π(θ1) = Σ(θ1) and Π(θ2) =
Σ(θ2) are different, i.e. yΣ(θ1) 6= yΣ(θ2).

The condition yΣ(θ1) 6= yΣ(θ2) means that there exists a se-

quence of inputs and discrete modes w ∈ U+, such that
yΣ(θ1)(w) 6= yΣ(θ2)(w). In other words, a parametrization is
structurally identifiable, if for every two distinct parameters
there exists an input and a switching signal, such that the
corresponding outputs are different. This means that every
parameter can be uniquely reconstructed from the input-
output map of the corresponding LSS .

Remark 3. (Relevance for non-parametric identification)
We defined identifiability for parametrizations, however, we
could have also defined identifiability for a subset of LSSs.
Notice that by taking Θ to be subset of the cartesian product

Πq∈Q(Rn×n × Rn×m × Rp×n)× Rn

and identifying each parameter θ with the matrices and vec-
tor ((Aq, Bq, Cq)q∈Q, x0), we can view any subset of the set
of systems of Σ(n,m, p,Q) as a range of a parametrization.
Hence, identifiability of a parametrization is also relevant
for non-parametric system identification methods.

Remark 4. (Identifiability from finite data) We can for-
mulate a partial realization theory for LSSs, in a manner,
similar to continuous-time linear switched systems, see [22].

Then, if the parametrization is identifiable, the whole input-
output map, and hence the unknown parameters, can in
principle be determined fromO(|Q|2n) measurements, where
n is the order of the LSS. However, we do not intend to ad-
dress identifiability from finite data in this paper.

3.2 Identifiability and minimality
Below we show that minimality is essentially a necessary

condition for structural identifiability. For if we allow non-
minimal parametrizations, then either the parametrization
is not identifiable, or all the parameters occur in the min-
imal part of the systems, and hence we can replace the
parametrization by a minimal one. This will allow us to
restrict attention to minimal LSSs when studying identifia-
bility. In turn, structural identifiability of parametrizations
allow a simple characterization, due to the fact that minimal
LSSs are unique up to isomorphism. In the rest of the paper,
Π denotes a parametrization Π : Θ 3 θ → Σ(n,m, p,Q) and
for each parameter θ ∈ Θ, Σ(θ) = Π(θ) is the LSS corre-
sponding to θ. In order to present the ideas above rigorously,
we need the following terminology.

Definition 12. (Structural minimality) The parametriza-
tion Π is called structurally minimal, if for any parameter
value θ ∈ Θ, Σ(θ) is a minimal LSS realization of its input-
output map yΣ(θ).

That is, by Theorem 1, Π is structurally minimal if and
only if for every parameter θ ∈ Θ, Σ(θ) is span-reachable
and observable. If Π is an arbitrary (i.e. not necessar-
ily structurally minimal) parametrization, then we can ass-
cociate with Π a finite collection of structurally minimal
parametrizations as follows.

Notation 5. For each k = 1, 2 . . . , n, denote by Θk the set
of those parameters θ ∈ Θ, such that the input-output map
yΣ(θ) of Σ(θ) has a minimal LSS realization of dimension k.

Definition 13. A collection Πmin,k : Θk → Σ(k,m, p,Q),
k = 1, 2, . . . , n of structurally minimal parametrizations is
called a collection of structurally minimal parametrizations
corresponding to Π, if for each θ ∈ Θk, the LSS Πmin,k(θ) =
Σmin(θ) is a minimal realization of the input-output map
yΣ(θ) of the LSS Σ(θ).

Theorem 3 (Identifiability and minimality ). The
parametrization Π is structurally identifiable if and only if
for each collection {Πmin,k}k=1,...,n of structurally minimal
parametrizations corresponding to Π, each parametrization
Πmin,k, k = 1, . . . , n is structurally identifiable.

Proof. The theorem follows from the observation that
the maps Θ 3 θ 7→ yΣ(θ) and Θ 3 θ 7→ yΣmin(θ) are identical.
Here Σ(θ) = Π(θ) and Σmin(θ) = Πmin,k(θ) if θ ∈ Θmin,k.
Moreover, if for θ1, θ2 ∈ Θ, dim Σmin(θ1) 6= dim Σmin(θ2),
then yΣmin(θ1) 6= yΣmin(θ2), due to minimality of Σmin(θi),
i = 1, 2.

The intuition behind the theorem is that if a parameter dis-
appears in the process of minimization, then that parameter
does not influence the input-output behavior of the system,
and hence cannot be determined based on the input-output
behavior. In fact, this intuition can be made more precise
using the following Kalman-decomposition of LSS .
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Definition 14. (Kalman decomposition) Let Σ be a LSS of
the form (1). A system ΣKal is called a Kalman-decomposition
of Σ, if ΣKal = (nKal, Q, {(AKalq , BKalq , CKalq ) | q ∈ Q}, xKal0 ),

with nKal = n such that there exists a non-singular matrix
S ∈ Rn×n such that

• S : Σ→ ΣKal is an LSS isomorphism.

• for each q ∈ Q, the matrices AKalq , BKalq , CKalq and the

vector xKal0 are of the following form.

AKalq =

2664
A1
q 0 A2

q 0
A3
q A4

q A5
q A6

q

0 0 A7
q 0

0 0 A8
q A9

q

3775 , CKalq =

2664
(C1

q )T

0
(C2

q )T

0

3775
T

BKalq =

2664
B1
q

B2
q

0
0

3775 , xKal0 =

2664
x1

0

x2
0

0
0

3775 .
(3)

• the LSS Σm = (n1, Q, {(A1
q, B

1
q , C

1
q ) | q ∈ Q}, x1

0) is a
minimal realization of the input-output map yΣ of Σ.

The notion of Kalman-decomposition for LSSs is an exten-
sion of the Kalman-decomposition for linear systems.

Theorem 4. Every LSS has a Kalman decomposition.

For zero initial state the Kalman decomposition above ap-
peared in [27], and for continuous-time case in [20]. The
proof of Theorem 4 is omitted, it is completely analogous to
the proof of the corresponding theorems in [27, 20].

Note that Theorem 4 does not imply that all the linear
subsystems of a LSS can be transformed to Kalman canon-
ical form by a single coordinate transformation. In fact, in
general, the linear subsystems of the Kalman-decomposition,
ΣKal are not in Kalman-canonical form. To see this, note
that if the linear system in mode q is in Kalman canonical
form, then it is of the form (3) and (A1

q, B
1
q , C

1
q ) is minimal.

However, in the definition of ΣKal we require only that Σm
is minimal as a LSS , which does not imply that any of its
linear subsystems (A1

q, B
1
q , C

1
q ) is minimal.

Theorem 5. Consider the parametrization Π. For each
parameter value θ ∈ Θ, consider the LSS Σ = Σ(θ) and con-
sider a Kalman-decomposition ΣKal of Σ and the minimal
subsystem Σm of ΣKal. Assume that there exist at least two
parameters θj = (θj1, . . . , θ

j
d) ∈ Θ, j = 1, 2, whose first 1

components are distinct, i.e. θ1
1 6= θ2

1. If the parameters of
Σm do not depend on the first component θ1 of the parameter
θ = (θ1, . . . , θd) ∈ Θ, then Π is not structurally identifiable.

Theorem 3 and 5 above imply that attempting to iden-
tify a non-minimal linear switched system is problematic
for the following reason. Either the parametrization is not
identifiable, and hence the problem is not feasible, or the
parametrization is identifiable, but it can be completely de-
termined by the minimal component of the switched system.
In the latter case we might just as well work with struc-
turally minimal parametrizations. However, let us remark
that one can also think of cases, when finding the minimal

1The theorem remains true if we take any component instead
of the first one.

subsystems of the parametrization explicitly is not straight-
forward. But even in this case, any identification algorithm
will yield information only about the minimal part of the
system. To sum up, it is sufficient to study identifiability of
structurally minimal parametrizations.

3.3 Characterization of identifiability
Below we present necessary and sufficient conditions for

structural identifiability of a parametrization. To this end,
we restrict attention to structurally minimal parametriza-
tion. By Theorem 3, this does not lead to much loss of gen-
erality. For structurally minimal parametrizations, we can
formulate the following necessary and sufficient conditions
for structural identifiability.

Theorem 6 (Identifiability). A structurally minimal
parametrization Π is structurally identifiable, if and only if
for any two distinct parameter values θ1, θ2 ∈ Θ, θ1 6= θ2,
there exists no LSS isomorphism S : Σ(θ1)→ Σ(θ2).

Proof. ”only if” Assume that Π is structurally identi-
fiable, but there exists two distinct parameter values θ1, θ2 ∈
Θ and an isomorphism S : Σ(θ1) → Σ(θ2). Then yΣ(θ1) =
yΣ(θ2), and we arrived to a contradiction.

”if” Assume that Π is not structurally identifiable. Then
there exist two parameter values θ1 6= θ2 ∈ Θ such that
yΣ(θ1) = yΣ(θ2) = f . But then Σ(θ1) and Σ(θ2) are both
minimal realizations of f and hence there exists an isomor-
phism S : Σ(θ1)→ Σ(θ2). But existence of such an isomor-
phism contradicts the assumption.

The following important corollary of the theorem above can
be useful for determining identifiability of parametrizations.

Corollary 1. Assume that Π is a structurally minimal
parametrization, and for each two parameter values θ1, θ2 ∈
Θ, Σ(θ1) = Σ(θ2) implies that θ1 = θ2. Here, equality of two
systems means equality of the matrices of the linear subsys-
tems for each discrete state q ∈ Q and equality of the initial
state. Then Π is structurally identifiable if and only if the
assumption that S : Σ(θ1) → Σ(θ2) is an LSS isomorphism
implies that S is the identity matrix.

Proof. ”only if” Assume that Π is structurally iden-
tifiable. Then by Theorem 6 there exists no isomorphism
between Σ(θ1) and Σ(θ2) for θ1 6= θ2. Hence, if S is an
isomorphism between Σ(θ1) and Σ(θ2), then θ1 = θ2 = θ.
Finally, notice that the only isomorphism S : Σ(θ) → Σ(θ)
is the identity map. Indeed, assume that Σ(θ) = Σ is of
the form (1). Then, SAw = AwS for all w ∈ Q∗, and
Cq = CqS. Hence, O(Σ)S = O(Σ), where O(Σ) is the ob-
servability matrix of Σ. Since Σ is minimal, it is observable
and hence rank O(Σ) = n. Since O(Σ)(S − In) = 0, we get
that S = In, i.e. S is the identity matrix.

”if” Assume that the condition of the corollary holds. In
order to show that Π is structurally identifiable, it is enough
to show that there exists no isomorphism S : Σ(θ1)→ Σ(θ2)
for distinct θ1, θ2 ∈ Θ. Assume that there exists an isomor-
phism S : Σ(θ1)→ Σ(θ2). Then S is the identity matrix and
hence Σ(θ1) = Σ(θ2). But then from the assumption on the
parametrization we get that θ1 = θ2, a contradiction.

3.4 Counter-examples for identifiability
In this section we present a number of statements regard-

ing identifiability which are false. The statements relate
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identifiability (structural minimality) of switched systems
with identifiability (structural minimality) of their linear
subsystems. It turns out, that while identifiability of the
linear subsystems is a sufficient condition, it is not a neces-
sary one. Moreover, structural minimality does not imply
structural identifiability. Below we present the formal state-
ments and then list the corresponding counter-examples.

Remark 5. (Structural minimality of LSS does not
imply that of its linear subsystems) There exist struc-
turally minimal and identifiable LSS parametrizations, such
that the corresponding parametrization of the linear subsys-
tems is not structurally minimal, see Example 1.

Remark 6. (Structural identifiability of LSS does not
imply identifiability of its linear subsystems) There
exist identifiable and structurally minimal parametrizations
such that none of the linear subsystems is observable or
reachable. Moreover, the corresponding parametrization of
the linear subsystems is not identifiable. However, the pa-
rameterization of the linear switched systems is structurally
identifiable. See Example 2.

Remark 7. (Consequences for hybrid system iden-
tification) Remarks 5–6 show that trying to estimate the
parameters of a linear switched system by first estimating
the parameters of the corresponding linear subsystems sepa-
rately may fail, even when the parameters can be determined
from the input-output behavior. Intuitively, such a situation
arises when in order to see the effect of a parameter on the
input-output behavior, a switch should be performed.

Remark 8. Example 3 shows that not all structurally min-
imal parametrizations are identifiable.

Example 1. Consider the parametrization

Π : R8 → Σ(2, 1, 1, Q)

where Q = {q1, q2} and the following holds. Consider the
parameter θ = (a1,11, a1,21, a2,22, a2,21, b1, b2, c1, c2) and let
Π(θ) = Σ(θ) = (n,Q, {(Aq(θ), Bq(θ), Cq(θ)) | q ∈ Q}, x0(θ))

Aq1(θ) =

»
a1,11 1
a1,21 0

–
, Bq1(θ) =

»
b1
b2

–
, Cq1(θ) =

ˆ
1 0

˜
Aq2(θ) =

»
0 1

a2,21 a2,22

–
, Bq2(θ) =

»
0
1

–
, Cq2(θ) =

ˆ
c1 c2

˜
x0 =

ˆ
0 0

˜T
.

First, we argue that the parametrization defined above is
structurally minimal. To this end, it is enough to show that
Σ(θ) is observable and span-reachable for all θ ∈ R8. Recall
that we view the switching signal as input and we allow ar-
bitrary switching signals. Hence, observability follows from
the observability of the linear subsystem at mode q1, and
span-reachability of Σ(θ) follows from the reachability of the
linear subsystem in mode q2.

Notice that if b1 = b2 = 0 and c1 = c2 = 0, then the
linear subsystem in mode q1 is not reachable, and the linear
subsystem in mode q2 is not observable. That is, the linear
system parametrization θ 7→ (Aqi(θ), Bqi(θ), Cqi(θ)), i =
1, 2 is not structurally minimal.

We show that the parametrization above is identifiable.
To this end, assume that S : Σ(θ1) → Σ(θ2) is an isomor-
phism. We will show that then S must be the identity ma-
trix. Notice that in our case Σ(θ1) = Σ(θ2) implies that

θ1 = θ2. Hence, we can apply Corollary 1 and we get that
the parametrizations Π is structurally identifiable. We pro-
ceed with showing that S is an identity matrix. Assume that
θi = (ai1,11, a

i
1,21, a

i
2,21, a

i
2,22, b

i
1, b

i
2, c

i
1, c

i
2) for i = 1, 2. From

the equation Cq1(θ1) = Cq1(θ2)S we get that (1, 0)S = (1, 0)
which implies that S is of the form

S =

»
1 0
S21 S22

–
Equation SBq2(θ1) = Bq2(θ2) implies that S(0, 1)T = (0, 1)T

which implies that S22 = 1. Finally, SAq1(θ1) = Aq1(θ2)S
implies that»

a1
1,11 1

S21a
1
1,11 + S22a

1
1,21 S21

–
=

»
a2

1,11 + S12 S22

a2
1,21 0

–
.

From this S21 = 0 follows. Hence S is the identity matrix.

Example 2. Consider the parametrization

Π : R6 → Σ(3, 1, 1, Q)

where Q = {q1, q2}. For each parameter value

θ = (a1,11, a1,21, a1,33, a2,11, a2,21, a2,22)

the system Π(θ) = Σ(θ) is defined as follows. Σ(θ) =
(n,Q, {(Aq(θ), Bq(θ), Cq(θ)) | q ∈ Q}, x0(θ)), where

Aq1(θ) =

24a1,11 1 0
a1,21 0 0

0 0 a1,33

35 , Bq1(θ) =

240
0
0

35 , Cq1(θ) =

241
0
0

35T

Aq2(θ) =

24a2,11 0 0
0 0 1
0 a2,21 a2,22

35 , Bq2(θ) =

240
0
1

35 ,

Cq2(θ) =
ˆ
0 0 0

˜
, x0 =

ˆ
0 0 0

˜T
.

We argue that for all θ ∈ R6, Σ(θ) is observable and span-
reachable, i.e. Σ(θ) is minimal. This means that Π is struc-
turally minimal. In order to see observability, notice that

rank
ˆ
Cq1(θ)T , (Cq1(θ)Aq1(θ))T , (Cq1(θ)Aq1(θ)Aq2(θ))T

˜
= 3

and hence rank O(Σ(θ)) = 3. In order to see span-reachability
of Σ(θ), notice that

rank
ˆ
Bq2(θ), Aq2(θ)Bq2(θ), Aq1(θ)Aq2(θ)Bq2(θ)

˜
= 3

and hence rank R(Σ(θ)) = 3. Notice, that for all θ ∈ R6,
the linear subsystems

`
Aqi(θ), Bqi(θ), Cqi(θ)

´
, i = 1, 2 are

neither reachable nor observable.
We will show, using Corollary 1, that Π is identifiable. To

this end, notice that if Σ(θ1) = Σ(θ2), then θ1 = θ2. We will
show that if S : Σ(θ1) → Σ(θ2), is an isomorphism, then S
is the identity matrix. Let S = (Si,j)i,j=1,2,3. Assume that
Σ(θi) = (n,Q, {(Aq(θi), Bq(θi), Cq(θi)) | q ∈ Q}, x0(θi)),
i = 1, 2. Then from the equality SBq2(θ1) = Bq2(θ2) and
Cq1(θ1) = Cq1(θ2)S we get that S3,3 = 1, S2,3 = 0, S1,1 = 1,
S1,2 = 0 and S1,3 = 0. From SAq1(θ1) = Aq1(θ2)S we get
that S22 = 1 and S21 = 0. Similarly, applying SAq2(θ1) =
Aq2(θ2)S we get S31 = S32 = 0. Hence, S is the identity
matrix. By Corollary 1 Π is structurally identifiable.

The corresponding linear system parametrizations

(a1,11, a1,21, a1,33) 7→ (Aq1(θ), Bq1(θ), Cq1(θ))

(a2,11, a2,21, a2,22) 7→ (Aq2(θ), Bq2(θ), Cq2(θ))
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with θ = (a1,11, a1,21, a1,33, a2,11, a2,21, a2,22) are evidently
not identifiable. Indeed, for q1 (resp. q2) the parameter a1,33

(resp. a2,11) does not influence the input-output behavior
(with the zero initial state) of the linear subsystem.

Note that Example 2 illustrates also the following fact:
For LSSs in which not all the subsystems are identifiable, one
cannot reconstruct the parameters of the linear switched sys-
tems by identifying the linear subsystems separately. This
holds regardless of whether the discrete mode sequence is
completely known or whether there is a sufficiently large
dwell time between consecutive switches. To see this, con-
sider the identification of the two linear subsystems from
the above example separately (under the assumption of suf-
ficiently large dwell time for example). Then only the ob-
servable component of q1 is identifiable from data, i.e. a1,33

is not identifiable by observing the linear system associated
with q1. Similarly, the parameter a2,11 is not identifiable
from the input-output behavior of the linear system associ-
ated with q2. Notice however that both a1,33 and a2,11 in-
fluence the behavior of the switched system; a1,33 becomes
visible after executing the switching sequence q2q1q1, and
a2,11 becomes visible after executing the switching sequence
q1. Hence identifying the linear systems separately cannot
result in a LSS which realizes the observed input-output be-
havior. In fact, the minimal linear systems which realize
the input-output behaviors of the linear systems associated
with q1 and q2 respectively, are both of dimension less than
3, while Σ(θ) above is minimal, with dimension 3. This also
indicates that the linear systems identified from the response
in q1 and q2 cannot be viewed as a LSS which realizes yΣ(θ).

Example 3. Let Q = {q1, q2} be the set of discrete modes
and consider the parametrization Π : R3 → Σ(2, 1, 1, Q)
as follows. For each θ = (a11, a21, a22)T , define the sys-
tem Π(θ) = Σ(θ) = (n,Q, {(Aq(θ), Bq(θ), Cq(θ)) | q ∈
Q}, x0(θ)) as follows

Aq1(θ) =

»
a11 1
a21 a22

–
, Bq1(θ) =

»
0
0

–
, Cq1(θ) =

»
1
0

–T
Aq2(θ) =

»
1 0
0 1

–
, Bq2(θ) =

»
0
1

–
, Cq2(θ) =

»
0
0

–T
x0(θ) = (0, 0)T .

It is easy to see that (Cq1(θ), Aq1(θ)) is observable. Hence,
Σ(θ) is observable. Moreover, Bq2(θ) and Aq1(θ)Bq2(θ) =
(1, 0)T span R2, and hence by Theorem 2, Σ(θ) is span-
reachable. That is, Σ(θ) is minimal for all θ ∈ R3, i.e. Π is
structurally minimal.

However we will see that Π is not identifiable. Notice
that Σ(θ1) = Σ(θ2) evidently implies that θ1 = θ2. Hence,
by Corollary 1 it is enough to show that for some θ1 6= θ2,
there exists an isomorphism S : Σ(θ1)→ Σ(θ2) such that S
is not the identity map. Assume that

Σ(θi) = (n,Q, {(Aq(θi), Bq(θi), Cq(θi)) | q ∈ Q}, x0(θi))

for i = 1, 2. We are looking for S of the form

S =

»
1 0
S21 1

–
. (4)

If S is of the above form, then Cq1(θ1) = Cq1(θ2)S, Cq2(θ1) =
Cq2(θ2)S, SAq2(θ1) = Aq2(θ2)S, SBq1(θ1) = Bq1(θ2) auto-
matically hold. Hence, S is an isomorphism, if and only
if SAq1(θ1) = Aq1(θ2)S holds. Exploiting the structure of

S, Aq1(θ1) and Aq2(θ2), we get that the latter is equiva-

lent to S21 = a1
11 − a2

11 = a2
22 − a1

22 =
(a2

21−a
1
21)

a1
11−a

2
22

, where

θi = (ai11, a
i
21, a

i
22), i = 1, 2 was assumed. Choose for exam-

ple θ1 = (1, 1, 3) and θ2 = (2, 2, 2). Then with S21 = −1, S
of the form (4) is an isomorphism.

4. SEMI-ALGEBRAIC
PARAMETRIZATIONS

Below we define the class of semi-algebraic parametriza-
tions and we show that structural identifiability and struc-
tural minimality can effectively be checked for this class
of parametrizations. We also show that any semi-algebraic
parametrization can effectively be transformed into a struc-
turally minimal one. Then by Theorem 3 this means that
we can check structural identifiability of any semi-algebraic
parametrization.

Note that in order to check identifiability of a semi-algebraic
parametrization, we need to know only the finite set of
polynomial inequalities describing the parameter set and the
parametrization map. The explicit knowledge of the system
for each parameter value is not required.

All the algorithms will be based on deciding satisfiability
of closed semi-algebraic formulas, i.e. logical formula in-
volving polynomial equalities and inequalities. Algorithms
for deciding such formulas are well-known [6, 3]. In fact,
we conjecture that everything said below could easily be
extended to O-minimal parametrizations, i.e. parametriza-
tions defined by O-minimal formulas [5].

Before we define the notion of semi-algebraic parametriza-
tions, we recall some basics. We use the terminology of [6]
for real algebraic geometry and the standard terminology [8]
from mathematical logic. A set S ⊆ Rn is semi-algebraic,
if it is defined by a boolean combination of finitely many
polynomial inequalities, i.e. if S is of the form

S =

d[
i=1

mi\
j=1

˘
x ∈ Rn | Pi,j(x)<i,j0

¯
,

where Pi,j are polynomials in n-variables and <i,j ∈ {=
, <,>,≤,≥} for all i = 1, . . . , d, j = 1, . . . ,mi. If S is a
semi-algebraic set, then a map f : S → RM is called a semi-
algebraic map, if the graph {(x, f(x)) ∈ Rn+M | x ∈ S} of
f is a semi-algebraic subset of Rn+M . We call a first-order
logical formula semi-algebraic, if it is built using quantifiers
and logical connectives from polynomial inequalities.

That is, if P (X1, . . . , Xn) is a polynomial in n-variables,
then the formula P (X1, . . . , Xn)<0, < ∈ {=, <,>,≤,≥},
is a semi-algebraic formula. If Φ(X1, . . . , Xn) is a semi-
algebraic formula, then the formula QXiΦ(X1, . . . , Xn), i =
1, . . . , n, Q ∈ {∃, ∀}, obtained by using quantifiers, is also a
semi-algebraic formula. Finally, if Φ1,Φ2 are semi-algebraic
formulas, then so are Φ1 ∧ Φ2, ¬Φ1, Φ1 ∨ Φ2 and Φ1 → Φ2.
Here ∧,∨,¬,→ are the logical and, or, negation and impli-
cation operations.

With respect to semi-algebraic formulas, we will use the
following two consequences of the Tarski-Seidenberg quan-
tifier elimination theorem [6];

• (a) A subset S ⊆ Rn is semi-algebraic, if and only
if there exists a semi-algebraic formula Φ(X1, . . . , Xn)
such that S = {x ∈ Rn | Φ(x) is true}.
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• (b) If Φ is a semi-algebraic formula with no free vari-
ables (i.e. all the variables are bounded by a quanti-
fier), then it is algorithmically decidable whether Φ is
true, if interpreted over real numbers.

We use property (a) to simplify the notation as follows.

Notation 6. We will not distinguish between the formula
and the corresponding boolean valued relation, i.e. we will
view Φ(X1, . . . , Xn) as a map Rn 3 x 7→ Φ(x) ∈ {true, false}.
Accordingly, instead of Φ(X1, . . . , Xn) we write Φ(x) where
x ∈ Rn, and instead of

Q1X1Q2X2 . . . QnXnΦ(X1, . . . , Xn)

where Qi ∈ {∀, ∃}, i = 1, . . . , n is a quantifier, we write
Qx ∈ Rn : Φ(x). If S ⊆ Rn is a semi-algebaric set, then
there exists a semi-algebraic formula ΦS such that S = {x ∈
Rn | ΦS(x) = true}. In the sequel, we will write x ∈ S
instead of ΦS(x). If f : S → Rd is a semi-algebraic map,
and Φ(x) is a semi-algebraic formula, then Φ(f(x)) corre-
sponds to the relation Rn 3 x 7→ Φ(f(x)) ∈ {true, false}.
Formally, Φ(f(x)) corresponds to the semi-algebraic formula

Φ(f(x)) = ∃y ∈ Rd : (Pf (y, x) ∧ Φ(y)).

Here Pf is any semi-algebraic formula such that y = f(x) if
and only if Pf (y, x) is true.

Note that the set Σ(n,m, p,Q) of LSSs of order n with

Q, m, p fixed, can be identified with R|Q|(n
2+np+nm)+n, by

identifying each LSS Σ of the form (1) with a vector formed
by the entries of Aq, Bq, Cq and the entries of x0.

Definition 15. A parametrization Π : Θ→ Σ(n,m, p,Q) =

R|Q|(n
2+np+nm)+n is called semi-algebraic, if Θ ⊆ Rd is a

semi-algebraic set, and Π is a semi-algebraic map.

Using Theorem 2 we can formulate a procedure for check-
ing structural minimality. To this end, we will characterize
span-reachability and observability of LSSs by semi-algebraic
formulas. Let S ∈ RK×M , K,M > 0 be a finite-matrix. The
set of matrices RK×M can be identified with the set RKM in
a natural way. It is easy to see that the set of all matrices
S ∈ RK×M whose rank is k forms a semi-algebraic subset
of RK×M . That is, there exists a semi-algebraic formula
IsRankk such that S is of rank k if and only if IsRankk(S)
is true. Indeed, rank S = k if and only if all the minors of S
of size greater than k are zero, and there exists a minor of
order k which is non-zero. Since S has finitely many minors
and the minors are polynomial in entries of S, the above
condition can be expressed by a semi-algebraic formula.

More precisely, define the semi-algebraic formulas IsReach
and IsObs parametrized by variables corresponding to ele-

ments of Σ(n,m, p,Q) = R|Q|(n
2+nm+np)+n as follows.

IsReach(Σ) = IsRankn(R(Σ))

IsObs(Σ) = IsRankn(O(Σ))

Notice that R(Σ), O(Σ) are polynomial in the entries of Σ,
and hence IsReach(Σ) and IsObs(Σ) are semi-algebraic for-
mulas in the entries of Σ. Since IsReach(Σ) (resp. IsObs(Σ))
is true if and only if the span-reachability matrixR(Σ) (resp.
the observability matrix O(Σ)) is full rank, we get the fol-
lowing corollary of Theorem 2.

Lemma 1. A LSS Σ is span-reachable (resp. observable)
if and only if IsReach(Σ) (resp. IsObs(Σ)) is true.

Define the following logical formula

Φmin = ∀θ ∈ Θ : IsReach(Π(θ)) ∧ IsObs(Π(θ))

It is to see that Φmin is a semi-algebraic formula and the
following is true.

Lemma 2 (Checking structural minimality). The
semi-algebraic parametrization Π is structurally minimal, if
and only if the formula Φmin holds true over R.

Notice that checking Φmin can be done via the well-known
algorithms of real algebraic geometry [3].

We continue with presenting a semi-algebraic formula char-
acterizing structural identifiability. The formula relies on
Theorem 6 which characterizes structural identifiability in
terms of non-existence of isomorphic parametrizations. To
this end, notice that a matrix S ∈ Rn×n can be identi-

fied as a vector of Rn
2
. If Σ1 is of the form (1) and Σ2 =

(na, Q, {(Aaq , Baq , Caq ) | q ∈ Q}, xa0) with na = n, then S is a
LSS isomorphism S : Σ1 → Σ2 if and only if

IS(Σ1,Σ2, S) = (Sx0 = xa0) ∧ (
^
q∈Q

(SAq = AaqS)∧

(SBq = Baq ∧ (Cq = Caq S)) ∧ IsRankn(S).

(5)

It is easy to see that IS(Σ1,Σ2, S) is a semi-algebraic for-
mula. Define the formula

Φident = ∀θ1, θ2 ∈ Rd :
`
(θ1 ∈ Θ) ∧ (θ2 ∈ Θ) ∧ θ1 6= θ2

´
→

¬(∃S ∈ Rn×n : IS
`
Σ(θ1),Σ(θ2), S

´
))

Notice that Φident is a semi-algebraic formula.

Lemma 3. Let Π be a structurally minimal semi-algebraic
parametrization. Then Π is structurally identifiable if and
only if Φident is true over R.

Since Φident is a semi-algebraic formula, its correctness can
be checked effectively [3].

Finally, we note that if Π is a semi-algebraic parametriza-
tion, then it is possible to construct a corresponding collec-
tion of structurally minimal parametrizations {Πm,k}k=1,...,n,
such that for each k = 1, . . . , n, Πm,k is semi-algebraic.
Then, by Theorem 3, structural identifiability of Π is equiva-
lent to structural identifiability of Πm,k for all k = 1, . . . , n.
In turn, for each k = 1, . . . , n, structural identifiability of
Πm,k can be checked using Lemma 3. We will only sketch
the main steps of the construction, and we omit most of
the details, due to lack of space. As the first step, we de-
fine the set Σmin,k ⊆ Σ(n,m, p,Q) of all those LSSs Σ ∈
Σ(n,m, p,Q) such that the input-output map yΣ admits a
minimal LSS realization of dimension k. It can be shown
that Σmin,k is a semi-algebraic subset of Σ(n,m, p,Q). In
addition, it is possible to define a semi-algebraic map

Mink : Σmin,k → Σ(k,m, p,Q)

such that for any LSS Σ ∈ Σmin,k, Mink(Σ) is a minimal
LSS realization of the input-output map yΣ of Σ. It is clear
that the set Θk = {θ ∈ Θ | Π(θ) ∈ Σmin,k} is then semi-
algebraic. Moreover, the map

Πm,k : Θk 3 θ 7→Mink(Π(θ))

is semi-algebraic map. Hence, {Πm,k}k=1,...,n is a collection
of structurally minimal parametrizations corresponding to
Π and each Πm,k, k = 1, . . . , n is semi-algebraic.
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5. CONCLUSIONS
In this paper, we have presented necessary and sufficient

conditions for the identifiability of parametrizations of lin-
ear discrete-time switched systems. In addition, we intro-
duced the concept of semi-algebraic parametrizations and
we showed that identifiability of semi-algebraic parametriza-
tions can be effectively checked. The paper uses realization
theory, in particular, uniqueness of minimal realization up
to isomorphism, to characterize identifiability. The results
of the paper can easily be reformulated for continuous-time
linear switched systems. The presented characterization of
identifiability has a number of consequences:

• Minimality of a realization is essentially neces-
sary for identifiability. This holds for other classes
of systems too.

• Minimality of linear switched systems does not
imply minimality of its linear system compo-
nents.

• Identifiability of a linear switched system does
not imply identifiability of its linear system com-
ponents. Intuitively, such a situation arises if it is
necessary to switch from one discrete mode to another
in order to observe the effect of a certain parameter.
This means that even when the switching sequence is
observed and equipped with sufficiently large dwell-
time, in general, identification of linear switched sys-
tems may not be reduced to combining known identifi-
cation algorithms for linear system.

We would like to remark that by Remark 1 and Theorem
1, minimality of the linear components implies minimality of
the whole linear switched system. Moreover, identifiability
of all the linear subsystems is obviously a sufficient condition
for identifiability of a linear switched system. As future
research, we would like to address identifiability of more
general classes of piecewise-affine hybrid systems.
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APPENDIX
A. PROOFS

Proof of Theorem 1: a sketch. The proof is based on
the same idea as in the continuous-time case [23, 22]. In
the sequel, we use the notation and terminology of [23, 22]
for families of formal power series and their representations.
For the sake of simplicity, we assume that the set of discrete
states is of the form Q = {1, 2, . . . , N}, N > 0.

We associate with the input-output map f : U+ → Rp a
family of formal power series Ψf

Ψf = {Sl ∈ RNp � Q∗ �| l ∈ If}

with the index set If = {f} ∪ (Q × {1, . . . ,m}) such that
the formal power series Sf , Sq0,j ∈ RNp � Q∗ �, q0 ∈ Q,
j = 1, . . . ,m are defined as follows. For each word s =
q1 · · · qt ∈ Q+, q1, . . . , qt ∈ Q, t > 0 define the maps fs, y

f
s :

(Rm)t → Rp as

fs(u1, . . . , ut) = f((q1, u1) · · · (qt, ut))

yfs (u1, . . . , ut) = fs(u1, . . . , ut)− fs(0, . . . , 0).

For each w ∈ Q∗, q, q0 ∈ Q, j = 1, . . . ,m define

Sf,q(w) = fwq(0, . . . , 0) and Sq,q0,j(w) = yfq0wq(ej , 0, . . . , 0)

where ej is the jth standard basis vector of Rm, i.e. the jth
entry of ej is one, and all the other entries are zero. Then

∀w ∈ Q∗ : Sf (w) =

264Sf,1(w)
...

Sf,N (w)

375 , Sq0,j(w) =

264S1,q0,j(w)
...

SN,q0,j(w)

375 .
The vectors Sf,q(w), Sq,q0,j(w) play the role of Markov-
parameters; if Σ is a LSS of the form (1) and Σ is a re-

alization of f , then for all w ∈ Q∗, Sf,q(w) = CqAwx0 and
Sq,q0,j(w) = CqAwBq0ej , and

f(v) = Sf,qt(q1 · · · qt−1) +

t−1X
l=1

mX
j=1

Sqt,ql,j(ql+1 · · · qt−1)ujl

for v = (q1, u1) · · · (qt, ut) ∈ U+, where for l + 1 > t − 1,
ql+1 · · · qt−1 is viewed as the empty word ε, and uil is the jth
entry of ul ∈ Rm.

With any LSS Σ which realizes f , we can associate a rep-
resentation RΣ of Ψf , and with any representation R of Ψf

we can associate a LSS realization ΣR of f . The precise
definitions of ΣR and RΣ are literaly the same as for the
continuous-time case [23, 22], and will be reviewed at the
end of the proof. It can then be shown that RΣR = R,
ΣRΣ = Σ, dimRΣ = dim Σ, dimR = dim ΣR, and Σ is
span-reachable (observable) if and only if the representation
RΣ is reachable (resp. observable). Moreover, if for two
LSSs Σ1,Σ2, the representations RΣ1 and RΣ2 are isomor-
phic, then Σ1 and Σ2 are LSS isomorphic. Then the proof
of Theorem 1 is the same as for the continuous-time case.
More precisely, we can show that a LSS Σ is a minimal re-
alization of f if and only if RΣ is a minimal representation
of Ψf . We get Theorem 1 by using the result from [23, 22]
that a representation of Ψf is minimal if and only if it is
reachable and observable, and all minimal representations
of Ψf are isomorphic.

For the benefit of the reader we sketch the construction
of RΣ and ΣR. If LSS Σ is of the form (1), then RΣ =

(Rn, {Aq}q∈Q, eB, eC), where eC =
ˆ
CT1 . . . CTN

˜T
and eB =

{ eBl ∈ Rn | l ∈ If}, where eBf = x0 and eBq,j is the jth
column of Bq for all q ∈ Q, j = 1, . . . ,m. Conversely, if R =

(Rn, {Aq}q∈Q, eB, eC) is a representation of Ψf , then define

ΣR as a LSS of the form (1), such that eC =
ˆ
CT1 , . . . , C

T
N

˜T
and if eB = { eBl ∈ Rn | l ∈ If}, then the initial state is

x0 = eBf and for each q ∈ Q, Bq =
ˆ eBq,1 . . . eBq,m˜.

Proof of Theorem 2: a sketch. The characterization
of observability follows from [27] and from the fact that

kerO(Σ) = ker
ˆ
(CqAw)T | q ∈ Q,w ∈ Q∗

˜T
. The latter al-

gebraic result was proven in [22]
The characterization of span-reachability follows from the

observation that (a) xΣ(x0, v) for v = (q0, u0) · · · (qt, ut) is
a linear span of Aq0···qtx0, Bq0u0, Aqi···qtBqi−1ui−1, i =
1, . . . , t, (b) for all q0, . . . , qt ∈ Q, t ≥ 0, Aq0···qtx0 =
xΣ(x0, (q0, 0) · · · (qt, 0)), and Bq0u = xΣ(x0, (q0, u))−Aq0x0

and for t > 0,

Aq1···qtBq0u = xΣ(x0, (q0, u)(q1, 0) · · · (qt, 0))−Aq0q1···qtx0.

It then follows that the linear span of Reach(Σ) equals SR =
Span{AwBqu,Awx0 | w ∈ Q∗, q ∈ Q, u ∈ Rm}. Hence, Σ is
span-reachable if and only if dimSR = n. The theorem then
follows by using the purely algebraic result of [22] according
to which ImR(Σ) = SR.
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ABSTRACT
The equivalence of the stability of periodic orbits with the
stability of fixed points of a Poincaré map is a well-known
fact for smooth dynamical systems. In particular, the eigen-
values of the linearization of a Poincaré map can be used to
determine the stability of periodic orbits. The main objec-
tive of this paper is to study the properties of Poincaré maps
for hybrid systems as they relate to the stability of hybrid
periodic orbits. The main result is that the properties of
Poincaré maps for hybrid systems are fundamentally differ-
ent from those for smooth systems, especially with respect
to the linearization of the Poincaré map and its eigenvalues.
In particular, the linearization of any Poincaré map for a
smooth dynamical system will have one trivial eigenvalue
equal to 1 that does not affect the stability of the orbit.
For hybrid systems, the trivial eigenvalues are equal to 0
and the number of trivial eigenvalues is bounded above by
dimensionality differences between the different discrete do-
mains of the hybrid system and the rank of the reset maps.
Specifically, if n is the minimum dimension of the domains
of the hybrid system, then the Poincaré map on a domain
of dimension m ≥ n results in at least m − n + 1 trivial 0
eigenvalues, with the remaining eigenvalues determining the
stability of the hybrid periodic orbit. These results will be
demonstrated on a nontrivial multi-domain hybrid system:
a planar bipedal robot with knees.

Categories and Subject Descriptors
G.1.0 [Numerical Analysis]: General—Stability (and in-
stability); I.6.8 [Simulation and Modeling]: Types of
Simulation—Continuous, Discrete event

General Terms
Theory
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1. INTRODUCTION
A hybrid system consists of both smooth and discrete

components, and it is the interaction between these com-
ponents that results in phenomena which cannot occur for
smooth dynamical systems. This implies that hybrid sys-
tems are fundamentally different objects than smooth dy-
namical systems; for example, results on the existence and
uniqueness of solutions to hybrid systems are not the same
as for smooth systems [17, 18] and hybrid systems display
unique behavior such as Zenoness [14]. Similarly, we may
not treat the stability of hybrid system equilibria in the same
way as the stability of equilibria of smooth dynamical sys-
tems; see [6] for a survey of results on the stability of hybrid
systems. It is therefore natural to ask, how does the sta-
bility and analysis of periodic orbits of hybrid systems, and
particularly the associated Poincaré map, differ from that of
periodic orbits of smooth dynamical systems?

The stability of periodic orbits of smooth dynamical sys-
tems is established using two facts. First, the stability of a
periodic orbit is equivalent to the stability of the discrete dy-
namical system defined by a Poincaré map associated with
that orbit. Second, the linearization of any stable Poincaré
map associated with a stable periodic orbit will always have
one eigenvalue equal to 1 with the remaining eigenvalues of
magnitude less than 1. The eigenvalue equal to 1 is triv-
ial since it does not relate to the stability of the system.
Intuitively speaking, the trivial eigenvalue corresponds to
perturbations in the direction of the closed orbit [10, 23,
24].

The primary objective of this paper is to study proper-
ties of Poincaré maps associated with hybrid periodic orbits.
The main conclusion of this work is that Poincaré maps asso-
ciated with hybrid periodic orbits have fundamentally differ-
ent properties from those associated with periodic orbits of
smooth systems. To demonstrate this, the main result of this
paper is an upper bound on the number of trivial eigenvalues
of the linearization of the Poincaré map. In particular, for
a hybrid system, the linearization of the Poincaré map has
at least one trivial eigenvalue and all the trivial eigenvalues
are equal to 0; more precisely, if n is the smallest dimen-
sion of the domains of the hybrid system, then considering
the Poincaré map on a domain of dimension m ≥ n results
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in at least m − n + 1 trivial 0 eigenvalues. The remaining
eigenvalues of the linearization of the Poincaré map of the
hybrid system determine the stability of the hybrid periodic
orbit. In addition, we show through a counterexample that
a strict equality on the number trivial eigenvalues cannot be
obtained in general and that single-domain hybrid systems
have exactly one trivial eigenvalue equal to 0.

It is worth noting that although many references discuss
the application of the Poincaré map to multi-domain [27]
and single-domain hybrid systems [5, 7], the authors have
not yet found existing work that explicitly compares the
properties of Poincaré maps for hybrid systems with those
of Poincaré maps for smooth systems. Therefore the main
result can be considered novel and complementary to prior
work, for example to [19] or [21].

Furthermore, although our definition of the Poincaré map
is consistent with prior work [27], our approach is unique in
that we compute the linearization of the Poincaré map by
simply taking its derivative, as one might expect. This is at
odds with the approach taken in the literature, since we do
not require an external formula to compute the derivative of
the Poincaré map. In [11, 12] and in [16] different formulas
are derived under special assumptions and used to define the
linearization of the Poincaré map. These formulas cannot be
used here since they do not apply to multi-domain hybrid
systems, especially when one of the domains has a different
dimension, like the planar kneed biped discussed in Section
5.2. In particular, the linearization of the Poincaré map
should be given by its derivative alone.

We begin our discussion in Section 2, where we review
results on smooth dynamical systems that will be useful for
proving the main result of this work. Standard references
for smooth systems include [10] and [24]; a manual for com-
puting results related to standard dynamical systems theory
may be found in [23]. The results in Section 2 apply only
to the smooth components of a periodic hybrid system. In
Section 3 we provide basic definitions of hybrid systems and
their solutions and describe the smooth and discrete com-
ponents. Although alternative definitions of hybrid systems
may be found in [12] or in [7], the theoretical framework
we develop in Section 3 is amenable to the study of peri-
odic hybrid systems with more than one domain. In Section
4 we consider Poincaré maps associated with periodic or-
bits of hybrid systems and derive general properties of their
linearization with a special focus on the number of trivial
eigenvalues. Finally, we illustrate our results on two exam-
ples in the final Section 5, one of which is the nontrivial
two-domain planar kneed bipedal walker.

2. ORBITS OF SMOOTH SYSTEMS
As will be formally discussed in Section 3, a hybrid sys-

tem consists of collections of smooth and discrete compo-
nents. The smooth parts are solution curves to differential
equations defined by smooth vector fields. In this section,
therefore, we review standard results on orbits of smooth
dynamical systems which will be necessary to our analysis
of Poincaré maps for hybrid systems in Section 4, beginning
with the introduction of basic notation.

Flows. Let M be a manifold and TM its tangent bundle.
Let f : M → TM be a Lipschitz continuous vector field
such that for the canonical projection map π : TM → M ,
π ◦ f = idM . We will assume that M ⊂ R

n, in which case

we can write the vector field in coordinates as ẋ = f(x) with
x ∈M ⊂ R

n where necessarily ẋ ∈ TxM . A smooth function
g : M → N between manifolds induces a map between the
tangent space Dg(x) : TxM → Tg(x)N ; in coordinates, this
is just the Jacobian or derivative.

The unique solution to the vector field ẋ = f(x) is a tra-
jectory c : I ⊂ [0,∞) → M , which is referred to as an
integral curve or orbit of f(x) with initial condition c(t0) if
I = [t0, t1]. The flow of the vector field ẋ = f(x) is a map
φ : I×U → V , where U is some neighborhood of x0 = c(t0),
satisfying φt(x0) = c(t). The flow has the following proper-
ties: for r, s, t ∈ I ,

c(t0) = φ0(c(t0))

c(t0 + t+ s) = φt+s(c(t0)) = φt ◦ φs(c(t0))

φ−r ◦ φr(x0) = x0 ⇒ φ−r = (φr)
−1

The flow with t a parameter, φt : U → V , is a diffeomor-
phism for all t ∈ I .

Sections. It is standard practice [24] to define the Poincaré
map of a dynamical system on a certain smooth hypersurface
that we construct, if possible, through a point of the flow.

Definition 1. A local section of a vector field ẋ = f(x) on
M is a smooth codimension-1 submanifold of M given by:

S = {x ∈M | h(x) = 0 and Lfh(x) 	= 0}
where h : M → R is a C1 function and Lfh is the Lie
derivative. More generally, any submanifold N ⊂ M is said
to be transverse to the flow (or vector field f) if f(x) is not
in TxN .

In fact, we may construct a local section through any
point of a flow (that is not an equilibrium point) as a re-
sult of the following lemma from [25].

Lemma 1 (Smale, 1963). For f(x) a vector field de-
fined on a smooth manifoldM , if for some x ∈M , f(x) 	= 0,
then there exists a local section S through x, i.e., x ∈ S with
S a local section.

Time-to-impacts map. The next fact that will be needed
is that the time for a flow to reach a local section is given
by a well-defined map. We apply the following lemma from
[10], the proof of which follows from a direct application of
the implicit function theorem.

Lemma 2 (Hirsch & Smale, 1974). Let S be a local
section and x0 ∈ M such that x1 = φt(x0) ∈ S. Then there
exists a unique, C1 function τ : U0 → R called the time-to-
impact map such that for U0 a sufficiently small neighbor-
hood of x0, φτ(x)(x) ∈ S for all x ∈ U0.

The proof of this lemma [10] yields the derivative of the
time-to-impact map, given by:

Dτ (x0) = −Dh(x1)Dxφt(x0)

Lfh(x1)
. (1)

This will be useful throughout the course of the paper.

Remark 1. Consider the map φτ (− ) := φτ( − )(− ) which
by Lemma 2 takes any point in a sufficiently small neighbor-
hood U0 of x0 to the local section S; that is φτ (− ) : U0 →
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φτ (U0) ⊂ S. As was noted in [25], for φt(x0) a closed (or pe-
riodic) orbit of a smooth dynamical system with x0 ∈ U0∩S,
φτ : U0 ∩ S → φτ (U0) ∩ S is a diffeomorphism, called the
associated diffeomorphism to S. We will prove that under
certain conditions φτ is a diffeomorphism even if φt(x0) is
not a closed orbit. In order to do so it is necessary to con-
sider the variational equation of the flow.

Variational Equations. The variational equation is the
linearization of ẋ = f(x) about a trajectory x(t) with initial
condition x(t0) = x0; see [23, 24] for more on the variational
equation. It is a nonautonomous linear equation

ż = A(t)z := Df
(
x(t)

)
z (2)

with solution z(t) = φ̇t(x0) and fundamental matrix solution

Φt(x0) := Dxφt(x0) =
∂φt(x0)

∂x0

which satisfies

φ̇t(x0) = Φt(x0)Φ
−1
0 (x0)φ̇0(x0) = Φt(x0)φ̇0(x0).

That is, for x1 = φt(x0),

φ̇t(x0) = Dxφt(x0)φ̇0(x0),

f(x1) = Dxφt(x0)f(x0). (3)

The fundamental matrix solution is also called the space
derivative of the flow and is always nonsingular. The total
derivative of the flow at x = φτ (x0) is given by

Dφτ (x0) = Dxφt(x0) + φ̇τ (x0)Dτ (x0) (4)

where Dφτ (x0) : Tx0U0 → Txφτ (U0). The rank of this map
at x0 will be of special interest. In order to compute its
rank we first note the following standard result, which may
be easily proven using [24, 10].

Proposition 1. The following are equivalent:

(C1) φt is a closed orbit with period T .

(C2) Dτ (x0) ≡ 0.

(C3) ΦT (x0)f(x0) = f(x0).

Remark 2. It is important to note that we may not as-
sume that Proposition 1 applies to hybrid systems. For ex-
ample, the formula derived in [12] is used in [11] to recover
property (C3) for the planar compass biped. However, no
proof of this fact is provided and, as mentioned earlier, this
formula does apply to more general hybrid systems. Indeed,
one can easily use the following theorem to show that this
Proposition cannot hold for hybrid systems.

Rank of the total derivative. The following theorem
will be of use in Section 4 and may be used to show that
multi-domain hybrid systems—under suitable assumptions
and conditions—do not satisfy conditions (C1)-(C3).

Theorem 1. Let S be a local section and x0 ∈ U0 with S
and U0 as in Lemma 2. If dim(M) = n then Dφτ (x0) has
rank n− 1 if and only if x(t) = φt(x0) is not a closed orbit.

Proof. (⇒) Suppose that Dφτ (x0) has rank n − 1. We
will show that this implies that x(t) is not a closed orbit.
Assume that the trajectory x(t) is a closed orbit with period
T = τ (x0) and initial condition x0 ∈ U0. Since x(t) is a
closed orbit,Dτ (x0) = 0 by Proposition 1, and thus equation
(4) simplifies toDφτ (x0) = ΦT (x0), which is a rank nmatrix
and nonsingular. But since Dφτ (x0) has rank n − 1 our
assumption that x(t) is a closed orbit must be incorrect,
implying that x(t) is not a closed orbit.

(⇐) Suppose that the trajectory x(t) = φt(x0) is not a
closed orbit. Let τ (x0) = T and x1 = φT (x0). Note that
x0 ∈ U0 but not necessarily in S. By Proposition 1, it follows
that ΦT (x0)f(x0) = f(x1), f(x1) 	= f(x0) and Dτ (x0) 	= 0.

Finally, it is possible to choose coordinates so that φ̇T (x0) =
f(x1) = (0, . . . , 1)T . Taking the total derivative (4) in these
coordinates, coupled with (1) yields:

Dφτ (x0) = ΦT (x0) + φ̇T (x0)Dτ (x1)

=

(
In×n − φ̇T (x0)Dh(x1)

Lfh(x1)

)
ΦT (x0)

=

(
In×n −

[
0n−1×n−1 0n−1×1

proj(Dh(x1)) 1

])
ΦT (x0)

=

[
In−1×n−1 0n−1×1

−proj(Dh(x1)) 0

]
ΦT (x0)

where

proj(Dh(x1)) :=
1

Dh(x1)n

(
Dh(x1)1 · · · Dh(x1)n−1

)
Because ΦT (x0) is nonsingular, it follows that:

rank(Dφτ (x0)) = rank

([
In−1×n−1 0n−1×1

−proj(Dh(x1)) 0

])
= n− 1

Moreover, for the choice of coordinates it is easy to see that
ker(Dφτ (x0)) = span(f(x0)).

Diffeomorphisms between sections. Now that we know
the rank of Dφτ we may use the inverse function theorem
to show that φτ restricted to a section is a diffeomorphism
onto its image.

Recall that the inverse function theorem states [4] that
for a function between open sets f : W → Z if, for some
w ∈ W , Df(w) is nonsingular then ∃ some W ′ ⊆ W for
which f :W ′ → f(W ′) is a diffeomorphism.

Corollary 1. Let x0 ∈M with S0 a local section through
x0, S a local section through x1 = φt(x0) and U0 a neigh-
borhood of x0 such that φτ (x) ∈ S for all x ∈ U0. Then
for V0 := U0 ∩ S0 and V := φτ (U0) ∩ S, the restriction map
φτ : V0 → V is a diffeomorphism.

Proof. Let ψ0 : V0 → R
n−1 and ψ : V → R

n−1 be
local coordinate maps. Note that φτ has inverse φ−τ and
is bijective. The expression for Dφτ : Tx0V0 → TxV in
coordinates is

Dφτ (x0) = Dψ ◦Dφτ (x0) ◦Dψ−1
0

Since ψ and ψ0 are coordinate transforms, Dψ and Dψ−1
0

both have rank n − 1, and rank(Dφτ ) = n − 1 by the pre-
ceding theorem. This implies that rank(Dφτ ) = n − 1 and
is thus invertible on all points of V0. Since it is invertible,
by the inverse function theorem φτ is a diffeomorphism from
all of V0 to V .
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3. HYBRID SYSTEMS AND
PERIODIC ORBITS

The goal of this paper is to study the properties of Poincaré
maps for hybrid systems. Since these maps are associated
with periodic orbits for hybrid systems, i.e., hybrid periodic
orbits, we will restrict our attention to hybrid systems with
an underlying graph that is “periodic”, or in the language of
graphs, cyclic. We begin by introducing the notions of hy-
brid systems on a cycle and their executions. We will revisit
the results of the previous section in this context and con-
clude with assumptions necessary to the following sections.

Hybrid systems and executions.

Definition 2. A k-domain hybrid system on a cycle is a
tuple

H = (Γ, D,G,R, F )

• Γ = (Q,E) is a directed cycle such thatQ = {q1, . . . , qk}
is a set of k vertices and E = {e1 = (q1, q2), e2 =
(q2, q3), . . . , ek = (qk, q1)} ⊂ Q × Q. With the set E
we define maps sor : E → V which returns the source
of an edge, the first element in the edge tuple, and
tar : E → V , which returns the target of an edge or
the second element in the edge tuple.

• D = {Dq}q∈Q is a collection of smooth manifolds called
domains, where Dq is assumed to be embedded sub-
manifolds of Rnq for some nq ≥ 1.

• G = {Ge}e∈E is a collection of guards, where Ge is
assumed to be an embedded submanifold of Dsor(e).

• R = {Re} is a collection of reset maps which are
smooth maps Re : Ge → Dtar(e).

• F = {fq}q∈Q is a collection of Lipschitz vector fields
on Dq, such that ẋ = fq(x).

We will assume that the hybrid systems under consid-
eration are deterministic and non-blocking ; in the case of
hybrid systems on a cycle, these assumptions tend to hold
in general under reasonable assumptions [15]. This assump-
tion allows us to treat any point of a hybrid execution as an
initial condition, and to assume that executions are permit-
ted to either reach a guard or evolve for infinite time on a
domain. Since these notions are not central to questions of
periodic stability, we refer the interested reader to [17] for
more on these topics.

Definition 3. An execution of H is a tuple

χ = (Λ, I, ρ, C)

• Λ = {0, 1, 2, 3, . . . } ⊆ N is a finite or infinite indexing
set.

• I = {Ii}i∈Λ such that with |Λ| = N , Ii = [ti, ti+1] ⊂ R

and ti ≤ ti+1 for 0 ≤ i < N − 1. If N is finite then
IN−1 = [tN−1, tN ] or [tN−1, tN) or [tN−1,∞), with
tN−1 ≤ tN .

• ρ : Λ → Q is a map such that eρ(i) := (ρ(i), ρ(i+1)) ∈
E.

• C = {ci}i∈Λ is a set of continuous trajectories where
each ci is the integral curve of the vector field fρ(i) on
Dρ(i).

It is required that ∀ i, i+ 1 < |Λ| − 1,

• ci(ti+1) ∈ G(ρ(i),ρ(i+1)) = Geρ(i)

• Reρ(i) (ci(ti+1)) = ci+1(ti+1)

and ∀ t ∈ Ii and i ≤ |Λ| − 1, ci(t) ∈ Dρ(i).

Note that the discrete component of the initial condition
of the execution is ρ(0) = qi for i ∈ {1, . . . , k} and the
continuous component is the trajectory with initial condition
c0(t0) ∈ Dqi .

Hybrid periodic orbits. The orbits of hybrid systems
are fundamentally different than those for smooth dynam-
ical systems. In particular, since the flow on a domain is
mapped to the next as soon as it reaches the guard, we may
not assume that a hybrid periodic orbit is closed under any
flow. This is in contrast with periodic orbits of smooth sys-
tems which are by definition closed under the flow. Clearly,
Proposition 1 does not include hybrid systems.

Definition 4. A hybrid periodic orbit O = (Λ, I, ρ, C) with
period T is an execution of the k-domain hybrid system on
a cycle H such that for all n ∈ Λ,

• ρ(n) = ρ(n+ k),

• In + T = In+k,

• cn(t) = cn+k(t+ T ).

Application of results from Section 2. The results of
Section 2, and specifically Lemma 1, Lemma 2 and Corollary
1, apply to the integral curves of a hybrid execution, i.e., its
“continuous component”, allowing us to draw the following
two conclusions.

(H1) Given any execution χ of H, for every cn ∈ C we
may construct a local section Sn

0 through cn(tn) and a
section Sn ⊂ Geρ(n)

through cn(tn+1).

We may of course define sections through any point of a
hybrid execution, but we are particularly interested in the
sections through the endpoints of the flow on each domain.

(H2) Let φ
ρ(n)
t denote the flow of the autonomous vector

field fρ(n) ∈ F on Dρ(n). Since

cn(tn+1) = φ
ρ(n)
tn+1−tn

(c(tn)) ∈ Sn,

there exists a neighborhood Un
0 about cn(tn) and a

time-to-impact map τn : Un
0 → R such that φ

ρ(n)
τn maps

V n
0 := Un

0 ∩Sn
0 diffeomorphically to V n := φ

ρ(n)
τn (Un

0 )∩
Sn, where we write φ

ρ(n)
τ (− ) := φ

ρ(n)
τn( − )(− ) for ease

of notation.

Assumptions. Since we are interested in studying Poincaré
maps, we begin by assuming that the system has a hybrid
periodic orbit.

(A1) H has a hybrid periodic orbit O = (Λ, I, ρ, C).

The following two assumptions ensure that the guards and
reset maps are sufficiently “well-behaved.” That is, we as-
sume that for every e ∈ E,
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(A2) Ge is a section, i.e., Ge is transverse to the vector
field fsor(e) and dim(Ge) = dim(Dsor(e))− 1.

(A3) Re has constant rank re and Re(Ge) is a submanifold
of Dtar(e).

Note that since Re has constant rank, and because Re :
Ge → R(Ge) is obviously surjective, Re is a submersion onto
its image. This implies that:

re = rank(Re) = dim(R(Ge)) ≤ dim(Dsor(e))− 1.

with the last inequality following from (A2) since the di-
mension of Re(Ge) is at most the dimension of Ge.

Implications of assumptions. The following implications
of the results in Section 2 will be important in proving the
main results of this paper.

Under assumption (A1), and as a result of the fact that
cn(tn) = cn+k(tn+k) and cn(tn+1) = cn+k(tn+k+1), the ele-
ments Sn

0 , S
n, Un

0 , τ
n, V n

0 and V n can be indexed by the
vertex set Q of the graph Γ of H rather than the indexing set
Λ (since, for example, one can take Sn = Sn+k). Coupling
this with assumptions (A2) and (A3), (H1) and (H2) can
be restated in the following manner:

(HA1) Given any hybrid periodic orbit O of H, for ev-

ery cn ∈ C we may construct a local section S
ρ(n)
0

through the initial condition cn(tn) and a local sec-

tion Sρ(n) := Geρ(n)
through cn(tn+1) = φ

ρ(n)
τ (cn(tn)),

where τρ(n) : U
ρ(n)
0 → R and again we adopt the nota-

tion φ
ρ(n)
τ (− ) := φ

ρ(n)

τρ(n)( − )
(− ).

(HA2) There exists a neighborhood U
ρ(n)
0 about cn(tn)

such that φ
ρ(n)
τ maps V

ρ(n)
0 := U

ρ(n)
0 ∩ S

ρ(n)
0 diffeo-

morphically to V ρ(n) := φ
ρ(n)
τ (U

ρ(n)
0 ) ∩Geρ(n)

.

4. POINCARÉ MAPS FOR
HYBRID SYSTEMS

In this section we introduce Poincaré maps for hybrid sys-
tems, and study the properties of these maps. In particular,
since we are interested in the stability of hybrid periodic
orbits, we consider the linearization of Poincaré maps for
hybrid systems. The main result of this paper is an upper
bound on the number of trivial eigenvalues of the lineariza-
tion based upon dimensionality differences between the dif-
ferent domains of the hybrid system and the minimum rank
of the reset maps.

Poincaré maps for smooth systems. Recall (cf. [10] or
[24]) that a Poincaré map for a smooth dynamical system
is defined on a section S of the flow, say through some ini-
tial condition x0. Recall from Section 2 that if the system
evolves on some subset of Rn then dim(S) = n − 1. If the
flow intercepts S at least once more then we may define the
first-return map x0 �→ φτ (x0). By the proof of Lemma 2
all points of S0 = U0 ∩ S 	= ∅ also reach S, where U0 is
some sufficiently small neighborhood of x0. Then we de-
fine P : S0 → S, such that for all x ∈ S0, P (x) := φτ (x).
The Poincaré map thus defines a discrete dynamical system
xk+1 = P (xk).

The importance of Poincaré maps is that they allow one
to determine the stability of periodic obits. In particular, if

φt(x0) is a closed orbit then φτ (x0) = x0 and the Poincaré
map has a fixed point x0 = P (x0). The stability of the
periodic orbit is equivalent to the stability of the discrete
time dynamical system xk+1 = P (xk) at the fixed point
x0. This, in turn, is equivalent to the stability of the lin-
earization of this nonlinear discrete time dynamical system:
xk+1 = DP (x0)xk which can be determined by simply con-
sidering the eigenvalues of DP (x0). In particular, if we com-
pute DP (x0) in natural coordinates in R

n then one eigen-
value of the linearization will be trivial with value 1 corre-
sponding to perturbations out of the section in the direction
of the vector field at x0; this can be seen by (C3) in Propo-
sition 1 since for closed orbits f(x0) is an eigenvector of
the fundamental solution matrix. The other eigenvalues are
nontrivial and determine stability; if they all have magni-
tude less than 1 the discrete time system is stable, so the
nonlinear system is stable so the periodic orbit is stable. The
additional advantage of considering the Poincaré map and
its linearization is that it is easy and numerically robust to
compute its eigenvalues.

Poincaré maps for hybrid systems. We now define
Poincaré maps for hybrid systems by considering the first-
return map of a hybrid periodic orbit. The following is not
a novel definition of Poincaré maps and may be compared
with similar definitions found in [27].

Definition 5. Let O be a hybrid periodic orbit of H with
initial condition ρ(0) = q and x0 = c0(t0) ∈ V q ⊂ Sq , where
V q is the neighborhood in Sq containing x0 as defined in
(HA1) and (HA2). The hybrid Poincaré map Pq : V q →
Sq is the partial function:

Pq(x) = φρ(k)
τ ◦Reρ(k−1)

◦ · · · ◦ φρ(i+1)
τ ◦ Reρ(i)◦

· · · ◦ φρ(1)
τ ◦ Reρ(0) (x), (5)

where, of course, ρ(k) = ρ(0) = q.

Remark 3. Note that Pq is a partial function because there
is no guarantee that the neighborhoods V q

0 on each domain
line up with the image of the reset map from the previous
domain, i.e., it is not yet guaranteed that Re(V

sor(e)) ⊂
V

tar(e)
0 . Of course, one can ensure that this property holds

by decreasing the size of U
sor(e)
0 as needed, thus making Pq

a function rather than a partial function. As we will see, the
fact that the Poincaré map is a partial function will restrict
our ability to determine its exact rank.

Remark 4. Of course, we may consider other Poincaré
maps defined from arbitrary sections in Dq. It is easy to
see that the linearization of any two Poincaré maps defined
from arbitrary sections in the same domain Dq will share
the same eigenvalues, and thus the same stability proper-
ties. This is a consequence of Corollary 1, which asserts
that the flow φt defines a diffeomorphism between any two
sections in a given domain. Denote the derivative of this
diffeomorphism by Q. If Pq and P ′

q are the Poincaré maps
defined from two sections in Dq then DP ′

q = QDPqQ
−1,

implying that the linearizations have the same eigenvalues.
This basic result will hold for any hybrid system H, as

long as the Poincaré maps are defined from sections in the
same domain.
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Stability of hybrid periodic orbits. Since Pq defines a
map Pq : V q → Sq one obtains a discrete dynamical sys-
tem associated to O given by xk1 = Pq(xk). It is important
to establish, as with smooth dynamical systems, that the
stability of this discrete time system directly relates to the
stability of the periodic orbit O; note that the definition of
the stability of a hybrid periodic orbit is completely anal-
ogous to the definitions for smooth systems [13] and has
been provided for single-domain hybrid systems in [9] and
[2]. The relationship between the stability of a hybrid peri-
odic orbit and the stability of the hybrid Poincaré map has
been considered in the case when the hybrid system H only
has one domain, i.e., Q = {q} has already been considered
in [19]. In particular, there is the following result:

Theorem 2 (Morris & Grizzle, 2005). Let H be a
single-domain hybrid system, i.e., Q = {q}. Then x∗ =
Pq(x

∗) is an exponentially stable fixed point of the Poincaré
map Pq : V q → Sq if and only if O is exponentially stable.

Although this theorem is proven for single-domain hybrid
systems, the proof relies on arguments that are not specific
to single-domain hybrid systems. In particular, following
from the proof of this theorem in [19], if the hybrid periodic
orbit O is exponentially stable then necessity is proven by
showing that the distance from any point on Sq

0 near x∗ to
O shrinks exponentially with each iteration of the Poincaré
map—this can be similarly shown for the hybrid Poincaré
map defined for multi-domain systems since it is simply a
local argument on the section Sq

0 . Conversely, if the fixed
point x∗ is exponentially stable, then sufficiency follows from
using the fact that the vector field on the domain is locally
Lipschitz to find an appropriate bound on the distance be-
tween O and a neighborhood of x∗ in Sq

0—for multiple do-
mains, one would simply consider the bound obtained from
the Lipschitz constants on each domain to again obtain a
bound on the distance between O and a neighborhood of
x∗ in Sq

0 . Therefore, Theorem 2 and its proof can be easily
extended to multi-domain hybrid systems.

Poincaré maps of single-domain hybrid systems. Us-
ing Theorem 2, we can establish the stability of a hybrid pe-
riodic orbit by considering the eigenvalues of the lineariza-
tion of the Poincaré map, DPq(x0). Our main result ad-
dresses the question: what are the trivial eigenvalues of
the hybrid Poincaré map associated with this orbit and how
many of them are there? We will show that in the case of
hybrid systems there is at least one trivial eigenvalue equal
to 0, rather than exactly one trivial eigenvalue equal to 1 as
in the case of smooth systems.

We begin by considering the case of a hybrid system H
with one domain; these are often referred to as simple hybrid
systems and have been well-studied in the context of hybrid
mechanical systems [22].

Theorem 3. Let H be a single-domain hybrid system,
i.e., Q = {q} and E = {e = (q, q)}. If Re(Ge) is trans-
verse to fq then

rank(DPq(x
∗)) = rank(Re) ≤ dim(Dq)− 1

with x∗ a fixed point of the hybrid Poincaré map Pq.

Proof. Let the hybrid periodic orbit O have initial con-
dition x∗ ∈ V q . Since H is a single-domain hybrid system,

Pq = φq
τ ◦ Re with Pq : V q → Ge, and Pq(x

∗) = x∗. We
know Ge is a section from assumption (A2), so it follows
that rank(Re) = dim(Re(Ge)) ≤ dim(Dq) − 1. If Re(Ge) is
transverse to fq then we may assume that Sq

0 is chosen so
that Re(Ge) ⊂ Sq

0 . Therefore, we can view Re as a well-
defined function Re : V q → Re(Ge) ∩ V q

0 .
Now let φq

τ |Ge : Re(Ge)∩ V q
0 → V q denote the restriction

of the diffeomorphism φq
τ : V q

0 → V q. We can write the
Poincaré map as

Pq = φq
τ ◦Re = φq

τ |Ge ◦ Re.

We are interested in the rank of

DPq(x
∗) = Dφq

τ |Ge(Re(x
∗))DRe(x

∗).

Since rank(DRe(x
∗)) = rank(Re) ≤ dim(Dq)−1 andDRe(x

∗)
is surjective (since Re maps to a subset of Re(Ge) and has
constant rank by (A3)), it follows that1

rank(DPq(x
∗)) = rank

(
Dφq

τ |Ge(Re(x
∗))
)
.

Now let ι : Re(Ge) ∩ V q
0 → V q

0 be the inclusion which
implies that rank(ι) = dim(Re(Ge)) = rank(Re). Since φ

q
τ :

V q
0 → V q is a diffeomorphism and φq

τ |Ge = φq
τ ◦ ι,

rank(φq
τ |Ge) = rank(φq

τ ◦ ι) = rank(ι),

establishing the desired result.

If we assume thatRe is also an embedding then rank(Re) =
dim(Ge) = dim(Dq)− 1 and so

rank(DPq(x
∗)) = dim(Dq)− 1.

That is, the linearization of the hybrid Poincaré map has
exactly one trivial eigenvalue with value 0. It will be shown
through a counterexample in Section 5.1 that a similar equal-
ity is not guaranteed for multi-domain hybrid systems.

Multi-domain hybrid systems. The goal now is to better
understand the rank of the hybrid Poincaré map for multi-
domain hybrid systems. We will show that the trivial eigen-
values of the linearization of the hybrid Poincaré map are
0, as in the single-domain case. However, unlike the single-
domain case, it is only possible, in general, to establish upper
and lower bounds on the number of trivial eigenvalues.

We begin by isolating the terms in the Poincaré map and
its derivative that appear due to each edge in the directed
cycle.

Definition 6. Let e = (q, q′) ∈ E. The edge map Pe :

V q → V q′ is given by:

Pe := φq′
τ ◦ Re,

with V q and V q′ given as in (HA2). It follows that if q =
ρ(0) then the hybrid Poincaré map is given by

Pq = Peρ(k−1)
◦ · · · ◦ Peρ(1) ◦ Peρ(0)

We can establish both upper and lower bounds for Pe.
First, it is necessary to note a basic fact from linear algebra.

1For an m×n matrix A and an n×p matrix B, rank(AB) =
rank(A) if B has rank n, or if B is surjective.
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If Ai, i = 1, . . . , k are ni−1 × ni matrices then

rank

(
k∏

i=1

Ai

)
≤ min

i∈{1,...,k}
{rank(Ai)} (6)

rank

(
k∏

i=1

Ai

)
≥

k∑
i=1

rank(Ai)−
k∑

i=1

ni (7)

Using this, we establish the following bounds on the rank of
the edge map.

Lemma 3. If dim(Dq) ≤ dim(Dq′) and Re(Ge) is trans-
verse to the flow fq′ then

rank(Pe) = rank(Re),

and if dim(Dq) > dim(Dq′) then

rank(Pe) ≥ rank(Re)− 1

Proof. Let dim(Dq) ≤ dim(Dq′) and Re(Ge) be trans-
verse to the flow fq′ . Then as in the proof of Theorem 3,
because Ge is a section and Re(Ge) is transverse to fq′ , we

may assume that Sq′
0 is chosen so that Re(Ge) ⊂ Sq′

0 . We

can therefore view Re as a function Re : V q → Re(Ge)∩V q′
0

and let φq′
τ |Ge : Re(Ge)∩V q′

0 → V q′ be the restriction of the

diffeomorphism φq′
τ : V q′

0 → V q′ . Writing Pe = φq′
τ |Ge ◦ Re

allows one to show that

rank(Pe) = rank(Re),

again by the same reasoning in the proof of Theorem 3, i.e.,

because Dφq′
τ |Ge has full column rank equal to rank(Re).

Now let dim(Dq) > dim(Dq′). In this case, for x ∈ V q ,

Dφq′
τ (Re(x)) and DRe(x) can be expressed in coordinates as

dim(Dq′) − 1× dim(Dq′) and dim(Dq′)× dim(Dq) − 1 ma-

trices. Moreover, since rank(φq′
τ ) = dim(Dq′) − 1 it follows

from (7) that

rank(Pe) ≥ rank(Re)+rank(φq′
τ )−dim(Dq′) = rank(Re)−1

as desired.

Remark 5. Lemma 3 states that we cannot determine the
exact rank of an edge map if the dimension of the target do-
main is strictly less than the dimension of the source domain.
Since we cannot determine the exact rank of all such edge
maps, we cannot determine the exact rank of the Poincaré
map.

Before stating the main theorem for multi-domain hybrid
systems, we first note that in order to obtain a tighter lower
bound on the rank of Pq we need to keep track of the number
of edges which have target domains that are smaller in di-
mension than their source domains, as this negatively affects
the bound on Pq , as a consequence of Lemma 3.

Definition 7. Let m be the number of decreasing edges
for which Re maps from a higher dimensional domain to a
lower dimensional domain. Then m is given by

m =
∣∣{e ∈ E : dim(Dsor(e)) > dim(Dtar(e))}

∣∣
Theorem 4. Let H be a hybrid system satisfying assump-

tions (A1)-(A3) with x∗ a fixed point of the hybrid Poincaré
map Pq. For any q ∈ Q,

rank(DPq(x
∗)) ≤ min

e∈E
{rank(Re)} ≤ min

q∈Q
{dim(Dq)− 1}.

If for every e ∈ E such that dim(Dsor(e)) ≤ dim(Dtar(e)),

Ge(Re) is transverse to the flow f tar(e), then

rank(DPq(x
∗)) ≥

∑
e∈E

rank(Re)−m−
∑

q′∈Q−{q}
(dim(Dq′)− 1)

where m is the number of decreasing edges.

Proof. The first inequality is a result of applying (6)
together with the fact that the graph is cyclic. In particular,
by the definition of the edge map (Definition 6)

rank(Pq) = rank(Peρ(k−1)
◦ · · · ◦ Peρ(1) ◦ Peρ(0) ) (8)

≤ min
e∈E

{rank(Pe)}.

Now, since Pe = φ
tar(e)
τ ◦Re and rank(φ

tar(e)
τ ) = dim(Dtar(e))−

1 by Theorem 1,

rank(Pe) ≤ min{rank(Re),dim(Dtar(e))− 1}.
Therefore,

rank(DPq(x
∗)) ≤ min

{
min
e∈E

{rank(Re)},min
q∈Q

{dim(Dq)− 1}
}

Finally, since rank(Re) ≤ dim(Dsor(e)) − 1 and because the
graph is a cycle,

min
e∈E

{rank(Re)} ≤ min
q∈Q

{dim(Dq)− 1}

which yields the upper bound on rank(DPq(x
∗)).

The second equality follows by applying (7) coupled with

Lemma 3. Note that for each map Pe : V sor(e) → V tar(e),
the derivative DPe(x) can be expressed in coordinates as a
dim(Dsor(e)) − 1 × dim(Dtar(e)) matrix. By (8) and (7) we

have2

rank(Pq) ≥
∑
e∈E

rank(Pe)−
∑

q′∈Q−{q}
(dim(Dq′)− 1) .

Now by Lemma 3 and with m the number of decreasing
edges as in Definition 7, it is easy to see that the desired
lower bound on rank(Pq) is obtained.

We may use the above Theorem to guarantee that a given
Poincaré map will have at least a certain number of trivial
eigenvalues equal to 0. However, guaranteeing the exact
number is not possible in general. That is, unlike single-
domain hybrid systems or even smooth dynamical systems,
there are hybrid systems such that

rank(DPq(x
∗)) < min

e∈E
{rank(Re)}.

The first example of the following section serves as an exam-
ple of this strict inequality, and provides a counter-example
to the assertion that the rank of the Poincaré map can be
exactly determined for hybrid systems.

5. APPLICATIONS
In this section we apply the conclusions of the preceding

sections on two separate applications. The first application
is a simple example of a hybrid system whose Poincaré maps
have rank strictly less than the upper bound in Theorem 4.
In the second example we determine that the Poincaré maps

2Note that dim(Dq)−1 is not subtracted from the sum of the
ranks since it corresponds to n0 and nk using the notation
of the dimensions of the matrices given in (7).
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Figure 1: Limit cycle of the two-domain system in
Section 5.1. All grey trajectories in D1 (shown solid)
and D2 (dash-dotted) converge to the stable periodic
orbit (black) after one traversal of the cycle.

associated with a nontrivial model of a planar bipedal robot
with knees have rank equal to the upper bound established
in the main theorem, and it is shown that the periodic orbit
is stable.

5.1 Zero-rank Poincaré maps
In this first application we emphasize two ideas. First, the

following two-domain hybrid system is an example of a sys-
tem that can have hybrid Poincaré maps with rank strictly
less than the upper bound derived in Theorem 4. Secondly,
computations will show that the rank of both Poincaré maps
is equal to 0. This means that the hybrid limit cycle is not
sensitive to perturbations away from it; such systems are
sometimes called superstable, or are said to display instan-
taneous convergence to a limit cycle.

We define the first domain, D1, of this two-domain hybrid
system to be the upper-right quadrant of R

2. The vector
field in this domain is

f1(x, y) =
(−y + x(1− x2 − y2), x+ y(1− x2 − y2)

)T
.

The flow resets to the next domain when it reaches the pos-
itive y-axis, which we define to be the guard Ge1 . The reset
map Re1 projects the y-axis into R

3 such that

Re1(0, y) = (0, y, 0)T

clearly has rank 1.
The flow in the second domain, D2, is the linear system

f2(x, y, z)
T = (−x,−z, y)T ,

and is permitted to flow from the y-axis in R
3 until it reaches

the xz-plane, which defines Ge2 . All points on the xz-plane
are mapped back to the first domain by the reset map

Re2(x, 0, z) = (x+ 1, 0)T ,

which also has rank 1.
Considering Theorem 4 and Lemma 3 together yields

0 ≤ rank(P1) ≤ 1, 0 ≤ rank(P2) ≤ 1,

where P1 is the Poincaré map defined from Ge1 and P2 like-
wise from Ge2 . We find that rank(P1) = rank(P2) = 0,
through numeric computation. Therefore, equality with the
upper bound of Theorem 4 is not obtained. In addition, we
may interpret this to mean that all trajectories emanating
from Ge1 or Ge2 will converge to the limit cycle after at
most one iteration — see Figure 1.

5.2 Planar kneed bipedal robot
The application of interest to this work is a controlled

planar biped with locking knees walking on flat ground, as
studied in [1]. It may be considered the augmentation of the
planar compass biped described in [8, 26] with an additional
domain where the stance leg is locked and the non-stance
leg is unlocked at the knee.

Planar biped model. The planar biped is a two-domain
hybrid system on a cycle

H = (Γ, D,G,R, FG)

with graph structure Γ =
{
Q = {u, l}, E = {eu = (u, l), el =

(l, u)}} and domains D = {Du, Dl}. In the so-called un-
locked domain Du, the non-stance calf pivots about the
knee and we model the biped as a 3-link planar mecha-
nism. The dynamics evolve on the tangent bundle to the
configuration space Θu := T

3, which we give coordinates
θu = (θs, θns, θk)

T with the stance leg angle denoted by θs,
non-stance thigh angle by θns, and non-stance calf angle
by θk. Each angle is measured from the vertical. Since
the non-stance thigh and calf are locked together in the
locked domain Dl the dynamics evolve on the tangent bun-
dle to the configuration space Θl := T

2 with coordinates
θl = (θs, θns)

T . We transition from Du to Dl when the knee
locks, and from Dl to Du when the foot strikes the ground.

Each domain and guard is defined using unilateral con-
straint functions hi : Di → R, for i ∈ Q. In the locked
domain the end of the non-stance foot is aboveground when
the function hl : Dl → R

hl(θl) = l (cos(θs)− cos(θns))

is positive, and strikes the ground when hl is equal to 0. The
unlocked domain is subject to the constraint hu : Du → R

such that

hu(θu) = θk − θns

is positive when the knee is bent and equal to 0 at kneestrike,
when it locks. The constraint functions define our domains
such that

Di =

{(
θi
θ̇i

)
∈ TQi | hi(θi) > 0

}
,

for i ∈ Q. They also define transitions to the next domain
in the cycle such that

Gei =

{(
θi
θ̇i

)
∈ TQi | hi(θi) = 0 and ḣi(θi) < 0

}
.

Geu is the set of states where the leg is locking and Gel is
the set of states where the swing foot is striking the ground.
Note that each Gei is a codimension-1 submanifold transver-

sal to the vector field fi, since ḣi = Lfihi < 0, for each
i ∈ Q.

The reset maps R = {Reu , Rel} model transitions from
one domain to the next. We make the standard assumption
that all impacts are perfectly plastic; detailed discussions of
and formulas for the impact map may be found in [9, 3, 1]
and so will not be repeated due to space constraints.

We derive the equations of motion on each configura-
tion space using the Euler-Lagrange equations. This en-
tails finding the Lagrangian on each domain, a functional
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Figure 2: Biped dimensions, point-mass locations
and measuring conventions.

Li : Di → R, such that for i ∈ Q,

Li =
1

2
θ̇Ti Mi(θi) θ̇i − Vi(θi)

where xT
i = (θi, θ̇i)

T . Then the Euler-Lagrange equations
take the standard form [20]

Bivi =
d

dt

(
∂Li

∂θ̇i

)
− ∂Li

∂θi

=Mi(θi)θ̈i +Ci(θi, θ̇i)θ̇i +Ni(θi)

where if dim(Qi) = n, the Coriolis matrix Ci is a n × n
matrix, the gravitational torque vector Ni is n×1, and Bivi
is an appropriate control input. Since we want the biped to
walk on flat ground we will use controlled symmetries [26,
1] as our control law on each domain.

The above defines fi(xi), for every i ∈ Q as follows:

ẋi = fi(xi) =

(
θ̇i

M−1
i (θi)

(
Bi vi −Ni(θi)− Ci(θi, θ̇i)θ̇i

))

Simulation results. A periodic orbit O for the planar
kneed bipedH was found through exhaustive numeric search3

after selecting a reasonable set of mass and length parame-
ters for the biped:

M = mt = 5 kg, mc = 0.5 kg

L = 1 m, rc = 0.375 m, rt = 0.175 m

By choosing an initial condition for this hybrid periodic orbit
on the guard Geu of the unlocked domain Dρ(0) = Du we
ensure that our first continuous trajectory is a single point.
That is,

c0(t0) = c0(t1) = (0.021462, −0.26990, −0.26990,

0.82882, −0.45645, −11.454)T

The initial condition in the locked domain after the instan-
taneous transition due to kneestrike is given byReu(c0(t1)) =
c1(t1). The biped flows on Dρ(1) = Dl until footstrike,
when the flow reaches the guard Gel . Theorem 1 predicts
that the flow from initial condition to the guard on this
domain should have rank 3, i.e. the total derivative Dφl

τ

given by equation (4) should have rank 3. The eigenvalues

3An approach to finding periodic orbits of smooth systems,
and to computing the space derivative Φi

τ in equation (3) is
described in [23].
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Figure 3: Biped phase portrait. In Dl the non-stance
calf angle θk (shown dashed) is equal to the non-
stance angle θns (dashed-dotted).

of Dφl
τ (c1(t1)) = Φl

τ (c1(t1)) + fl(c1(t2))Dτ (c1(t1)) are

σ
(
Dφl

τ (c1(t1))
)
=

⎛
⎜⎜⎝

1.2765
−0.23479

8.8037 × 10−17

0.41277

⎞
⎟⎟⎠ .

Note that one eigenvalue is close to machine precision, mean-
ing that it is virtually equal to 0. This allows us to conclude
that the numeric results agree with Theorem 1.

At footstrike we transition back to the unlocked domain
Dρ(2) = Du, with initial condition given by Rel (c1(t2)) =
c2(t2). A similar computation confirms that Dφu

τ (c2(t2))
has rank 5, as expected.

Since we have already computed the total derivative on
each domain, it is straightforward to compute the eigenval-
ues of the linearization of the Poincaré maps. The first-
return map of c0(t0) is given by

Pu(c0(t0)) = φu
τ ◦ Rel ◦ φl

τ ◦Reu(c0(t0))

The eigenvalues of the linearization of the Poincaré map
from the guard in this domain are given by

σ
(
DPu(c0(t0))

)
=

⎛
⎜⎜⎜⎝
0.58775 ± 0.50861i
−6.1057 × 10−16

0.16871
1.1819 × 10−16

−6.5121 × 10−18

⎞
⎟⎟⎟⎠

The 3 eigenvalues close to machine precision are trivial eigen-
values, so rank(Pu) = 3. The remaining nontrivial eigenval-
ues all have magnitude less than 1, so Pu is also stable.

Similarly, the first-return map of an initial condition in
Gel is given by

Pl(c0(t0)) = φl
τ ◦Reu ◦ φu

τ ◦Rel (c0(t0)).

The eigenvalues of its linearization are

σ
(
DPl(c0(t0))

)
=

⎛
⎝0.58836 ± 0.50742i

0.16930
−1.1201 × 10−15

⎞
⎠

where c0(t0) = (0.23720, −0.23720, 1.5163, 1.6023)T . One
eigenvalue close to machine precision is trivial, implying that
rank(Pl) = 3. The remaining eigenvalues are within the unit
circle, implying that Pl is stable.

Since rank(Pu) = rank(Pl) = 3, equality with the upper
bound derived on the rank in Theorem 4 is achieved for this
particular system and the stability of each Poincaré map is
determined by exactly 3 eigenvalues.
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6. CONCLUSIONS AND FUTURE WORK
We have shown that the properties of Poincaré maps of hy-

brid systems are fundamentally different from the properties
of Poincaré maps for smooth systems. The trivial eigenval-
ues of the linearization of a hybrid Poincaré map are equal
to 0, and the number of trivial eigenvalues is bounded above
by dimensionality differences between the discrete domains
of the hybrid system and the minimum rank of the reset
maps. We have illustrated these conclusions on a nontrivial
hybrid system — a planar kneed biped — and on a simple
two-domain hybrid system with rank strictly less than the
derived upper bound, thereby showing that equality with
the upper bound cannot be obtained for general hybrid sys-
tems, i.e. only upper and lower bounds on the rank can be
given.

Future work will be directed towards deriving conditions
that will allow us to determine the rank of the Poincaré map
exactly, or at least obtain tighter upper and lower bounds on
the rank. It is also important to understand how Poincaré
maps defined on different sections in different domains relate
to each other.
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ABSTRACT
This article investigates the vulnerabilities of Supervisory
Control and Data Acquisition (SCADA) systems which mon-
itor and control the modern day irrigation canal systems.
This type of monitoring and control infrastructure is also
common for many other water distribution systems. We
present a linearized shallow water partial differential equa-
tion (PDE) system that can model water flow in a network of
canal pools which are equipped with lateral offtakes for wa-
ter withdrawal and are connected by automated gates. The
knowledge of the system dynamics enables us to develop a
deception attack scheme based on switching the PDE pa-
rameters and proportional (P) boundary control actions, to
withdraw water from the pools through offtakes. We briefly
discuss the limits on detectability of such attacks. We use
a known formulation based on low frequency approximation
of the PDE model and an associated proportional integral
(PI) controller, to create a stealthy deception scheme ca-
pable of compromising the performance of the closed-loop
system. We test the proposed attack scheme in simulation,
using a shallow water solver; and show that the attack is in-
deed realizable in practice by implementing it on a physical
canal in Southern France: the Gignac canal. A successful
field experiment shows that the attack scheme enables us
to steal water stealthily from the canal until the end of the
attack.

Categories and Subject Descriptors
K.6.5 [Management of Computing and Information
Systems]: Security and Protection—physical security, unau-
thorized access; J.2 [Physical Sciences and Engineer-
ing]: Earth and atmospheric sciences

General Terms
Security
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1. INTRODUCTION
Numerous parts of the world are now using automation

methods for management of their water distribution sys-
tems. For example, modern day irrigation systems are mon-
itored and controlled by Supervisory Control and Data Ac-
quisition (SCADA) systems. SCADA systems enable the
management agencies to remotely monitor water levels and
velocities at desired locations as well as control the water
flow through automated hydraulic structures. Based on the
information gathered by level and velocity sensors, the con-
trol actions are generated by the SCADA system. Operators
can also respond to faults by taking the necessary mainte-
nance actions. The architecture of SCADA systems for ir-
rigation canal networks is similar to that of many physical
infrastructure systems such as waste-water treatment plants,
oil and gas distribution, and process control systems.

SCADA systems are often commercially sold and deployed
by information technology (IT) companies which use com-
modity solutions such as off-the-shelf operating systems, em-
bedded devices and networking technology. Increasingly,
these systems are being made accessible to remote users
via corporate networks and the Internet. Even if these sys-
tems were designed to be closed, connectivity through un-
controlled connections can occur (e.g., via mobile devices).
Wireless sensor and actuator networks are now allowing the
managing agencies to monitor a larger number of events and
operations. Thus, it can be concluded that SCADA systems
inherit many of known IT vulnerabilities and threats. Many
of these vulnerabilities now form a part of public-domain
knowledge. Indeed, with the increasing complexity of moni-
toring and control systems, cyber-attacks are now becoming
an attractive choice for the attacker; they are cheaper, less
risky for the attacker, and are easier to execute.

1.1 The Gignac SCADA system
The Gignac irrigation canal network is located in South

France and irrigates about 2800 hectares of agricultural land.
The canal network can be used as an experimental testbed
for research in hydrodynamic modeling and automatic con-
trol for canal network management. The canal network is
equipped with level and velocity sensors at different sites to
collect measurement data, and motorized gates with local
slave controllers to control the flow of water. The canal is
monitored and controlled by the SCADA system which com-
prises of a centralized base station communicating with the
field devices through radio and telephone communication [1].
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The functionalities of the Gignac SCADA system include:
1) monitoring of the hydraulic state of the canal as well as
providing alarm status indicating malfunctioning resulting
from faults, 2) changing parameters of local slave controllers
that are programmed in the remote terminal units (RTUs),
3) Activating local slave controllers, sending manual gate
movements, 4) Modifying operational objectives in terms of
discharges or water levels. The full set of functionalities is
available to the canal manager who can authorize one or
more functionalities to other users. In order to develop and
implement automatic control methods ranging from simple
proportional (P) and proportional integral (PI) controllers
to more advanced controllers on the canal, the canal man-
agement team has developed a software interface between
the SCADA system and the SIC software [14]. SIC is a hy-
drodynamic simulation software that can test the controllers
in simulation before implementing them on the real canal.

Recently, several attacks have been reported on the Gignac
canal. For example, the solar panels that power radio com-
munication systems used for data transmission from sensors
to the base station were stolen. This resulted in loss of crit-
ical control functionalities. In a second attack, miscreants
damaged the monitoring bridge on which a local gate con-
troller was supported. This resulted in malfunctioning of
gate controller. Finally, farmers who use the canal water for
irrigation have made repeated attempts to steal water from
the canal by tampering water offtakes and installing addi-
tional pumps to withdraw water. This threat remains a chal-
lenge for the management agency. Although these attacks
were primarily physical, they directly affected the function-
ing of the SCADA system. In addition, several cyber-attacks
on other water SCADA systems have been reported, for e.g.,
the Tehama colusa canal incident, Maroochy water breach
incident, and Harrisburg water filtering plant incident.

1.2 Stealthy deception attacks
An adversary’s motivation to attack a water SCADA sys-

tem may be financial, malicious or even anti-social. An ad-
versarial user wanting financial gains may want to steal the
water without having to pay the charge for its use. Also,
the adversary may steal the field devices and the communi-
cation system equipment to sell them for profit. An insider
who is disgruntled with the water SCADA managing agency
or a user who wants to gain advantage over other users are
examples of adversaries with malicious intent. Finally, the
adversary may be a miscreant who is just interested in caus-
ing any harm to the water distribution system.

In this article, we will consider deception attacks on sen-
sors and controllers. During a deception attack, the ad-
versary sends false information from (one or more) sensors
or controllers. The false information can include: an incor-
rect measurement, the incorrect time when the measurement
was observed, or the incorrect sender id. The adversary can
launch these attacks by obtaining the secret keys used by
the devices, or by compromising some sensors or controllers.

1.3 Focus of the article
During the past decade, several automatic control meth-

ods were developed and implemented into SCADA systems
for regulatory control of canal networks [13]. These SCADA
systems use sensor measurements to compute control ac-
tions based on a given hydrodynamic model and set-points
provided by the canal supervisor (who decides the supervi-

sory control actions). The hydrodynamic models range from
simple algebraic equations to more complex one-dimensional
shallow water equations. Canal control methods range from
frequency-domain based (robust) PI controllers to more so-
phisticated methods such as H∞, ℓ1, linear quadratic regu-
lator (LQG), and model predictive control (MPC).

Despite significant developments in the automatic control
methods for canal systems with desired performance guar-
antees and robustness margins, we have at best little un-
derstanding of the resilience or defenses of SCADA systems
under malicious attacks [11]. The methods for detection
and diagnosis of random component failures are often not
sufficient to deal with actions of an active adversary. Unfor-
tunately, management agencies often assume that insiders
are trustworthy, and only worry about outsider attacks.

In contrast, IT security solutions traditionally deal with
prevention mechanisms such as authentication, access con-
trol, software security; detection mechanisms such as intru-
sion detection and malware filtering as well as resilient ar-
chitectures such as separation of duty [9]. However, the
computer security community has not analyzed adversarial
actions that can compromise sensor and control data to af-
fect the intended goal of automatic control methods.

In view of the aforementioned discussion, the aim of the
present article is to characterize the effect of adversarial ac-
tions on the sensor and control data on the performance of
the canal system. In particular, we aim to

a) Investigate the stealthy deception attacks on sensor and
control data that can disrupt the intended purpose of
commonly used P and PI controllers by increasing wa-
ter loss and decreasing operational efficiency.

b) Characterize the difficulty in the detection of attacks
due to slow and distributed nature of the system.

c) Illustrate the effect of deception attacks on SCADA
performance by conducting a field operational test on
a physical canal controlled by PI controllers.

This article is organized as follows: Section 2 discusses
PDE models for a cascade of canal pools that is typical for
a canal network. The adversary’s actions are modeled by
switching hyperbolic systems and an analysis on stability
and performance of resulting a proportional control scheme
is presented in Section 3. Section 4 discusses PI control de-
sign for a low frequency approximation of the PDE model
and forms the basis of our experiments. Results from decep-
tion attacks conducted in simulation and in field operational
experiment are presented in Section 5. Finally, we discuss
the salient point of our analysis in Section 6.

2. SCADA REGULATORY CONTROL

2.1 Model of cascade canal system
We consider an irrigation canal system represented as a

cascade of m individual canal pools as shown in Figure 1.
Each canal pool is represented by a portion of canal in be-
tween two automated sluice gates. We will assume that each
pool is prismatic, with a rectangular cross-section of con-
stant width T in (m), length X in (m) and bed slope Sb in
(m/m). For pool i, we denote Ui−1(t) and Ui(t) the opening
of the upstream and downstream sluice gates in (m) respec-
tively at time t.
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Figure 1: (a) Cascade of canals operated by under-
flow sluice gates. (b) Characteristic variables for
each reach.

2.1.1 Networked Shallow Water Equations
The unsteady flow dynamics of each canal pool are classi-

cally modeled with the one-dimensional shallow water equa-
tions (SWE) [3]. The SWE are nonlinear hyperbolic par-
tial differential equations describing evolution of the aver-
age cross-sectional velocity Vi(x, t) in (m/s) and the wa-
ter depth Yi(x, t) in (m) as a function of space variable
x ∈ (0, X) and time variable t ∈ R+. The SWE for pool i is
stated as

∂

∂t

(
Yi

Vi

)
+ F (Yi, Vi)

∂

∂x

(
Yi

Vi

)
= H(Yi, Vi, Pi) (1)

for (x, t) ∈ (0, X) × R+ with

F (Yi, Vi) =

(
Vi Yi

g Vi

)
, H(Yi, Vi, Pi) =

(
−Pi/T

g(Sb − Sfi)

)

where g is the gravitational acceleration (m/s2), Pi(x, t) is
the distributed lateral outflow per unit length of pool i in
(m2/s) (Pi(x, t) < 0 for inflow at (x, t)), and Sfi the friction
slope for pool i in (m/m). The friction slope is given by

Sfi =
V 2

i η2(T + 2Yi)
4
3

(TYi)
4
3

,

where η is the Manning’s roughness coefficient (sm−1/3). We
will henceforth assume that flow in the canal pools is sub-
critical, that is, V 2

i < gYi. For notational convenience, we
will denote F (Yi, Vi) as Fi and H(Yi, Vi, Pi) as Hi.

We have measurements of water levels Y at the upstream
and downstream of each canal pool, i.e. Yi(0, t) and Yi(X, t).
The control actions are imposed by actuators that can change
the gate openings Ui−1(t) and Ui(t). The discharge relation-
ships for the upstream and downstream sluice gates are given
by

V1(0, t)Y1(0, t) = U0(t)
√

Yup − Y1(0, t), (2)

Vm(X, t)Ym(X, t) = Um(t)
√

Ym(X, t) − Ydo, (3)

where the water levels Yup and Ydo are assumed to be con-
stant. For the intermediate gates i = 1, . . . , m − 1,

Vi(X, t)Yi(X, t) = Ui(t)
√

Yi(X, t) − Yi+1(0, t), (4)

Vi(X, t)Yi(X, t) = Vi+1(0, t)Yi+1(0, t), (5)

where the second equation results from flow conservation
at each gate. Equations (2)–(5) specify the 2m boundary
conditions for (1). The flow in (m3/s) at any cross-section is
defined as Qi = T ·Yi ·Vi; thus, equations (2)–(5) imply that
we can impose flows Qi(0, t) and Qi(X, t) at the upstream

and downstream of each pool i. The initial conditions are
given by

Yi(x, 0) = Y0,i(x) and Vi(x, 0) = V0,i(x). (6)

2.1.2 Riemann Coordinates
System (1) is strictly hyperbolic if the matrix Fi has real

and distinct eigenvalues given by λ±,i = Vi ±
√

gYi. These
eigenvalues are called characteristic velocities and for sub-
critical flow, they satisfy λ−,i < 0 < λ+,i. We now diago-
nalize the system (1) in the Riemann coordinates. Consider
the following change of coordinates

ξi =

(
ξ−,i

ξ+,i

)
:=

(
Vi − 2

√
gYi

Vi + 2
√

gYi

)
(7)

whose Jacobian matrix

Di =


 −

√
g
Yi

1

+
√

g
Yi

1




diagonalizes the matrix Fi in (1) such that

DiFiD
−1
i = Λi where Λi =

(
λ−,i 0
0 λ+,i

)
. (8)

When necessary, we will use the notation Φi = 2
√

gYi. Thus,
we can write ξi = (Vi − Φi, Vi + Φi)

⊤. The change of coor-
dinates can be inverted as(

Yi

Vi

)
=

(
(ξ+,i−ξ−,i)

2

16g
ξ−,i+ξ+,i

2

)
. (9)

Pre-multiplying equation (1) with D, noting (8), and using
the definition (7) we obtain

∂

∂t
ξi = Di

∂

∂t

(
Yi

Vi

)
,

∂

∂x
ξi = Di

∂

∂x

(
Yi

Vi

)

we obtain the SWE model in Riemann coordinates

∂

∂t
ξi + Λ(ξi)

∂

∂x
ξi = E(ξi, Pi), (10)

where

Λ(ξi) =

(
3ξ−,i+ξ+,i

4
0

0
ξ−,i+3ξ+,i

4

)
,

and

E(ξi, Pi) =
4gPi

T (ξ+,i − ξ−,i)

(
+1
−1

)
+ g(Sb − Sf (ξi))

(
1
1

)
.

Here Λ(ξi) and Sf (ξi) respectively denote Λi and Sfi ex-
pressed in ξi coordinates.

2.1.3 Linearized Shallow Water Equations
Under constant gate openings U0(t) = Ū0, U1(t) = Ū1,

. . . , Um(t) = Ūm and constant withdrawal rates P (t, x) =
P̄i(x), the SWE (1) achieves a steady state. The discharge,
water level, velocity, and friction slope of pool i correspond-
ing to steady state are denoted by Q̄i(x), Ȳi(x), V̄i(x) and
S̄fi(x). We will omit henceforth the dependence on x for
the sake of conciseness. The steady state solution (Ȳi, V̄i)
satisfies

∂

∂t

(
Ȳi

V̄i

)
= 0,

∂

∂x

(
Ȳi

V̄i

)
= F−1(Ȳi, V̄i)H(Ȳi, V̄i, P̄i),
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and can be easily obtained by solving the ODEs

dQ̄i

dx
= −P̄i

T
dȲi

dx
=

(
gȲi −

Q̄2
i

(T Ȳi)2

)−1 (
gT Ȳi(Sb − S̄fi) +

Q̄iP̄i

T Ȳi

)
,

and noting that V̄i = (T Ȳi)
−1Q̄i. The steady state solution

in the Riemann coordinates (ξ̄−,i, ξ̄+,i) can now be obtained

as ξ̄−,i = (V̄i − 2
√

gȲi) and ξ̄+,i = (V̄i + 2
√

gȲi). Indeed,
following (10), ξ̄i = (ξ̄−,i, ξ̄+,i)

⊤ satisfies

∂

∂t
ξ̄i = 0,

∂

∂x
ξ̄i = Λ(ξ̄i)

−1E(ξ̄i, P̄i).

We now linearize (10) around the steady state (ξ̄i, P̄i). For
a given term f(ξi, P ) of (10), we use the approximation of
Taylor’s expansion:

f(ξi, Pi) ≈ f(ξ̄i, P̄i)+

(
∂f

∂ξ−,i

)
ζ−,i+

(
∂f

∂ξ+,i

)
ζ+,i+

(
∂f

∂Pi

)
pi

where we define ζ−,i = (ξ−,i − ξ̄−,i), ζ+,i = (ξ+,i − ξ̄+,i)
and pi = (Pi − P̄i); and (̄·) indicates that all quantities are
evaluated at steady state conditions. Let ζi := (ζ−,i, ζ+,i)

⊤.
Using (7), we can express ζi in terms of physical variables

ζi =

(
Vi − V̄i − 2(

√
gYi −

√
gȲi)

Vi − V̄i + 2(
√

gYi −
√

gȲi)

)
=:

(
vi − ϕi

vi + ϕi

)
,

with vi = Vi − V̄i and ϕi = Φi − Φ̄i.
Referring to equation (32) in the Appendix A, the lin-

earized SWE around the steady state (ξ̄i, P̄i)

∂

∂t
ζi + Λ̄i(x)

∂

∂x
ζi + B̄i(x)ζi = C̄i(x)pi, (11)

where Λ̄i(x), B̄i(x), and C̄i(x) are used to denote Λ(ξ̄i),
B(ξ̄i, P̄i), and C(ξ̄i) respectively.

For each canal pool, we impose the boundary control ac-
tions of the form

ζ+,i(0, t) = −g0,iζ−,i(0, t), ζ−,i(X, t) = −gX,iζ+,i(X, t),
(12)

or equivalently

Vi(0, t) = V̄i(0) −

(
1 − g0,i

1 + g0,i

)
(Φi(0, t) − Φ̄i(0))

Vi(X, t) = V̄i(X) +

(
1 − gX,i

1 + gX,i

)
(Φi(X, t) − Φ̄i(X)),

(13)

where 0 < g0,i and 0 < gX,i.
The change in gate openings ui(t) := (Ui(t)−Ūi) can now

be expressed as feedback boundary control actions in terms
of the local gate openings using (13) and linearized gate
equations; see the system of equations (36) in Appendix B.
Note that the boundary control actions are of proportional
(P) type and are decentralized in nature, i.e. they are locally
computed using water level sensor measurements.

The initial data is specified as

ζ̄i(x) =

(
Vi(x, 0) − V̄i(x) − (Φi(x, 0) − Φ̄i(x))
Vi(x, 0) − V̄i(x) + (Φi(x, 0) − Φ̄i(x))

)
. (14)

By defining

ζ− = (ζ−,1, . . . , ζ−,m)⊤, ζ+ = (ζ+,1, . . . , ζ+,m)⊤,

Λ̄− = diag(λ̄−,1, . . . , λ̄−,m), Λ̄+ = diag(λ̄+,1, . . . , λ̄+,m),

ζ =

(
ζ−
ζ+

)
, Λ̄(x) =

(
Λ̄− 0
0 Λ̄+

)
,

we can assemble the individual equations (11) for all canal
pools to obtain the linearized SWE for the cascade of canals

∂

∂t
ζ + Λ̄(x)

∂

∂x
ζ + B̄(x)ζ = C̄(x)p, (15)

where p = (p1, . . . , pm)⊤, and the matrices B̄(x) and C̄(x)
are 2m× 2m and 2m×m dimensional matrices obtained by
assembling B̄i(x) and C̄i(x) respectively.

Assembling (12) we obtain the boundary conditions

ζ+(0, t) = ΓLζ−(0, t), ζ−(X, t) = ΓRζ+(X, t), (16)

where we define

ΓL = −diag(g0,1, . . . , g0,m), ΓR = −diag(gX,1, . . . , gX,m),

and assembling (14), we obtain the initial condition

ζ(x, 0) = ζ̄(x) (17)

where ζ̄(x) = (ζ̄−,1(x), . . . , ζ̄−,m(x), ζ̄+,1(x), . . . , ζ̄+,m(x))⊤.
Equations (15)–(17) specify the hyperbolic initial bound-

ary value problem (IBVP) and models the cascade of canals
pools with offtakes.

3. ANALYSIS OF DECEPTION ATTACKS

3.1 Modeling attacks as switching PDE
We now extend the model (15)–(17) to include the ac-

tions of an adversary that influences the lateral water out-
flow through offtakes and also manipulates sensor data.

3.1.1 Modeling water withdrawal of the attacker
We assume that the canal pool i has Ji offtakes and that

the j−th offtake of the i−th canal pool is present along
length x, where 0 < xi,j ≤ x ≤ xi,j < X. The lateral out-
flow along the length of the i−th canal pool can be expressed
as

pi(x, t) =

{
pi,j(t) x ∈ [xi,j , xi,j ], j = 1 . . . , Ji

0 otherwise
(18)

where pi,j(t) is the outflow per unit length of the j−th off-
take of the i−th canal pool. We define the indicator Xi,j(x)
for the j−th offtake of the i−th canal pool by

Xi,j(x) =

{
1 if x ∈ [xi,j , xi,j ]

0 otherwise .
(19)

Using this notation, we can express the total lateral with-
drawal from all the Ji offtakes for i−th canal pool as

pi(x, t) =

Ji∑
j=1

pi,j(t)Xi,j(x). (20)

Defining the
∑m

i=1 Ji−dimensional vector as

ρ(t) = (p1,1, . . . , p1,J1
, . . . , pm,1, . . . , pm,Jm)⊤,
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and assembling the offtakes for all canal pools we obtain

p(x, t) = Ξ(x)ρ(t)

where Ξ(x) is a m ×
∑m

i=1 Ji matrix function defined us-
ing (19). Plugging the expression of p in equation (15), we
obtain

∂

∂t
ζ + Λ̄(x)

∂

∂x
ζ + B̄(x)ζ = C̄(x)Ξ(x)ρ(t).

We now assume that the adversary can influence with-
drawal of water through one or more of the Ji offtakes lo-
cated along the length of each canal pool i. A reason-
able model of water withdrawal through offtakes is to as-
sume a piecewise-constant switching signal because water is
withdrawn by discretely opening/closing the offtake gates.
Thus, we assume that under the influence of the adversary,
the offtake withdrawal vector ρ(t) switches discretely among
a set of modes Q = {1, . . . ,N} according to a piecewise-
constant switching signal σ(·) : R+ → Q. Thus, following
switching PDE models the offtake withdrawal under discrete
open/close actions of the adversary

∂

∂t
ζ + Λ̄(x)

∂

∂x
ζ + B̄(x)ζ = Ξ̄(x)ρσ(t). (21)

where Ξ̄ := C̄Ξ.

3.1.2 Modeling sensor deception attacks
We now illustrate the model of a deception attack on

sensor measurements which are water level measurements
for upstream Yi(0, t) and downstream Yi(X, t) of each canal
pool and the gate openings Ui(t). Since we operate in lin-
earized domain, this is equivalent to the deception attacks

on ϕi = 2
√

g(
√

Yi −
√

Ȳi) and ui = Ui − Ūi. We simply
refer to ϕi as the transformed water level and ui as the gate
opening.

For the ease of presentation, we will only explain the case
of deception attacks on the transformed upstream water
level ϕ1(0, t) and the gate opening u1(t) of the first canal
pool and generalize to the case of attacks on other sensor
measurements later. Using (12) and (33) in Appendix B, we
can write

ζ+,1(0, t) = −g0,1(v1(0, t) − ϕ1(0, t))

= −g0,1 ((k1,0 − 1)ϕ1(0, t) + ku0
u0(t))

Now suppose that the adversary conducts deception attacks
on ϕ1(0, t) and u0(t); the values manipulated by the ad-
versary are denoted ϕ̃1(0, t) and ũ0(t) respectively. Under
attack, ζ+,1 becomes

ζ+,1(0, t) = −g0,1 ((k1,0 − 1)ϕ̃1(0, t) + ku0
ũ0(t)) .

We can now conclude that the effect of deception attack
on sensor measurements is equivalent to changing boundary
control parameter g0,1 to g̃0,1 where

g̃0,1 = g0,1
(k1,0 − 1)ϕ̃1(0, t) + ku0

ũ0(t)

(k1,0 − 1)ϕ1(0, t) + ku0
u0(t)

.

The same argument can be extended to capture the effect of
deception attacks on other sensor measurements; that is,
the deception attacks of water level ϕi(0, t) and ϕi(X, t)
and gate sensors ui(t) can be equivalently characterized by
changing the boundary control parameters g0,i and gX,i.

As for the case of water withdrawal through offtakes, we
can now assume the adversary conducts deception attacks

on sensor measurements according to a piecewise-constant
signal σ(t). We can now model the effect of deception attack
on sensor measurements as boundary control actions that
switch among a set of modes Q = {1, . . . ,N} according to
a piece

ζ+(0, t) = Γ
σ(t)
L ζ−(0, t), ζ−(X, t) = Γ

σ(t)
R ζ+(X, t), (22)

We conclude that the switching hyperbolic system (21),
(17), (22) models the adversary’s action on water withdrawal
from offtakes and deception attack on sensor measurements.
Thus, under the adversary’s action, the water withdrawal
rates ρ and the proportional control parameters ΓL and ΓR

switching system are known to satisfy

(ρ, ΓL, ΓR) ∈ {(ρj , Γj
L, Γj

R) : j ∈ Q}

at any time t > 0, where Q = {1, . . . ,N} is a finite set
of modes and, for all j ∈ Q, ρj , Γj

L, Γj
R are chosen by the

adversary.

3.1.3 Stability under switching caused by adversary
We now characterize stability of the cascade canal pool

under switching cause by adversary. Referring to [7], we note
that given a non-zeno switching signal σ(·), the solution of
the switching system (21), (17), (22) exists and is unique.
In particular, under certain regularity assumptions on the
matrix functions Λ̄(x), B̄(x), and Ξ̄(x), there exists a unique
solution

ζ(·, t) ∈ L∞(R+; L∞((0, X); R2m)).

The switching system is said to be exponentially stable
(with respect to a norm ‖ · ‖∞) if there exist constants c ≥ 1
and β > 0 such that the solution ζ(t, ·) satisfies

‖ζ(t, ·)‖∞ ≤ c exp(−βt)‖ζ(0, ·)‖∞, t ≥ 0. (23)

We say that the switching system is absolutely exponentially
stable (with respect to a norm ‖ · ‖∞) if (23) holds for all
non-zeno σ(·) with constants c ≥ 1 and β > 0 independently
of σ(·).

Following the theory presented in [7], we can state the sta-
bility result under switching caused by adversary. In partic-
ular, if a spectral radius condition is jointly satisfied for the
left and right boundary data and all pairs of modes j, j′ ∈ Q
then sufficiently small bounds on ‖B̄(x)‖∞ and ‖Ξ̄(x)ρj‖∞
exist such that the switching system is absolutely exponen-
tially stable with respect to the norm ‖ · ‖∞. We define
the spectral radius ̺(M) of a non-negative matrix M as the
absolute value of the largest eigenvalue of M.

Theorem 1. Suppose that for j, j′ ∈ Q the following con-
dition holds:

̺

([
0 |Γj′

R |
|Γj

L| 0

])
< 1. (24)

Then there exists an ǫ1 > 0 and ǫ2 > 0 such that if ‖B̄(s)‖∞ <
ǫ1 and ‖Ξ(x)ρj‖∞ < ǫ2 for all x ∈ [0, X] and j ∈ Q, the
switching system (21), (17), (22) is absolutely exponentially
stable with respect to the norm ‖ · ‖∞.

Proof. The result is obtained by deriving L∞ bounds
on the solution of the switching system based on method of
characteristics and is a straightforward generalization of the
result presented in [7].
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Even though the conditions of Theorem 1 are only suffi-
cient and not necessary, we note that the switching caused
due to adversary’s action can easily lead to instability. We
refer the reader to a simple example in [8] of an unstable
switching system resulting from switching between two ex-
ponentially stable subsystems. Next, we will qualitatively
argue that even though the switching system resulting from
the adversary’s action is stable, detecting the attack just
based on the boundary measurements may be an inherently
difficult problem.

3.2 Limits on detectability of attacks
We now argue the difficulty in detection of attack by using

the method of characteristics. For each mode j ∈ Q, the
PDE subsystems

∂

∂t
ζj + Λ̄(x)

∂

∂x
ζj + B̄(x)ζj = Ξ̄(x)ρj (25)

ζj
+(0, t) = Γj

Lζj
−(0, t), ζj

−(X, t) = Γj
Rζj

+(X, t)

can be transformed into an equivalent set of ODEs. In par-
ticular, for each i, where i = 1, . . . , 2m, and each point
(x∗, t∗), the ODE

d

dt
zj

i (t) = λi(z
j
i (t)), zj

i (t
∗) = x∗ (26)

has a unique solution, defined for all t. We say that t 7→
zj

i (t; x
∗, t∗) passing through (x∗, t∗) is the i−th characteris-

tic curve for the j-th subsystem.
Equations (25) and (26) imply that ζj

i , i = 1, . . . , 2m,
satisfy

d

dt
ζj

i (t, zj
i (t; x

∗, t∗)) =
Υ∑

ϑ=1

υiϑ(zj
i (t; x

∗, t∗))ρj
ϑ

−
2m∑
k=1

bik(zj
i (t; x

∗, t∗))ζj
k(t, zj

i (t; x
∗, t∗)) (27)

along almost every characteristic curve zj
i (t; x

∗, t∗). Here
bik(·) corresponds to the i-th row and k-th column of B̄(·),
υiϑ(·) corresponds to the i−th row and ϑ−th column of Ξ̄(·),
and Υ =

∑m
l=1 Jl.

It is clear from (26) and (27) that at any change in the
water withdrawal strategy via offtakes (switching from ρj to

ρj′) will affect the solution ζ of the switching PDE; however,
the slope of the characteristic paths do not change under
offtake switching. As observed by [10], the change in trans-
formed water level ϕi at the gate locations could be very
small under the effect of changing offtake withdrawals. Sec-
ondly, the withdrawals from different offtakes may have very
similar effect on the downstream water level and it might
be necessary to measure water level at multiple points along
the canal pools to distinguish between different offtake with-
drawal strategies of the adversary. Lastly, even if the effect
of offtake withdrawal is observed by water level sensors, the
adversary can conduct deception attacks on these sensors.
These qualitative arguments suggest that detecting change
in offtake withdrawal strategy can be very difficult, espe-
cially under the influence of an adversary that can manipu-
late water level sensor readings.

4. CONTROL USING APPROX. MODEL
We now discuss the proportional integral (PI) controller

based on a frequency domain approximation of the PDE

system (15)–(17). For a link between characteristic curve
approach introduced in the last section and the frequency
domain approach, the reader is referred to [12]. The PI
controllers are well-suited for field implementation and can
be easily tuned by standard tuning methods such as the
auto-tuned variation method [15]. We will use PI controller,
so tuned, for the actual implementation of deception attack
scenario on a physical canal pool of the Gignac canal system
in the next section. The PI controller also achieves desired
robustness margins based on a standard frequency domain
approach [13]. From the adversary’s point-of-view, this the-
ory points toward synthesis of attack vectors based on only
an approximate knowledge of canal hydrodynamics instead
of full PDE models.

4.1 Integrator-delay model for canal cascade
For the case in which the effect of water withdrawals is

lumped at the downstream end of each canal pool, the sys-
tem (15)–(17), can also be analyzed in the frequency domain
using the Laplace transform. Using the upstream and down-
stream discharges as control input variables, and the down-
stream water level as controlled variable, the input-output
relationship for each canal pool i is given by:

yi(s) = Gi(s)µi(s) + G̃i(s)[µi+1(s) + pi(s)] (28)

where Gi(s) and G̃i(s) are infinite dimensional transfer func-
tions and where s is the complex Laplace variable 1. Here,
yi denotes the downstream water level, and upstream, pi de-
notes the perturbation, and downstream discharge variables
are denoted as µi and µi+1 respectively. The regulatory
control aim is to regulate yi to a set-point ri. This represen-
tation assumes that the problem of converting the discharge
at the boundary of each pool µi into actual gate openings ui

can be handled locally by a slave controller on each gate,
and the effect of all the offtakes along the canal pool can be
lumped into a single perturbation pi acting near the down-
stream end of the pool. For low frequencies, these transfer
functions can be approximated by an Integrator Delay (ID)
model (see [13], Chap. 4, Sec. 4.1 and 4.2, and also [4]).
The ID model is classically used to design PI controllers [6].
The transfer functions for the ID model are given by

Gi(s) =
exp (−τis)

Ais
, G̃i(s) = −

1

Ais
(29)

where τi is the propagation delay of the i−th canal pool (in
s) and Ai is the backwater area (in m2). By assembling (28)
for individual pools, the multi-pool representation of canal
can be obtained as

y = Gµ + G̃p.

4.2 Local upstream PI control of single pool
Frequency domain PI controllers based on ID model per-

form satisfactorily in most practical settings [13]. Two clas-
sical canal control policies are commonly used: local up-
stream control and distant downstream control. Local up-
stream control of a canal pool consists of controlling the
downstream water level yi using the downstream discharge µ2

1For the case when Λ̄(x) and B̄(x) do not vary with x
and when C̄(x) = 0, these transfer functions belong to the
Callier-Desoer algebra [5].
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as control action variable. Distant downstream control con-
sists of controlling y1 using the upstream discharge µ1 as
control action variable.

Let the tracking error be defined as ǫ1 = r1 − y1, and let
the transfer functions of the distant downstream controller
and the local upstream controller be defined as K1(s) and
K2(s) respectively. We have µ1(s) = K1(s)ǫ1 and µ2(s) = 0
for the distant downstream control, µ1(s) = 0 and µ2(s) =
K2(s)ǫ1 for the local upstream control. Then, the tracking
error e1 can be expressed as

ǫ1 =

{
(1 + G1(s)K1(s))

−1[r1 − G̃1(s)p1(s)] distant d.s.

(1 + G̃1(s)K2(s))
−1[r1 − G̃1(s)p1(s)] for local u.s.

Thus we note that disturbance rejection is characterized by
the modulus of the transfer function G̃1(s)(1+G1(s)K1(s))

−1

for the case of distant downstream control and by the mod-
ulus of G̃1(s)(1 + G̃1(s)K2(s))

−1 for the case of local up-
stream control. The control objective is to choose the re-
spective linear controllers K1 and K2 such that the moduli
of |G̃1(s)(1+G1(s)K1(s))

−1| and |G̃1(s)(1+G̃1(s)K2(s))
−1|

are close to 0 over largest frequency bandwidth. In compar-
ison to distant downstream control, the local upstream con-
trol has higher performance because there is no time-delay
in G̃1(s) and the achievable bandwidth is only limited by ac-
tuator’s limitation. On the other hand, the local upstream
control has low water efficiency because it propagates all per-
turbations downstream of the canal pool without managing
the upstream discharge.

We now briefly describe the PI controller tuning for local
upstream control; the design of distant downstream con-
troller follows similar principles [13]. Writing (29) for a sin-
gle canal pool

y1(s) = G1(s)µ1(s) + G̃1(s)[µ2(s) + p1(s)]

with G1(s) = exp (−τ1s)/A1s and G̃1(s) = −1/A1s. For
local upstream control, K1(s) = 0 and

K2(s) = kp

(
1 +

1

Tis

)
,

with kp the proportional gain and Ti the integral time. Re-
ferring to [6], we state the following tuning rules for local PI
controller based a relay experiment in order to obtain a gain
margin ∆G dB and a phase margin of ∆Θ◦:

kp =
πA1

2τ1
10−∆G/20 sin

( π

180
∆Θ +

π

2
10−∆G/20

)
(30)

Ti =
2τ1

π
10∆G/20 tan

( π

180
∆Θ +

π

2
10−∆G/20

)
(31)

where the phase margin2 satisfies ∆Θ < 90(1 − 10−∆G/20).

5. EXPERIMENTAL RESULTS
In order to demonstrate the feasibility of stealthy decep-

tion attacks, we implement deception attacks to compromise
the local upstream controller for the Avencq cross-regulator,
located at 4.5 km from the head gate on the right back of the

2We recall that the gain margin (resp. phase margin) is the
maximum multiplicative (resp. additive) increase in the gain
(resp. phase) of the system such that the system remains
closed-loop stable. These robustness margins in frequency
domain are directly related to the time domain performance
of the system.

Figure 2: Upstream of the Avencq station with level
sensor, offtake, and sluice gate with local controller.

Gignac canal (see [1] for a geographical map and Figure 2 for
a picture of the site). The cross-regulator is equipped with
a 1 m wide sluice gate which regulates the upstream water
level to reject the perturbations caused by an offtake located
just upstream. The set-point for the upstream water level is
set to r1 = 79 cm. The upstream water level is measured ev-
ery 120 s. The parameters of the ID model were obtained by
the relay-feedback auto-tuning method proposed by Åström
and Hägglund [15]. The method uses a single relay experi-
ment to determine the frequency response of the canal pool
at phase lag of 180◦, which in turn determines the parame-
ters τ1 and A1 of the ID model. Using the tuning rules (30)
and (31), for classical values of gain margin 10 dB and phase
margin 43◦, we obtain the proportional gain kp = −2.9 and
the integral time Ti = 360 s.

We test our approach for stealthy deception attacks first in
simulation and then in a field test performed directly on the
Gignac canal facility. The stealthy deception attack compro-
mises the water level sensor measurements y1 to send false
information to the PI controller implemented on the SCADA
system. The goal of the adversary is to withdraw water from
the offtake such that the SCADA system does not respond
to counter adversarial action. In order to achieve this goal,
the adversary injects false data a1 into water level measure-
ment y1 such that the resulting deviation from set-point is
very close to zero (in fact, during the attack duration at-
tacked level measurement at each time is effectively set to a
zero mean random noise sample). Upon receiving incorrect
sensor data, the PI controller does not react to the error
which is negligible. This results in degraded performance
with respect to the actual control requirement of perturba-
tion rejection due to offtake opening. We show next that it
is indeed possible to design an attack vector such that the
adversary is able to affect controller performance without
getting detected even after the attack ends.

5.1 Simulation of Attack Scenarios
The SIC software developed at Cemagref implements an

efficient numerical scheme to fully solve nonlinear shallow
water equations and allows us to choose from a set of pre-
programmed controllers or to test performance of any new
controller implemented in Matlab or FORTRAN [2]. The
second use of the SIC software is that it provides an interface
capability for SCADA real-time control of a physical canal
network, in particular, the Gignac canal. Thus, a controller
tested in simulation can be directly implemented to control
a physical canal without the need to re-code the control al-
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gorithm. This method of testing controller in simulation
first and then implementing on physical canals greatly lim-
its the possibility of errors due to programming and logical
mistakes.

We now describe two stealthy deception attack scenar-
ios on water level sensor for the Avencq pool of the Gignac
canal using SIC software as a simulator. In the first at-
tack scenario, shown in Figure 3, the offtake is opened to
about 3 cm at time t = 15 min after the beginning of the
test. The PI controller reacts rapidly by opening closing the
sluice-gate and rejects the perturbation in about 40 min. At
t = 75 min, the offtake is closed. The controller achieves
good closed-loop performance and rejects the perturbation
in about 45 min by opening the sluice gate as shown in Fig-
ure 4. The offtake is again opened and closed at t = 255 min

Figure 3: Offtake opening and additive attack with
no recovery on upstream water level in SIC.

and t = 315 min, – this time under the influence of adver-
sary’s action. The adversary injects an additive deception
attack on water level sensor measurements such that the dif-
ference of resulting sensor measurement with the set point
is effectively zero (see figure 3). Therefore, the PI control
does not react to the opening of the offtake3. The effect of
additive attack on the performance of local upstream con-
troller is shown in Figure 4. Even after the closing of the
offtake at t = 315 min, the adversary continues the decep-
tion attack until t = 495 min when the water level – evolving
in open-loop – comes close to the set point r1 = 79 cm. At
t = 495 min the adversary stops the deception attack and PI
controller reacts to the residual error. The SCADA may be
able detect the occurrence of attack a posteriori because the
residual error at the end of attack is not negligible. We note,
however, that for the canal manager monitoring SCADA
supervisory interface it may be still difficult to distinguish
between the residual error resulting from an attack or an er-
ror resulting from a small perturbation in the offtake. The
amount of water the adversary manages to withdraw from
the offtake during t = 255 min and t = 315 min can be

3This is also equivalent to saying that the control actions
are subject to denial-of-service attacks.

Figure 4: Performance of local upstream PI con-
troller at Avencq cross-regulator under attack with
no recovery (SIC simulation).

computed by integrating the gate discharge equation

Qp = Ug

√
Y (X, t),

where Y (X, t) is the actual water level and Ug is the actual
gate opening scaled by CdLg

√
2g, with Cd the discharge co-

efficient, Lg the width, and Ug the opening of the offtake
gate. Note that under our assumptions, the adversary has
the knowledge of actual water level and the opening of off-
take gate.

Our second attack scenario consists of increasing the du-
ration of the deception attack so as to bring the residual
error at the end of attack negligibly close to zero. The ad-
versary achieves this by continuing to manipulate the water
level measurements from t = 495 min until t = 675 min such
that the residual error gradually becomes negligible by the
end of attack. We call this period the recovery period. As
shown in Figure 5, the PI controller is unable to detect any
deviation from set-point even after the attack ends. This
illustrates that an deception attacks on sensors can indeed
be made stealthy in that they remain undetected well after
the end of attack.

5.2 Field test on the Gignac canal
We now illustrate the feasibility of carrying out deception

attacks on canal SCADA systems in real-life with an exper-
iment conducted on the Avencq cross-regulator on October
12th, 2009 with the help of real-time SCADA interface of the
SIC software. This experiment was intended to be a proof-
of-concept experiment and so we carried out the adversar-
ial actions directly by modifying the sensor measurements
sent from real-time SCADA interface of SIC to the Matlab
code that implements PI controller for computing the con-
trol action for the sluice-gate. Thus for the purpose of this
experiment, we played the adversarial role. This will have
the same effect as a hypothesized deception attack on the
radio communication link between the level sensor and the
SCADA system.

At the start of experiment, we allowed the PI controller
to react by changing set-points every few minutes and then
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Figure 5: Performance of local upstream PI con-
troller at Avencq cross-regulator under attack with
recovery (SIC simulation).

letting the water level stabilize close to set-point in closed-
loop. As shown in Figure 6, at t = 90 min, the offtake is
opened and the adversary injects additive attack to water
level measurement such that the PI controller fails to react
to perturbation. At around t = 184 min the offtake was

Figure 6: Offtake opening and additive attack up-
stream water level during the field operational test.

fully opened and then fully closed at around t = 190 min by
a physical intervention at the Avencq cross-regulator. This
effect is captured in the sudden drop in the actual water level
as shown in Figure 7. From t = 190 min until t = 360 min,
we (the adversary in this case) continue the deception attack
resulting in open-loop response of actual water level, The
recovery period lasts from t = 360 min to t = 510 min
using the same recovery action as in the case of simulation
experiment described above. However, a residual error still
remains after the end of recovery period (which is also the
end of attack) and the PI controller reacts to this error. As

seen in Figure 7, it is difficult to distinguish between the
response of PI control after the attack ends from a normal
reaction to perturbation in the case of no attack.

Figure 7: Performance of local upstream PI con-
troller at Avencq cross-regulator under attack (field
operational test).

6. CONCLUDING REMARKS
In this article, we used the theory of switching bound-

ary control of PDEs to model deception attacks on SCADA
systems managing a cascade of canal pools. We presented
an extension of a well known stability mechanism for hy-
perbolic PDE systems as a sufficient condition to guarantee
exponential stability under proportional control, and noted
that synthesis of adversarial actions leading to instability
can be worked out easily. We qualitatively argued that an
adversary can evade detection by stealthily manipulating
certain sensor measurements. In order to demonstrate the
effect of deception attacks on an actual SCADA system, we
presented results from a field operational test on the Gignac
canal system in France and also analyzed the performance
degradation of PI controller designed for a low-frequency ap-
proximation of the more general PDE model. Our results
indicate that it is possible for an adversary to withdraw wa-
ter from the canal while evading detection.

Our synthesis of deception attacks to stealthily withdraw
water for a single canal pool can be extended to the case of
multiple canal pools. This could be done by approximating
the effect of water withdrawal at the downstream canal pool
and subsequently manipulating the sensor readings of the
downstream pool to deceive the local controller such that it
does not react to the actual perturbation. Although we only
implement attacks for a local upstream controller, similar
analysis could be done for a distant downstream controller
as well as for decentralized multi-variable controllers [13].
An interesting research question is then to characterize the
trade-off between the effort of adversary versus the impact
of resulting deception attack. Such control theoretic charac-
terization can help in evaluating the robustness of practical
control methods under attacks and point toward the design
of better attack detection methods.
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APPENDIX
A. LINEARIZATION OF SWE

Linearizing (10) around the steady state (ξ̄i, P̄i) we obtain

∂t(ξi − ξ̄i) = ∂tζi

Λ(ξi)∂xξi − Λ(ξ̄i)∂xξ̄i = Λ(ξ̄i)∂xζi + B1(ξ̄i)ζi

E(ξi, Pi) − E(ξ̄i, P̄i) = B2(ξ̄i, P̄i)ζi + B3(ξ̄i)ζi + C(ξ̄i)pi,

where

B1(ξ̄i) =
1

4

(
3 ¯∂xξ−,i

¯∂xξ−,i

3 ¯∂xξ+,i
¯∂xξ+,i

)
,

B2(ξ̄i, P̄i) =
4gP̄i

T (ξ̄+,i − ξ̄−,i)2

(
−1 +1
+1 −1

)
,

B3(ξ̄i) = −g

( (
∂ξ−,i

Sfi

) (
∂ξ+,i

Sfi

)(
∂ξ−,i

Sfi

) (
∂ξ+,i

Sfi

)
)

,

C(ξ̄i) =
4g

T (ξ̄+,i − ξ̄−,i)

(
+1
−1

)
.

We now obtain the linearized SWE in ζi coordinates as

∂tζi + Λ(ξ̄i)∂xζi + B(ξ̄i, P̄i)ζi = C(ξ̄i)pi. (32)

where B(ξ̄i, P̄i) = (B1(ξ̄i) − B2(ξ̄i, P̄i) − B3(ξ̄i)).

B. GATE CONTROL EQUATIONS
Linearizing (2)–(5) expressed in V and Φ variables around

the steady state (V̄i, Φ̄i, Ūi), we obtain

v1(0, t) = k1,0ϕ1(0, t) + ku0
u0(t)

vm(X, t) = km,Xϕm(X, t) + kumum(t)

vi(X, t) = ki,Xϕi(X, t) + ki+1,0ϕi+1(0, t) + kui
ui(t)

(33)

and

αi,Xvi(X, t) + βi,Xϕi(X, t)

= αi+1,0vi+1(0, t) + βi+1,0ϕi+1(0, t) (34)

where the index i varies as i = 1, . . . , m−1. The coefficients
in (33) and (34) depend on the steady state. Using (13),
(34), and noting vi = Vi − V̄i, ϕi = Φi − Φ̄i, we obtain

Φi+1(0, t) = Φ̄i+1(0) +
γi,X

γi+1,0
(Φi(X, t) − Φ̄i(X)) (35)

where

γi,X =

[
βi,X + αi,X

(
1 − gX,i

1 + gX,i

)]

γi+1,0 =

[
βi+1,0 − αi+1,0

(
1 − g0,i

1 + g0,i

)]
.

Now using (13) and (35) in the linearized boundary con-
ditions (33) gives us the gate control actions:

u0(t) = −
1

ku0

(
1 − g0,i

1 + g0,i
+ k1,0

)
(Φ1(0, t) − Φ̄1(0)),

um(t) =
1

kum

(
1 − gX,m

1 + gX,m
− km,X

)
(Φm(X, t) − Φ̄m(X)),

ui(t) = Kui
(Φi(X, t) − Φ̄i(X)),

(36)

where the coefficient Kui
= 1

kui

(
1−gX,i

1+gX,i
− ki,X − ki+1,0

γi,X

γi+1,0

)
.
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ABSTRACT
It is estimated that seasonal snow cover is the primary source
of water supply for over 60 million people in the western
United States. Informed decision making, which ensures
reliable and equitable distribution of this limited water re-
source, thus needs to be motivated by an understanding of
the physical snowmelt process. We present a direct appli-
cation of hybrid systems for the modeling of the seasonal
snowmelt cycle, and show that through the hybrid systems
framework it is possible to significantly reduce the complex-
ity offered by conventional PDE modeling methods. Our
approach shows how currently existing heuristics can be em-
bedded into a coherent mathematical framework to allow for
powerful analytical techniques while preserving physical in-
tuition about the problem. Snowmelt is modeled as a three
state hybrid automaton, representing the sub-freezing, sub-
saturated, and fully saturated physical states that an actual
snowpack experiences. We show that the model accurately
reproduces melt patterns, by simulating over actual data
sets collected in the Sierra Nevada mountains. We further
explore the possibility of merging this model with a cur-
rently existing wireless sensing infrastructure to create re-
liable prediction techniques that will feed into large scale
control schemes of dams in mountain areas.
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1. INTRODUCTION
This paper presents a direct application of hybrid sys-

tems for the modeling of a natural phenomenon, and shows
that through the hybrid systems framework it is possible to
model extremely complex system dynamics, such as hydro-
logic process in mountains basins, as set of much simpler
switched dynamics. We derive a mathematical model for
the dynamics of snow, and show how hybrid systems can be
used to blend heuristics and physical laws within a coherent
mathematical framework. Our model is motivated by water
supply shortages in the western United States, and provides
a powerful new tool to aid in critical water management
decisions.

As the following sections will lay out, the physical snow-
pack is known to be a highly nonlinear system which, to
be modeled properly, requires solutions to nonlinear partial
differential equations (PDEs). This often leads to compre-
hensive, but highly parametrized models with many state
variables. We show, however, that it is possible to cast the
problem in the framework of hybrid systems, allowing us
to describe the evolution of the snowmelt process as a de-
coupled system of three regimes. We will highlight how a
hybrid system model can simplify the complex dynamics of
offered by similar PDE approaches without sacrificing model
accuracy. Casting our model in this framework brings a new
sense of intuition to the modeling process, something which
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is lost in more complex PDE or heuristic approaches. In the
past, successful applications of hybrid systems theory have
ranged from studies of bio-molecular networks, control of
electronic vehicle management systems, and cognitive radio
networks [31, 1, 17, 8]. Our model not only brings further
mathematical rigor, and new analytical tools to hydrologic
sciences, but validates the appropriateness of hybrid systems
for the modeling of real-world phenomena. This paper is the
first stage of a larger objective to couple snow melt models,
and sensing infrastructure with already existing water man-
agement tools (e.g., dams, locks, and canals), to optimally
distribute and control water throughout the western United
States.

2. MOTIVATION
It is estimated that seasonal snow cover is the primary

source of water supply for over 60 million people in the west-
ern United States, and that melting snow is responsible for
80% or more of soil moisture and streamflow in semi-arid
mountain basins in this region [3, 22]. Recent droughts, and
the general water crisis in the state of California, are a mo-
tivating example of why informed decision making, which
ensures reliable and equitable distribution of this limited
water resource, needs to be motivated by an understanding
of the physical snowmelt process. Factors such as the quan-
tity of available snow, and rate of snowmelt are important
indicators to water resource officials who wish to forecast
water availability. While the study of hydrologic phenom-
ena is a relatively mature field, the hydrologic processes per-
taining to water and energy fluxes in mountainous regions,
where basins are largely dominated by snowmelt, are yet not
well captured by hydrologic models [3]. It is especially not
known to what extent, if any, recent trends in climate change
will affect mountain hydrology and, specifically, future water
supplies.

Water resource management in snowmelt-dominated re-
gions depends on sparsely distributed snow surveys to es-
timate available quantities of snow [30]. Methods entail
physically sending hydrographers into the mountains every
month to measure snow depth, density, and temperature dis-
tributions of the snow pack. These measurements are then
converted into what is known as the snow-water-equivalent
(SWE), an important measure which denotes the height of
water that would theoretically result if the entire snowpack
melted instantaneously [16]. The importance of these sur-
veys can not be understated, as utility companies, and the
agricultural industry, to name a few, depend heavily on SWE
estimates for operational purposes. Additionally, these esti-
mates can be used to forecast potential catastrophic flooding
induced by rapid melting of snow during warm weather pe-
riods, or rain-on-snow events [27].

Hydrologic processes are inherently heterogeneous, guided
by varying topographies, soil characteristics, geological in-
homogeneities, and vegetative cover [3]. This is especially
evident in mountainous regions, where these conditions are
coupled with yet not well understood natural feedback cycles
that guide water and energy balances. A natural step to-
wards improving the general process-understanding of such
systems is the implementation of more sophisticated and
distributed sensing techniques. Past sensor deployments,
and the previously described snow surveying methods, are
limited to few point-scale measurements and, due to high
operating costs (both monetary and energy related), repre-

sentative dense spatial and temporal data are not available.
Recent advances in wireless sensing technologies have the
potential to allow for the sampling of hydrologic processes
at unprecedented resolutions. High sampling frequencies,
along with dense distributions of sensing networks, will ex-
pose the variability of the parameters guiding hydrologic
systems, and will allow for the confident decoupling of un-
derlying natural processes. The potential of these low-power
wireless networks to span large areas also permits data to
be available in real time, improving the ability of planners
to make informed decisions. Recent deployments of such
technologies in the Sierra Nevada mountain range are cur-
rently part of the effort conducted by the Critical Zone Ob-
servatories [2, 21]. Data from this observatory, collected at
spatial and temporal resolutions much finer than previous
campaigns, allow us to develop robust estimates of envi-
ronmental conditions through our models. We will focus
on deriving a mathematical model for snowmelt, and will
highlight those process that guide water-, and heat-transfer
through the snowpack. The main aim of the model is to reli-
ably forecast weekly snow water equivalent, given real-time
data acquired by wireless sensor networks. Special attention
will be paid to construct a model that relies only on param-
eters that can readily be sensed in real-time by currently
available technology.

3. THE PHYSICS OF SNOW

3.1 Physical Behavior
The physical snowpack is an inherently unstable system,

continuously subject to fluxes in mass, energy, and momen-
tum. Mass and energy are introduced into the system in
the form of water, in either a a solid (snow), liquid (rain),
or vapor form. Additionally, energy is exchanged with the
snowpack through evaporation, soil heat flux, as well as so-
lar and thermal radiation. As energy is introduced onto the
snowpack, the surface melts, and the subsequently produced
liquid water, compelled by gravitational forces, begins to
flow through the snow matrix. Depending on the tempera-
ture and physical characteristics of the snow below the melt
surface, this water may either refreeze onto the snow grains
below, or flow into or onto the underlying soil surface. As
water melts on the surface and moves into the underlying
snow matrix, the latent heat generated by the refreezing of
the water is used to heat the snow below the melt surface.
It is thus possible to classify the bulk equations governing
snowmelt using standard conservation laws, along with con-
stitutive relations for water flux through porous media [7,
36].

At a basic level, snowmelt is thus governed by a coupled
interaction between energy and mass balance components:

dE

dt
= f(M(t), E(t)) (1)

dM

dt
= g(M(t), E(t))) (2)

where M and E reflect specific mass1 and energy com-
1Mass per unit area. It should be noted that from here on,
any references or calculations involving mass are to be taken
as references to specific mass. This will allow us to model
snowpack with regard to its evolution over an arbitrarily
sized area.
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ponents. It is also customary to introduce a momentum
conservation relation, which tracks the movement of water
and deformation of the snow matrix. Since our main goal
is to model snow water equivalent, rather than track front
propagation within the snow matrix, we take the approach
of Marks et al. [26], and model compaction in a prescribed,
rather than explicit, manner. An energy balance governs
the flux of energy into the system, usually in the form of so-
lar and thermal radiation, latent heat transfer, and soil and
evaporative fluxes. General conduction theory along with
the heat equation can be used to model the temperature
evolution through the snowpack. Realistically, temperature
distribution in the snowpack is non-uniform, but due to the
inability to sense these distributions, most authors assume
an isothermal snowpack (e.g., [10, 14]).

Water flow through snow is a non-linear process, compli-
cated not only by microscopic characteristics of the snow
pack, but also by the tendency of the water to refreeze as it
flows through the snow matrix. Water flow through porous
media, described in detail by [7], can be broadly classified
into two regimes: saturated flow, and unsaturated flow. Wa-
ter flow near the surface of a melting snowpack, where a
layer of wet snow exists, is governed by Darcy’s law [7]. The
flow is proportional to the gravitational pressure gradient, as
well as microscopic properties of the snow grains. Once wa-
ter leaves this region, flow in the dry region can be modeled
by the nonlinear Richard’s PDE [7], which is highly depen-
dent on microscopic properties, and for which a closed form
solution does not exist. It can thus be seen how the cou-
pling of all these interactions has the potential to make the
proper modeling of snowpack a non-trivial process. Prior to
engaging the inner workings our proposed model, it will be
advantageous to discuss previous efforts from the snowmelt
modeling literature.

3.2 Previous Work
A number of authors have explored the empirical and

mathematical modeling of snowmelt processes. A series of
notable works was published by Colbeck, in which the au-
thor explored both the thermodynamic phenomena guiding
snowmelt, as well as water flow through the snow matrix
[9, 14, 13, 11, 12]. In these papers, snow was treated as
a porous medium consisting of ice, water and air. A mass
balance approach along with a model for water flow through
porous media, was used to arrive at a PDE that guides the
evolution of the pack, and whose solution depended upon a
finite difference approach. Various other authors extended
this work by realizing that snow is a medium in which the ice
matrix and the water phases are, depending in the energy in-
put, interchangeable. Sellers showed, by building upon [20,
29], that snow can be modeled as a phase-changing porous
medium, where the water resulting from melt, is intercon-
vertible with the rigid ice matrix [32, 33]. Additionally, the
author developed a method by which to track the propaga-
tion of the melting snow surface and the percolating interior
boundary, by noting that the problem can be formulated as
a generalized Stefan condition (or, a free moving boundary)
[15]. Tseng et al., guided by a model for water flow through
subfreezing snow by Illangasekare [18], arrived at a similar
solution, but formulated the problem using volumetric sup-
ply terms [35]. More recent work on the subject was con-
ducted in a comprehensive three part paper by Bartelt and
Lehing, in which the authors modeled all the phenomena

described in the previous section by making simplifying as-
sumptions about snow micro-structure. The complexity of
their extensive model, however, warranted a solution only
by a finite element approach [4, 5, 6]. Currently, two pop-
ular point based modeling packages exist: SNOBAL, and
SNTHERM [23, 19]. The former is a two layer heuristic
model that tracks mass and energy fluxes well, while the
latter is a highly parametrized 20 state PDE model that
tracks the compaction and formation of layers within the
snow-matrix in detail. Our approach, however, offers an el-
egant hybrid solution, preserving the motivating heuristics,
while retaining mathematical rigor.

4. MODELING THE SNOWPACK
The complexity of the previously described PDE approaches

has the tendency to remove general intuition regarding the
physics of the snowmelt process. The procedures usually
entail lengthy mathematical derivations along with a high
degree of parameters, arriving at a solution that is difficult
to intuitively comprehend. Additionally, many of the inputs
into these models are not readily available (e.g. snow grain
diameter), and must be estimated. Our proposed model
addresses these concerns by splitting the snowmelt process
into stages, each of which is governed by relatively simple
dynamics. The evolution of the entire pack in time can then
be modeled as a switched system between these stages. A
number of reasonable assumptions will justify simplified dy-
namics in each of the three proposed regimes. The snowpack
is at all times assumed to have a uniform bulk tempera-
ture T (see section 4.1 for details). Furthermore, we assume
that the snowpack can be modeled as a single-layer homo-
geneous mixture of ice, water and air with bulk density ρS .
Most authors have taken a multilayer approach to model
melt over long periods of time [19, 23], but since this model
aims to forecast weekly SWE values rather than track long-
term structural metamorphosis, a single layer was deemed
to be adequate. Model validation will show this assumption
to be appropriate. The following sections will decouple the
snowmelt process into three regimes, and will derive the nec-
essary equations to describe the dynamics of the snowpack
in each regime.

4.1 The Sub-freezing Snowpack
During this stage no liquid water is present within the

snow matrix. The snowpack is completely frozen and the
volume occupied by the system is strictly filled with ice and
air. We denote E as the energy introduced into the system.
A positive energy input will heat the surface of the pack un-
til it reaches a temperature of 0oC, upon which the ice at
the surface will begin to melt and percolate into the snow
matrix. The water will then refreeze, and the latent heat
released by refreezing will in turn raise the temperature of
the surrounding snow. This process steadily progresses until
the water front eventually reaches the bottom of the snow
pack. At this point, the entire snowpack is assumed to be at
a bulk temperature T = 0oC. Since the primary purpose of
our analysis is to model the water content of the snowpack, it
is not necessary to track the evolution of this interior satura-
tion boundary, but rather to identify the point at which the
snowpack reaches a bulk temperature of T = 0oC. Follow-
ing the approach of [18] and using general conduction theory
[36], it is possible to identify the point in time at which the
snowpack will reach an isothermal state at T = 0oC. The
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relation giving the change in temperature of the snowpack
during this regime can be given by

dE

dt
= MsCs

dT

dt
(3)

where E is the energy input into the system, Ms is the
mass of snow, and Cs is the specific heat of snow. We take
a proscribed approach to snow pack metamorphosis, merg-
ing approaches of [23, 28] and note that during this stage
of snowmelt, change in snowpack height is governed by an
exponential decay model. Analysis of field data shows this
to be a reasonable assumption.

The change in density of the snowpack is given by:

dρs
dt

=
A

B
(

1 + ρs(t)
A−ρs(t)

)2 (4)

where ρs is the bulk density of the snowpack, and A and
B are easily obtained model parameters. We derive (4) in
Appendix 4.1. When the bulk temperature of the snowpack
reaches T = 0oC, the system jumps into the second regime
of snowmelt described next.

4.2 The isothermal Sub-saturated Snowpack
At this stage the snowpack has reached an isothermal

state, where the bulk temperature is 0oC throughout. It
is physically impossible for the bulk temperature to climb
beyond this value. Therefore, any energy input into the sys-
tem at this point is used to convert (melt) snow at 0oC to
water at 0oC. Two more equations can now be added to
reflect that ice is being converted to water at a rate propor-
tional to the energy input:

Lf
dMi

dt
= −dE

dt
(5)

Lf
dMw

dt
=
dE

dt
(6)

where Mw and Mi are the mass constituents of ice and
water of the pack, and the mass of snow is given by Ms =
Mi + Mw. Lf is the latent heat of fusion of ice. Water
is still not exiting the snowpack because it is held in place
by capillary action within the ice matrix [4]. The volumetric
water content of snow θw, the volume of water over the total
volume of snow, is given by

θw =
Vw
Vtotal

=
Mw/ρw
Ms/ρs

(7)

where ρw and ρs are the density of water, and snow, re-
spectively. θw has to climb above the threshold value θr
(typically 1%) for water to begin flowing out of the snow-
pack [24]. Thus, in our model the snow pack begins to drain
once the volumetric water content condition has been satis-
fied, or

θw ≥ θr (8)

or, equivalently, when

Mw/ρw
(Mi +Mw)/ρs

≥ θr. (9)

4.3 The Isothermal Saturated Snowpack
At this stage, the volumetric water content has reached

the critical threshold value, and water can begin to flow
out of the snowpack. Similarly, if the volumetric water con-
tent drops below θr the system relapses back into the sec-
ond regime. Snowpack density and change in the ice mass
are still evolving according to the relations in the previous
regime. The amount of water that can now leave the system
is equal to the amount of ice being melted along with the
amount being discharged due to any excess volumetric water
content. The relation giving the change in water content of
the snowpack is given by

(ρs − ρw)2
dMw

dt

= −θrρw
(

1

Lf

dE

dt
(ρs − θrρw) +Mi

dρs
dt

)
. (10)

We show in Appendix 4.3 that eq. (10) can easily be
derived using the volumetric water requirement of regime
three. Intuitively, the above relation accounts for the fact
that as density of the snowpack is changing, the volumetric
water content changes accordingly, and water must leave the
system to ensure θw = θr .

5. HYBRID SYSTEMS MODELING
The previous section showed that is it possible to sep-

arate the natural process of snowmelt into three regimes,
each reflecting physical states of the snowpack. As such, a
hybrid systems model of snowmelt is an appropriate means
by which to formalize the interaction between the above dy-
namics. Formulating the problem in this framework will
allow for a model whose solution is dependent on a series
of switched ordinary differential equations (ODEs). Our hy-
brid model captures the behaviors of more complex mod-
els, while ensuring that a sense of intuition regarding the
snowmelt process is preserved. More information on hybrid
systems can be found in [34].

5.1 Preliminaries
We base our definition of hybrid systems on a class of

hybrid systems given in [34].

Definition 1. An autonomous hybrid automaton H is a
collection

H = (Q,X, Init, U, f,Dom,R, Y )

where
Q = {q1, q2, ...} is a set of discrete states;
X = Rn is the continuous state space;
Init ⊆ Q×X is a set of initial states;
U is a set of continuous input variables;
f : Q×X × U → Rn is a vector field;
Dom : Q→ 2X×U is a domain;
R : Q×X × U → 2Q×X is a reset relation;
Y is a collection of continuous output variables.

Definition 2. A hybrid time set is a finite or infinite se-
quence of intervals τ = {Ii}Ni=0 such that
Ii = [τi, τ

′
i ] for all i < N ; and τi ≤ τ ′i = τ i+1∀i.

if N <∞ then either IN = [τN , τ
′
N ] or IN = [τN , τ

′
N );
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Definition 3. A hybrid trajectory (τ, q, x) consists of a hy-
brid time set τ = {Ii}N0 and two sequences of functions
q = {qi(·)}N0 and x = {xi(·)}N0 with qi(·) : Ii → Q and
x(·)Ii → Rn.

Definition 4. An execution of a hybrid automaton H is a
hybrid trajectory, (τ, q, x) which satisfies:
Initial Condition: (q0, x0) ∈ Init;
Discrete Evolution: (qi+1(τi+1), xi+1(τi+1) ∈ R(qi(τ

′
i), x(τ ′i));

Continuous evolution: for all i,
1. qi(·) : Ii → Q is constant over t ∈ Ii, that is, qi(t) = qi(τi)
∀t ∈ Ii;
2. xi(·) : Ii → X is the solution to the differential equation
ẋi = f(qi(t), xi(t), u(t)) over Ii, starting at xi(τi); and,
3. ∀t ∈ [τi, τ

′
i), xi(t) ∈ Dom(qi(t)).

5.2 A Hybrid System Model of Snow
Using the above definition, it is now possible to model the

physical snowmelt process as a hybrid system:

• Q = {q1, q2, q3} is the set of discrete states, corre-
sponding respectively to each regime of snowmelt.

• X = R4 is the set of continuous states, where for x ∈ X
we have

x =


x1
x2
x3
x4

 =


Mi

Mw

ρs
T

 (11)

where x1 and x2 are the mass of ice and water in the
snowpack, x3 is the density of the snowpack, and x4 is
the bulk temperature of the snowpack.

• The set of initial states Init = Q × {x ∈ X : x1 ≥
0∧ 0 ≤ x2 ≤ θrρw x1+x2x3

∧ 0 ≤ x3 ≤ A∧x4 ≤ 0} where

A is the same as in (4).

• The domains are given by Dom(q1) = {x ∈ R4|x4 <
0}, Dom(q2) = {x ∈ R4|x4 ≥ 0∧0 < x2 < θrρw

x1+x2
x3
},

Dom(q3) = {x ∈ R4|x2 ≥ θrρw x1+x2x3
}

• The system dynamics for each state are given by

f1(t, x(t), u(t)) =


0
0

h(x3(t))
1
Cs

u(t)
x1(t)

 (12)

f2(t, x(t), u(t)) =


− 1
Lf
u(t)

1
Lf
u(t)

h(x3(t))
0

 (13)

f3(t, x(t), u(t)) =


− 1
Lf
u(t)

g(x1(t), x3(t), u(t))
h(x3(t))

0

 (14)

where

g(v, w, z) =
−θrρw

(
1
Lf
z (w − θrρw) + vh(w)

)
(w − ρw)2

(15)

and

h(z) =
A

B
(

1 + z
A−z

)2 (16)

and all other terms are constants as defined previ-
ously. The continuous input u(t) ∈ U ∈ R represents
the amount of energy input into the system (given in
W/m2). The continuous output of the hybrid automa-
ton is, at all times, given by y(t) = (x1(t) +x2(t))/ρw,
reflecting the SWE of the snowpack.

• R(q1, x) = (q2, x) if x4 ≥ 0, R(q2, x) = (q1, x) if x2 ≤ 0,

R(q2, x) = (q3, x) if x2/ρw
(x1+x2)/x3

≥ θr, and R(q3, x) =

(q2, x) if x2/ρw
(x1+x2)/x3

< θr and R(q, x) = ∅ otherwise.

A graphical representation of the hybrid automaton is
given in Figure 1.

5.3 Discrete Mode Dynamics
Due to the relatively straightforward nature of the discrete

mode dynamics, a detailed analysis of the system would
not offer more information than is provided by a qualita-
tive overview:
State q1: The steady state behavior of the hybrid automa-
ton during this discrete mode reflects only densification of
the snow pack, as an energy input is required for the tem-
perature to be affected. During this state, the density of the
snowpack, x3, is evolving towards a terminal density value
A, given in (4). Introduction of an energy flux |u(t)| > 0
evolves the temperature of the snowpack proportional to the
sign and magnitude of the energy input.
State q2: The evolution of x1 and x2 is equal in magnitude,
and opposite in sign, and is proportional to the energy input
into the system. The continuous state x4, the temperature
of the snowpack, does not evolve and remains at a steady
T = 0oC, since ice and snow can not exist in solid form be-
yond this region.
State q3: With a steady positive energy flux, the snowpack
will eventually melt and the dynamics of state q3 will ensure
that the mass of ice and water go to zero. In q3, the steady
state behavior does affect mass balance, since densification
of the snowpack x3, changes the system’s volumetric water
content. As the snowpack density approaches the terminal
value A, the steady state contribution of the x3 dynamics
to overall mass balance becomes negligible. Given a positive
energy influx, the dynamics of x2 evolve to ensure that the
volumetric water content of the snowpack θw is at all times
equal to the threshold value θr.
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 q1 
T<0°C 

q2 
T=0°C 

q3 
T=0°C 

T≥0 Θw≥Θr 

Θw<Θr Mw≤0 

Figure 1: A visual representation of the snowmelt hybrid automaton. State q1 is the first stage of snowmelt, where the entire
snowpack exists at below freezing temperatures, and no liquid water is present. State q2 represents the isothermal snowpack
at T = 0oC. Ice begins to melt, but water can not leave the snow matrix because it is held in place by capillary forces. Once
the water content θw of the snowpack reaches a value greater than or equal to a threshold θr, water begins to exit the system
and flow into the soil below. A negative energy input in q2 causes existing water to refreeze. If all the water in state q2 freezes,
the system relapses into the sub-freezing state q1.

6. MODEL VALIDATION
A set of real-world input and validation data was obtained

from a research initiative at the Kings River Experimental
Watershed (KREW) in the Southern Sierra Nevada, Cali-
fornia. Two detailed data sets were analyzed, each collected
at two different locations over the 2004 and 2006 winter sea-
sons. The sites were located at an approximate elevation of
2100 meters above sea level. Pre-formatted hourly records of
temperature, relative humidity, snow depth, SWE, wind di-
rection, wind speed, precipitation, and solar radiation were
available. In this data set, sensor readings were taken at
fifteen-minute intervals, and combined into an hourly aver-
age, a practice commonly undertaken in hydrologic sciences.
An ultrasonic depth sensor was deployed in both studies to
measure snow depth. This device measures the time of flight
of an acoustic ping and calculates the depth to the snow
surface, adjusting automatically for the speed of sound as a
function of air temperature. A low-pass filter was also ap-
plied to the raw sensor readings to remove commonly expe-
rienced high-frequency sensor noise. The sites experienced
significant snow accumulation over the winter period. We
regard these data to be of extremely good quality due to
their temporal and spatial density.

Energy input into the snowpack was calculated at every
time step using methods developed by [27, 25, 24, 23]. The
method takes a set of the measured hydrologic variables as
an input, and outputs an energy flux into the snowpack (in
W/m2), which we subsequently employ as the input u(t) to
our hybrid model. The resulting energy input exhibits diur-
nal features. Peak energy input into the snowpack occurred
during daytime, when solar radiation was highest, while
nighttime energy contributions remained relatively low. As
such, our system is deterministic, since all the energy inputs
u(t) are determined prior to system execution. It should
be noted that this method requires soil temperature as a
parameter to estimate net conductive energy fluxes on the

snowpack. Such measurements were not available, but [14]
points out that contribution to melt due to soil heat flux can
be considered negligible compared to net radiative, latent,
and advective energy inputs.

6.1 Initial Conditions and Parametrization
Values, such as the amount of liquid water, and the tem-

perature of the snowpack, are difficult to measure in the
field. Since these values are embedded in our state space, it
becomes important to develop a proper approach to confi-
dently estimate their initial conditions. The hybrid automa-
ton was initialized with night-time values following a fresh
snow-fall event. This maximized the likelihood of captur-
ing the system during state q1, as we assume the snowpack
temperatures to be below freezing during such events. We
believe that this method allows us to estimate initial states
confidently, by assuming that at this stage, the temperature
of the snowpack is equal to the air temperature, and the
mass of liquid water in the system is zero. The density was
initialized using physical measurements, and the mass of ice
was calculated using density and snow height measurements.
The free parameters, or physical constants, of the model are
given in Appendix 6.1, and are based on commonly avail-
able physical constants, as well as known properties of snow
in the Sierra Nevada. The model shows no significant sen-
sitivity to initial conditions and parameters when they are
constrained to physically realistic values.

6.2 Validation Results and Analysis
By inspection of figure 2, very close correspondence be-

tween modeled and observed SWE values becomes evident.
Maximum error for a two week prediction of SWE, for both
years, did not exceed 50mm of SWE. A measurement error
in the range of 20mm is known to exist for the snow-depth
sensor that was deployed in the study. Given the week long
time horizon requirement imposed on this model, we regard
these results to be indicative of very good model perfor-
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(a) Observed SWE vs. Modeled SWE for a site in the Sierra Nevada during the 2004 snow season.
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(b) Observed SWE vs. Modeled SWE for a different site in the Sierra Nevada during the 2006 snow season.

Figure 2: Plots of Snow Water Equivalent (SWE) at two different sites during 2004 and 2006. Snow water equivalent is the
height of water that would result if the whole snowpack were to melt instantaneously. Step-like features in the time series are
indications of discrete mode switches of the hybrid automaton.
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mance. The accuracy of the model is further validated by
the fact that it is able to correctly identify values and trends
in SWE for two different sites, and snow seasons. The point
at which complete melt occurs is identified correctly as well.
Overall, the model performs extremely well within the de-
sired seven day prediction window, and is able to capture
high-frequency daily variations in SWE. Figure 2a shows
a slight model undershoot at the five day mark. At this
time the observed SWE value displays an actual increase,
indicating a snow fall event has occurred. This is an accept-
able behavior, since our main aim is to forecast SWE given
only current snowpack conditions. It is assumed that during
the operational phase, the model will be used as a moving
window to incorporate changes in incoming meteorological
forecasts. The step like response of the SWE plot in figure
2, indicates switching of the discrete system dynamics, and
further intuitively validates the switched dynamics approach
of our model.

6.3 Comparison to Existing Simulators
To fully identify the advantages of the proposed approach,

a rigorous quantitative analysis and comparison with exist-
ing simulators is warranted. Given the currently available
validation data, as well as the high dimensionality and pa-
rameterization requirements of both the SNOBAL [23] and
SNTHERM [19] models, such an analysis was deemed be-
yond the scope of this particular paper. A series of test
runs using SNOBAL found the model predictions of SWE to
be inconsistent with the ground truth data. SNOBAL per-
formed along the same error margin as the hybrid automa-
ton simulation for the first four days of the melt cycle, only
to significantly diverge through the remainder of the simu-
lation period, predicting total melt with an error of seven
days. This behavior is largely attributed to the model’s ap-
parent sensitivity to parameterization and snow layer initial-
ization. It should also be noted that the source code of the
SNOBAL model had to be modified to allow for inputs of
solar radiation that were physically measured, but deemed
unreasonable in the original model design. The SNTHERM
model is, to our knowledge, one of the most comprehen-
sive snowmelt simulator available. As such, it requires more
inputs and parameters that were available to this study. As-
sumptions regarding these parameters could not be justified
given the available data sets. A data set currently being
collected in the Sierra Nevada, however, will permit for a
more comprehensive error analysis of the proposed hybrid
system model, along with providing confident estimates of
model parameters for SNTHERM and SNOBAL.

Compared to existing simulators, computational tractabil-
ity along with model analyzability stand out as the two
main benefits gained by casting the snowmelt process in a
hybrid systems framework. As mentioned previously, the
primary aim of the proposed model is to reliably forecast
weekly SWE given real-time data acquired by densely de-
ployed wireless sensor networks. Spatial variation in snow
cover will be accounted for by the distribution of network
nodes, and separate snowmelt simulations will need to be
carried out for each measurement location. The relatively
simple structure of the proposed model allows it to run ex-
tremely fast on a standard personal computer, and offers
promise in terms of scalability. Compared to existing sim-
ulators, the proposed model also lends itself to a number
of potential hybrid systems analysis techniques. The model

originated with the aspiration to control dams in the Cali-
fornia mountains based on the input of real-time meteoro-
logical and snow cover data. Casting the snowmelt process
in hybrid systems framework will allow for investigation of
controller synthesis methods for such purposes. Addition-
ally, hybrid system estimation, and reachability analyses can
be carried out to provide water management officials with
valuable information regarding water storage and snowmelt
runoff.

7. CONCLUSIONS AND FUTURE WORK
In this paper, we derived a hybrid system model of the

seasonal snowmelt water balance. This model is part of a
larger project scope to control water management infras-
tructure and forecast available water supplies in the state of
California. The main contribution of our paper hinges not
only on its performance, but rather also on showing that it
is possible to accurately model an extremely complex natu-
ral phenomenon using a system of simple switched dynam-
ics. Compared to other approaches, our model significantly
reduces the number of required state variables while deliv-
ering a high level of intuition to the modeling process. The
approach also makes it possible to incorporate well known
heuristics into a coherent mathematical framework. Dimen-
sionality reduction is one of the main appealing features of
the approach, when compared to traditional PDE models.
It is believed that the dimensionality of the system could
be further reduced in the future by taking into account that
in each discrete mode, certain continuous states experience
zero change. As (12), (13) and (14) show, the system could
be modeled as a hybrid automaton with switching between
state spaces of different dimensions. Future work will ex-
plore the choice of a new coordinate system which takes
further advantage of known physical behaviors of snowmelt.

From a hydrologic perspective, future work will focus on
investigating to which extent the model can accurately pre-
dict spatial distribution of SWE. Our current analysis was
limited to point-wise forecasting of a monotonically decreas-
ing SWE based on energy input measured at the exact loca-
tion of the SWE estimate. To broaden the impact to flood
and agricultural planning, our approach will be expanded
to treat the spatial variation of the snowpack throughout
a drainage basin. This approach will entail the interaction
of multiple automata, each governing snowmelt in a spe-
cific region of the basin. Minor modifications to the current
snowmelt automaton will account for thermodynamic inter-
action between the automata, and will permit water to flow
into soil as well as into neighboring automata. New data
sets are currently being collected, which will be used to vali-
date the model over long-term freeze-thaw snowmelt cycles.
The variability of energy fluxes on the model area, as well as
appropriate terrain gridding techniques will be investigated.
This model was designed to utilize real-time data provided
by wireless sensor networks, which are currently being de-
ployed. Estimation techniques will also be developed to en-
sure that the incoming input data is a valid representation
of actual environmental conditions.
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APPENDIX
A 4.1 Derivation of Bulk Density Evolution Equa-
tion
We are given the empirical observation [23] that the density
of aging snow can be determined through the half saturation
equation:

ρs(t) =
A

1 +B/t
(17)

where A is the maximum saturation level (in kg/m3) and
B is the time at which half-saturation is achieved (days).
We would like to derive a relation for the change in snow
density, given the current density, from this relation. Given
a density, we solve (17) for the corresponding time

t =
ρsB

A− ρs
(18)

and then take the derivative with respect to t of (17) to
get

dρs
dt

(t) =
AB

(B + t)2
(19)

after substituting (18) into (19) we get the desired relation
in (4).

A 4.3 Derivation of Change in Water Mass Re-
lation
When the system is in the saturated isothermal regime the
mass of water in the snowpack at any time can be given by
solving (7) for Mw to yield

Mw = θrρw
Mi

ρs − θrρw
. (20)

Taking the derivative of (20) with respect to t gives

dMw

dt
= θrρw

[
dMi
dt

(ρs − θrρw)−Mi
dρs
dt

(ρs − θrρw)2

]
. (21)

Substituting with the relation in (5) and rearranging gives
(10).

6.1 Model Parametrization
Cs = Cice = 2.05 × 103J/kgoK, θr = 0.01, Lf = 334 ×
103J/kg, ρw = 1000kg/m3, A = 450kg/m3, B = 20 days.
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ABSTRACT
The presence of a communication network in a control loop
induces many imperfections such as varying transmission
delays, varying sampling/transmission intervals and packet
loss, which can degrade the control performance significantly
and can even lead to instability. Various techniques have
been proposed in the literature for stability analysis and
controller design for these so-called networked control sys-
tems (NCSs). The goal of this paper is to survey a par-
ticular class of techniques using discrete-time models that
are based on polytopic overapproximations of the uncertain
NCS model and lead to stability conditions in terms of lin-
ear matrix inequalities (LMIs). We discuss the advantages
and disadvantages of the existing techniques in both qual-
itative and quantitative manners. In particular, we apply
all methods to a benchmark example providing a numerical
comparison of the methods with respect to conservatism as
well as numerical complexity.
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Categories and Subject Descriptors
G.1.0 [Numerical analysis]: General—Stability (and in-
stability)

General Terms
Theory

Keywords
Networked control systems, stability, LMI, communication
delays, polytopic systems.

1. INTRODUCTION
Networked control systems (NCS) [18, 35, 40, 41] offer var-

ious benefits such as the ease of maintenance and installa-
tion, the large flexibility and the low cost. However, besides
the benefits, the presence of a wired or wireless network in
a control loop also causes negative effects such as commu-
nication imperfections and constraints, which can degrade
the performance of the control loop significantly and can
even lead to instability. Roughly speaking, the communi-
cation imperfections can be categorized in five types: (i)
Variable sampling/transmission intervals; (ii) Variable com-
munication delays; (iii) Packet dropouts; (iv) Communica-
tion constraints; and (v) Quantization errors. Clearly, it is
of importance to understand how these phenomena influence
the closed-loop stability and performance properties.

Although the field of NCSs is relatively young, various re-
search lines for stability analysis are crystalizing out these
days. In this survey we will focus on a time-driven discrete-
time modeling approach, assuming availability of lower and
upperbounds on the delays, sampling intervals and number
of subsequent dropouts. Basically, the essential modeling
steps to arrive at the discrete-time model are the same for
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all methods as they are based on exact discretization of the
underlying continuous-time plant, which is assumed to be
linear and time-invariant. The most general and complete
modeling approach is provided in [5] (see also [7, 8]) that
includes types (i)-(iii) of network-induced uncertainties, i.e.
time-varying delays (both smaller and larger than the sam-
pling interval), time-varying sampling intervals and explicit
modeling of the dropouts. In [10] also a discrete-time mod-
eling approach is adopted including (i)-(iv), however, with
only considering delays smaller than the sampling interval.

In the resulting discretized models, the varying delay and
sampling interval uncertainties appear in an exponential form
(cf. (5) below) that is hard to use directly for stability anal-
ysis. At this point the analysis techniques proposed in the
literature divert and use different overapproximation tech-
niques to embed the original model with the exponential un-
certainty (as tight as possible) in a larger model that has nice
structural properties suitable for the application of robust
stability methods. Adopted overapproximation techniques
are based on the real Jordan form [5, 7, 8, 30, 37], the Tay-
lor series [19], gridding and norm-bounding [11, 13, 33, 34],
and the Cayley-Hamilton theorem [15, 16]. Earlier and more
conservative results as in [6] based on interval matrices will
not be discussed here. The overapproximation techniques
typically result in discrete-time polytopic models with or
without additive norm-bounded uncertainties. These mod-
els are amendable for robust stability assessment using linear
matrix inequalities (LMIs). When exploiting such polytopic
embedding techniques, the question naturally arises how the
many, existing methods for overapproximation compare in
terms of the conservatism of the embedding and the com-
plexity (number and dimension) of the resulting LMIs. The
purpose of this paper is to present the advantages and dis-
advantages of the existing techniques and compare them in
the light of the above criteria.

Besides the discrete-time modeling approach various other
methods are available to perform stability analysis, see the
survey papers [18, 35, 40, 41]. For instance, there are also
continuous-time approaches towards the modeling and sta-
bility analysis of NCSs involving different subsets of the
network-induced imperfections mentioned above such as [3,
4, 14, 17, 26–28, 37–39]. Frequency domain conditions for sta-
bility of discrete-time, continuous-time and sampled-data
systems with delays are provided in [23]. Also stability anal-
ysis results are available using stochastic information on the
delays, sampling intervals and dropouts, see e.g. the survey
[18]. However, here we focus on discrete-time modeling ap-
proaches using deterministic bounds on the delays, sampling
intervals and number of subsequent dropouts.

The outline of the paper is as follows. In Section 2, a de-
scription of the NCS and the discrete-time uncertain model
is presented. In Section 3, the basic idea of embedding
the uncertain NCS model in a polytopic model is illumi-
nated. Section 4 deals with the exploitation of such poly-
topic models to arrive at LMI-based stability analysis tech-
niques. Next, Section 5 presents four different overapprox-
imation techniques for the construction of such polytopic
embeddings. Sections 6 and 7 present qualitative and quan-
titative (based on a numerical example) comparisons of these
techniques. Conclusions are presented in Section 8.

2. DESCRIPTION OF THE NCS
The NCS as considered in this paper is a simplified setup

Figure 1: Schematic overview of the NCS.

from the general framework presented in [5] (see also [8]),
which includes delays both smaller and larger than the un-
certain and time-varying sampling interval, and packet drop-
outs. For the sake of clarity, we focus here on a more basic
NCS setup where the sampling interval is constant, no drop-
outs occur and delays are smaller than the sampling time.

The NCS is depicted schematically in Figure 1. It consists
of a linear continuous-time plant

ẋ(t) = Ax(t) + Bu(t) (1)

with A ∈ Rn×n and B ∈ Rn×m, and a discrete-time static
time-invariant controller, which are connected over a com-
munication network that induces network delays (τ sc and
τ ca). The state measurements (y(t) = x(t)) are sampled re-
sulting in the sampling time instants sk = kh, where h > 0
is the constant sampling interval. We denote by yk := y(sk)
the kth sampled value of y, by xk := x(sk) the kth sampled
value of the state and by uk the control value corresponding
to yk = xk.

In the model, both the varying computation time (τ c
k),

needed to evaluate the controller, and the network-induced
delays, i.e. the sensor-to-controller delay (τ sc

k ) and the con-
troller-to-actuator delay (τ ca

k ), are taken into account. We
assume that the sensor acts in a time-driven fashion (i.e.
sampling occurs at the times sk = kh, k ∈ N) and that
both the (time-invariant) controller and the actuator act in
an event-driven fashion (i.e. they respond instantaneously
to newly arrived data). Under these assumptions, all three
delays can be captured by a single delay τk := τ sc

k +τ c
k +τ ca

k ,
see also [29], [41]. We assume here that τk ∈ [τmin, τmax] with
0 ≤ τmin ≤ τmax ≤ h. Finally, the zero-order-hold (ZOH)
function in Figure 1 transforms the discrete-time control in-
put uk to a continuous-time control input

u(t) = uk for t ∈ [sk + τk, sk+1 + τk+1), k ∈ N. (2)

If we now exactly discretize the linear plant (1) at the sam-
pling times sk, k ∈ N, we obtain

xk+1 = eAhxk+

∫ h−τk

0

eAsdsBuk+

∫ h

h−τk

eAsdsBuk−1. (3)

Using now the lifted state vector

ξk =
(
x�

k u�
k−1

)�
that includes the current system state and past system in-
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put, we obtain the lifted model

ξk+1 =

(
eAh

∫ h

h−τk
eAsdsB

0 0

)
︸ ︷︷ ︸

Ã(τk)

ξk+

(∫ h−τk

0
eAsdsB
I

)
︸ ︷︷ ︸

B̃(τk)

uk.

(4)
This representation (4) can be written as

ξk+1 =

(
eAh

∫ h

0
eAsdsB − Γ(τk)

0 0

)
ξk +

(
Γ(τk)

I

)
uk

(5)

with Γ(τk) :=
∫ h−τk

0
eAsdsB a matrix depending on the un-

certain time-varying delay τk.
Hence, the stability analysis for the uncertain system (5)

with the uncertainty parameter τk ∈ [τmin, τmax] (given a
discrete-time controller such as a lifted state feedback uk =
−Kξk) is essentially a robust stability analysis problem. The
obstruction to apply existing robust stability analysis tech-
niques directly is that the uncertainty appears in an expo-
nential fashion in Γ(τk) of (5). To make the formulation
(5) suitable for robust stability analysis, overapproximation
techniques are employed in the literature to embed the origi-
nal model (as tight as possible) in a larger model, which has
nice structural properties, such as discrete-time polytopic
models [2, 9, 24] with (or without) additive norm-bounded
uncertainties. These polytopic models are suitable for the
application of available robust stability methods.

3. POLYTOPIC OVERAPPROXIMATION
The exponential uncertainty in the discrete-time NCS mo-

del (5) is entirely represented by the matrix Γ(τk) satisfying
Γ(τk) ∈ Γ, k ∈ N, with

Γ := {Γ(τ ) | τ ∈ [τmin, τmax]}. (6)

To perform the robust stability analysis we aim to overap-
proximate the set of matrices Γ in (6) as

Γ ⊆

⎧⎪⎨
⎪⎩

N∑
i=1

αi[Fi + GiΔHi] | α =

⎛
⎜⎝

α1

...
αN

⎞
⎟⎠ ∈ A, Δ ∈Δ

⎫⎪⎬
⎪⎭ ,

(7)
where Fi ∈ Rn×m, Gi ∈ Rn×q , Hi ∈ Rq×m, i = 1, . . . , N , are
suitably constructed matrices with N the number of vertices
in the polytopic overapproximation. In addition, Δ is a
specific set of structured matrices (e.g. with a norm bound

‖Δ‖ :=
√

λmax(Δ�Δ) ≤ 1) and

A = {α ∈ R
N | αi ≥ 0, i = 1, . . . , N and

N∑
i=1

αi = 1}. (8)

If an overapproximation of the matrix set Γ is available, then
the system (5) can be embedded in the new polytopic system
with structured uncertainty given by

ξk+1 =
∑N

i=1 αk,i

[(
eAh

∫ h

0
eAsdsB − Fi − GiΔkHi

0 0

)
ξk

+

(
Fi + GiΔkHi

I

)
uk

]
(9)

with Δk ∈ Δ and αk = (αk,1, . . . , αk,N )� ∈ A for all k ∈
N. Hence, once we obtain an overapproximation of Γ as in
(7), the transformation of (5) into a polytopic model (9)

is straightforward. Although for the sake of transparency
we only consider the small-delay case, in principle the same
techniques directly apply to the general NCS setup as in
[5] in which large delays, packet dropouts and time-varying
sampling intervals are included.

In the literature, many different ways of constructing such
polytopic embeddings of the uncertain system as in (7) are
proposed, see e.g. [5–8, 11, 13, 15, 16, 19, 33, 34]. However, it
remains unclear how these methods compare both in terms
of computational complexity (number and size of LMIs) and
conservatism introduced by the polytopic embedding. In
Section 5, after introducing LMI-based stability conditions
for (9) in the next section, we present an overview of the
different approaches available. In Sections 6 and 7 we will
qualitatively and quantitatively compare the different ap-
proaches.

4. LMI-BASED STABILITY ANALYSIS
If a lifted state feedback

uk = −Kξk = −(Kx Ku)

(
xk

uk−1

)
(10)

is used in (9), the closed-loop system can be directly trans-
formed into

ξk+1 =
N∑

i=1

αk,i(Acl,i + Bcl,iΔkCcl,i)ξk (11)

with

Acl,i =

(
eAh − FiKx

∫ h

0
eAsdsB − FiKu − Fi

−Kx −Ku

)
,

Bcl,i =

(
Gi

0

)
, Ccl,i = (−HiKx − Hi(I + Ku)) ,

i = 1, . . . , N , Δk ∈ Δ and αk ∈ A, k ∈ N. Based on this
model, we present stability analysis results with or without
additive uncertainties Δk in a concise fashion next.

4.1 Without uncertainty (Δk = 0)
The following theorem provides a sufficient condition for

the stability of the closed-loop NCS system (1), (2), (10).

Theorem 4.1. Suppose there exist matrices Pi � 0, i =
1, . . . , N , satisfying1

Pi − A�
cl,iPjAcl,i � 0, (12)

for all i, j = 1, . . . , N . Then, (11) is globally asymptotically
stable (GAS). In addition, the continuous-time NCS given
by (1), (2), (10) is GAS as well.

Two important observations are in order:

• The result of the theorem is based on a parameter-
dependent quadratic Lyapunov function

V (ξk, τk) = ξ�k P (τk)ξk, (13)

see e.g. [5, 9]. We can reduce the number of LMIs, at
the cost of introducing conservatism, by choosing Pi =
P , for all i = 1, . . . , N , yielding a so-called common
quadratic Lyapunov function, see, e.g. [8].

1We write H � 0 for a square matrix H if H is symmetric
and satisfies x�Hx > 0 for all x 	= 0.

183



• Theorem 4.1 does not only guarantee the stability of
the discrete-time NCS model (11), but also of the conti-
nuous-time sampled-data NCS system (1), (2), (10),
see [6].

Remark 4.2. In [5] also LMI-based synthesis conditions
are given for the design of stabilizing lifted state feedbacks as
in (10) and genuine state feedbacks uk = −Kxxk (i.e. Ku =
0 in (10)).

4.2 With uncertainty (Δk 	= 0)
Now we present sufficient conditions for the stability of the

closed-loop NCS system (1), (2), (10) in case Δk is present
in the overapproximation. Assuming that the set Δ has a
block diagonal structure, i.e.,

Δ =
{
diag(Δ1, . . . , ΔL) | Δj ∈ R

qj×qj , ‖Δj‖ � 1,

for j ∈ {1, . . . , L}
}
, (14)

allows us to use the full-block S-procedure, see [32], for which
we define the following set of matrices

R =
{
diag(r1I1, . . . , rLIL) ∈ R

q×q | rj > 0

for j ∈ {1, . . . , L}
}
, (15)

where Ij is an identity matrix of size qj and
∑L

j=1 qj = q.

Theorem 4.3. [10] Suppose there exist matrices Pi �
0,and matrices Ri ∈ R, i = 1, . . . , N , satisfying(

Pi − A�
cl,iPjAcl,i − C�

cl,iRiCcl,i A�
cl,iPjBcl,i

B�
cl,iPjA

�
cl,i Ri − B�

cl,iPjBcl,i

)
� 0

(16)
for all i, j = 1, . . . , N . Then (11) is globally asymptotically
stable (GAS). In addition, the continuous-time NCS given
by (1), (2), (10) is GAS as well.

In the above theorem, one can also adopt a common qua-
dratic Lyapunov function by taking Pi = P for i = 1, . . . , N .

5. OVERAPPROXIMATIONTECHNIQUES
In Sections 5.1-5.4, we present four different ways of con-

structing an overapproximation of the matrix uncertainty
set Γ in (7) based on the Jordan form (Section 5.1), the
Cayley-Hamilton theorem (Section 5.2), the Taylor series
(Section 5.3) and gridding (Section 5.4). We note that the
first two approaches lead to overapproximations without ad-
ditive uncertainties Δk, whereas the Taylor series and grid-
ding approaches do require such additive uncertainties.

5.1 Real Jordan form
The first method is based on exploiting the real Jordan

form of the continuous-time system matrix A ∈ Rn×n, which
is given by [22, 36]:

J = Q−1AQ (17)

with Q ∈ Rn×n an invertible matrix that contains the (real
and imaginary parts of the) generalized eigenvectors of A
with J a block diagonal matrix given by

J = diag(J1, . . . , Jp), (18)

where Jj , j = 1, 2, . . . , p, is a so-called real Jordan block that
corresponds to either a real eigenvalue λj ∈ R or a pair of
complex conjugate eigenvalues aj ± bji with bj 	= 0. In case

of a real eigenvalue λj ∈ R, the corresponding Jj ∈ Rrj×rj

is given by

λj ,

(
λj 1
0 λj

)
, . . . ,

⎛
⎜⎜⎜⎜⎜⎝

λj 1 0 . . . 0
0 λj 1 . . . 0
...

. . .
...

0 0 . . . λj 1
0 0 . . . 0 λj

⎞
⎟⎟⎟⎟⎟⎠ . (19)

In case of a pair of complex conjugate eigenvalues aj ± bji
with bj 	= 0, the real Jordan block Jj ∈ R2rj×2rj has the
form

Dj ,

(
Dj I
0 Dj

)
, . . . ,

⎛
⎜⎜⎜⎜⎜⎝

Dj I 0 . . . 0
0 Dj I . . . 0
...

. . .
...

0 0 . . . Dj I
0 0 . . . 0 Dj

⎞
⎟⎟⎟⎟⎟⎠ (20)

with the matrix Dj defined as

Dj =

(
aj −bj

bj aj

)
. (21)

Using this real Jordan decomposition it is clear that

Γ(τk) =

∫ h−τk

0

eAsdsB =

Q

∫ h−τk

0

eJsdsQ−1B =
ν∑

i=1

γi(h − τk)SiB (22)

for certain matrices S1, . . . , Sν ∈ Rn×n, where ν ≤ n is the
degree of the minimal polynomial qmin of A. Note that the
minimal polynomial of A is the monic polynomial p of small-
est degree that satisfies p(A) = 0. The minimal polynomial
can be easily obtained [22, 36] from the Jordan normal form.
Actually, ν is equal to the sum of all the maximal dimen-
sions of the Jordan blocks corresponding to all the distinct
eigenvalues of A. The functions γi correspond to the dis-
tinct eigenvalues of the matrix A. Indeed, they take the
form t 
→ tl−1eλjt − δ1,l, l = 1, . . . , rj in case λj ∈ R \ {0}
and the form t 
→ tl, l = 1, . . . , rj when λj = 0, where rj ×rj

is the size of the corresponding (real) Jordan block in (19).
Here, δ1,l denotes the Kronecker delta, which is equal to 1
in case l = 1 and 0 otherwise. For complex conjugate pairs
of eigenvalues γi takes the form t 
→ tl−1eajt cos(bjt) − δ1,l

or t 
→ tl−1eajt sin(bjt) with l = 1, . . . , rj , where the size of
the real Jordan block in (20) is 2rj × 2rj .

By computing

γ
i
:= min

τ∈[τmin,τmax]
γi(h− τ ) and γ̄i := max

τ∈[τmin,τmax]
γi(h− τ ),

(23)
for i = 1, . . . , ν, we obtain that

Γ(τ ) ∈ Co{F1, . . . , F2ν } (24)

for all τ ∈ [τmin, τmax] with

{F1, . . . , F2ν} =

{ ν∑
i=1

ηiSi | ηi ∈ {γ
i
, γi} for i = 1, . . . , N

}
.

(25)
Here, Co{F1, . . . , FN} is the convex hull of {F1, . . . , FN}, i.e.

Co{F1, . . . , FN} := {
N∑

i=1

αiFi | α ∈ A}.
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Hence, we obtain an overapproximation as in (7) with Gi = 0
and Hi = 0 for all i and thus no additive uncertainty Δ.

5.2 Cayley-Hamilton theorem
The second method is based upon the Cayley-Hamilton

theorem. This theorem states that, given the characteristic
polynomial of A, i.e. q(λ) := det(λIn − A), then q(A) = 0,
where In is the n × n-identity matrix. Again, we will use
here the minimal polynomial of A that satisfies qmin(A) = 0
as well. Clearly, based on the Cayley-Hamilton theorem, the
degree of the minimal polynomial (denoted by ν) is smaller
than or equal to n. Using the minimal polynomial it is
possible to express all powers of A of order ν and higher as
a combination of the first ν powers of A, i.e.

Aj−1 =

ν∑
i=1

ci,jA
i−1 (26)

for some ci,j ∈ R, i = 1, . . . , ν, j > ν. Furthermore, for all
j = 1, . . . , ν and i = 1, . . . , ν let ci,j = 1 when i = j and
ci,j = 0 when i 	= j.

Next, we define the functions βi : R → R for all i =
1, . . . , ν as

βi(t) :=

∫ t

0

∞∑
j=1

ci,j

(j − 1)!
sj−1ds, (27)

and use (26) to obtain

Γ(τ ) =

∫ h−τ

0

eAsBds =

∫ h−τ

0

∞∑
j=1

Aj−1Bsj−1

(j − 1)!
ds =

ν∑
i=1

∫ h−τ

0

∞∑
j=1

ci,jA
i−1Bsj−1

(j − 1)!
ds =

ν∑
i=1

βi(h − τ )Ai−1B.

(28)

The functions βi can be derived exactly using the real Jordan
form of A. Indeed, (22) yields∫ t

0

eAsdsB =
ν∑

l=1

γl(t)SlB (29)

with Sl ∈ Rn×n and the functions γl, l = 1, . . . , ν, as in
Section 5.1. We use now that the minimality of the min-
imal polynomial implies that the matrices I,A, . . . , Aν−1

are linearly independent in Rn×n and that by inspection
of eAs = Q−1eJsQ, where A = Q−1JQ with J the real
Jordan form of A, it follows that S1, . . . , Sν are linearly in-
dependent as well and span the same linear space in Rn×n

as I,A, . . . , Aν−1. Hence, there is a unique invertible ma-
trix T ∈ Rν×ν such that Sl =

∑ν

i=1 Tl,iA
i−1, l = 1, . . . , ν.

Substituting this in (29) yields∫ t

0

eAsdsB =
ν∑

l=1

γl(t)
ν∑

i=1

Tl,iA
i−1B

=
ν∑

i=1

(
ν∑

l=1

γl(t)Tl,i)A
i−1B.

Based on (28) it holds that βi(t) =
∑ν

l=1 γl(t)Tl,i, i =
1, . . . , ν and thus we computed the functions βi exactly. Cal-
culating now

β
i
:= min

τ∈[τmin,τmax]
βi(h− τ ) and β̄i := max

τ∈[τmin,τmax]
βi(h− τ ),

(30)

for all i = 1, . . . , ν, we obtain that

Γ(τ ) ∈ Co{F1, . . . , F2ν }

for all τ ∈ [τmin, τmax] with

{F1, . . . , F2ν}=

{
ν∑

i=1

ηiA
i−1B | ηi ∈ {β

i
, βi} i = 1, . . . , ν

}
.

(31)
Hence, we obtain an overapproximation as in (7) in which
Gi = 0 and Hi = 0 for all i and thus no additive uncertainty
Δ.

5.3 Taylor series
Using the definition of the matrix exponential, we have

eAρ =
∞∑

i=0

Ai

i!
ρ i (32)

for ρ ∈ R, which leads to

L(ρ) =

∫ ρ

0

eAsds =

∞∑
i=1

Ai−1

i!
ρ i. (33)

Since the integral of the matrix exponential satisfies∫ a+b

0

eAsds =

∫ a

0

eAsds +

∫ b

0

eAsds

(
A

∫ a

0

eAsds + I

)
,

taking a = h− τmax and b = τmax − τk the uncertain matrix

Γ(τk) =
∫ h−τk

0
eAsdsB, τk ∈ [τmin, τmax] can be expressed

as

Γ(τk) = Γ(τmax) + L(τmax − τk) (AΓ(τmax) + B) , (34)

where the exponential uncertainty L(·) is independent of h
and where the parameter τmax − τk ∈ [0, τmax − τmin].

Consider now the p-order Taylor approximation of the un-
certain term L(ρ) in (33) given by

Lp(ρ) =

p∑
i=1

Ai−1

i!
ρi. (35)

The remainder of the approximation ΔpL(τk) = L(τk) −
Lp(τk) is then given by

ΔpL(τk) =
∞∑

i=p+1

Ai−1

i!
(τmax − τk)i. (36)

Using the above, we obtain the p-order Taylor approxima-
tion of Γ(τk) as

Γp(τk) = Γ(τmax)+

(
p∑

i=1

Ai−1

i!
(τmax − τ )i

)
(AΓ(τmax) + B) .

(37)
A simple method to construct a convex polytope from this

description is to consider the terms ρi(τk) = (τmax−τk)i, i =
1, . . . , p as independent parameters. Similarly to the case of
the real Jordan form, this would result in a matrix polytope
with 2p vertices. However, in the case of the p-order Tay-
lor approximation, we can exploit the relation between the
different parameters, which is given by ρi(τk) = (ρ1(τk))i ≥
0, i = 1, . . . , p. The following lemma shows how to use these
identities to construct a polytope with only p + 1 vertices.

Lemma 5.1. [20] Consider a polynomial matrix

L(ρ) = L0 + ρL1 + ρ2L2 + . . . + ρ pLp, (38)
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where ρ ∈ R and Li ∈ Rn×n, i = 1, . . . , p. For each upper
bound ρ ≥ 0 on ρ there exist matrices Ui ∈ Rn×n, i =
1, . . . , p + 1 such that the following property holds:
For all ρ ∈ [0, ρ] there exist parameters μi(ρ), i = 1, . . . , p+1
with

p+1∑
i=1

μi(ρ) = 1, and μi(ρ) ≥ 0, i = 1, . . . , p + 1

such that

L(ρ) =

p+1∑
i=1

μi(ρ)Ui. (39)

In particular, Ui, i = 1, . . . , p can be chosen as

U1 = L0,

U2 = ρL1 + L0,

U3 = ρ 2L2 + ρL1 + L0,

...

Up+1 = ρ pLp + ρ p−1Lp−1 + . . . + ρ 2L2 + ρL1 + L0.

Applying the previous lemma to (37) leads to Γp(τk) ∈
Co {F1, F2, . . . , Fp+1} with F1 = Γ(τmax)

Fi = Γ(τmax) +

(
i−1∑
j=1

Aj−1

j!
(τmax − τmin)

j

)
(AΓ(τmax) + B)

for i = 2, . . . , p + 1.
Using the remainder of the Taylor series given in (36)

together with (34), we obtain an overapproximation as in
(7) with an additive uncertainty described by

Gi = γI and Hi = AΓ(τmax) + B, i = 1, . . . , p + 1 (40)

and

Δ = {Δ ∈ R
n×n | ‖Δ‖ ≤ 1}, (41)

where

γ = max
ρ∈[0,τmax−τmin]

∥∥∥∥∥
(∫ ρ

0

eAsds −

p∑
i=1

Ai−1

i!
ρi

)∥∥∥∥∥ (42)

with, as before, ‖M‖ :=
√

λmax(M�M).

5.4 Gridding and norm bounding
In this section, we present a method proposed in [11] to

study the stability of NCS with time-varying sampling times.
This method is based on the gridding idea of [13, 31, 34]
to obtain Fi by evaluating Γ(τ ) of (6) at a collection of
selected transmission delays combined with improved tech-
niques for norm bounding of the remaining exponential un-
certainty. The method proposed in [11] has been extended
in [10], to include for time-varying delays and A-matrices
with eigenvalues having an algebraic multiplicity larger than
one. Contrary to [13, 31, 34], the method of [10, 11] allows
for convex combinations of the vertices, thereby reducing
the magnitude of the additive uncertainty if compared to
[13, 34]. A second difference between [13, 34] and [10, 11] is
that in the latter the structure of the additive uncertainty is
exploited using the full-block S-procedure, see [32], to fur-
ther reduce conservatism. A related procedure was proposed
in [33], which is based on a LQ criterion and studies loss
of performance instead of stability of systems with varying

sampling intervals (no delays). We also would like to men-
tion“gridding-like”methods that use only one nominal value
for the sampling interval and/or delay (essential one grid
point) and compute a norm-bound on the remaining uncer-
tainty induced by the varying sampling interval/delays, see
e.g. [1, 12]. However, these works do not exploit the poten-
tial of using more grid points to reduce conservatism.

In the method presented here, we take a priori chosen
grid points τ̃1, . . . , τ̃N , and construct a norm-bounded ad-
ditive uncertainty Δ ∈ Δ to capture the remaining ap-
proximation error. Hence, Fi = Γ(τ̃i), with i = 1, . . . , N ,
in (11). The approximation can be made arbitrarily tight,
from a stability point of view, by increasing the number
of grid points τ̃1, . . . , τ̃N , in a well-distributed fashion, as
we will formally show in Theorem 5.3. By specifying τ̃i,
i = 1, . . . , N , and thereby determining Fi, it only remains
to show how to choose Gi and Hi in (11) and Δ in order to
satisfy (7). This additive uncertainty is used to capture the
approximation error between the original system (4) and the
polytope Co{F1, . . . , FN}. In order for (7) to hold, for each
τ ∈ [τmin, τmax], there should exist some α ∈ A and Δ ∈Δ,
such that

Γ(τ ) −
N∑

i=1

αiFi =
N∑

i=1

αiGiΔHi. (43)

Hence, we should determine the worst-case distance between
Γ(τ ) and Co{F1, . . . , FN} leading to an upper bound on the
approximation error. To obtain such a bound, we partition
the set [τmin, τmax] into N − 1 line segments S1, . . . , SN−1

and construct different uncertainty bounds for each Sm, m =
1, . . . , N − 1. This procedure is formalised below.

Procedure 1.

• Select N distinct delays τ̃1, . . . , τ̃N such that τmin =:
τ̃1 � τ̃2 < . . . < τ̃N−1 � τ̃N := τmax.

• Define

Fi = Γ(τ̃i), i = 1, . . . , N (44)

• Decompose the matrix A, as in (1), into its real Jor-
dan form [22, 36], i.e. A := QJQ−1, where Q is an
invertible matrix and

J = diag(J1, . . . , JL) (45)

with Jj ∈ Rnj×nj , j = 1, . . . , L, the j-th real Jordan
block of A, see (17)-(21).

• Compute for each line segment Sm = [τ̃m, τ̃m+1], m =
1, . . . , N − 1, and for each real Jordan block Jj, j =
1, . . . , L the worst case approximation error, i.e.

δ̃j,m = max
α̃

1
+ α̃

2
= 1,

α̃
1
, α̃

2 � 0

∥∥∥ 2∑
l=1

α̃l

∫ α̃1τ̃m+α̃2τ̃m+1

τ̃m+l−1

eJi(h−s)ds
∥∥∥.

(46)
For a detailed explanation of the origin of the approx-
imation error bounds, see [10].

• Map the obtained bounds (46) at each line segment
Sm, m = 1, . . . , N − 1, for each Jordan block Jj , j =
1, . . . , L, to their corresponding vertices i = 1, . . . , N ,
according to

δj,i =

{
δ̃j,i i ∈ {1, N},
max{δ̃j,i−1, δ̃j,i} i ∈ {2, . . . , N − 1}.

(47)

186



• Finally, define

Hi = Q−1B (48)

and

Gi := Q · diag(δ1,iI1, . . . , δL,iIL) (49)

with Ij the identity matrix of size nj , complying with
the size of the j-th real Jordan Block. The additive
uncertainty set Δ ⊆ Rn×n is now given by

Δ =
{
diag(Δ1, . . . , ΔL) | Δj ∈ R

nj×nj ,

‖Δj‖ � 1, for j = 1, . . . , L
}

. (50)

Theorem 5.2. Consider the NCS given by (4),(10) with
τk ∈ [τmin, τmax]. If system (11) is obtained by following
Procedure 1, then (7) holds and thus (11) is an overapprox-
imation of (4).

Proof. The proof is similar to the one of Theorem III.2
of [10] and is therefore omitted.

Given the results above, it is natural to ask if and how con-
servative this methodology is. The answer is given by the
following result, showing that if the original system (4),(10)
(without any overapproximation) is quadratically stable, in
the sense that a parameter-dependent quadratic Lyapunov
function exists, the presented gridding procedure will guar-
antee stability and will find a respective Lyapunov function
for a sufficiently refined partitioning of the set [τmin, τmax].
To show this fact, we define the notion of ε-refined parti-
tioning, meaning that it holds that

max
m∈{1,...,N−1}

‖τ̃m − τ̃m+1‖ � ε (51)

for ε > 0.

Theorem 5.3. Suppose system (4), (10) has a parameter-
dependent quadratic Lyapunov function, i.e., there exists
P : [τmin, τmax] → R(n+m)×(n+m) such that for some 0 <
a < b and γ > 0 it holds that for all τ ∈ [τmin, τmax]
aI < P (τ ) < bI and for all τ1, τ2 ∈ [τmin, τmax]

(Ã(τ1) − B̃(τ1)K̄)�P (τ2)(Ã(τ1) − B̃(τ1)K̄) − P (τ2) ≺ −γI.
(52)

Then, there exists ε0 > 0, such that for any ε-refined parti-
tioning with 0 < ε < ε0, the LMIs in Theorem 4.3 hold for
the resulting overapproximations using gridding and norm-
bounding.

Proof. The proof is given in [10].

This result states that the polytopic overapproximation
does not introduce conservatism when analyzing stability
using delay-dependent quadratic Lyapunov functions.

6. QUALITATIVE COMPARISON
There are various aspects on which the presented meth-

ods can be compared. In the comparison below we use
the abbreviations JND, CH, TS and GND for real Jordan
form, Cayley-Hamilton, Taylor series and gridding (with
norm bounding), respectively.

Additive uncertainty.
The GND and TS methods require an additive uncertainty

term Δk in (7), while the JNF and CH methods do not.

Approximation error.
The CH and JNF methods, at least as described in Sec-

tion 5, have essentially a fixed approximation error. They
do not have a tuning parameter to modify the overapproxi-
mation error (and thereby the numerical complexity of the
resulting LMIs), at least not in a direct way. Also the TS
approach for a given p results in a fixed overapproximation
error due to the usage of Lemma 5.1. Although the effect of
the additive uncertainty Δ can be made arbitrarily small
in the TS method, by increasing the order p in (35), it
is in general not true that the overapproximation error of
the polynomial matrix Lp(ρ) in (35) by a polytopic matrix
set described in (39) is vanishing when p approaches infin-
ity. Stated differently, the difference between Lp(ρ) in (35)
and the polytopic matrix set (39) does not disappear when
p → ∞. The fact that the effect of the additive uncertainty
goes to zero for increasing p to infinity is due to the fact that
the additive uncertainty Δk in (41) is scaled by Gi = γI in
(40) and γ in (42) vanishes for p → ∞.

Only the GND approach leads to arbitrarily tight over-
approximations by increasing the number of grid points N .
Indeed, when N → ∞ and making the partitioning by the
grid points sufficiently refined, δ̃j,m in (46) and thus δj,i in
(47) approaches 0. As a consequence, Gi in (49) approaches
zero and thus the overapproximation for GND can be made
as tight as desired. Theorem 5.3 proves this formally in
terms of poly-quadratic stability: If a parameter-dependent
quadratic Lyapunov function exists for the original system,
then the LMIs based on the GND method will become fea-
sible for sufficiently refined gridding.

However, the CH, JNF and TS methods can be extended
using the idea that was advocated in [21] [25]. Basically,
the idea is based on splitting the interval [τmin, τmax] into
disjoint subintervals [τ̃l, τ̃l+1], l = 0, 1, . . . , T − 1 such that
τmin =: τ̃0 � τ̃1 < . . . < τ̃T−1 � τ̃T := τmax. Hence,
[τmin, τmax] =

⋃T−1
l=1 [τ̃l, τ̃l+1]. We can now apply the de-

scribed CH, JND and TS methods on each of the individual
subintervals (thus T times instead of 1 time). By making
T arbitrarily large we can approximate the true set Γ ar-
bitrarily accurate. Indeed, αi and αi for [τ̃l, τ̃l+1] in (23)

(JNF) and β
i
and βi for [τ̃l, τ̃l+1] in (30) (CH) can be made

arbitrarily close on each of the subintervals. A similar rea-
soning applies for the TS method. If this splitting idea is
applied, we call the adapted versions of the CH, JNF and TS
methods, the CH-s, JNF-s and TS-s methods, respectively.
The price paid of splitting the range [τmin, τmax] is a linear
growth in numerical complexity in terms of the number of
subintervals (T ).

Numerical complexity.
To assess the stability of the NCS the LMIs in Section 4

have to be solved. Given the dimension nξ := n + m of the
lifted state vector in (4), N the number of vertices in the
polytopic overapproximation (7) and Δk ∈ Rq×q, we obtain
the following numbers that indicate the complexity. Solving
(12) for a common quadratic Lyapunov function (CQLF)
Pi = P requires the solution of one LMI (by stacking all
required LMIs in (12) together with P � 0 in one block
diagonal matrix that has to be positive definite) of size (N +
1)nξ in 1

2
(nξ + 1)nξ free scalar variables (being the entries

of P ). Solving (12) for a parameter-dependent quadratic
Lyapunov function (pd-QLF) leads to one LMI of size (N2+
N)nξ in 1

2
N(nξ + 1)nξ free variables (Pi, i = 1, . . . , N). In
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case additive uncertainty Δ ∈ Rq×q has to be taken into
account a CQLF using (16) requires the solution to one LMI
of size N(nξ+q)+nξ+NL in 1

2
(nξ+1)nξ+NL free variables

(being P and ri,j > 0, i = 1, . . . , N , j = 1, . . . , L, where
Ri = diag(ri,1, . . . , ri,L), i = 1, . . . , N and L is the number
of blocks in Δ as in (14). In case a pd-QLF is used in (16),
we need to solve an LMI of size N2(nξ + q) + Nnξ + NL
in 1

2
N(nξ + 1)nξ + NL free variables (Pi and ri,j > 0, i =

1, . . . , N , j = 1, . . . , L). From these numbers the dominance
of N is obvious, especially since nξ is a given number in the
original system setup, q = n for the TS and GNB approaches
and L (the number of blocks in Δ) is equal to 1 for the
TS and L ≤ n for the GNB approach. Therefore, below
we will focus in particular on the number N of vertices in
the polytopic overapproximation for each of the individual
methods.

The JNF and CH methods are of a similar complexity
as they both have NJNF = NCH = 2ν vertices in the poly-
topic overapproximation. In case the splitting of the interval
[τmin, τmax] is applied for JNF and CH, then the complexity
rises linearly as a function of the number of subintervals T .
Each subinterval has 2ν vertices in the polytopic overapprox-
imation, which results overall in NJNF−s = NCH−s = T2ν .
The TS method has NTS = p + 1 vertices of the polytopic
overapproximation, where p indicates the truncation order in
the Taylor series. The TS-s method has NTS−s = T (p + 1).
Finally, the GNB approach based on N gridpoints has N
vertices in the polytopic overapproximation.

Remark 6.1. In [15, 30] a technique is proposed that can
be used to modify the JNF and CH methods to result in
2ν vertices of the polytopic overapproximation at the cost
of introducing more conservatism in the overapproximation
(overapproximation being less tight).

Summary of the qualitative comparison.
The exponential dependence of NJNF = NCH on ν (where

in many cases ν = n) shows that the plain JNF and CH
methods suffer from the “curse of dimensionality” in the
sense that the complexity grows exponentially in the state
dimension n of the plant to be controlled. One can use
the technique indicated in Remark 6.1 to beat the curse of
dimensionality and obtain linear growth of complexity in
terms of ν at the cost of increased overapproximation er-
rors and thus more conservatism. Hence, if the overapprox-
imation error has to be made sufficiently small, this would
require using JNF-s or CH-s with T being larger than the
case without the usage of the technique in Remark 6.1. To
be precise, if T1 subintervals would be needed for JNF-s or
CH-s without the technique and T2 > T1 subintervals with
the technique in Remark 6.1 to guarantee a certain overap-
proximation error, we obtain T12

ν in the former and 2T2ν in
the latter case. The ratio of T2 versus T1 determines which
method would be computationally friendlier (given a small
overapproximation error). Resuming, these methods have
the drawback that in case the overapproximation error has
to be made small, the JNF-s and CH-s always require an in-
teger multiple of 2ν (or 2ν) vertices. Hence, improvements
in overapproximation errors always require (severe) jumps
of at least 2ν (or 2ν) in the number of vertices. This latter
drawback is not present in the TS method as p can be chosen
independent of the (dimensions of the) NCS at hand. This
gives more control over the complexity than the JNF and
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Figure 2: Comparison of the polytopic overapprox-
imations for Example 7.1.

CH methods and hence, this method does suffer less from
the “curse of dimensionality.” However, in case the overap-
proximation error has to be made small TS-s has to be used
as discussed above. Hence, although p can be chosen (pos-
sibly different p for each subinterval) still T might become
prohibitively large and thereby the number of vertices pT
in the polytopic overapproximation (given a desired level of
accuracy).

The GND method seems to be most favorable in both
aspects of numerical complexity and accuracy. As in the
TS method, the number of grid points can be chosen inde-
pendent of the (dimensions of the) NCS at hand. This gives
direct control over the size of the resulting LMI to be solved.
In addition, N can also be used directly (without any modi-
fications to the GND method) to get the overapproximation
error arbitrarily small, a feature that the other methods does
not offer directly. From a qualitative assessment, this seems
to make the GND method most effective for the stability
analysis of NCS, although a systematic manner of select-
ing the grid points is at present not available. In the next
section we will investigate whether these conclusions remain
true if we apply the methods to a numerical example.

7. NUMERICAL COMPARISON
The above overapproximation schemes are now applied to

the following example.

Example 7.1. The example is taken from [41] and is given
by (1) with

A =

(
0 1
0 −0.1

)
; B =

(
0

0.1

)
(53)

and the genuine state feedback uk = −Kxk with K = (3.75
11.5) We take h = 1, τmin = 0 and τmax = 0.1.

7.1 Plots of overapproximation of Γ
We will plot now the overapproximations of Γ := {Γ(τ ) |

τ ∈ [τmin, τmax]} as obtained for the various methods dis-
cussed above for the example. This results in Figure 2.

These figures also indicate the area of the overapproxima-
tions as a measure for comparison (although one has to be

188



a bit careful with drawing conclusions from these area num-
bers). In Figure 2 (for Example 7.1) CH outperforms JNF
(with the same number of vertices, being 2ν = 2n = 4). For
Example 7.1, TS and GNB have a much tighter approxima-
tion than JNF and CH using only 3 vertices. Hence, TS and
GNB are less conservative than CH and JNF and require less
vertices for this example. Based on the area numbers we can
see that GNB performs slightly better than TS. In the next
section we evaluate if such conclusions can also be drawn on
the basis of the stabilization region for a parameterized set
of feedback laws.

7.2 Stabilization region
Consider Example 7.1 in which we use the state feedback

uk = −Kxk with K = (3.75 K2) (note that K in (10) is
equal to K = (3.75 K2 0)). We take h = 1. This results in
closed-loop systems of the form (11) parameterized in K2.
Below we plot the largest τmax (as a function of K2) for
which the NCS with delays satisfying τk ∈ [0, τmax], k ∈ N

is stable (as guaranteed by the LMI-based stability test us-
ing common quadratic Lyapunov functions corresponding to
one of the overapproximation methods). For references we
also displayed the range of state feedbacks that result in sta-
ble NCSs for constant delays in [0, τmax]. As this forms an
upperbound for the stability boundary for state feedbacks
for time-varying delays in [0, τmax], it is a general indication
how conservative the derived stability conditions with re-
spect to the true stability boundary. The results are plotted
in Figure 3.

First, we observe that in this example a smaller polytope
in Figure 2 roughly leads to a larger stability range, which
stresses the need for tight over-approximation techniques.
However, strictly speaking this statement is only true when
one polytopic region is strictly contained in the other. If this
is not the case, one cannot make any formal comparison. It
then depends on which of the vertices in the overapproxi-
mation is dominant (most restrictive) for determining the
stability region in terms of the parameterized feedbacks.

Second, regarding the largest region of stabilizing feed-
backs, JNF is performing the worst, while CH, TS and GND
produce comparable results (although CH needs more ver-
tices in the overapproximation). Actually, for most systems
with state dimension 2 (n = 2) CH outperforms JNF as was
shown by studying many examples. However, a recent nu-
merical example with state dimension n = 4 (inspired by
the NCS benchmark example of a linearized batch reactor
[38, 39]) JNF was outperforming CH regarding the region of
stabilizing feedbacks. Due to space limitations, we cannot
present these results here, but it can be concluded that it
seems to be example-related, whether JNF or CH is leading
to tighter approximation regions. Finally, we observe that
GNB performs best in the example providing a favorable
tradeoff between numerical complexity and conservatism of
the stability characterization, as was also concluded in Sec-
tion 6 (although for this particular example TS is close).

8. CONCLUDING REMARKS
In discrete-time modeling approaches for the stability anal-

ysis of linear Networked Control Systems (NCS) with un-
certain time-varying sampling intervals, delays and packet
dropouts, one generally arrives at discrete-time models with
uncertainties appearing in an exponential form. To render
such models suitable for robust stability analysis/controller
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Figure 3: Comparison of regions of stabilizing feed-
backs for Example 7.1.

synthesis, many different overapproximation techniques lead-
ing to discrete-time polytopic models (with and without ad-
ditive norm-bounded uncertainty) have been proposed in the
literature. In this paper, we present a comprehensive survey
of the existing overapproximation techniques based on the
real Jordan form, the Cayley-Hamilton theorem, the Taylor
series and gridding. A thorough comparison of these ap-
proaches on the basis of the conservatism introduced by the
overapproximation and the numerical complexity in terms
the number and size of the resulting LMI-based stability
conditions is presented. Advantages and disadvantages of
the different approaches are highlighted, which are further
illustrated by the application to a numerical example. The
same conclusions also hold in case these overapproximations
are used to synthesize stabilizing controllers as in [5], see
e.g. Remark 4.2, and [15, 16].
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ABSTRACT
This paper addresses the problem of self localization of mo-
bile devices. In particular, each device combines noisy mea-
surements of its absolute position with distance measure-
ments to its neighbors. The communication topology is
modeled by a graph. Both static and dynamic graph struc-
tures are investigated. The self-localization task is addressed
using distributed Kalman Filters. First a filter is designed
which uses only locally available measurements for state es-
timation. Secondly, a data fusion step is added to the fil-
ter. This allows the usage of more measurement information
available in the network to improve the accuracy. When the
graph is dynamic, a larger communication radius is neces-
sary to ensure reliable performance.

Categories and Subject Descriptors
H.1.1 Systems and Information Theory

General Terms
Theory

1. INTRODUCTION
In many applications involving mobile devices it is essential
to track their position. In this context, GPS based position
estimation is widely used. Nevertheless, this method is only
applicable if the requirements on the accuracy of the posi-
tion estimate are low. Applications, where this assumption
does not hold include, for example, the control of convoys
on roads, e.g. [5]. Using GPS for localization also fails in an
indoor environment. Therefore some indoor localization al-
gorithms use a sensor network instead, which estimates the
locations of the moving devices, e.g [14, 16]. This method
is usually referred to as “active mobile architecture” because
the mobile devices actively transmit signals to the sensors
[14]. In [11] and [15] a distributed consensus filter was de-
signed to track moving objects using such a sensor network.
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A distributed Kalman Filter using this measurement method
was presented in [1, 2]. It was shown in [2] that the perfor-
mance of the distributed Kalman Filter can be improved by
adding a data fusion step.
It is desired to perform the localization in a distributed fash-
ion where the mobile devices obtain their location indepen-
dently, called self-localization. In this case, a suitable struc-
ture to use is a ”passive mobile architecture“ of a sensor
network where static reference nodes actively emit signals
and the mobile devices use those signals to measure their
distance to the reference nodes independently [14]. An ex-
ample for this architecture is the Cricket system [12].
If the network system gets sufficiently large, not every mo-
bile device can communicate to every reference node. Con-
sequently, the number of measurements obtained by every
device reduces. In this case the amount of measurements
available can be increased by allowing mutual distance mea-
surements and communication among neighboring mobile
devices. This is in particular advantageous if distance mea-
surements among moving objects are already used for other
purposes, e.g. for collision avoidance. It is investigated in
this paper if those additional measurements can be utilized
to improve self-localization.
The communication topology among the devices is modeled
by a graph. While dynamic graphs are present in most ap-
plications, there are some exceptions. One possibility to
obtain a static graph is to use graph preserving strategies,
as given e.g. in [7]. In this paper a static graph is preserved
by restricting the movement of the devices to a certain area
around their steady state position. This gives the random
trajectories as shown in Fig. 1.

The self-localization task is addressed in this paper by
introducing different distributed Kalman Filters. Recent re-
sults in this area include for example [13] where a central
processing unit is present or [9] where a Kalman Filter in in-
formation form is used. Conversely, completely distributed
Kalman Filters in the regular form will be presented in this
paper. After the system dynamics are introduced in Sec-
tion 2 a global Kalman Filter is given in Section 3 to clarify
notation. The first decentralized Kalman Filter which uses
only local measurement information is introduced in Sec-
tion 4. In Section 5, a data fusion step is added to this
filter, as shown in [2]. This leads to a filter, which utilizes
more measurement information available in the network. For
reasons of clarity, only systems with a static graph are dis-
cussed in the first part of this paper. For such systems,
the filter gains can be optimized off-line. Systems with a
dynamic graph require on-line tuming based on estimated
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Figure 1: Randomly generated trajectories of mo-
bile robots N in the 2D-plane. The movement was
restricted to an area of radius r = 0.4m around the
steady state positions of the devices. This leads to
a static graph of the system.

covariances. This is discussed in Section 6. In Section 7 the
performance of the introduced algorithms will be compared
using Matlab simulations.

2. SYSTEM DYNAMICS
The systems under consideration in this paper consist of an
arbitrary number η of mobile nodes (devices) N and an ar-
bitrary number μ of reference nodes (sensors) M. While
the reference nodes have a fixed position the mobile nodes
move randomly inside a certain area. It is assumed that the
mobile devices N can only communicate to reference nodes
or other devices which are closer than a maximal communi-
cation radius ρ. If not stated differently, it will be assumed
throughout this paper that distance measurements can be
taken to all devices, to which communication is possible.
The communication topology can be described using the two
graphs2 Gη = (N , Eη) and Gμ = (M∪N , Eμ) which model
the interaction among the mobile nodes and between mobile
and reference nodes, respectively. In Gη the edge (Nj ,Ni)
is in Eη if and only if mobile node Ni and Nj can commu-
nicate, indicating that they are neighbors. All neighbors of
node Ni are contained in the set N[i], including node Ni

itself. Therefore the number of neighbors of node Ni, in-
cluding itself, is given by |N[i]| = ζi. Graph Gμ describes
the communication between mobile nodes N and reference
nodes M. The edge (Mi,Ni) is in Eμ if and only if mobile
node Ni can communicate to reference nodeMi, indicating
that node Mj is reachable by node Ni. All reachable ref-
erence nodes Mj of node Ni are contained in the set M[i].
The number of reference nodes reachable by device Ni is
given by |M[i]| = γi.
Every mobile node Ni has a position pi and every reference
node Mi has a position p̌i in the 2D plane. Since the ref-
erence nodes are static, their position p̌i is constant. The
dynamics connected to the positions pi of the mobile nodes
can be described by

pi(k + 1) = pi(k) + Δpi(k), pi(0) = p0
i ∀i ∈ N (1)

where Δpi is the position shift of node i. To estimate
the positions of the mobile agents, distance measurements

2In the first part of this paper, only static graphs are inves-
tigated. For a discussion of dynamic graphs, see Section 6.

d2
i,j =

`

pi − pj

´T `
pi − pj

´

, i, j ∈ N are used. Those are
linearized around the average positions pi and pj using a
first order Taylor approximation, leading to

d2
j,i = d

2
j,i + 2

`

pi − pj

´T
(pi − pi)

− 2
`

pi − pj

´T `
pj − pj

´

(2)

with d
2
j,i = d2

j,i(pi,pj) being the distance between the steady
state positions pi and pj of both nodes. The distances be-
tween the reference nodes and the mobile nodes can be cal-
culated analogously. By introducing the system variables

xi(k) = pi(k)− pi, ∀i ∈ N (3)

yj,i(k) = d2
j,i(k)− d

2
j,i, Cj,i = 2

`

pi − pj

´T
, ∀i, j ∈ N

y̌j,i(k) = d2
j,i(k)− d

2
j,i, Čj,i = 2

`

pi − pj

´T
, ∀i ∈ N , j ∈M

and assuming white noise vi on the distance measurements,
the measurement equation for one mobile node Ni can be
given in vector form by

yi(k) = Cix(k) + vi(k). (4)

with x = [xT
1 . . . xT

η ]T . The measurement matrix yi in (4)
is given by the nonzero lines of

yI =
ˆ

y1,i . . . yi−1,i

ˆ

y̌1,i . . . y̌μ,i

˜

yi+1,i . . . yη,i

˜T

with yj,i = 0 if (j, i) �∈ Eη i, j ∈ N
and y̌j,i = 0 if (j, i) �∈ Eμ i ∈ N , j ∈ M (5)

The measurement matrix Ci in (4) is given by the nonzero
lines of CI , where CI is defined as

CI =

2

6

6

6

6

6

6

6

6

6

6

6

6

6

6

6

6

4

−C1,i 0 . . . 0 C1,i 0 . . . 0

0
. . .

...
−Ci−1,i Ci−1,i

...

0

...

2

6

4

Č1,i

...
Čμ,i

3

7

5

...

0

...

Ci+1,i −Ci+1,i

...
. . . 0

0 . . . 0 Cη,i 0 . . . 0 −Cη,i

3

7

7

7

7

7

7

7

7

7

7

7

7

7

7

7

7

5

with Cj,i = 0 if (j, i) �∈ Eη, i, j ∈ N
and Čj,i = 0 if (j, i) �∈ Eμ, i ∈ N , j ∈ M (6)

As in standard control literature, a stochastic model for the
position deviation from a desired trajectory is considered
where the state xi describes the random part of the move-
ment. Since in this section the static graph scenario shown
in Fig. 1 is investigated, the desired trajectory is a fixed
steady state. The deviation from the trajectory is assumed
to be small and is modeled by a white process noise w. Us-
ing (1), (3) and (4) the following system equations for one
node can be derived

xi(k) = Aixi(k − 1) + wi(k) with xi(0) = x0
i

yi(k) = Cix(k) + vi(k)
(7)

where Ai is the identity matrix I2×2, xi ∈ Rni is the state
vector and yi ∈ Rmi is the measurement vector. The vari-
ables wi ∈ Rni and vi ∈ Rmi are the process noise and mea-
surement noise of node Ni, respectively. They are modeled
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Prediction x̂(k + 1|k)

k=k+1

Figure 2: Visualization of the global Kalman Filter
(GKF) algorithm. By using a GKF , all measurements
y(k) are available for the state estimation.

as a white zero mean Gaussian process with the covariance
matrices Qi = E[wiwi

T ] and Ri = E[vivi
T ], respectively.

Since yi(k) only includes locally available position measure-
ments, the local measurement matrices Ci include zero columns
c:j ∀j �∈ N[i]. By introducing the new variables

x[i](k) = Gx
i x(k) A[i] = Gx

i A(Gx
i )T

w[i](k) = Gx
i w(k) C[i] = Ci(G

x
i )T

(8)

with (Gx
i )TGx

i = I, the measurement equation (7) can be
rewritten in the following equivalent form

xi(k) = Aixi(k − 1) + wi(k) with xi(0) = x0
i

yi(k) = C[i]x[i](k) + vi(k)
(9)

where x[i] ∈ Rn[i] , n[i] =
P

j∈N[i]
nj is the state vector of the

subsystem N[i], with

x[i](k) = A[i]x[i](k − 1) +w[i](k). (10)

Furthermore the matrix C[i] = Ci(G
x
i )T is the reduced mea-

surement matrix of node Ni. The selection matrix Gx
i in (8)

is given by the nonzero lines of

Gx
I =

2

6

4

g1,i 0
. . .

0 gη,i

3

7

5

, gj,i =

(

Inj×nj if j ∈ N[i]

0nj×nj otherwise
.

(11)
The system equation for the overall system can be given in
vector form

x(k) = Ax(k − 1) + w(k) with x(0) = x0

y(k) = Cx(k) + v(k)
(12)

where A is a block diagonal matrix diag{A} =
ˆ

A1 . . . Aη

˜

.
In (12) x ∈ Rn, n =

Pη
i=1 ni is the state vector and y ∈ Rm,

mk =
Pη

i=1mi is the measurement vector of the complete
system. Furthermore, w ∈ Rn is the process noise and v ∈ Rm

is the measurement noise with covariances Q = E[wwT ] and
R = E[vvT ], respectively.

3. GLOBAL KALMAN FILTER (GKF)
As an introduction to the terminology, consider the standard
global Kalman Filter [8, 10], consisting of an update step

x̂(k|k) = x̂(k|k − 1) + K(k)(y(k)−Cx̂(k|k − 1)) (13a)

and a prediction step

x̂(k + 1|k) = Ax̂(k|k) with x̂(1|0) = x̂0. (13b)

The resulting recursive state estimation of the global Kalman
Filter is visualized in Fig. 2. Using the global model equa-
tions (12) and the estimation equations (13) the covariance
matrix P(k|k) of the state estimate and the covariance ma-
trix P(k + 1|k) of the state prediction are given by

P(k|k) =
ˆ

I −K(k)C
˜

P(k|k − 1)
ˆ

I −CT K(k)T
˜

+ K(k)RK(k)T

P(k + 1|k) = AP(k|k)A + Q.
(14)

For the Kalman Filter to be statistically optimal, the gain
K(k) must fulfill the following minimization problem [10]

K(k) = argmin
K(k)

tr(P(k|k)). (15)

By solving (15), the optimal K becomes

K(k) = P(k|k − 1)CT
ˆ

CP(k|k − 1)CT + R
˜−1

(16)

In the case of a static network with time independent dy-
namics, the Kalman gain can be calculated offline using (14)
and (16) and constant covariance matrices Q and R. The
optimized K can than be used in the online calculation of
(13).

4. DISTRIBUTED KALMAN FILTER USING
LOCAL MEASUREMENTS (DKF1)

The aim of a distributed filter is to parallelize the state es-
timation such that every node determines its state estimate
independently. To guarantee this, the calculation of a lo-
cal state estimate x̂i must depend only on locally available
information, contained in the measurement vector yi. This
leads to the following local observer equations

x̂i(k|k) = x̂i(k|k − 1) +Ki(k)
`

yi(k)− C[i]x̂[i](k|k − 1)
´

x̂i(k + 1|k) = Aix̂i(k|k) with x̂i(1|0) = x̂0
i . (17)

Since the measurement equation (9) is dependent on the
subsystem state x[i], the state prediction x̂[i](k|k− 1) of the
subsystem N[i] is needed in (17). Therefore communica-
tion among neighbors needs to take place after the predic-
tion step. The resulting algorithm is schematically shown in
Fig. 3. When (17) is written in matrix form

x̂(k|k) = x̂(k|k − 1) + K(k) (y(k)−Cx̂(k|k − 1)) (18)

x̂(k + |k) = Ax̂(k|k) with x̂(1|0) = x̂0

the Kalman matrix K(k), diag{K} =
ˆ

K1 . . . Kη

˜

be-
comes block diagonal. To isolate the free parameters of
K(k) for the optimization problem a matrix decomposition
was used. Following [2], the decoupling Kalman gain can be
expressed by a sum

K(k) =

η
X

i=1

Ui
TKi(k)Vi (19)

with Ui =
ˆ

0ni×ni(i−1) Ini×ni 0ni×ni(η−i)

˜

Vi =
h

0
mi×

Pi−1
j=1 mj

Imi×mi 0mi×
Pη

j=i+1 mj

i

where the matrices 0 and I are the zero and the identity
matrix respectively.
For the Kalman Filter to be optimal, the block diagonal
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Figure 3: Visualization of the first distributed
Kalman Filter (DKF1) using only local measurements
yi(k). Communication is necessary, since the update
equation (17) is dependent on the subsystem state
prediction x̂[i](k|k− 1). This introduces a coupling in
the calculation of the local filters.

matrix must minimize the covariance matrix P(k|k). Un-
fortunately, only minimizing the trace of P(k|k), similar to
(15), does not necessarily give an optimal result for a block
diagonal K matrix. Since, the problem of optimizing a block
diagonal matrix is known in many applications, e.g. [2, 3]
and the authors are not aware of any solution, the opti-
mization criterion (15) is used nevertheless to calculate (19),
following [2]. Therefore the following optimization problem

K(k) = argmin
K(k)

tr(P(k|k)) (20)

s.t. K(k) =

η
X

i=1

Ui
TKi(k)Vi

is used for calculating the gain matrix. It is shown in Ap-
pendix A.1 that the following Kalman gains Ki ∀i ∈ N solve
this optimization problem

Ki(k) = −Υi(k)
`

Ψi(k)
´−1

with Υi(k) = UiP(k|k − 1)Ci
T

Ψi(k) = CiP(k|k − 1)Ci
T +Ri.

(21)

In case of a time independent system with a static graph
the gain can be calculated offline. Then the estimation error
covariance P(k|k − 1) in (21) can be calculated using (14).

5. DISTRIBUTED KALMAN FILTER USING
DATA FUSION (DKF2)

The following distributed Kalman Filters use the concept of
data fusion, used in [2] for systems with an active mobile
architecture, to utilize more measurements available in the
network. The basic idea of this concept is to generate mul-
tiple estimates for one state, all based on different measure-
ment vectors, and to join those estimates using optimized
weights. This idea was applied to systems with passive mo-
bile architecture, by letting every mobile node estimate the
position of itself and its neighbors, all contained in the sub-
system state x[i]. Every mobile node Ni performs this esti-
mation based on its local measurement information.

5.1 Extended Model
To estimate the subsystem state x[i] in every node, the model
equations presented in Section 2 need to be extended. By
substituting ξi = x[i] in (9) and (10) the extended model
equations can be given by

ξi(k) = A[i]ξi(k − 1) +w[i](k) with ξi(0) = ξ0i

yi(k) = C[i]ξi(k) + vi(k)
(22)

where ξi is the extended local state vector. Using (22) the
extended global model can be given in matrix form with

ξ(k) = Āξ(k − 1) + w̄ with ξ(0) = ξ0

y = C̄ξ(k) + v(k)
(23)

using

w̄ =
ˆ

w[1]
T w[2]

T . . . w[η]
T
˜

T

Ā =

2

6

4

A[1] 0
. . .

0 A[ζi]

3

7

5

C̄ =

2

6

4

C[1] 0
. . .

0 C[ζi]

3

7

5

.

In (23) ξ ∈ Rn̄, n̄ =
Pη

i=1 n[i] is the state vector of the ex-
tended system and w̄ ∈ Rn̄ is the process noise with covari-
ance Q̄ = E[w̄w̄T ]. When the system given in (23) is used
for state estimation, a distributed Kalman Filter could be
derived analogously to (17). By adding a data fusion step
as introduced in [2], the local estimation equations become

ξ̂loc
i (k|k) = ξ̂loc

i (k|k − 1) + K̄i(k)
“

yi(k)− C[i]ξ̂
loc
i (k|k − 1)

”

ξ̂regi (k|k) = Wi(k)ξ̂
loc(k|k)

ξ̂loc
i (k + 1|k) = A[i]ξ̂

reg
i (k|k) with ξ̂loc

i (1|0) = x̂0
[i]

(24)

where ξ̂loc(k|k) =
ˆ

(ξ̂loc
1 )T (ξ̂loc

2 )T . . . (ξ̂loc
η )T

˜T
is a col-

umn vector containing all extended local state estimates ξ̂loc
i

and ξ̂regi (k|k) is the regional estimate of the extended local
state vector ξi. The weighting matrix Wi in (24) contains
the the sub matrices Wji ⊂ Wi if j ∈ N[i], stored line wise.
The single weights Wji are given by

Wji =
ˆ

Ω1
i . . . Ωη

i

˜

(25)

using Ωj
i =

h

Ω1j
i . . . Ω

ζjj

i

i

with Ωlj
i =

(

wlj
i if N[i](j) = N[j](l)

0np×np otherwise

where p = N[j](l) describes the lth element of the set N[j]. In

(25) wlj
i is the weight for the state estimate of Nl calculated

by Nj and used by Ni. In order to get an unbiased estimate
[2, 6], the estimation equation has to fulfill the following
constraint for Wji

Wji(k)G
x
j = Inj×nj . (26)

With the same argumentation used to derive (9), the esti-
mation equations (24) can be rewritten into the equivalent
form

ξ̂loc
i (k|k) = ξ̂loc

i (k|k − 1) + K̄i(k)
“

yi(k)− C[i]ξ̂
loc
i (k|k − 1)

”

ξ̂regi (k|k) = W[i](k)ξ̂
loc
[i] (k|k) (27)

ξ̂loc
i (k + 1|k) = A[i]ξ̂

reg
i (k|k) with ξ̂loc

i (1|0) = x̂0
[i]
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Figure 4: Visualization of the distributed Kalman
Filter with data fusion. Every node estimates its
own position and the position of its neighbors con-
tained in ξ̂loc

i = x̂[i]. Those position estimates are
communicated among neighbors to make them avail-
able for the data fusion step. To simplify the algo-
rithm, an additional communication step was intro-
duced in Section 5.2, shown in light gray.

where W[i] contains the nonzero columns of Wi and ξ̂loc
[i] (k|k)

is the corresponding subsystem state estimate.
It can be seen in (24), that every mobile node obtains its own

estimate of the subsystem state prediction ξ̂loc
i (k + 1|k) =

x̂[i](k+1|k) whereas the extended subsystem state estimate

ξ̂loc
[i] (k|k) is not locally available. Therefore, conversely to

the DKF1 algorithm, communication of ξ̂loc
i (k|k) takes place

among neighbors after the update step. The complete algo-
rithm is visualized in Fig. 4.

To obtain an optimal state estimate from (27), both the
Kalman gain K̄i and the weighting matrix W[i] need to be
optimized. A solution to this kind of coupled optimization
problem was found by Peter Alriksson in [2] for static net-
works where the optimization can be performed offline. This
optimization algorithm was applied to the systems under
consideration in [6]. Unfortunately, the attempt to extend
this solution to dynamic networks with online optimization
failed.

5.2 Additional Communication
In order to simplify the algorithm given in (24) and to make
online gain calculation possible, a second communication
step is introduced (see Fig. 4). Similar to the DKF1 algo-
rithm, the joined state estimates x̂i(k + 1|k) are now com-
municated to neighboring nodes. Therefore every node only
needs to calculate a joined estimate of its own state x̂i(k|k)
and not of the complete subsystem ξ̂regi (k|k). Using this
framework the observation equations (24) for every single
node Ni ∈ N change to

ξ̂loc
i (k|k) = x̂[i](k|k − 1) + K̄i(k)ỹi(k)

x̂i(k|k) = Wii(k)ξ̂
loc(k|k) (28)

x̂i(k + 1|k) = Aix̂i(k|k) with x̂i(1|0) = x̂0
i

Communication

Communication
x̂j(k) ∀j ∈ N[i]

ŷj(k) ∀j ∈ N[i]

Get x̂[i]

Get ŷ[i]

Data fusion ŷi

Measurement yi(k)

Update x̂i(k|k)

Prediction x̂i(k + 1|k)

k=k+1

Figure 5: Visualization of the rearranged distributed
Kalman Filter using data fusion and an additional
communication step (DKF2). The form of this Filter
is similar to the one shown in Fig. 3. The intro-
duction of a data fusion step in (24) leads to the
additional communication of the measurement pre-
diction ỹi among neighbors and its usage in the up-
date equation. Thus all measurements available in
the subsystem N[i] are used for the estimation of xi.

where ỹi(k) = yi(k) − C[i]ξ̂
loc
i (k|k − 1) is the measurement

prediction error. To explain the manipulation of (28) which
leads to the rearrangement of the algorithm shown in Fig. 4
to the algorithm shown in Fig. 5 the estimation equations
(28) are written in matrix form, using (8),

ξ̂loc(k|k) = Gxx̂(k|k − 1) + K̄(k)ỹ(k) (29a)

x̂(k|k) = W(k)ξ̂loc(k|k) (29b)

x̂(k + 1|k) = A(k)x(k|k) with x̂(1|0) = x̂0 (29c)

with W =
ˆ

W11
T . . . Wηη

T
˜

T . By substituting (29a) in
(29c) and using (26), the estimation equations (29) become

x̂(k|k) = x̂(k|k − 1) + ¯̄K(k)ỹ(k)

x̂(k + 1|k) = Ax̂(k|k) with x̂(1|0) = x̂0
(30)

where ¯̄K(k) = W(k)K̄(k) =
ˆ ¯̄K1(k)

T . . . ¯̄Kη(k)T
˜

T is
the new Kalman gain. The local estimation equations (29)
change accordingly to

x̂i(k|k) = x̂i(k|k − 1) + ¯̄Ki(k)ỹ(k)

x̂(k + 1|k) = Aix̂i(k|k) with x̂i(1|0) = x̂0
i

(31)

It can be seen in (31) that the calculation of x̂i(k|k) is depen-
dent on the global measurement prediction error ỹ. Since
communication is only allowed to neighboring nodes, only
the measurement prediction error ỹ[i] of the subsystem is

available3. By introducing the reduced variables

¯̄K[i](k) = ¯̄Ki(k)G
y
i (k)T

ỹ[i](k) = Gy
i (k)ỹ(k) with ỹj(k) ⊂ ỹ[i](k) if j ∈ N[i].

(32)

3This property can also be obtained from the derivation of
¯̄K in (30), what leads to zero columns in ¯̄K.
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the local estimation equations become

ỹi(k) = yi(k)−C[i]x̂[i](k|cck − 1)

x̂i(k|k) = x̂i(k|k − 1) + ¯̄K[i](k)ỹ[i](k)

x̂i(k − 1|k) = Ai(k)x̂i(k|k) with x̂i(1|0) = x̂0
i

(33)

The selection matrix Gy
i in (32) is given by the nonzero lines

of

Gy
I =

2

6

4

g1,i 0
. . .

0 gη,i

3

7

5

with gj,i =

(

Im[j]×m[j] if j ∈ N[i]

0m[j]×m[j] otherwise.

The new algorithm given in (33) is visualized in Fig. 5. It
can be seen in (33), that by introducing an additional com-
munication step the observation algorithm reduces to a form
which is similar to the first distributed Kalman Filter intro-
duced in Section 4. Nevertheless, the introduction of a data
fusion step in (24) leads to the usage of the measurement
information available in the subsystem N[i] through the ad-
ditional communication of the measurement prediction ỹi

among neighbors.
Similar to (14) the covariance matrices P of the estimation
error x̃ are given by

P(k|k) =
h

I − ¯̄K(k)C
i

P(k|k − 1)
h

I −CT ¯̄K(k)T
i

+ ¯̄K(k)R¯̄K(k)T

P(k + 1|k) = AP(k|k)A + Q. (34)

To isolate the free parameters of ¯̄K(k) for the optimization
problem, again a matrix decomposition can be used

¯̄K(k) =

η
X

i=1

¯̄Ui
T ¯̄K[i](k)

¯̄Vi (35)

with ¯̄Ui =
ˆ

0ni×ni(i−1) Ini×ni 0ni×ni(η−i)

˜

¯̄Vi = Gy
i .

The minimization problem for the Kalman gain is then given
by

¯̄K(k) = argmin
¯̄K(k)

tr(P(k|k)) (36)

s.t. ¯̄K(k) =

η
X

i=1

¯̄Ui
T ¯̄Ki(k) ¯̄Vi

and can be solved similar to (20) leading to the optimal

Kalman gains ¯̄Ki

¯̄Ki(k) = − ¯̄Υi(k)
` ¯̄Ψi(k)

´−1
(37)

with ¯̄Υi(k) = ¯̄UiP(k|k − 1) ¯̄C[i]
T

¯̄Ψi(k) = ¯̄C[i]P(k|k − 1) ¯̄C[i]
T +R[i]

where ¯̄C[i] = Gy
i C is the measurement matrix of the subsys-

tem N[i]. In the case of a static graph and time independent
system dynamics the Kalman gain can be calculated offline
using (37) with (34) directly.

6. DYNAMIC GRAPH
Often, assumptions about a time independent graph do not
hold. If the movement of the devices is not restricted, the
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Figure 6: Randomly generated trajectories of mo-
bile devices N in the 2D-plane. By loosening the
restrictions on the movement of the mobile devices,
the graph of the system becomes dynamic, and a
switched model must be used. The movement was
restricted to always ensure a minimum distance of
dmin = 0.2m between nodes. The devices move with
an average velocity of v = 0.1m

s
.

graph of the system becomes dynamic and all neighboring
relations become time dependent. Trajectories generated for
such a scenario can be seen in Fig. 6.
If the mobile nodes are moving in the 2D plane, the lin-

earization of the model around a fixed steady state as pre-
sented in Section 2 is not applicable anymore. But since it is
assumed that the dynamics of the positions are significantly
slower than the sampling time, e.g. the mobile devices have
a fairly low velocity, the time scale τ of the device movement
and the sampling time k of the position estimation can be
separated. To model the global behavior of the system a
switching scheme is introduced, where the steady state po-
sition p is updated after a certain time Tτ ,

p(τ ) =
1

kτ − 1− kτ−1

kτ−1
X

k=kτ−1

(x̂(τ − 1, k) + p(τ − 1)) (38)

By introducing these additional dynamics, the linearization
(2) has to be redone in every time step τ . Therefore the
system variables (39) become time dependent

xi(τ, k) = pi(k)− pi(τ ), ∀i ∈ N ,
yj,i(τ, k) = d2

j,i(k)− d
2
j,i(τ ),

Cj,i(τ ) = 2
`

pi(τ )− pj(τ )
´T
,

∀i, j ∈ N , (39)

with k ∈ [kτ , kτ+1). Using these new variables and the sys-
tem dynamics given in (1) and (4) a switching model for the
system of moving devices can be given:

x(τ, k) = Ax(τ, k − 1) + w(k), k ∈ [kτ , kτ+1)

y(τ, k) = C(τ )x(τ, k) + v(k), k ∈ [kτ , kτ+1)
(40)

with x(τ, kτ − 1) = x(τ − 1, kτ − 1) + Δp(τ ),

Δp(0) = p(τ − 1) − p(τ ) = 016×1,

x(0) = 016×1,

where Δp(τ ) is the position shift at time τ . The local system
equations for every single device can be derived analogously.
It can be seen in (40), that the system model becomes time
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dependent if the mobile devices are moving in the 2D plane.
Furthermore the neighboring relations between the mobile
devices change over time. This causes many graph changes
leading either to the availability of more or less measure-
ments. Therefore, the dimensions of the measurement vec-
tors and matrices can change at every sampling step.
Due to these properties of a dynamic system, the Kalman
gain matrices need to be calculated online. To be able to cal-
culate every gain Ki locally online without additional com-
munication, the equations for every Ki must be decoupled.
This can be achieved by approximating certain covariance
matrices from recent estimates and measurements. To fully
distribute the calculation of the Kalman gain Ki of DKF1 in
(21), Υi and Ψi need to be calculated independently by ev-
ery mobile node. Using the same argumentation as in (9),
(21) can be rewritten in the following form

Υi(k) = p[i](k|k − 1)C[i](k)
T (41)

Ψi(k) = C[i](k)P[i](k|k − 1)C[i](k)
T +Ri(k)

with P[i](k|k − 1) = Gx
i P(k|k − 1)(Gx

i )T being the covari-
ance of the subsystem estimation error x̃[i](k|k − 1) and
p[i](k|k−1) being the columns of P[i](k|k−1) corresponding
to x̃i. Even though C[i] andRi in (41) are known by nodeNi,
the calculation of P[i](k|k − 1) in (41) requires the Kalman
gains Kj∀j ∈ N[i] and measurement matrices Cj ∀j ∈ N[i].
Therefore P[i](k|k−1) cannot be calculated analytically from
the available data and is therefore approximated using

P[i](k|k − 1) = E
h

x̃(k|k − 1)x̃(k|k − 1)T
i

(42)

≈ 1

k

k
X

l=1

“

(x[i] − x̂[i](l|l − 1))(x[i] − x̂[i](l|l − 1))T
”

where x[i] is the mean value of x̂[i](k|k − 1). It can be
seen in (37), that the gain calculation of DKF2 is very sim-
ilar to DKF1. Nevertheless, the optimal Kalman gain (37)

cannot be simplified similar to (41) since ¯̄C[i] �= C[i] and

Cj ⊂ ¯̄C[i] ∀j ∈ N[i]. Therefore information even beyond

those available in N[i] are necessary to calculate ¯̄Υi(k) and
¯̄Ψi(k) independently. That is why ¯̄Υi(k) and ¯̄Ψi(k) need to
be approximated using measurements. It can be found in
the literature, e.g. [10], that the following equalities hold
for a global Kalman Filter

E
h

x̃i(k|k − 1)ỹ(k)T
i

= P(k|k − 1)C(k) (43)

E
h

ỹ(k)ỹ(k)T
i

= C(k)P(k|k − 1)C(k)T + R(k).

Using (43), ¯̄Υi(k) and ¯̄Ψi(k) can be approximated using

¯̄Υi(k) ≈ 1

k

k
X

l=1

“

(xi − x̂i(l|l − 1))(y[i] − ŷ[i](l|l − 1))T
”

¯̄Ψi(k) ≈ 1

k

k
X

l=1

“

(y[i] − ŷ[i](l|l − 1))(y[i] − ŷ[i](l|l − 1))T
”

.

with xi and y[i] being the mean values of x̂i(k|k − 1) and
ŷ[i](k), respectively.
The approximations of the covariance matrices get better the
more stored measurements are available. Due to the move-
ment of the devices, new measurements become available if a
new neighbor comes in reach. When those measurements are
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Figure 7: Comparison of the average RMS error ε of
the position estimation for the static graph scenario,
visualized in Fig. 1. Simulations where done using
offline gain calculation (offline calc.) and online gain
calculation (online calc.). In the last column the
performance of the algorithms is shown when the
gains are calculated online and the switched model
(40) is used (switched model). The communication
radius was set to ρ = 2.5m.
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Figure 8: Comparison of the average RMS error ε
for the dynamic graph scenario, visualized in Fig. 6
using online gain calculation and a switched model.
Using a higher communication radius ρ leads to a
stronger coupling in the network which improves
performance significantly.

used for gain calculation immediately, loss in accuracy was
obtained. Therefore a waiting time of nwait = 100 samples
was introduced if new measurements become available. This
also reduces the number of switches, since shortly available
information are not used.

7. SIMULATION RESULTS
In this section the performance of the introduced Kalman
Filter algorithms is investigated using Matlab simulations
of the static and dynamic graph scenario shown in Fig. 1
and Fig. 6, respectively. For this purpose, the average RMS
error ε

ε =
1

kend

τend
X

τ=0

kτ+1−1
X

k=kτ

p

(p(τ, k)− p̂(τ, k))(p(τ, k)− p̂(τ, k))T

(45)
of the position estimation error is plotted for the different
algorithms. Fig. 7 and Fig. 8 show the results obtained when
using the static graph scenario and the dynamic graph sce-
nario, respectively. In (45) the switching step becomes
τend = τ2 = kend if the linearized model is used. The results
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for the global Kalman Filter (GKF) are also given for com-
parison.
On the left hand side of Fig. 7 the performance of the algo-
rithms is shown if the Kalman gains are calculated offline. It
can be seen that the differences among the three filters are
not as large as expected. Nevertheless, the state estimation
can be slightly improved by adding a data fusion step to the
filter, making the result for the DKF2 get very close to the
GKF.
When the static graph scenario was simulated, not only the
filter algorithms using offline gain calculation were investi-
gated. It was also tested how the approximations of the
covariance matrices influence the performance, when online
gain calculation is used as presented in Section 6. Further-
more, also the switched model was tested with this scenario,
even though the changes in the steady state position by us-
ing (38) are not as large as in the dynamic graph scenario.
Nevertheless, using a more realistic model by redoing the
linearization, makes the predicted state estimates become
more accurate.
It can be seen in Fig. 7 that the accuracy of the estima-
tion reduces when the covariances are approximated (online
calc.) and that the difference in performance between DKF1

and DKF2 increases. Nevertheless, the error is still small
enough to argue the usability of those approximations.
When looking at the very left of Fig. 7 one can see, that
using the switched model inverts the results seen before.
Since the decoupling of the DKF1 algorithm only requires
the approximation of the covariance matrix P in contrast
to a full approximation of ¯̄Ki for DKF2 (see Section 6), the
influence of a more accurate state estimate is larger in the
DKF1 algorithm. It can therefore be concluded, that using
the more accurate model (39) is more advantageous for the
DKF1 algorithm than using more measurements is for the
DKF2 algorithm.
When a dynamic graph scenario is simulated, only a switched
model can be used and the Kalman gains have to be cal-
culated online. Since this setup is comparable to the last
simulation shown in Fig. 7 the overall pattern seen in Fig. 8
is similar. When looking at the y axis of Fig. 7 and Fig. 8 it
can be seen that the error increases significantly in the dy-
namic graph scenario if the communication radius ρ is kept
at ρ = 2.5m. This is due to the fact that unrestricted move-
ment of the devices causes many graph changes occasionally
leading to a very low number of available measurements. In
this case the convergence of the state estimation is not guar-
antied anymore. In the static case a communication radius
of ρ = 2.5m gives already low coupling. Therefore it needs to
be increased to ρ = 3.5m to ensure a well coupled graph for
the dynamic scenario. Then the estimation error gets back
to the same range as shown for the static graph scenario.

8. CONCLUSION
In this thesis two distributed Kalman Filter algorithms were
derived for both static and dynamic network systems. The
objective for both algorithms was to estimate the position of
mobile devices in a distributed fashion. Distance measure-
ments and communication were restricted to only take place
among neighbors.
Firstly, a distributed filter was designed, which is based on
a normal global Kalman Filter algorithm. It was obtained
by restricting the optimization problem for the Kalman gain
leading to a distributed filter that only uses local measure-

ments. Afterwards, the concept of a data fusion Kalman
Filter was applied to the network system. A straight for-
ward derivation of this filter could only be found for systems
with a static graph structure. Therefore, an additional com-
munication step was introduced to derive a distributed data
fusion Kalman Filter that is usable for both static and dy-
namic network systems. For both investigated algorithms,
the analytical calculation of the gain matrix is strongly cou-
pled among different nodes. To distribute this calculation,
it was proposed to approximate covariance matrices needed
for the gain calculation, using recent measurements.
By simulating a static graph scenario, it was found that in-
troducing a data fusion step increases the accuracy of the
state estimation. This is true for both online and offline
gain calculation. It was also shown that approximating the
covariance matrices leads to a small performance reduction
but is still applicable.
When a system with a dynamic network was simulated, it
was found that a higher average coupling among the nodes
is necessary to ensure reliable performance. Furthermore, it
was seen that the simple distributed filter performs better
in this scenario than the one using a data fusion step. It was
concluded that the accuracy of the state prediction gained
by using the switched model is more advantageous for the
simple Kalman Filter than the use of additional measure-
ments is for the data fusion filter.
It was shown in this work that distributed position esti-
mation could be improved and performed online, by using
distance measurements and communication among mobile
devices for localization purposes.
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APPENDIX
A.1 Kalman Gain Calculation
Here, the solutions of the optimization problem for the cal-
culation of the Kalman gain in (20) are derived in detail.
First some useful matrix derivation rules are given by

d tr(AXT )

dX
= (vec[A]) T (46a)

d tr(XAXT )

dX
=
“

vec[X(A+AT )]
”

T (46b)

d vec[ATXB]

d vec[X]
= (B ⊗A) T (46c)

vec[ABC] = (CT ⊗A)vec[B] (46d)

where the use of vec[·] indicates the vectorization of a matrix
and ⊗ is the Kronecker Product. The equations in (46) are
taken from [4]. To simplify notation the covariance matrix

P(k|k) is rewritten to

P(k|k) =
ˆ

I K
˜

F
ˆ

I K
˜ T (47)

with F =

»

I
−C

–

P(k|k − 1)

»

I
−C

–

T +

»

0 0
0 R

–

to separate the part F of P(k|k) which is not a function of
K. Using a partition for F

F =

»

F11 F12

F21 F22

–

=

»

P(k|k − 1) −P(k|k − 1)CT

−CP(k|k − 1) CP(k|k − 1)CT + R

–

the covariance matrix (47) can be rewritten as

P(k|k) = F11 + KF12 + F21K
T + KF22K

T . (48)

Using (48) the matrix equality tr(A) = tr(AT ) and the sym-
metry of P = PT the cost function J = tr(P(k|k)) in (20)
becomes

J = tr(P(k|k)) = tr(F11) + 2tr(F12K
T ) + tr(KF22K

T ).

To obtain an equation for Ki the minimum point of the cost
function J with respect to Ki has to be calculated using

0 =
dJ

dKi
=

dJ

dK

dK

dKi
. (49)

With the matrix derivation rules (46a) and (46b) and the
symmetry of P = PT the outer derivative in (49) is given
by

dJ

dK
= (vec[F12 + KF22])

T . (50)

Using the matrix derivation rule (46c) the inner derivative
of (49) becomes

d vec[K]

d vec[Ki]
=
`

Vi ⊗ Ūi

´ T . (51)

Using (50) and (51) in (49) and applying (46d) the condition
for optimality becomes

0 = Ūi (F12 + KF22)Vi
T . (52)

Separating both parts and using (19) leads to

0 = Ūi (F12)Vi
T +

η
X

j=1

0

B

@

Ūi Ūj
T

| {z }

=0 if i�=j

KjVjF22Vi
T

1

C

A

= Ūi (F12)Vi
T +KiViF22Vi

T . (53)

Since (53) has to be zero to obtain a minimum, the optimal
Kalman gain Ki is given by

Ki = −Υi(Ψ̄ij)
−1 (54)

with

Υi = ŪiF12Vi
T = ŪiP(k|k − 1)(Ci)

T (55)

Ψ̄ij = ViF22Vi
T = CiP(k|k − 1)Ci

T +Ri. (56)
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ABSTRACT
In this paper, we provide convergence results for an Ant
Routing (ARA) Algorithm for wireline, packet switched com-
munication networks, that are acyclic. Such algorithms are
inspired by the foraging behavior of ants in nature. We con-
sider an ARA algorithm proposed by Bean and Costa [2].
The algorithm has the virtues of being adaptive and dis-
tributed, and can provide a multipath routing solution. We
consider a scenario where there are multiple incoming data
traffic streams that are to be routed to their destinations
via the network. Ant packets, which are nothing but probe
packets, are used to estimate the path delays in the network.
The node routing tables, which consist of routing probabili-
ties for the outgoing links, are updated based on these delay
estimates. In contrast to the available analytical studies in
the literature, the link delays in our model are stochastic,
time-varying, and dependent on the link traffic. The evo-
lution of the delay estimates and the routing probabilities
are described by a set of stochastic iterative equations. In
doing so, we take into account the distributed and asyn-
chronous nature of the algorithm operation. Using methods
from the theory of stochastic approximations, we show that
the evolution of the delay estimates can be closely tracked
by a deterministic ODE (Ordinary Differential Equation)
system, when the step-size of the delay estimation scheme
is small. We study the equilibrium behavior of the ODE in
order to obtain the equilibrium behavior of the algorithm.
We also provide illustrative simulation results.
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Categories and Subject Descriptors
C.2.2 [Computer-Communication Networks]: Network
Protocols—Routing Protocols; G.3 [Probability Statistics]:
Queuing Theory, Probabilistic algorithms

General Terms
Algorithms, Theory, Performance

Keywords
Ant routing algorithms, stochastic approximations and learn-
ing algorithms, queuing networks

1. INTRODUCTION
In this paper we study the convergence and properties of

a routing algorithm proposed for communication networks,
that belongs to the class of Ant Routing (ARA) Algorithms.
It was observed in an experiment conducted by biologists
Deneubourg et. al. [9], called the double bridge experi-
ment, that under certain conditions, a group of ants when
presented with two paths to a source of food, is able to collec-
tively converge to the shorter path. It was found that every
ant lays a trail of a chemical substance called pheromone as
it walks along a path. Subsequent ants follow paths with
stronger pheromone trails, and in their turn reinforce the
trails. Because ants take lesser time to traverse the shorter
path, pheromone concentration increases more rapidly along
this path. These “positive reinforcement” effects culminate
in all ants following, and thus discovering, the shorter path.

Most of the ARA algorithms proposed in the literature are
inspired by the basic idea of creation and reinforcement of
a pheromone trail on a path that serves as a measure of the
quality of the path. These algorithms employ probe pack-
ets called ant packets (analogues of ants) that help create
analogues of pheromone trails on paths. In the context of
routing, these trails are based on path delay measurements
made by the ant packets. Routing tables at the nodes are
updated based on the path pheromone trails. The update
algorithms help direct data packets along outgoing links that
lie on paths with lower delays.

We consider a wireline, packet-switched network, and pro-
vide convergence results for an ARA algorithm proposed by
Bean and Costa [2]. In an earlier paper [17], we had studied
convergence for a simple N parallel links network. In this
paper, we provide convergence results for a general, acyclic
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network1. The Bean, Costa algorithm has many attractive
features. It is distributed, adaptive, and can provide a mul-
tipath routing solution — that is, the incoming traffic at a
source is split between the multiple paths available to the
destination. This enables efficient utilization of network re-
sources. We now briefly dwell on the literature on ARA
algorithms.

Literature. ARA algorithms have been proposed for all
kinds of networks — circuit- and packet-switched wireline,
as well as packet-switched wireless networks. We briefly dis-
cuss the algorithms for packet-switched networks, because
they are more relevant; for a more comprehensive survey
see Dorigo, Stutzle [10] and Bonabeau, Dorigo, and Ther-
aulaz [5]. Most of the algorithms proposed and studied for
such networks — for example, Gabber, Smith [11], Di Caro,
Dorigo [7], Subramanian, Druschel, and Chen [19] (all the
above are for wireline networks), and Baras, Mehta [1] (for
wireless networks) — are variants of the Linear Reinforce-
ment (LR) scheme considered in studies of stochastic learn-
ing automata (see Kaelbling, Littman, and Moore [13] and
Thathachar and Sastry [20]). In these works, variants of
the LR scheme are used to adjust routing probabilities at
the nodes based on path pheromone trails. Yoo, La, and
Makowski [21] consider the scheme of [19] for a network con-
sisting of two nodes connected by L parallel links. The link
delays are deterministic. Ant packets are either routed uni-
formly at the nodes — called “uniform routing” — or are
routed based on the node routing tables — called “regular
routing”. A rigorous analysis shows that the routing proba-
bilities converge in distribution for the uniform routing case,
and almost surely to a shortest path solution for the regular
routing case. The LR scheme however, is not designed for
applications where the delays are stochastic, time-varying,
which is the case of main interest to us. ARA algorithms
different from the LR scheme are considered in [5], [2].

Though a large number of ARA algorithms have been pro-
posed, fewer analytical studies are available in the literature.
Algorithms similar to those that aim to explain the observa-
tions in the double bridge experiment, have been rigorously
studied in Makowski [15], Das and Borkar [8]. Makowski
considers the case where there are two paths of equal length
to a food source, and a model where each ant chooses a
path with a probability proportional to a power ν ≥ 0, of
the number of ants that have previously traversed the path.
Using stochastic approximation and martingale techniques
the paper provides convergence results, and shows that the
asymptotic behavior can be quite complex (in particular,
only when ν > 1, all ants eventually choose one path). Das
and Borkar consider a scenario with multiple disjoint paths
between a source and a destination. There are three al-
gorithms — a pheromone update algorithm that builds a
pheromone trail based on the number of ants traversing the
path and path length, a utility estimate algorithm based on
the path pheromone trail, and a routing probability update
algorithm that uses the utility estimates. Using stochastic
approximation methods, they show convergence to a short-
est path solution if there is an ‘initial bias’, i.e., if initially
there is a higher probability of choosing the shortest path.
Gutjahr [12] considers a problem where ant-like agents help
solve the combinatorial optimization problem of finding an
optimal cycle on a graph, with no nodes being repeated ex-

1For a definition of such networks see Section 3.

cept for the start node. Arc costs are deterministic. Agents
sample walks based on routing probabilities, and reinforce
pheromone trails on arcs, which in turn, influence the rout-
ing probabilities. The paper shows that asymptotically, with
probability arbitrarily close to one, an optimal cycle can be
found. Another analytical study is the paper [21] discussed
above.

Contributions and Related Work. The above set
of analytical studies have mostly concentrated on networks
with deterministic link delays. In contrast, we provide con-
vergence results when the link delays are stochastic, time-
varying, and are dependent on the link traffic. This is a
more relevant and interesting case.

Bean and Costa [2] study their scheme using a combina-
tion of simulation and analysis. They employ a ‘time-scale
separation approximation’ whereby average network delays
are computed ‘before’ the routing probabilities are updated.
Numerical iterations of an analytical model based on this ap-
proximation and simulations are shown to agree well. How-
ever, the time-scale separation is not justified 2, nor is any
formal study of convergence provided.

We consider a stochastic model for the arrival processes
and packet lengths of both the ant and the incoming data
streams. The ARA scheme consists of a delay estimation
algorithm and a routing probability update algorithm, that
utilizes the delay estimates. These algorithms run at every
node of the network. The delay estimates are formed based
on measurements of path delays (these delays are caused
by queuing delays on the links). We describe the evolution
of these algorithms by a set of discrete stochastic iterations.
Our formulation considers the distributed and asynchronous
nature of algorithm operation. We show, using methods
from the theory of stochastic approximations, that the evo-
lution of the delay estimates can be closely tracked by a de-
terministic ODE (Ordinary Differential Equation) system,
when the step size of the delay estimation scheme is small.
We study the equilibrium behavior of the ODE system in
order to obtain the equilibrium behavior of the routing al-
gorithm. We provide illustrative simulation results.

Our approach is most closely related to Borkar and Kumar
[6], which studies an adaptive algorithm that converges to
a Wardrop equilibrium routing solution. Our framework is
similar to theirs — there is a delay estimation algorithm and
a routing probability update algorithm which utilizes the
delay estimates. Their routing probability update scheme
moves on a slower “time scale” than the delay estimation
scheme. In our case however, the routing probability update
scheme is on the same “time scale” as the delay estimation
scheme, and our method of analysis is consequently differ-
ent. This could also be desirable in practice, because the
algorithm convergence will be much faster.

The paper is organized as follows. In this paper we sepa-
rately consider the two cases where ant packets are routed
according to uniform and regular routing. There is a parallel
development of the discussion related to these two forms of
routing. In Section 2 we outline in detail the mechanism of
operation of ARA algorithms, and discuss the Bean, Costa
algorithm. Section 3 provides a formal discussion of our
acyclic network model and assumptions, and a formulation
of the routing problem. We analyse the routing algorithm
in Section 4, discuss our ODE approximation results and

2We shall see, in Section 4, that it holds only when the
step-size ε in the delay estimation algorithm is small (ε ↓ 0).
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related computations, and the equilibrium behavior of the
algorithm. In Section 5, we consider an example acyclic net-
work. Related simulation results are provided and discussed.
Section 6 provides concluding remarks and discusses a few
directions for future research.

2. ANT ROUTING ALGORITHMS:
MECHANISM OF OPERATION

We provide in this section a brief description of the mech-
anism of operation of ant routing for a wireline communi-
cation network. Such a network can be represented by a
directed graph G = (N ,L), with a set of nodes N , and a set
of directed links L. Our formal description follows the gen-
eral framework of Di Caro and Dorigo [7], [10]. Alongside,
we describe the Bean, Costa [2] scheme.

Every node i in the network maintains two key data struc-
tures — a matrix of routing probabilities, the routing table
R(i), and a matrix of various kinds of statistics used by the
routing algorithm, called the network information table I(i).
For a particular node i, let N(i, k) denote the set of neigh-
bors of i (corresponding to the outgoing links (i, j) from
i) through which node i routes packets towards destination
node k. For the network consisting of |N | nodes, the ma-
trix R(i) has |N |− 1 columns, corresponding to the |N |− 1
destinations towards which node i could route data packets,
and |N | − 1 rows, corresponding to the maximum number
of neighbor nodes of node i. The entries of R(i) are the
probabilities φk

ij . φ
k
ij denotes the probability of routing an

incoming data packet at node i and bound for destination k
via the neighbor j ∈ N(i, k). The matrix I(i) has the same
dimensions as R(i), and its (j, k)-th entry contains various
statistics pertaining to the route from i to k that goes via
j (denoted henceforth by i → j → · · · → k). Examples of
such statistics could be mean delay and delay variance esti-
mates of the route i → j → · · · → k. These statistics are
updated based on the information the ant packets collect
about the route. I(i) thus represents the characteristics of
the network that are learned by the nodes through the ant
packets. Based on the information collected in I(i), “local
decision-making” — the update of the routing table R(i) —
is done. The iterative algorithms that are used to update
I(i) and R(i) will be referred to as the learning algorithms.

We now describe the mechanism of operation of ARA al-
gorithms. For ease of exposition, we restrict attention to
a particular fixed destination, and consider the problem of
routing from every other node to this node, which we la-
bel as D. The network information tables I(i) at the nodes
contain only estimates of mean delays.

Forward ant generation and routing. At certain in-
tervals, forward ant (FA) packets are launched from a node i
towards the destination D to discover low delay paths to it.
The FA packets sample walks on the graph G based either on
the current routing probabilities at the nodes as in regular
ant routing (regular ARA), or uniformly 3 as in uniform ant
routing (uniform ARA). Uniform ant routing might be pre-
ferred in certain cases; for instance, when we want the ant
packets to explore the network in a completely “unbiased”
manner. FA packets share the same queues as data packets
and so experience similar delay characteristics as data pack-
ets. Every FA packet maintains a stack of data structures
containing the IDs of nodes in its path and the per hop de-

3routed with equal probability on each outgoing link

lays encountered. The per hop delay measurements can be
obtained through time stamping of the FA packets as they
pass through the various nodes.

Backward ant generation and routing. Upon arrival
of an FA at D, a backward ant (BA) packet is generated.
The FA packet transfers its stack to the BA. The BA packet
then retraces back to the source i the path traversed by the
FA packet. BA packets travel back in high priority queues,
so as to quickly get back to the nodes and minimize the
effects of outdated or stale measurements. At each node
that the BA packet traverses through, it transfers the delay
information that was gathered by the FA packet. This infor-
mation is used to update matrices I and R at the respective
nodes. Thus the arrivals of BA packets at the nodes trigger
the iterative learning algorithms.

We now describe the Bean, Costa [2] learning algorithm.
Suppose that an FA packet measures the delay ΔD

ij associ-
ated with a walk from i to D via the outgoing link (i, j).

This delay is more precisely the following. Let eJD
j denote a

sample sum of the delays in the links, experienced by an FA
packet moving from node j to node D (it is thus a sample
of the expected ‘cost-to-go’ from j to D). Let ewij denote a
sample of the delay experienced by an FA packet traversing

the link (i, j). Then ΔD
ij = ewij + eJD

j . When the correspond-
ing BA packet comes back at node i the delay information
is used to update the estimate XD

ij of the mean delay using
the simple exponential estimator

XD
ij := XD

ij + ε(ΔD
ij −XD

ij ), (1)

where ε > 0 is a small constant. We refer to XD
ij as the mean

delay estimate for the route i → j → · · · → D. Estimates
XD

ik corresponding to other neighbors k ∈ N(i, D) are left
unchanged.

Simultaneously, the routing probabilities at i are updated
using the relation

φD
ij =

(XD
ij )

−β

P
k∈N(i,D) (XD

ik)
−β
, ∀j ∈ N(i,D), (2)

where β is a constant positive integer. φD
ij is thus inversely

proportional to XD
ij . β influences the extent to which out-

going links with lower delay estimates are favored compared
to the ones with higher delay estimates.

We can interpret the quantity (XD
ij )−1 as analogous to a

“pheromone trail or deposit” on outgoing link (i, j). This
trail gets dynamically updated by the ant packets. It influ-
ences the routing tables through relation (2). Equation (2)
shows that the outgoing link (i, j) is more desirable when
XD

ij , the delay through j, is smaller; in other words, when
the pheromone trail is stronger, relative to the other routes.

3. FORMULATION OF THE PROBLEM.
THE ACYCLIC NETWORK MODEL

We consider the problem of routing from the various nodes
i of the network to a single destination D. At every node i
there exist queues (buffers) Qij associated with the outgoing
links (i, j); we assume these to be FIFO queues of infinite
size. The network can be thought of equivalently as a system
of inter-connected queues (a queuing network). Every link
(i, j) has capacity Cij . We assume that the queuing delays
dominate the processing and propagation delays in the links.
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We consider acyclic networks and define them following
Bertsekas, Gallager [3]. A queue Qij is said to be down-
stream with respect to a queue Qkl if some portion of the
traffic through the latter queue flows through the former.
An acyclic network is one for which it is not possible that
simultaneously Qij is downstream of Qkl and Qkl is down-
stream of Qij . The set N(i) = {j : (i, j) ∈ L} denotes
the set of downstream neighbors of i. An example of an
acyclic network is given in Figure 2, pp. 8. We shall denote
the routing probability entries of R(i) by φij (i.e., without
explicitly mentioning the destination). The mean delay es-
timate entries of I(i) are denoted by Xij .

The general algorithm, as described in Section 2, is asyn-
chronous (and distributed). This is because the nodes launch
the FA packets towards the destination in an unco-ordinated
way. Moreover, there is a random delay as each FA-BA pair
travels through the network. The learning algorithms at the
nodes for updating R and I are thus triggered at random
points of time (when BA packets come back). We consider
a more simplified view of the algorithm operation, which is
still asynchronous and distributed, retains the main char-
acteristics and the essence of the algorithm, but is more
convenient to analyze.

We assume that FA packets are generated according to
a Poisson process of rate λa

i > 0 at node i (λa
D = 0). We

consider a model with the following assumptions on the al-
gorithm operation.

(M1) We assume that the BA packets take negligible time
to travel back to the source nodes (from which the corre-
sponding FA packets were launched) from destination D.
Because BA packets are expected to travel back through
high priority queues, the delays might not be significant,
except for large-sized networks with significant propagation
delays. On the other hand, incorporating the effects of such
delays into our model introduces additional complications
related to asynchrony.

(M2) In the general algorithm operation, a BA packet up-
dates the delay estimates at every node that it traverses on
its way back to the source, besides the source itself. In what
follows, we shall consider the more simplified algorithm op-
eration, whereby only at the source node the delay estimates
and the routing probabilities are updated.

We assume that data packets are generated according to
a Poisson process of rate λd

i ≥ 0 at node i; for some nodes it
is possible that no data packets are generated, i.e., the rate
is zero (for the destination, λd

D = 0).
Let {α(m)}∞m=1 denote the sequence of times at which FA

packets are launched from the various nodes of the network.
Let {δ(n)}∞n=1 denote the sequence of times at which FA
packets arrive at the destination node D (we set α(0) =
0, δ(0) = 0). Because we have assumed that BA packets
take negligible time to travel back to the sources, these are
also the sequence of times at which BA packets come back
to the source nodes. Consequently, these are the sequence
of times at which algorithm updates are triggered at the
various nodes. At time δ(n), let X(n) and φ(n) denote, re-
spectively, the vector of mean delay estimates and the vector
of outgoing routing probabilities at the network nodes. The
components of X(n) and φ(n) are Xij(n), (i, j) ∈ L, and
φij(n), (i, j) ∈ L, respectively.

Thus, by time δ(n), overall n BA packets will have come
back to the network nodes. (At this point it is useful to
recall assumption (M2)). Let T (n) be theN -valued random

variable that indicates which node the n-th BA packet comes
back to. Then ξi(n) =

Pn
k=1 I{T (k)=i} gives the number of

BA packets that have come back at node i by time δ(n)4.
Let Ri(.) denote the routing decision variable for FA packets
originating from node i. We say that the event {Ri(k) =
j} has occurred if the k-th FA packet that arrives at D
and that has been launched from i, has been routed via the

outgoing link (i, j). Let ψij(n) =
Pξi(n)

k=1 I{Ri(k)=j}; ψij(n)
gives the number of FA packets that arrive at nodeD by time
δ(n), having been launched from node i and routed via (i, j).
By the zero delay assumption on the travel time of the BA
packets and the assumption (M2) on algorithm operation,
ψij(n) is also the number of BA packets that come back to
i via j, by time δ(n). Let {Δij(m)} denote the sequence of
delay measurements made by successive FA packets arriving
at D, that have been launched from node i and routed via
the outgoing link (i, j). This is also the sequence of delay
measurements about the route i → j → · · · → D made
available to the source i by the BA packets.

Let’s suppose that at time δ(n) a BA packet comes back
to node i. Furthermore, suppose that the corresponding FA
packet was routed via the outgoing link (i, j). When this
BA packet comes back to node i, the delay estimate Xij is
updated using an exponential estimator

Xij(n) = Xij(n− 1) + ε
“
Δij(ψij(n))−Xij(n− 1)

”
, (3)

ε ∈ (0, 1) being a small positive constant. Estimates Xik for
the other routes i→ k → · · · → D (k ∈ N(i), k �= j) are left
unchanged

Xik(n) = Xik(n− 1). (4)

Also, the estimates at the other nodes do not change

Xlp(n) = Xlp(n− 1), ∀p ∈ N(l), ∀l �= i. (5)

Also, as soon as the delay estimates are updated at node
i, the outgoing routing probabilities are also updated

φij(n) =
(Xij(n))−βP

k∈N(i) (Xik(n))−β
, ∀j ∈ N(i). (6)

The routing probabilities at the other nodes do not change.
In general thus the evolution of the delay estimates at

the network nodes can be described by the following set of
stochastic iterative equations

Xε
ij(n) = Xε

ij(n− 1) + ε I{T ε(n)=i,Rε
i (ξε

i (n))=j} ×“
Δε

ij(ψ
ε
ij(n))−Xε

ij(n− 1)
”
,∀(i, j) ∈ L, n ≥ 1,

(7)

starting with the initial conditions Xε
ij(0) = xij ,∀(i, j) ∈ L.

The routing probabilities are updated in the usual way

φε
ij(n) =

(Xε
ij(n))−β

P
k∈N(i) (Xε

ik(n))−β
, ∀(i, j) ∈ L, n ≥ 1, (8)

with initial conditions φε
ij(0) =

(xij)−β

P
k∈N(i) (xik)−β , ∀(i, j) ∈ L.

Though not explicitly mentioned, it is understood that there
are no algorithm updates being made at D.

The ε’s in the superscript in equations (7) and (8) above,
recognize the dependence of the evolution of the quantities

4IA denotes the indicator random variable for the event A.
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involved (for example, the delay estimates Xij) on ε. How-
ever, for most of the paper5, we shall not use this notation;
this enables the discussion to be less cumbersome. Also, we
note that equations (7) and (8) describe the evolution of the
delay estimates and the routing probabilities for the regular
ARA as well as for the uniform ARA case.

We also introduce the following continuous time processes,
{x(t), t ≥ 0} and {f(t), t ≥ 0}, defined by the equations

x(t) = X(n), for δ(n) ≤ t < δ(n+ 1), n = 0, 1, 2, . . . ,

f(t) = φ(n), for δ(n) ≤ t < δ(n+ 1), n = 0, 1, 2, . . . .

The components of x(t) and f(t) are denoted by xij(t) and
fij(t), respectively.

In the case of regular ARA, an FA packet as well as a
data packet are routed at an intermediate node based on
the current routing probabilities at the node. Thus, in view
of the discussion in this section, a packet that arrives at node
i at time t, is routed according to the routing probabilities
fij(t), j ∈ N(i), and joins the corresponding queues. In the
case of uniform ARA, a data packet arriving at i at time t,
is routed according to the probabilities fij(t), j ∈ N(i); an
FA packet arriving at t is routed uniformly (see Figure 1).

time 
δ δ δ δ(n)(n−1) (n+1) (n+2)

X(n)
φ (n)

t

Regular: Ant/data packet arriving
at node i is routed based on current
routing probabilities φ

is routed based on φ
Uniform: Data packet arriving at i

uniformly
Ant packet arriving at i routed 

ij
(n)

ij (n)

Figure 1: Routing of packet arrivals at a node at time t.
Sequence {δ(n)} are the times at which algorithm updates
are taking place.

4. ANALYSIS OF THE
ROUTING ALGORITHM

We view the routing algorithm, consisting of equations (7)
and (8), as a set of discrete stochastic iterations of the type
usually considered in the literature on stochastic approxi-
mations [14]. We provide below the main convergence result
which states that, when ε is small enough, the evolution of
the vector of delay estimates is closely tracked by an ODE
system.

4.1 The ODE approximation
The key observation, which simplifies the analysis, is that

there is a time-scale decomposition when ε is small enough
— the delay estimates Xij then evolve much more slowly
compared to the delay processes Δij . The probabilities φij

also evolve at the same “time-scale” as the delay estimates
(φij are continuous functions of the delay estimates Xij).
Consequently, when ε is small enough, with the vector of
delay estimates X considered fixed at z (equivalently the
vector of routing probabilities fixed at φ, the components of

φ being φij =
(zij)−β

P
k∈N(i) (zik)−β ), the delay processes {Δij(.)}

5except when we are required to be more clear and precise

converge to a stationary distribution, which is dependent on
z. Given the φij , (i, j) ∈ L, and a knowledge of the rates
of incoming traffic streams into the queuing network, enable
us to determine the total incoming arrival rates into each of
the queues Qij . This can be done by simply solving the flow
balance equations; see Bertsekas, Gallager [3], Mitrani [16].
We assume that the total arrival rate is smaller than the
service rate of packets in each queue. This assumption (a
queue stability assumption) then ensures that, when vector
X is considered fixed at z, delay processes {Δij(.)} converge
to a stationary distribution, which depends on z. We denote
the means under stationarity, for each (i, j) ∈ L, by Dij(z)
(DU

ij(z) for the uniform ant case), which is a finite quantity.
Also, with delay estimate vector X considered fixed at z,

let ζi(z), i ∈ N , (ζU
i (z) for the uniform ants case) denote,

under stationarity, the long-term fraction of FA packets ar-
riving at D that have been launched from i. ζi(z) belongs
to the set (0, 1) (ζD(z) = 0, ζU

D(z) = 0).
Furthermore, when ε is small, the evolution of the vec-

tor of delay estimates is tracked by an ODE system (an
ODE approximation result). This result is not proved in
this paper for lack of space, but is available in the tech-
nical report [18]. We now introduce some additional no-
tation and state the assumptions under which this result
holds. For any fixed ε ∈ (0, 1), and for each (i, j), con-
sider the piecewise constant interpolation of Xε

ij(n) given
by: zε

ij(t) = Xε
ij(n), nε ≤ t < (n + 1)ε, n = 0, 1, 2, . . .,

with the initial value zε
ij(0) = Xε

ij(0). Consider also the
vector-valued piecewise constant process zε(t), for all t ≥ 0,
with components zε

ij(t), (i, j) ∈ L. Let us consider the
increasing sequence of σ-fields {Fε(n)}, where Fε(n) en-
capsulates the entire history of the algorithm for all time
t ≤ δ(n). In particular, it contains the σ-field generated by
r.v.’s Xε(0),Xε(1), . . . , Xε(n). It also contains information
regarding the arrival times and packet service times, and in-
formation regarding the actual routing of packets. The ODE
approximation result holds under the following assumptions.

Assumptions:
(A1) For every (i, j) ∈ L, and for every ε ∈ (0, 1), the

sequence {Δε
ij(m)} is uniformly integrable; that is,

sup
m≥1

E[Δε
ij(m)I{Δε

ij(m)≥K}]→ 0, as K →∞.

Regular Ant case.
(A2) If X(n) is held fixed at z (the sequence φ(n) is then

fixed at a value φ; φ has components φij =
(zij)−β

P
k∈N(i) (zik)−β )

then, for every l ≥ 0, and for every (i, j) ∈ L, we have

lim
r→∞

l+rX
m=l+1

E[I{T (m)=i,Ri(ξi(m))=j}Δij(ψij(m))|F(m− 1)]

r

= ζi(z)φijDij(z), (9)

lim
r→∞

l+rX
m=l+1

E[I{T (m)=i,Ri(ξi(m))=j}|F(m− 1)]

r
= ζi(z)φij ,

(10)
the relations above holding almost surely. The quantities
T (n), Ri(n),Δij(n), as well as the sequence {F(n)} that ap-
pear in the equations above are defined in a similar way as for
the case when the delay estimate vector X is time-varying.

(A3) We assume that the quantities ζi(z)φijDij(z) and
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ζi(z)φij are continuous functions of z.
Uniform Ant case.
(A2′) We assume that, if X(n) is held fixed at a value z

then, for every l ≥ 0, and for every (i, j) ∈ L, we have

lim
r→∞

l+rX
m=l+1

E[I{T (m)=i,Ri(ξi(m))=j}Δij(ψij(m))|F(m− 1)]

r

=
ζU

i (z)DU
ij(z)

|N(i)| , (11)

lim
r→∞

l+rX
m=l+1

E[I{T (m)=i,Ri(ξi(m))=j}|F(m− 1)]

r
=
ζU

i (z)

|N(i)| .
(12)

(A3′) We assume that the quantities ζU
i (z)DU

ij(z) and

ζU
i (z) are continuous functions of z.
We have the following convergence theorem which is a

central result of this paper. The proof is available in the
technical report [18], and follows the approach of Kushner
and Yin [14], Chapter 8, Sections 8.1, 8.2.1. We state the
result for the regular ARA case. The corresponding result
for the uniform ARA case can be similarly stated.

Theorem 4.1. Under assumptions (A1), (A2), and (A3),
we have the following: there exists a subsequence {ε(k)},
with ε(k) ↓ 0 as k → ∞, such that the process {zε(k)(t)}
converges weakly (as k → ∞) to a solution {z(t)} of the
ODE system (13).

For the regular ARA case, z(t), with components zij(t),
(i, j) ∈ L, is a solution of the ODE system

dzij(t)

dt
=

ζi(z(t))(zij(t))
−β

“
Dij(z(t))− zij(t)

”
P

k∈N(i) (zik(t))−β
,

∀(i, j) ∈ L, t > 0, (13)

with initial conditions zij(0) = xij , ∀(i, j) ∈ L.
For the uniform ARA case, z(t), with components zij(t),

(i, j) ∈ L, is a solution of the ODE system

dzij(t)

dt
=

ζU
i (z(t))

“
DU

ij(z(t))− zij(t)
”

|N(i)| ,

∀(i, j) ∈ L, t > 0, (14)

with initial conditions zij(0) = xij , ∀(i, j) ∈ L.
We now briefly discuss the assumptions. A sufficient con-

dition under which (A1) holds is sup
n≥1

E
ˆ`

Δε
ij(n)

´γ+1˜
< ∞,

for some γ > 0. That is, some moment of the delay higher
than the first moment is finite, which we assume. Assump-
tions (A2) and (A3) can be expected to hold, because they
are forms of the strong law of large numbers (they are some-
what weaker because the terms involve conditional expecta-
tions). Similar remarks apply for (A2′) and (A3′).

The dynamic behavior of the algorithm can be studied via
the ODE approximation. Numerical solution of the ODE,
starting from given initial conditions, requires the compu-
tation of the means Dij(z) and the fractions ζi(z) (respec-
tively, DU

ij(z) and ζU
i (z) for the uniform ants case), for given

z. In the next subsection, we discuss how to compute these
quantities.

4.2 Computations related to the ODE
approximation

We assume that, in every queue Qij the successive service
times of both ant (FA) and data packets are i.i.d. exponen-
tial with the same mean 1

Cij

6. Furthermore, the service

times at each queue are independent of service times at all
other queues, and also independent of arrival processes at
the nodes. These assumptions are the usual assumptions
made for open Jackson networks, and enable us to remain
within the domain of solvable models; see, for example, Bert-
sekas, Gallager [3] and Mitrani [16].

Regular Ant case. In this case, because the ant and
data packets are being routed in an identical fashion, we
have a single class open Jackson network. Given z, we can
compute the routing probabilities φij , (i, j) ∈ L. The rout-
ing probabilities combined with a knowledge of the rates of
the incoming streams (ant, data) into the network, enable
us to determine the total arrival rate Aij(z) into each queue
Qij . This can be done by simply solving the flow balance
equations in the network. For each (i, j) ∈ L, we assume
that Aij(z) < Cij — the arrival rate is smaller than the
service rate. Then, under our statistical assumptions, there
is a unique joint stationary distribution of the random vari-
ables denoting the total number of packets in the queues
Qij , (i, j) ∈ L. Moreover, this stationary distribution is of
a product form. Also, we can compute various quantities of
interest to us, like average stationary delays in the queues
[3], [16]. Let wij(z) denote the average stationary delay (so-
journ time) in queue Qij , and let Jj(z) denote the average
stationary delay (expected ‘cost-to-go’) from node j to the
destination D, both experienced by an FA packet. wij(z) is
given by the formula, wij(z) = 1

Cij−Aij (z)
. The quantities

Ji(z), i ∈ N , satisfy the following equations

Ji(z) =
X

j∈N(i)

φij

“
wij(z) + Jj(z)

”
, ∀i ∈ N , i �= D,

JD(z) = 0. (15)

Once these equations are solved for Ji(z), i ∈ N , we can
compute the quantities Dij(z), (i, j) ∈ L, using the relations

Dij(z) = wij(z) + Jj(z). (16)

Because FAs are generated as a Poisson process with rates
λa

i at each node i, and because of Assumption (M2), the

fraction ζi(z) =
λa

iP
j∈N λa

j
(see Section 7 for a detailed argu-

ment).
Uniform Ant case. In this case, the FA packets and

the data packets are routed differently. We have an open
Jackson network with two classes of traffic, the first class
consisting of the FA traffic and the second class consisting of
the data traffic. Separate flow balance equations are set up
for the two classes of traffic. These flow balance equations
enable us to solve for the arrival rates Aa

ij(z) and Ad
ij(z)

of the FA and the data packets into each queue Qij . The
total arrival rate Aij(z) into Qij is then simply given by the
sum Aa

ij(z) + Ad
ij(z). The average stationary delay wU

ij(z)

in queue Qij is then given by wU
ij(z) = 1

Cij−Aij(z)
. The rest

6This amounts to assuming that the average length of a
packet (ant or data) is one unit. This is not a restriction,
and we can consider the general case by simply multiplying
by the average length. However, both ant and data packets
must have the same average length.
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of the computations which lead to the determination of the
quantities DU

ij(z), (i, j) ∈ L, can be done in a similar manner
(with straightforward modifications) as for the regular ants
case. Again, because ant packets are generated as a Poisson
process at all nodes, and because of Assumption (M2), the

fraction ζU
i (z) =

λa
iP

j∈N λa
j
.

With the knowledge of the quantities Dij(z), (i, j) ∈ L,
and ζi(z), i ∈ N (respectively, DU

ij(z) and ζU
i (z) for the uni-

form ant case), we can numerically solve the ODE (13) ((14)
for the uniform ant case), starting from initial condition:
zij(0), (i, j) ∈ L.

4.3 Equilibrium Behavior of the Routing
Algorithm

We now study the equilibrium behavior of the routing
algorithm. We denote the equilibrium values of the various
quantities by attaching a ∗ to the superscript.

Regular Ant case. Consider the equilibrium points z∗

of the ODE system (13). Because the ζi(z
∗) are all positive,

the points z∗ with components z∗ij satisfy the equations

(z∗ij)
−β

P
k∈N(i) (z∗ik)−β

.
“
Dij(z

∗)− z∗ij
”

= 0, ∀(i, j) ∈ L. (17)

The interpolated delay estimate vector zε(t) approaches the
set of equilibrium points z∗ asymptotically as ε → 0. More
precisely, if E denotes the set of equilibrium points and
Nδ(E) denotes a small enough, δ-neighborhood of E, then
asymptotically (as t→∞), the fraction of time zε(t) spends
in Nδ(E) goes to one in probability, as ε→ 0 (see Kushner,
Yin [14], Section 8.2.1, Theorem 2.1). The vector of rout-
ing probabilities φε(n), being a continuous function of the
delay estimate, asymptotically approaches the set of points

φ∗ whose components are given by φ∗
ij =

(z∗
ij)−β

P
k∈N(i) (z∗

ik
)−β ,

(i, j) ∈ L. In what follows, we shall refer to z∗ij as an
equilibrium delay estimate, and φ∗

ij as an equilibrium rout-
ing probability, it being understood that the delay estimate
zε

ij(t) and the routing probability φε
ij(n) are asymptotically

very close to these quantities with probability close to one,
for small enough ε.

Because the total arrival rate into every queue is smaller
than the packet service rate, the equilibrium delay estimates
are finite, and so the equilibrium routing probabilities must
be all positive. Consequently, equations (17) reduce to:
Dij(z

∗) = z∗ij ,∀(i, j) ∈ L. Now, denoting the functional
dependence of the mean stationary delays on the routing
probabilities also by Dij(φ) (a slight abuse of notation), and

noting that φ∗
ij =

(z∗
ij)−β

P
k∈N(i) (z∗

ik
)−β , ∀(i, j) ∈ L, we find that

φ∗
ij , (i, j) ∈ L, must satisfy the following fixed-point system

of equations

φ∗
ij =

(Dij(φ
∗))−βP

k∈N(i) (Dij(φ∗))−β
, ∀(i, j) ∈ L. (18)

We check that, for a vector φ∗, there is a unique vector
with components Dij(φ

∗), (i, j) ∈ L. To that end, we first
notice that, for every (i, j) ∈ L,

Dij(φ
∗) = wij(φ

∗) + Jj(φ
∗), (19)

where Jj(φ
∗) is the expected delay (expected ‘cost-to-go’)

from node j to the destination D experienced by an FA

packet when the routing probability vector is φ∗; JD(φ∗) =
0. wij(φ

∗) is the expected delay along the link (i, j) experi-
enced by an FA packet when the routing probability vector
is φ∗; we assume that for a given φ∗, wij(φ

∗) is unique 7.
Ji(φ

∗), i ∈ N , satisfy the following set of equations

Ji(φ
∗) =

X
j∈N(i)

φ∗
ij

“
wij(φ

∗) + Jj(φ
∗)

”
, ∀i ∈ N , i �= D,

JD(φ∗) = 0. (20)

Because our equilibrium probabilities φ∗
ij are all positive,

there exists a path from every node i to node D consisting
of a sequence of links (i, k1), . . ., (kn,D) for which φ∗

ik1 > 0,
. . ., φ∗

knD > 0. Then, the equations (20) have a unique
solution (vector) J(φ∗), which has components Ji(φ

∗), i ∈ N
(see Bertsekas and Tsitsiklis [4], Section 4.2, pp. 311-312).
Taking note of this and relation (19), we see that for every
vector φ∗, there is a unique vector of delays Dij(φ

∗), (i, j) ∈
L.

Also, for any (i, j) ∈ L, Dij(φ
∗) is a continuous function

of the probabilities. (Furthermore, being at least equal to
the average service time experienced by an FA packet in
the queue Qij , it is lower bounded by a positive quantity.)
Then, by an application of Brouwer’s fixed-point theorem,
there exists a vector of equilibrium routing probabilities φ∗

satisfying the fixed-point system (18) (the right-hand side
of the fixed-point system maps a compact, convex set — a
Cartesian product of probability simplices — to itself).

Uniform Ant case. For the uniform ant case, at equi-
librium, the components z∗ij satisfy the following equations“

DU
ij(z

∗)− z∗ij
”

|N(i)| = 0, ∀(i, j) ∈ L. (21)

We can show in a manner similar to the regular ant case, that
the equilibrium routing probabilities must be all positive and
must satisfy the fixed-point system of equations

φ∗
ij =

(DU
ij(φ

∗))
−β

P
k∈N(i) (DU

ij(φ
∗))−β

, ∀(i, j) ∈ L. (22)

Also, we can show that, for a vector of equilibrium rout-
ing probabilities φ∗ there is a unique vector with compo-
nents DU

ij(φ
∗), (i, j) ∈ L. Also there exists a solution to the

set of fixed-point equations (22), by a similar application of
Brouwer’s fixed-point theorem.

5. EXAMPLE: AN ACYCLIC NETWORK
In this section we consider the acyclic network of Figure

2. The numbers beside the links indicate the link capacities
(Cij units for link (i, j)). Data packets arrive at nodes 1, 2
and 3 as Poisson processes with rates λd

1, λ
d
2, and λd

3. Ant
packets come in as a Poisson process at node i with rate λa

i

(i = 1, . . . , 7).
We carried out a discrete event simulation of the network

and present results for the regular ARA case. The arrival
rates of the streams are as follows: λa

i = 2, i = 1, . . . , 7, and

7We have a similar abuse of notation for wij and Jj as we
had for Dij . In Section 4.2, we had denoted by wij(z) and
Jj(z) the average stationary delay in queue Qij , and the
average stationary delay (expected ‘cost-to-go’) from node
j to D, both experienced by an FA packet, with the delay
estimate vector considered fixed at z.
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Figure 2: An Acyclic Network

λd
1 = 6, λd

2 = 8, and λd
3 = 6. The parameter β = 1, and the

step size ε = 0.002.
The approximating ODE system is given by (13). The

ant arrival rates λa
i being all equal, ζi(z) = 1

7
, i = 1, . . . , 7.

Delay estimate for route 1 → 4 → · · · → 8 is approximated
by the component z14(t) which follows the equation

dz14(t)

dt
=

(z14(t))
−1

“
D14(z(t))− z14(t)

”

7
“
(z14(t))

−1 + (z15(t))
−1

” , t > 0.

Delay estimates for route 1 → 5 → · · · → 8, and for other
routes 2 → j → · · · → 8, j = 4, 5, 3 → j → · · · → 8, j =
4, 5, are approximated by corresponding components, which
follow similar equations. The delay estimate for route 4 →
6→ 8 is approximated by z46(t) which follows the equation

dz46(t)

dt
=

(z46(t))
−1

“
D46(z(t))− z46(t)

”

7
“
(z46(t))

−1 + (z47(t))
−1

” , t > 0.

Delay estimates for route 4 → 7 → 8, and for routes 5 →
j → 8, j = 6, 7, are approximated by components that follow
similar equations. Finally, the delay estimate for link 6→ 8
is approximated by z68(t) which follows the equation

dz68(t)

dt
=
D68(z(t))− z68(t)

7
, t > 0.

Delay estimate for link 7 → 8 is approximated by z78(t),
which follows a similar equation. For each z, computation
of the means Dij(z), that appear in the ODE expressions
above, can be accomplished following Section 4.2. We solve
the above ODE system numerically, starting from certain
initial conditions zij(0) = xij , (i, j) ∈ L.

Figures 3a, 3c provide plots of the interpolated delay esti-
mates zε

14(t), z
ε
46(t), and alongside plots of the corresponding

components of the ODE system. The ODE approximation
tracks the interpolated delay estimates well. Figures 3b and
3d provides plots of the routing probabilities φε

14(n) and
φε

46(n), respectively. We note that though we initially start
with a routing probability φε

14(0) < 0.5, the routing proba-
bility φε

14(n) converges to a value which is greater than 0.5.
This is to be expected of a routing algorithm; the (equilib-
rium) routing probability on outgoing links that lie on paths
with higher capacity links should be higher.

6. CONCLUDING REMARKS
Extensions. We can extend our results to the case when

we have an acyclic network, with multiple destinations for
the incoming data traffic. As usual, at every node, ant (FA)
packets are sent out to explore the delays in the paths to-
wards each destination. The ant packets can be routed using
either the regular or the uniform ARA algorithm. Suppose
that there are M destinations overall. With assumptions
(M1) and (M2) regarding the operation of the algorithm in
force, we can write down the stochastic iterative equations,
describing the evolution of the delay estimates and the rout-
ing probabilities, in a form similar to equations (7) and (8).
Let us now consider first the case when the queue Qij asso-
ciated with link (i, j), is shared by all ant and data packets
that are bound for various destinations. The scheduling dis-
cipline is FIFO. In this case it can be checked that, we would
again have an ODE approximation similar in form to (13)
for the regular ARA case ((14) for the uniform ARA case).
There is a set of equations for each of the M destinations,
and the equations considered together constitute a system
of coupled ODEs. In order to compute the stationary means
of the delays — Dij(z), for a given z — related to the ODE
approximation, we can employ the same procedure as in Sec-
tion 4.2, with appropriate modifications. In this regard we
note that we again have an open Jackson network, with M
classes for the regular ARA case, and with M +1 classes for
the uniform ARA case (data packets are routed according
to the node routing probabilities and ant packets are routed
uniformly). Also, the equilibrium behavior of the routing
algorithm can be described as in Section 4.3.

The second more general case is a per-destination queu-
ing arrangement, which is more appropriate in a routing
context. In this case, for a link (i, j), M separate outgoing
queues Qk

ij , k = 1, . . . ,M , are maintained. Qk
ij holds FA and

data packets that are bound for destination k. The transmis-
sion capacity of link (i, j) is then shared between the queues;
the manner in which the sharing takes place is known as the
link scheduling discipline. In this case, the form of the up-
date algorithms does not change, and we can arrive at an
ODE approximation for the system as described above for
the first case. However, in this case, it may not be always
possible to compute analytically the stationary mean delays.
Only for certain symmetric link scheduling disciplines like
Processor-Sharing, which are analytically tractable (that is,
have joint stationary product form distributions for the num-
ber of packets in the queues; see [16]), can we compute the
stationary mean delays.

Also, in our framework, we can consider a slightly more
general dependence of outgoing routing probabilities on the

delay estimates: φij =
g(Xij)

P
k∈N(i) g(Xik)

, where g is a contin-

uous function, that is positive real-valued, and nonincreas-
ing. The analysis remains the same. An example of g is
g(x) = e−βx, x ≥ 0, where β is a positive integer.

Conclusions and Future Directions. In summary, in
this paper we have studied the convergence and the equilib-
rium behavior of an ARA algorithm for wireline, packet-
switched networks. We have considered acyclic network
models, where there are multiple sources of incoming data
traffic whose packets are bound for specified destinations.
We have considered stochastic models for the arrival pro-
cesses and packet lengths for the ant and data streams. We
have shown that the evolution of the vector of delay esti-
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Figure 3: ODE approximations and plots of routing probabilities

mates can be tracked by an ODE system when the step-size
of the estimation scheme is small. We then study the equi-
librium routing behavior. We observe that, at equilibrium,
the routing probabilities are higher for outgoing links that
lie on paths with higher capacity links.

There are certain advantages of ARA algorithms that are
worth pointing out. ARA algorithms do not require explicit
knowledge of the incoming traffic rates into the network, or a
knowledge of the link capacities. Instead, they rely directly
on online information of path delays in the network, that
are collected by ant packets. This enables the algorithm
to adapt to changes in the incoming traffic rates, and/or
changes in the network topology. On the other hand, be-
cause there is a learning process to ascertain the path delays
(based on which the routing probabilities are updated), the
convergence of the algorithm can be slow.

In our work we have considered models where are no cy-
cles in the network. It remains to study convergence and
equilibrium behavior of the algorithm when there are cy-
cles. There are two issues that arise. First, cycles in the
network affect adversely the process of estimation of path
delays by the ant packets. This is because the estimates
can grow unbounded if there is a positive probability of

an ant packet being routed in a cycle. Second, it might
happen that we converge to an equilibrium routing solution
which has loops. That is, for a given destination k, the
equilibrium routing probabilities might be such that, for a
sequence of links (i1, i2), . . . , (in−1, in), (in, i1) that forms a
cycle, φk

i1i2 > 0, . . . , φk
in−1in

> 0, φk
ini1 > 0. There is no

reason to believe that the scheme that we analyse in this
paper can lead to a loop-free equilibrium solution. For the
case when the network has cycles, we might need to modify
the scheme so that it can converge to a loop-free routing
solution, which is desirable.

7. APPENDIX: EXPRESSION FOR ζI(Z)

We show here that ζi(z) =
λa

iP
j∈N λa

j
, for each i ∈ N , for

the regular ARA case. The same argument holds for the
uniform ARA case. As discussed in Section 4.2, with the
delay estimate vector X considered fixed at z, we have a
single class open Jackson network. For each queue Qij with
the arrival rate of packets Aij(z) < Cij , the queuing network
converges to stationarity. Let Tij , (i, j) ∈ L, denote the total
number of packets in the queues Qij under stationarity. Let
{Rn} denote the sequence of times when Tij , (i, j) ∈ L, re-
turns to the state consisting of all zeros. Thus, {Bn}, where
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Bn = Rn−Rn−1, constitutes the sequence of successive busy
periods for the queuing network. Under our assumptions on
the statistics of the arrival processes and the packet lengths
of the various streams, {Bn} is an i.i.d. sequence, with the
mean E[Bn] <∞. {Rn} is a sequence of stopping times for
the ant Poisson arrival processes at the nodes.

For each i ∈ N , let Di(t) = Number of FA packets that
arrive at destination D by time t. Then

ζi(z) = lim
t→∞

Di(t)P
j∈N Dj(t)

. (23)

Furthermore, we have

lim
t→∞

Di(t)P
j∈N Dj(t)

=
E[Di(Bn)]P

j∈N E[Dj(Bn)]
. (24)

This is intuitive, and can be established by using the Re-
newal Reward Theorem, with the inter-renewal times being
the sequence {Bn}.

Now, because Di(Bn) = Number of ant Poisson arrivals at
node i in the interval Bn, the mean E[Di(Bn)] = λa

iE[Bn],
and so

ζi(z) =
λa

iP
j∈N λa

j

. (25)
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ABSTRACT

We present a Monte-Carlo optimization technique for finding in-
puts to a system that falsify a given Metric Temporal Logic (MTL)
property. Our approach performs a random walk over the space of
inputs guided by a robustness metric defined by the MTL property.
Robustness can be used to guide our search for a falsifying trajec-
tory by exploring trajectories with smaller robustness values. We
show that the notion of robustness can be generalized to consider
hybrid system trajectories. The resulting testing framework can be
applied to non-linear hybrid systems with external inputs. We show
through numerous experiments on complex systems that using our
framework can help automatically falsify properties with more con-
sistency as compared to other means such as uniform sampling.

Categories and Subject Descriptors

G.3 [Mathematics of Computing]: Probability and Statistics—
Probabilistic algorithms (including Monte Carlo)

General Terms

Verification

Keywords

Hybrid Systems, Testing, Robustness, Metric Temporal Logic

1. INTRODUCTION
We propose a technique for finding counterexamples to Metric

Temporal Logic (MTL) properties for non-linear hybrid systems
through global minimization of a robustness metric. Global op-
timization is carried out using a Monte-Carlo technique that per-
forms a random walk over the space of inputs consisting of initial
states, controls and disturbances. The robustness metric defines the
satisfaction of an MTL property over a given trajectory as a real
number, as opposed to the Boolean 0−1 notion used in Logic. The
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sign of the metric for a given trajectory s and formula ϕ indicates
whether s satisfies ϕ (written as s |= ϕ). Furthermore, “nearby”
trajectories, defined using a metric over trajectories, whose dis-
tances from s are smaller than its robustness also have the same
outcome for the property ϕ as s. Robustness metrics have been pre-
viously studied by some of the authors for robust testing of hybrid
systems [12, 11, 18]. However, for the most part, they have been
described over continuous or switched systems trajectories and for
properties over the continuous state variables. We provide a defini-
tion for hybrid trajectories in this work.

Given a robustness metric, finding a counterexample to a given
property ϕ reduces to finding a trajectory s that minimizes the
robustness score w.r.t ϕ. This can be viewed as an optimization
problem over the space of inputs of the system. However, in prac-
tice, this optimization problem is not necessarily guaranteed to be
tractable [1]. In almost all cases, the optimization problem (objec-
tive function and constraints) cannot be written down in a closed
functional form. Nevertheless, such optimization problems can of-
ten be solved satisfactorily using Monte-Carlo techniques, that per-
form a random walk in order to sample from a probability distribu-
tion defined implicitly by the robustness metric [31]. Over the long
run, the random walk converges to a stationary distribution over
the input space such that the neighborhood of inputs with smaller
values of robustness are sampled more frequently than inputs with
larger values. Furthermore, Monte-Carlo techniques do not require
the distribution itself to be known in a closed form. Instead, these
techniques simply require the ability to compare the values (ratio)
of the probability density function at two given points in the search
space. In practice, this reduces to simulating the system using the
sampled inputs. The contributions of this paper can be summarized
as follows:

1. We show that metrics used for robust testing naturally define
objective functions that enable us to cast the problem of fal-
sifying MTL properties into a global optimization problem.

2. We demonstrate the use of hit-and-run Monte-Carlo samplers
to carry out this optimization in the presence of (possibly
non-convex) constraints over the inputs.

3. We extend our notions to hybrid systems, using quasi-metrics
over discrete state-spaces to provide a notion of robustness
for hybrid trajectories w.r.t properties that can involve dis-
crete as well as the continuous state variables.

Our approach is applicable even if the property has been proven
using a verification technique. In such cases, our technique ob-
tains system trajectories that have low robustness values w.r.t the
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requirements. In practice, finding non-robust trajectories may im-
ply designs with smaller safety margins. Traditional testing or veri-
fication techniques do not consider such trajectories using Boolean
notions of temporal satisfaction. Our approach is readily applicable
to Simulink/StateflowTM (S/S) models, since simulating the system
is the only primitive needed. We have implemented our approach
inside Matlab (TM) and use it to discover counterexamples to MTL
properties. We establish that random walks guided by robustness
metrics can often falsify MTL properties that cannot be falsified
using blind (uniform random) search.

2. PRELIMINARIES

2.1 Problem Definition
In this section, we briefly present the autonomous hybrid au-

tomaton model [1]. Non-autonomous systems are considered in
Section 3.3. We then present metrics and use them to provide con-
tinuous semantics for Metric Temporal Logic (MTL) over continu-
ous time trajectories. This is based on our previous work [12].

Def. 2.1 (Hybrid Automaton). A hybrid automaton Ψ con-

sists of components 〈V,L, T ,Θ,D, I, ℓ0〉, wherein, V = {x1, . . .,
xn} is the set of continuous variables; L is a finite set of loca-

tions (modes); T is a set of (discrete) transitions such that for each

τ : 〈ℓ1 → ℓ2, gτ 〉 ∈ T , we move from ℓ1 ∈ L to ℓ2 ∈ L and the

relation gτ over V ∪ V ′ is satisfied; H0 = {ℓ0} × Θ is the set

of initial conditions with ℓ0 ∈ L and Θ ⊆ R
n; D is a mapping

of each ℓ ∈ L to a vector field D(ℓ); and, I is a mapping of each

ℓ ∈ L to a location invariant set I(ℓ) ⊆ R
n.

The product of the locations L with the continuous state-space de-
fines the hybrid state space H = L×R

n. A (timed) trajectory of a
hybrid automaton is an infinite sequence of states 〈l, ~x〉 ∈ L × R

n

of the form 〈l0, ~x0〉, 〈l1, ~x1〉, 〈l2, ~x2〉, . . ., such that initially l0 =
ℓ0 and ~x0 ∈ Θ, and for each consecutive state pair 〈li, ~xi〉, we ei-
ther make discrete transition from li to li+1 or we evolve under the
continuous dynamics D(li) from ~xi to ~xi+1. A hybrid automaton
Ψ is deterministic iff starting from some initial state 〈ℓ0, ~x0〉 there
exists a unique trajectory h : R+ → H of the automaton (R+ is
the set of non-negative reals). Unless otherwise stated, we consider
deterministic hybrid systems throughout this paper. We will also be
using the notation l : R+ → L to denote the location trajectory and
s : R+ → R

n to denote the continuous trajectory of the system. In
other words, for t ∈ R+, h(t) = 〈l(t), s(t)〉.

MTL Falsification. It is well known that safety properties in them-
selves do not suffice to specify all system behaviors in practice.
This is especially true for real-time embedded systems wherein
richer properties such as timing requirements, stability and so on
are equally important. Metric Temporal Logic (MTL) introduced
by Koymans [20] is a popular formalism for expressing such prop-
erties. The problem of verifying a general MTL specification is un-
decidable for hybrid systems. Consequently, the bounded-time ver-
ification or falsification of such properties has been studied [27, 29,
11]. Our goal in this work is the efficient falsification of bounded
time MTL properties for non-linear hybrid systems.

PROBLEM 2.1. For an MTL specification ϕ, the MTL falsifica-

tion problem consists of finding a trajectory of the system Ψ starting

from some valid initial state 〈ℓ0, ~x0〉 such that the resulting hybrid

trajectory h or the corresponding continuous trajectory s falsifies

specification ϕ, i.e., h 6|= ϕ or s 6|= ϕ, respectively.

Our proposed solution for Problem 2.1 quantifies the robustness

of satisfaction of an MTL formula over a system trajectory in order

to guide the search for a falsifying trajectory [12]. We now present
a brief discussion on metrics and the robustness of MTL formulas.

2.2 Metrics
We first consider state-spaces equipped with a metric function

that provides a rigorous notion of “distance” between states. For
continuous state spaces, a suitable norm such as Lp norm (p ≥ 1)
provides such a notion. One of our contributions here is an ex-
tension of these notions to structural (directed-) metrics for hybrid
systems. This is described in Section 4.1.

Def. 2.2 (Metric). A metric function d, defined over a state-

space X is a function d : X × X 7→ R+, where R+ = [0,+∞].
The metric d maps pairs of states to non-negative extended real

numbers, satisfying the following properties:

Identity: d(x1, x2) = 0 iff x1 = x2,

Symmetry: d(x1, x2) = d(x2, x1), and

Triangle Inequality: d(x1, x3) ≤ d(x1, x2) + d(x2, x3).

If the Symmetry condition is dropped from the definition, then d is

termed a quasi-metric.

Given a metric d, a radius ε > 0 and a point x ∈ X , the open ε-
ball centered at x is defined asBd(x, ε) = {y ∈ X | d(x, y) < ε}.
Finally, if s and s

′ are two system trajectories that take values in a
metric space with metric d, we will use ρd to denote the metric
ρd(s, s

′) = supt∈R{d(s(t), s
′(t))}.

2.3 Robustness of Trajectories
We briefly present the robust interpretation (semantics) of MTL

formulas. Details are available from our previous work [12]. In this
section, we will refer to system trajectories as signals.

Def. 2.3 (MTL Syntax). Let AP be the set of atomic propo-

sitions and I be any non-empty interval of R+. The set MTL
of all well-formed MTL formulas is inductively defined as ϕ ::=
⊤ | p | ¬ϕ | ϕ ∨ ϕ | ϕUIϕ, where p ∈ AP and ⊤ is true.

For real-time/hybrid systems, the atomic propositions label sub-
sets of Rn. An observation mapO : AP → 2R

n

maps each propo-
sition p ∈ AP to a setO(p) ⊆ R

n. Without loss of generality, each
O(p) ⊆ R

n is assumed Lebesgue measurable. In Section 4.1, we
will demonstrate how to formulate specifications over the hybrid
state-space H instead of the continuous state-space R

n.
We provide semantics that maps an MTL formula ϕ and a tra-

jectory s(t) to a value drawn from the linearly ordered set R. The
semantics for the atomic propositions evaluated for s(t) consists of
the distance between s(t) and the set O(p) labeling atomic propo-
sition p. Intuitively, this distance represents how robustly the point
s(t) lies within (or outside) the set O(p).

Def. 2.4 (Signed Distance). Let x ∈ X be a point, S ⊆ X be

a set and d be a metric on X . We define the signed distance from x
to S to be

Distd(x, S) :=

{
− inf{d(x, y) | y ∈ S} if x 6∈ S
inf{d(x, y) | y ∈ X\S} if x ∈ S

If this distance is zero, then the smallest perturbation of the point
x can affect the outcome of x ∈ O(p). We denote the robust valu-
ation of the formula ϕ over the signal s at time t by [[ϕ,O]]d(s, t).
Formally, [[·, ·]]d : (MTL× P(X)AP )→ (XR+ × R+ → R).
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Def. 2.5 (Continuous-Time Robust Semantics). Let s ∈ XR+ ,

c ∈ R and O ∈ P(X)AP , then the continuous-time robust seman-

tics of any formula ϕ ∈ MTL with respect to s is recursively

defined as follows

[[⊤,O]]d(s, t) := +∞

[[p,O]]d(s, t) :=Distd(s(t),O(p))

[[¬ϕ1,O]]d(s, t) :=− [[ϕ1,O]]d(s, t)

[[ϕ1 ∨ ϕ2,O]]d(s, t) :=max([[ϕ1,O]]d(s, t), [[ϕ2,O]]d(s, t))

[[ϕ1 UIϕ2,O]]d(s, t) := sup
t′∈(t+I)

min
(
[[ϕ2,O]]d(s, t

′),

inf
t<t′′<t′

[[ϕ1,O]]d(s, t
′′)
)

where t ∈ R+ and t+ I = {τ | ∃τ ′ ∈ I . τ = t+ τ ′}.

For the purposes of the following discussion, let (s, t,O) |= ϕ
denote the standard Boolean MTL satisfiability. Note that Boolean
MTL satisfiability reduces to an application of Def. 2.5 wherein
the range of the valuation function is the Boolean set B = {T,F}
instead of R. It is easy to show that if the trajectory satisfies the
property, then its robustness is non-negative and, similarly, it the
trajectory does not satisfy the property, then its robustness is non-
positive. The following result holds [12].

Theorem 2.1. Given a formula ϕ ∈ MTL, an observation

map O ∈ P(X)AP and a continuous-time signal s ∈ XR+ , the

following hold: (1) If (s, t,O) |= ϕ, then [[ϕ,O]]d(s, t) ≥ 0. In

other words, s satisfies the formula ϕ at time instant t ≥ 0 if its dis-

tance valuation is non-negative. Conversely, if [[ϕ,O]]d(s, t) > 0,

then (s, t,O) |= ϕ. (2) If for some t ∈ R
+, ε = [[ϕ,O]]d(s, t) 6= 0,

then for all s′ ∈ Bρd(s, |ε|), we have (s, t,O) |= ϕ if and only if

(s′, t,O) |= ϕ. I.e, ε defines a robustness tube around the tra-

jectory such that other “nearby” trajectories lying inside this tube

also satisfy ϕ.

Theorem 2.1 establishes the robust semantics of MTL as a nat-
ural measure of trajectory robustness. Namely, a trajectory is ε
robust with respect to an MTL specification ϕ, if it can tolerate per-
turbations up to size ε and still maintain its current Boolean truth
value. Alternatively, a trajectory with the opposite outcome for ϕ,
if it exists, has a distance of at least ε away.

The precise complexity of the computation of MTL robustness
using formula rewriting procedures is still an open problem [12].
However, for LTL formulae ϕ, a dynamic programming style al-
gorithm can compute the robustness value using O(mn) compar-
isons, where m = |ϕ| is the size of the formula and n is the length
of the simulation trajectory. Similarly, if we assume that all the
simulation trajectory is sampled at integer time instants and that the
MTL formula involves integer time constants, then the robustness
value of an MTL formula can be computed with O(mnc) compar-
isons, where c is the largest time value that appears in ϕ. Note
that in either case, we also need kn distance computations, where
k is the number of atomic propositions that appear in ϕ. In turn, the
computational complexity of the distance computations depends on
the type of the sets used for modeling the regions of interest in the
state-space. Details are presented elsewhere [12].

3. FALSIFYING CONTINUOUS SYSTEMS
In this section, we provide the basic formulation of falsification

in terms of global optimization of a robustness metric defined in
Section 2 and describe a Monte-Carlo technique to solve this global
optimization.

Let Ψ be a given (deterministic) system whose initial states lie
inside the set H0. Let ϕ be a given MTL property that we wish to
falsify. Given a trajectory s, we have defined a robustness metric
[[ϕ,O]]d (s, t) that denotes how robustly s satisfies (or falsifies) ϕ at
time t. For the following discussion, we assume a fixed label map
O and always interpret the truth (and robustness) of MTL formulas
evaluated at the starting time t = 0. Let Dϕ(s) = [[ϕ,O]]d (s, 0)
denote the robustness metric for s under these assumptions.

LiftingDϕ to Inputs: The robustness metric Dϕ maps each trajec-
tory s to a real number r. The sign of r indicates whether s |= ϕ
and its magnitude |r| measures its robustness. Our goal is to find
inputs ~x0 ∈ Θ such that the resulting trajectory s 6|= ϕ, or equiva-
lentlyDϕ(s) ≤ 0. This can be expressed as the optimization of the
objective Dϕ over the space of all system trajectories:

min
trajectorys

Dϕ(s) s.t. initial state of s : ~x0 ∈ Θ

However, the trajectories are not the true decision variables for this
problem. For instance, it is hard to explore the space of trajectories
directly while guaranteeing that each trajectory considered is valid.
Fortunately, for deterministic systems, we may associate each in-
put ~x0 ∈ Θ with a unique trajectory s and vice-versa. Let σ(~x0)
denote the trajectory obtained starting from the initial state ~x0. Let
Fϕ(~x0) = Dϕ(σ(~x0)) denote the robustness of the trajectory ob-
tained corresponding to the initial state ~x0 ∈ Θ. Therefore, the
optimization can be expressed over the space of inputs as follows:

minimize~x0∈Θ Fϕ(~x0) .

The inputs ~x0 are the true decision variables of the problem and the
optimization is carried out subject to the constraints in Θ.

Non-deterministic Systems: For non-deterministic and stochastic
systems, a single input can be associated with multiple (possibly
infinitely many) behaviors. For stochastic systems, we may eval-
uate Fϕ(~x) as an expectation obtained by sampling a large but
finite set of trajectories. Non-deterministic systems can often be
determinized by adding new input variables to represent the non-
deterministic choice. For the most part, we consider determinis-
tic systems in this paper. For instance, systems modeled in for-
malisms such as Simulink/Stateflow diagrams (TM) are determin-
istic, at least in theory.

The resulting optimization problem can be quite complex, un-
likely to be convex for all but the simplest of cases. Furthermore,
the objective function F though computable for any given input
through simulation, is not expressible in a closed form. Directly
obtaining gradients, Hessians and so on is infeasible for all but the
simplest of cases. We now present Monte-Carlo techniques that
can solve such global optimization problems through a randomized
technique that mimics gradient descent in many cases.

3.1 Monte-Carlo Sampling
The Monte-Carlo techniques presented here are based on accep-

tance-rejection sampling [5, 2]. These techniques were first intro-
duced in statistical physics wherein they were employed to simu-
late the behavior of particles in various potentials [15]. Variations
of Monte-Carlo techniques are also widely used for solving global
optimization problems [31].

We first present the basic sampling algorithm for drawing sam-
ples from a probability distribution and then the technique of hit-

and-run sampling that respects the (convex) constraints on the input
space due to Θ.

Let f(~x) = Fϕ(~x) be a computable robustness function, given
a property ϕ . We seek to minimize f over the inputs in the set
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Θ. We wish to sample Θ such that any two points a, b ∈ Θ with
robustness values f(a) and f(b) are sampled with probability pro-

portional to e−βfϕ(a)

e−βfϕ(b) , where β > 0 is a “temperature” parameter,

whose significance will be made clear momentarily.

Algorithm 1: Monte-Carlo sampling algorithm.

Input: Θ: Input Space, f(·): Robustness Function,
ProposalScheme(·): Proposal Scheme

Result: Samples ⊆ Θ
begin

Choose some initial input ~x ∈ Θ.
while (¬Target) do

/* Select ~x′
using ProposalScheme */

~x′ ← ProposalScheme(~x)1

α← exp(−β(f(~x′)− f(~x)))2

r ← UniformRandomReal(0, 1)3

if (r ≤ α) then /* Accept proposal? */4

~x← ~x′
5

if (f(~x) ≤ 0) then reachTarget := true6

else7

/* Reject & seek new proposal */8

end

Algorithm 1 shows the schematic implementation of the algo-
rithm. Each iteration of the sampler generates a new proposal

~x′ ∈ Θ from the current sample ~x using some proposal scheme de-
fined by the user (Line 1). The objective f(~x′) is computed for this

proposal. Subsequently, we compute the ratio α = e−β(f(~x′)−f(~x))

(Line 2) and accept the proposal randomly, with probabilityα (Line 3).
Note that if α ≥ 1 (i.e, f(~x′) ≤ f(~x) ), then the proposal is ac-
cepted with certainty. Even if f(~x′) > f(~x) the proposal may still
be accepted with some non-zero probability. If the proposal is ac-
cepted then ~x′ becomes a new sample. Failing this, ~x remains the
current sample.

A proposal scheme is generally defined by a probability distri-
bution P (~x′|~x) that specifies the probability of proposing a new
sample input ~x′ given the current sample ~x. For a technical reason
(known as detailed balance, see [5]), our version of the algorithm
requires that P (~x′|~x) = P (~x|~x′). Furthermore, given any two in-
puts ~x, ~x′ ∈ Θ, it should be possible with nonzero probability to
generate a series of proposals ~x, ~x1, . . . , ~x

′ that takes us from input
~x to ~x′. This is necessary in order to guarantee that the entire input
state space is covered.

For simplicity, let Θ be bounded and discrete with a large but
finite number of points (e.g., consider Θ as a set of finite preci-
sion floating point numbers). The robustness function f(~x) over Θ
induces a probability distribution:

p(~x) =
1

M
e−βf(~x) ,

where M is the normalizing factor added to ensure that the proba-
bilities add up to one. Suppose Algorithm 1 were run to generate
a large number of samples N . Let η denote the frequency function
mapping subsets of the input space to the number of times sam-
ple was drawn from the set. Let P (S) =

∑
~x∈S p(~x) denote the

volume of the probability function for a set S ⊆ Θ.

Theorem 3.1. In the limit, the acceptance rejection sampling

technique (almost surely) generates samples according to the dis-

tribution p, P (S) = limN→∞
η(S)
N

As a direct consequence, one may conclude, for instance, that
an input ~x1 with f(~x1) = −100 is more likely to be sampled as
compared to some other input ~x2 with f(~x2) = 100 in the long run.
A similar result holds for the continuous case assuming a suitable
measure such that

∫
Θ
f(~x)dΘ is well defined [31].

Importance of β: The overall algorithm itself can be seen as a
randomized gradient descent, wherein at each step a new point ~x′

in the search space is compared against the current sample. The
probability of moving the search to the new point follows an ex-
ponential distribution on the difference in their robustness values:

p ∼ e−β(f(~x′)−f(~x)). In particular, if fϕ(~x
′) ≤ fϕ(~x), the new

sample is accepted with certainty. Otherwise, it is accepted with

probability e−β(f(~x′)−f(~x)). Informally, larger values of β ensure
that only reductions to f(~x) are accepted whereas smaller values
correspondingly increase the probability of accepting an increase in
f(~x). As a result, points with lower values of f are sampled with
an exponentially higher probability as compared to points with a
higher value of the function f .

It is possible, in theory, to prove assertions about the number N
of samples required for the sampled distribution to converge within
some distance to the desired distribution governed by e−βfϕ(~x).
The acceptance rejection sampling method implicitly defines a (con-
tinuous time) Markov chain on Θ, whose invariant distribution is
the distribution p(~x) = f(~x)∫

Θ df(~y)
we wish to sample from. For the

case of discrete input spaces, the convergence is governed by the
mixing time of the Markov chain defined by the proposal scheme.
This time is invariably large (polynomial in the number of input
points), and depends on the proposal scheme used.

Adapting β. One of the main drawbacks of Algorithm 1 is that,
based on nature of the distribution, the sampling may get “trapped”
in local minima. This typically results in numerous proposals get-
ting rejected and few being accepted. Even though we are guar-
anteed eventual convergence, the presence of local minima slows
down this process, in practice. We therefore periodically adjust the
values of β (and also the proposal scheme) to ensure that the ratio
of accepted samples vs. rejected samples remains close to a fixed
value (1 in our experiments). This is achieved by monitoring the ac-
ceptance ratio during the sampling process and adjusting β based
on the acceptance ratio. A high acceptance ratio indicates that β
needs to be reduced, while a low acceptance rate indicates that β
needs to be increased.

Proposal Schemes. It is relatively simple to arrive at viable schemes
for generating new proposals. However, designing a scheme that
works well for the underlying problem requires a process of ex-
perimentation. For instance, it suffices to simply choose an input
~x′ uniformly at random from the inputs, regardless of the current
sample. However, such a scheme does not provide many advan-
tages over uniform random sampling. In principle, given a current
sample ~x, the choice of the next sample ~x′ must depend upon ~x.

A typical proposal scheme samples from a normal distribution
centered at ~x with a suitably adjusted standard deviation (using
some covariance matrix H). The covariance can be adjusted pe-
riodically based, once again, on the observed samples as well as
the acceptance ratio. A smaller standard deviation around ~x yields
samples whose robustness values differ very little from f(~x), thus
increasing the acceptance ratio. However, it is hard to respect the
constraint ~x′ ∈ Θ using such a proposal scheme.

Hit-and-run proposal scheme. Hit-and-run schemes are useful in
the presence of input domains such as Θ. For simplicity, we assume
that Θ is convex. Therefore, any line segment in some direction ~v
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Figure 1: Hit-and-run proposal scheme.

starting from ~x has a maximum offset u such that the entire segment
between ~x and ~x+ u~v lies inside Θ.

At each step, we propose a new sample ~x′ based on the current
sample ~x. This is done in two steps:

1. Choose a random unit vector ~v uniformly (or using a Gaus-
sian distribution) (Cf. Fig. 1). In practice, one may choose a

random vector ~h and generate a unit vector using ~v =
~h

|~h|2
.

2. Discover the interval [l, u], such that

∀λ ∈ [l, u], ~x+ λ~v ∈ Θ .

In other words, ~v yields a line segment containing the point
x along the directions ±~v and [l, u] represent the minimum
and maximum offsets possible along the direction ~v starting
from ~x. If Θ is a polyhedron, bounds [l, u] may be obtained
efficiently by using a variant of the minimum ratio test. For a
more complex convex set Θ, value of l (resp. u) may be ob-
tained by solving the one dimensional optimization problem
min(max) λ s.t. ~x+λ~v ∈ Θ, by using a bisection procedure
given an initial guess on [l, u].

3. Finally, we choose a value λ ∈ [l, u] based on some prob-
ability distribution with a mean around 0. The variance of
this distribution is an important parameter that can be used
to control the acceptance ratio (along with β) to accelerate
convergence.

Hit-and-run samplers can also be used for non-convex input do-
mains such as unions of polytopes and so on. A detailed description
of the theory behind such sampling techniques is available else-
where [34, 31].

However, care must be taken to ensure that the input space Θ
is not skewed along some direction ~r. In the worst case, we may
imagine Θ as a straight line segment. In such cases, the hit-and-run
proposal scheme fails to generate new samples. This is remedied by
adjusting the scheme for selecting unit directions to take the skew
of Θ, embedding of Θ inside a subspace spanned by the indepen-
dent variables and, finally, applying a suitable transformation to Θ
that aids in sampling.

In practice, hit and run samplers can work over non-convex, dis-
connected domains. Theoretical results on these samplers are very
promising. Smith [33] proves the asymptotic convergence of hit
and run sampling over arbitrary open subsets of Rn. Lovasz [22,
23] has further demonstrated convergence in time O(n3) for hit
and run sampling of uniform distribution over a convex body in
n dimensions. Algorithms for global optimization such as hide-

and-seek [30] and improving hit-and-run [36] have combined hit-
and-run sampling with Monte-Carlo techniques to generate useful
global optimization techniques.

3.2 Computing Robustness
We briefly discuss the computation of the robustness metric for

trajectories. Continuous trajectories are hard to compute precisely,
even when the analytical form of the solution of the system is
known. Thus, trajectories have to be approximated numerically.

An approximate simulation functionG that supports robust eval-

uation of the given property ϕ should guarantee that for some bounded
time horizon [0, T ), ||G(~x0, t) − F(~x0, t)|| ≤ ǫ, for all t ∈ [0, T )
and for a sufficiently small ǫ > 0. Such a robust simulation func-
tion suffices, in practice, to resolve properties that may be of in-
terest to the system designers. An appropriate simulation function
can be obtained for a large class of ODEs using numerical sim-
ulation techniques of an appropriate order such as Runge-Kutta

or Taylor-series methods with adaptive step sizes [28]. Numer-
ical integration schemes can also be adapted to provide reliable
bounds ǫ on the distance between the actual and the numerical so-
lution. Given a simulation scheme G for a time interval of interest
[0, T ), we obtain a trace GT (~x0) as a finite set of sample points

{G(~x0, t) | t ∈ [0, T )}. The robustness Dϕ can be approximated
using this set of sample points obtained by a numerical integrator.

Unfortunately, for a trajectory σ obtained as the output of a nu-
merical integrator with known error bounds, the trace distance func-
tion may no longer satisfy Dϕ(σ) ≥ 0 whenever σ |= ϕ. In-
stead, we may conclude the existence of some interval [−ǫ2, ǫ1] for
some ǫ1, ǫ2 ≥ 0, such that if Dϕ(σ) ≤ −ǫ2, then σ 6|= ϕ and if
Dϕ(σ) ≥ ǫ1 then σ |= ϕ. In general, we may not draw any conclu-
sions if−ǫ1 ≤ Dϕ(σ) ≤ ǫ2. Furthermore, the bounds ǫ1, ǫ2 are of-
ten unknown for a given system. Nevertheless, the presence of such
a bound implies that it still makes sense to perform the optimization
using a numerically simulated trajectory function G(~x0, t).

min. fP (~x0) s.t. ~x0 ∈ Θ .

In practice, such a minimally “robust” simulated trajectories will
often be of great interest to system designers even if mathematically
speaking they do not violate the property under consideration.

Example 3.1. Consider the time variant system

dx
dt

= x− y + 0.1t
dy
dt

= y cos(2πy)− x sin(2πx) + 0.1t

with the initial condition (x, y) ∈ [−1, 1] × [−1, 1]. We wish

to falsify the property 2[0,2]a, wherein O(a) = [−1.6,−1.4] ×
[−.9,−1.1]. Our simulation uses a numerical ODE solver with a

fixed time step over the time interval t ∈ [0, 2]. Figure 2(A) shows

the trajectory the falsifies our safety property using the hit-and-run

sampler and the scatter plot consisting of the samples generated by

the Monte-Carlo sampler. Figure 2(B) plots the robustness of the

sampled trajectory at each simulation step.

Remark 3.1. If the user is willing to tolerate additional com-

putational cost, then it is possible to bound the inaccuracies of the

numerical simulation even under the presence of floating-point er-

rors [13]. Then, these bounds can be used to provide bounds on the

robustness of the actual continuous-time trajectory [12].

3.3 Non-autonomous Systems
We now consider extensions to non-autonomous control systems

of the form ~̇x = f(~x, ~u), with time-varying inputs ~u : [0, T ] 7→
R

m constrained to belong to a (measurable) set of functions U .
Our goal is to recast the search for control inputs ~u ∈ U in terms of

a search for a set of parameters ~λu ∈ R
k that lie in some domain

Γ. Valuations to the parameters ~λ ∈ Γ, result in a set of appropriate

control inputs ~u(~λ) ∈ U . Such a parameterization helps us reduce
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Figure 2: (A) Time trajectory violating the property 2[0,2] ([−1.6,−1.4]× [−.9,−1.1]) along with the scatter plot of sampled inputs

and (B) robustness shown in the y-axis as a function of the simulation step number.

the search in terms of a standard global optimization over the space
of real-valued decision variables as opposed to functional valued
variables. However, such a reduction may not necessarily capture
all the control inputs possible in the set U , and therefore restrict our
search to a (proper) subset of inputs.

Given a space of inputs ~u ∈ U , there are numerous ways to
parameterize the space of control inputs. We discuss a few such
parameterizations below:

Piece-wise Constant Control. We partition the overall time inter-
val [0, T ] into a set of intervals

⋃m

i=1[ti−1, ti), wherein t0 = 0
and tm = T . For each interval [ti−1, ti), i ≥ 1, the control u(t)
is restricted to be a constant value λi−1. The control is therefore
parameterized by the tuple 〈λ0, . . . , λm〉, chosen so that the con-
straints in U are respected.

Piece-wise Linear Control. Piece-wise constant control may be
extended to piecewise linear controls and beyond. Once again, we
partition [0, T ] intom disjoint intervals. For each interval [ti−1, ti],
we restrict the form of each control input to be piece-wise linear:
u(ti−1 + δ) = u(ti−1) + λi−1δ. This effectively yields the pa-
rameters 〈u(0), λ0, . . . , λm〉 that define the control inputs. These
parameters are chosen so that that the resulting controls respect the
constraints in U . Extensions to this scheme can introduce higher-
order parameters of the form u(ti−1 + δ) = u(ti−1) + δλ1

i−1 +
δ2λ2

i−1 and so on.

Spline Functions. We choose a family of splines functions υ(~x,~λ)

over a set of parameters ~λ and seek to express each control input

u(~x) = υ(~x,~λ0) for some instantiation of the parameters ~λ = ~λ0.
The splines could be varied at definite time instances and continu-
ity/differentiability conditions imposed at such instances.

Example 3.2 (Aircraft Model). We consider a simple aircraft

model describing the movement of an aircraft as a particle in the

vertical plane, taken directly from previous work of Lygeros [24].

The equations of motion can be described by the ODE:

~̇x =


 −

SρB0
2m

~x2
1 − g sin(~x2)

SρC0
2m

~x1 − g
cos(~x2)

~x1

~x1 sin(~x2)




+


 u1

m

0
0


+


 − Sρ

2m
~x2
1(B1u2 +B2u

2
2)

SρC1
2m

~x1u2

0




with state-space variables x1 describing the aircraft speed, x2 de-

scribing its flight path angle and x3 describing its altitude. The

control input u1 represents the thrust and u2 the angle of attack.

Numerical values for the parameters are as described by Lygeros [24].

The initial value ~x0 belongs to the box [200, 260]× [−10, 10]×
[120, 150]. The control inputs are within the range (u1(t), u2(t)) ∈
[34386, 53973]× [0, 16]. We wish to find initial values and control

inputs that falsify the MTL formula

ϕ = 2[1,1.5](x1 ∈ [250, 260]) ⇒ 2[3,4](x1 6∈ [230, 240]) ,

which claims that if the aircraft speed lies in range [250, 260] dur-

ing the time interval t ∈ [1, 1.5], then it cannot be within the range

[230, 240] within the time interval t ∈ [3, 4]. The time interval of

interest is taken to be [0, 4.0]. This is divided into 10 sub-intervals

and the control inputs were parameterized to be piece-wise con-

stant within each sub-interval, yielding 20 parameters. Overall,

the search space has 24 parameters. We wish to find a control in-

put so that the resulting trajectory falsifies ϕ.

A hit and run sampler was used for 2500 steps. The samples

along a falsifying trajectory found are shown in Fig. 3(a,b). Fig-

ure 3(c) shows how the robustness score varies with the number of

simulation steps. We note that our implementation assigns a score

zero to all falsifying traces. This is performed in order to explore

the space of falsifying traces uniformly.

4. FALSIFYING HYBRID SYSTEMS
In this section, we consider the case of falsifying MTL proper-

ties for (potentially non-autonomous) hybrid systems. In general,
the testing framework, which was presented in Section 3.3, can be
applied to switched systems with discrete modes and transitions be-
tween them as long as the property ϕ does not involve the system’s
discrete modes.

Given a deterministic hybrid system Ψ and an initial condition
h0, let G(h0, t) represent a simulation function for a set of time
instances T such that G approximates the trajectories of the hybrid
system. We assume that G approximates the time trajectories with
some given tolerance bound ǫ by adjusting the integration method.
In practice, this may be harder to achieve for hybrid systems than
for purely continuous systems due to the problem of robust event
detection [10]. However, assuming that such a simulator is avail-
able, we may translate the trace fitness function defined for contin-
uous simulations to hybrid simulations with discrete transitions.
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Figure 3: (a) Scatter plot of the samples, (b) the trajectory falsifying MTL formula ψ : 2[1,1.5](x1 ∈ [250, 260]) ⇒ 2[3,4](x1 6∈
[230, 240]) and (c) the variation of robustness of samples for the aircraft model over the simulation steps.

Specifications for hybrid automata involve a sequence of loca-
tions of the discrete subsystem. The simplest such property being
the (un)reachability of a given “error” location. As a result, contin-
uous state distance based on a norm (or a metric distance) does not,
in general, provide a true notion of distance between the specifica-
tion and the trace. This is especially true in the presence of discrete
transitions with reset maps.

4.1 Robustness of Hybrid Trajectories
For the case of hybrid systems with reset maps, the robustness

metric used thus far cannot be used to compare the hybrid states
(ℓ, ~x) and (m,~y) in terms of some norm distance between ~x and
~y. Therefore, structural considerations based on the graph that con-
nects the different modes of the hybrid automata have to be consid-
ered while designing fitness functions. We now consider metrics
for hybrid systems.

First, we have to define what is the distance between two modes
of the hybrid automaton. We claim that a reasonable metric is the
shortest path distance between two locations. Intuitively, the short-
est path distance provides us with a measure of how close we are to
a desirable or undesirable operating mode of the automaton. Such
information is especially useful in the class of falsification algo-
rithms that we consider in this paper.

In the following, given hybrid automaton Ψ, we let Γ(Ψ) =
(L,→) represent the directed graph formed by its discrete modes
and transitions. The shortest path distance from node u to node v in
the graph Γ(Ψ) will be denoted by π(u, v). Note that π(u, v) =∞
iff there is no path from u to v in the graph Γ(Ψ). It is easy to
verify that the shortest path distance satisfies all the criteria for a
quasi-metric. The shortest path metric can be computed by running
a Breadth First Search (BFS) algorithm on the graph. It is well
known that BFS runs in linear time on the size of the input graph.

In order to reason about trajectories h in the hybrid state space
H, we introduce a generalized distance δ : H × H → B

+, where
B

+ = ({0} × R+) ∪ (N∞ × {+∞}) and N∞ = N ∪ {∞}, with
definition for h = 〈l, x〉 ∈ H and h′ = 〈l′, x′〉 ∈ H,

δ(h, h′) =

{
〈0, d(x, x′)〉 if l = l′

〈π(l, l′),+∞〉 otherwise

where π is the shortest path metric and d is a metric on R
n. In order

for our generalized distance to behave like a metric, the range B
+

must be an additive Abelian semigroup with identity and absorbing
elements and, also, it must be linearly ordered. We order the set
using the dictionary order. Given 〈k, r〉, 〈k′, r′〉 ∈ Z∞ × R+,
where Z is the set of integers and Z∞ = Z∪{±∞}, we define the

order relation ≺ as

〈k, r〉 ≺
〈
k′, r′

〉
iff

{
k < k′ if k 6= k′

r < r′ if k = k′

Hence, B+ has a smallest element, namely 〈0, 0〉, and an absorbing
element, namely 〈+∞,+∞〉, which is also the least upper bound.
Finally, the addition (and the negation in the case of robust se-
mantics) is defined component-wise. It is easy to verify that the
generalized distance δ satisfies the identity and triangle inequality
properties. In other words, δ is a generalized quasi-metric on H.

The only requirement in the definition of the robust semantics
of MTL formulas (Section 2.3) is that both the trajectory under
study and the specifications take values from the same space. A
straightforward induction on the structure of formula ϕ will indi-
cate that Theorem 2.1 also holds in the case where the metric d is
replaced by a quasi-metric, e.g., δ, in the signed distance function
and the metric ρd. In the following, we will be using the notation

[[·, ·]]
Γ(Ψ)
δ to indicate that now the graph of the hybrid automaton

is required in the robustness computation. Formally, we have that

[[·, ·]]
Γ(Ψ)
δ : (MTL × P(H)AP ) → (HR+ × R+ → B), where

B = ((Z<0 ∪ {−∞})× {−∞}) ∪ ({0} × R−) ∪ B
+.

Theorem 4.1. Given a formula ϕ ∈ MTL, an observation

map O ∈ P(H)AP , a hybrid automaton graph Γ(Ψ) and a hy-

brid trajectory h ∈ H
R+ , the following holds. If for some t ∈ R+,

we have 〈ε1, ε2〉 = [[ϕ,O]]
Γ(Ψ)
δ (h, t) 6= 〈0, 0〉, then for all h′ ∈

Bρδ (h, 〈|ε1|, |ε2|〉), we have (h, t,O,Γ(Ψ)) |= ϕ if and only if

(h′, t,O,Γ(Ψ)) |= ϕ.

Therefore, we are in position to reason about hybrid trajecto-
ries without changing our definition of MTL robustness. Now the
atomic propositions can map to subsets of H placing, thus, require-
ments not only on the continuous state-space, but also on the mode
of the hybrid system. Informally, a robustness value of 〈k, r〉 will
mean the following:

• If k = 0 and r 6= 0, then we can place a tube of radius
|r| around the continuous part of the trajectory which will
guarantee equivalence under the MTL formula. Moreover, it
is required that at each point in time t, the locations are the
same for all such trajectories.

• If k > 0, then the specification is satisfied and, moreover, the
trajectory is k discrete transitions away from being falsified.

• If k < 0, then the specification is falsified and, moreover, the
trajectory is k discrete transitions away from being satisfied.
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Figure 5: The scatter plot of the sampled initial positions pro-

jected on the position plane, along with the least robust trajec-

tory of the vehicle benchmark example (Example 4.1).

This new hybrid notion of MTL robustness is useful in the con-
text of testing for hybrid systems. Namely, our original definition
of MTL robustness places requirements only on the observable
continuous-time trajectories of the system while ignoring the un-
derlying discrete dynamics. The new robustness notion can struc-
turally distinguish system trajectories that might have similar ro-
bustness values otherwise. Thus, it can be used to guide our search
algorithms towards less robust system modes. Moreover, we can
now impose different requirements at different operating modes of
the system. This was not possible before.

Example 4.1. Consider a complex instance of the vehicle bench-

mark [14] shown in Fig. 4. The benchmark studies a hybrid au-

tomaton Ψ with 4×4 discrete locations and 4 continuous variables

x1, x2, x3, x4 that form the state vector ~x = [x1 x2 x3 x4]
T . We

refer to the vectors [x1 x2]
T and [x3 x4]

T as the position and the

velocity of the system, respectively. The structure of the hybrid au-

tomaton can be better visualized in Fig. 4. The invariant set of

every (i, j) location is an 1× 1 box that constraints the position of

the system, while the velocity can flow unconstrained. The guards

in each location are the edges and the vertices that are common

among the neighboring locations.

Each location has affine constant dynamics with drift. In detail,

in each location (i, j) of the hybrid automaton, the system evolves

under the differential equation ~̇x = A~x−Bu(i, j) where

u(i, j) = [sin(πC(i, j)/4) cos(πC(i, j)/4)]T and

A =

[
0 0 1 0
0 0 0 1
0 0 −1.2 0.1
0 0 0.1 −1.2

]
B =

[
0 0
0 0

−1.2 0.1
0.1 −1.2

]
C =

[
4 2 3 4
3 6 5 6
1 2 3 6
2 2 1 1

]

Our goal is to find an initial state in the set H0 = {13} ×
[0.2, 0.8] × [3.2, 3.8] × [−0.4, 0.4] × [−0.4, 0.4] that will falsify

the formula ϕ = (¬ b) U[0,25.0] c, wherein atomic proposition

b refers to the shaded rectangle (bottom right) in Fig. 5 and c
to the unshaded rectangle above in Fig. 5. In detail, O(b) =
{4} × [3.2, 3.8]× [0.2, 0.8]× R

2 and O(c) = {8} × [3.2, 3.8]×
[1.2, 1.8] × R

2. Informally, ϕ says that the system should reach

c within 25 time units without passing through b. The least robust

(≈ 0) trajectory hl found by our algorithm is shown in Fig. 5 along

with the scatter plot for the samples. Note that it could be the case

that the system is correct with the respect to the specification, but it

is definitely not robustly correct.

5. EXPERIMENTS
We have implemented our techniques inside the Matlab(TM) en-

vironment. Our implementation is general enough to interact with
various means for describing hybrid systems including Simulink /
Stateflow models. We currently support full time bounded MTL for
continuous as well as hybrid time trajectories.

We perform a comparison of our implementation (MC) against a
simple uniform random (UR) exploration of the state-space. Both
MC and UR are each run for a set maximum number of iterations,
terminating early if a falsifying trajectory is found. Since these
techniques are randomized, each experiment was repeated numer-
ous times under different seeds in order to obtain statistically signif-
icant results. Uniform random exploration provides an ideal mea-
sure of the difficulty of falsifying a property over a given input.
Its rate of success empirically quantifies the difficulty of falsifying
a given property. Finally, we have already argued about the im-
portance of obtaining the least robust trajectory where falsification
cannot be achieved. To this end, we compare the set of minima
found using MC as well as that using UR. Table 1 reports on the
results of our comparison using different MTL properties for the
benchmark systems considered thus far. We find that the perfor-
mance varies depending on the ease with which the property can be
violated by means of uniformly sampling the input space. In almost
all the cases, MC technique performs better than uniform random
sampling, especially when a falsification is hard to find through UR
sampling. We also note, that while MC technique finds the least ro-
bust trajectory in almost all cases, the least robust trajectory suffers
from large outlying values in some cases. We believe that these
values represent local minima that the MC sampling is unable to
get away from within the limited number of iterations. In prac-
tice, we may periodically reset the MC simulation using random
restarts. However, such restarts were not used in our experimental
comparison.

6. RELATED WORK
Due to the known undecidability results in the analysis of hy-

brid systems [1] and the state explosion problem of the reachability
computation algorithms (see [18] for some related references), a lot
of recent research activity has concentrated on testing approaches
to the verification of continuous and hybrid systems [19].
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Table 1: Experimental Comparison of Monte-Carlo vs. Uniform Random falsification. Legend: ψ: MTL formula number, #Fals.:

number of instances falsified, #MinRob.: best robustness scores, Time: Avg. time in seconds.

ψ #Run #Iter. #Fals. MinRob. Time
P(MC ≤ UR)

per MC UR MC UR MC UR
run 〈min, avg,max〉 avg avg

Aircraft Example 3.2

2[.5,1.5]a ∧ 3[3,4]b 100 500 88 100 〈0, 1.2, 18.6〉 〈0, 0, 0〉 5.6 .8
2[0,4]c ∧ 3[3.5,4]d 100 1000 100 66 〈0, 0, 0〉 〈0, .02, .2〉 10.2 28

3[1,3]e 100 2000 81 16 〈0, .9, 40〉 〈0, .5, 1.3〉 20.3 34.0
3[.5,1]f ∧2[3,4]g 100 2500 0 0 〈9.5, 9.7, 10.1〉 〈9.7, 10.7, 12.4〉 55.5 55.4

2[0,.5]h 100 2500 100 100 〈0, 0, 0〉 〈0, 0, 0〉 3 .5
2[2,2.5]i 100 2500 99 51 〈0, 0, 1.0〉 〈0, .2, 1.4〉 11.9 26.9

Vehicle Benchmark 4.1

(¬ b) U[0,25.0] c 35 1000 11 8 〈0, .02, .04〉 〈0, .02, .04〉 747 804

The use of Monte Carlo techniques for model checking has been
considered previously by Grosu and Smolka [17]. Whereas Grosu
and Smolka consider random walks over the automaton defined by
the system itself, our technique defines random walks over the in-
put state space. These are, in general, distinct approaches to the
problem. In practice, our approach does not have the limitation
of being restricted by the topology of the system’s state transition
graph. Depending on this topology, the probability of visiting states
deeper in the graph can sometimes be quite small in pathological
cases. On the other hand, Grosu et al.’s technique can be extended
readily to the case of systems with control inputs without requiring
a finite parameterization of the control. We are currently investi-
gating the possibility of combining both types of random walks in
a single framework. Previous work by some of the authors in this
work considered Monte-Carlo techniques for finding bugs in pro-
grams [32]. However, our previous efforts were restricted to safety
properties and did not have a systematic definition of robustness
that we employ here.

There exist two main approaches to the testing problem of hybrid
systems. The first approach is focused on choosing inputs and/or
parameters in a systematic fashion so as to cover the state-space of
the system [9, 3, 4, 25, 26]. These approaches are mainly based
on the theory of rapidly exploring random trees (RRTs). The other
approach is based on the notion of robust simulation trajectory [8,
16, 18, 21]. In robust testing, a simulation trajectory can repre-
sent a neighborhood of trajectories achieving, thus, better coverage
guarantees. Recently, the authors in [7] have made the first steps in
bridging these two aforementioned approaches.

On the research front of falsification/verification of temporal logic
properties through testing, the results are limited [27, 29, 11]. The
work that is the closest to ours appears in [29]. The authors of that
work develop a different notion of robustness for temporal logic
specifications, which is also used as a fitness function for optimiza-
tion problems. Besides the differences in the application domain,
i.e., [29] focuses on parameter estimation for biological systems,
whereas our paper deals with the falsification of hybrid systems,
the two works have also several differences at the theoretical and
computational levels. At the theoretical level, we have introduced a
new metric for hybrid spaces which enables reasoning over hybrid
trajectories, while at the computational level our approach avoids
set operations, e.g., union, complementation etc, which, in general,
increase the computational load.

Younes and Simmons, and more recently, Clarke et al. have pro-

posed the technique of Statistical Model Checking (SMC) [35, 6],
which generates uniform random inputs to a system subject to some
constraints, thus converting a given system into a stochastic system.
A probabilistic model checker can be used to prove assertions on
the probability that the system satisfies a given temporal property
ϕ. This probability can be safely approximated using Wald’s prob-
abilistic ratio test. Statistical model checking, like our technique,
requires a simulator to be available for the system but not a tran-
sition relation representation. In contrast to SMC, our approach is
guided by a robustness metric towards less robust trajectories. On
the other hand, the complex nature of the system and the robust-
ness metrics imply that we cannot yet provide guarantees on the
probability of satisfaction of the formula.

7. CONCLUSIONS
Embedded systems require the verification of elaborate specifi-

cations such as those that can be expressed in MTL. The undecid-
ability of the MTL verification problem over such complex con-
tinuous systems mandates the use of lightweight formal methods
that usually involve testing. In this paper, we have presented a
testing framework for the Metric Temporal Logic (MTL) falsifica-
tion of non-linear hybrid systems using Monte-Carlo optimization
techniques. The use of hit-and-run Monte-Carlo optimization is re-
quired in order to overcome the difficulties in handling the complex
system dynamics as well as the nonlinearities in the objective func-
tion. Moreover, in order to enable more efficient search in hybrid
state-spaces, a generalized distance function was introduced.

Experimental results indicate the superiority of our testing frame-
work over random search in most of the benchmark examples. The
advantages of our approach are not limited only to the fact that
we can falsify arbitrary systems, but also that we can provide ro-
bustness guarantees even to systems that have been proven cor-
rect. Even though our results are preliminary, the experiments are
promising enough to indicate that this might be a practical alterna-
tive to hybrid system verification methods.
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ABSTRACT
We present computational techniques for automatically generating
algebraic (polynomial equality) invariants for algebraic hybrid sys-
tems. Such systems involve ordinary differential equations with
multivariate polynomial right-hand sides. Our approach casts the
problem of generating invariants for differential equations as the
greatest fixed point of a monotone operator over the lattice of ide-
als in a polynomial ring. We provide an algorithm to compute this
monotone operator using basic ideas from commutative algebraic
geometry. However, the resulting iteration sequence does not al-
ways converge to a fixed point, since the lattice of ideals over a
polynomial ring does not satisfy the descending chain condition.

We then present a bounded-degree relaxation based on the con-
cept of “pseudo ideals”, due to Colón, that restricts ideal member-
ship using multipliers with bounded degrees. We show that the
monotone operator on bounded degree pseudo ideals is convergent
and generates fixed points that can be used to generate useful al-
gebraic invariants for non-linear systems. The technique for con-
tinuous systems is then extended to consider hybrid systems with
multiple modes and discrete transitions between modes.

We have implemented the exact, non-convergent iteration over
ideals in combination with the bounded degree iteration over pseudo
ideals to guarantee convergence. This has been applied to automat-
ically infer useful and interesting polynomial invariants for some
benchmark non-linear systems.
Categories and Subject Descriptors: F.3.1(Specifying and Veri-
fying and Reasoning about Programs):Invariants,
C.1.m(Miscellaneous): Hybrid Systems.

General Terms: Theory, Verification.

Keywords: Ordinary Differential Equations, Hybrid Systems, Al-
gebraic Geometry, Invariants, Verification, Conservation Laws.

1. INTRODUCTION
An invariant of a system is an over-approximation of all the

reachable states of the system. Invariants are useful facts about the
dynamics of a given system and are widely used in numerous ap-
proaches to verifying and understanding systems. As such, they are
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used to establish temporal properties of systems such as safety, sta-
bility, termination, progress and so on [12, 3, 18, 15]. The invariant
generation problem consists of automatically computing useful in-
variants given the description of a dynamical system. The problem
of generating invariants of an arbitrary form is known to be compu-
tationally intractable. However, approaches based on discovering
invariants of pre-specified forms for a given class of systems have
been successful in generating non-trivial invariants.

In this work, we present a technique for generating algebraic in-
variants for algebraic systems whose variables evolve according to
nonlinear ordinary differential equations with multivariate polyno-
mial right-hand sides. Our work attempts to synthesize polynomial
invariants such as:

V
i pi = 0, without a priori restrictions on the

number of conjuncts involved. In order to discover polynomial in-
variants for a given system, we formulate the notion of an invariant
ideal I over the ring of polynomials, such that for any polynomial
p ∈ I , its Lie derivative also belongs to I . Further, we express
an invariant ideal as a fixed point of a monotonic refinement oper-
ator over ideals. We present techniques to find an invariant ideal
as a fixed point using Tarski iteration. Hence, our approach can
be viewed as an abstract interpretation framework for continuous
systems described by ODEs [5].

The main contributions of this work are as follows: (A) we present
invariant generation over continuous vector fields as the fixed point
of a monotonic refinement operator over ideals, (B) we present an
algorithm for computing the refinement operator over ideals, and
(C) we formulate the refinement operator over pseudo ideals, orig-
inally defined by Colón [4], by restricting the degree of the polyno-
mial multipliers involved in ideal membership. The resulting itera-
tion scheme is shown to converge in finitely many steps. The tech-
nique of generating algebraic invariants can be extended to handle
continuous algebraic systems with holonomic constraints as well
as hybrid systems by computing post-conditions over ideals. We
have implemented a prototype system inside Mathematica (tm) that
has been used to compute interesting invariants for numerous non-
linear systems.

Recently, there has been a considerable volume of work towards
analyzing algebraic systems using techniques from convex opti-
mization, commutative algebraic and semi-algebraic geometry [20,
23, 19, 14, 2, 21, 15, 16, 13]. Many of these techniques, including
our previous work, synthesize invariants by computing constraints
on the unknown coefficients of a single or fixed number of polyno-
mial equalities (inequalities) of a bounded degree, that guarantee
that any solution will also be inductive [20, 23, 19, 10, 13]. Bound-
ing the degree of the invariant is a restriction, only in theory. It has
been repeatedly demonstrated that useful low-degree polynomial
invariants can be found that can help prove properties of complex
systems [16, 15, 10]. A more subtle restriction, as pointed out by
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Platzer et al. [16] is over the number of conjuncts involved in an in-
variant. For instance, our previous work as well as that of Matringe
et al. [20, 13] consider single polynomial equalities. This form re-
mains very useful for systems, where we find that a vast majority of
invariants that take the form of conservation laws can be efficiently
discovered. However, useful invariants may have a more com-
plex Boolean structure involving conjunctions of invariants such
as

V
pi = 0, wherein each pi = 0 is not an invariant by itself

(Cf. Example 1.1, below). Gulwani and Tiwari consider invariants
of an arbitrary but fixed Boolean structure (including disjunctions).
However, their encoding restricts the domain of proofs to an es-
sentially finite domain. In our experience, this restriction is much
more meaningful to discrete programs wherein invariants with unit
coefficients are the norm, than to hybrid systems where parameters
may assume irregular values such as 3.1415726.... Such parame-
ters may require more bits to represent or extra variables (dimen-
sions) and constraints. Nevertheless, this technique has been used
successfully to analyze the stability of complex adaptive flight con-
trol system [22]. The work of Carbonell and Tiwari is remarkable
in that it does not assume bounded degree or restrictions on the
conjuncts [2]. A key restriction however is that it applies mostly
to linear systems. Recently, Platzer et al. have proposed a pow-
erful theorem-proving framework for verifying properties of hy-
brid systems through differential logic that extends dynamic log-
ics using differential operators [16, 15]. The technique can also
synthesize invariants by parameterizing the coefficients of an un-
known polynomial to aid in its proof. Efficiency is guaranteed by
using local reasoning involving a subset of the state variables and
the dynamics. Our techniques, including most of the other invari-
ant generation techniques discussed here, can be naturally lifted to
this framework, and thus be used to discharge proof obligations for
larger, more complex hybrid system involving many more variables
such as collision avoidance maneuvers and automatic train control
systems [17].

Example 1.1. Consider the system

dx1

dt
= x2,

dx2

dt
= x3, . . . ,

dxn

dt
= x1 ,

with the initial state x1, . . . , xn = (0, . . . , 0) for n > 2. Our
approach can establish the invariant

x1 = 0 ∧ x2 = 0 ∧ . . . ∧ xn = 0 ,

without explicitly integrating the system dynamics. However, no
single assertion xi = 0 can be established without simultaneously
asserting that xj = 0 for all other j ∈ [1, n]. The same holds for
any fixed number of assertions.

Our overall approach can be viewed as an abstract interpreta-
tion over the lattice of ideals, in the form of a Galois connection
between the lattice of algebraic varieties representing a set of con-
tinuous states and ideals over a polynomial ring whose zeroes de-
fine the algebraic variety [5]. Our previous work on linear systems
also used an abstract interpretation scheme to compute linear in-
equality invariants for such systems [21]. Therein, we considered
the lattice of polyhedral cones and used heuristic widening opera-
tors to force convergence. Here, we consider polynomial equality
invariants for algebraic systems. Further, our approach here does
not employ widening operators. Instead, we prove that our iter-
ation over the lattice of degree-bounded pseudo ideals converges
in finitely many steps. In this respect, our work presents a lot of
similarities with the seminal work of Karr for discovering affine
invariants of programs [11]. This also raises the exciting possibil-
ity of a randomized algorithm for generating invariants efficiently
using pseudo ideals along the lines of Gulwani and Necula [9].

The rest of the paper is organized as follows: Section 2 presents
some basic notions from commutative algebra, Section 3 details the
fixed point characterization for continuous systems and presents the
algorithm for computing the refinement operator, Section 4 extends
our technique to pseudo ideals, Section 5 briefly discusses an ex-
tension to hybrid system, Section 6 presents experiments. We con-
clude by discussing some of the related work and future extensions
to our technique.

2. PRELIMINARIES
In this section, we define the basic concepts from commutative

algebraic geometry that will be used throughout this work. Let R
denote the field of real numbers and C, the field of complex num-
bers obtained as the algebraic closure ofR. Many of the primitives
discussed here can be specialized to any field K (of characteristic
0). Unless, otherwise mentioned, we use K to denote one of the
fields Q,R, or C. Let x1, . . . , xn denote a set of variables, collec-
tively represented as �x. The K[�x] denotes the ring of multivariate
polynomials over a given field K.

A monomial over �x is of the form xr1
1 x

r2
2 · · ·xrn

n , succinctly
written as �x�r, wherein each ri ∈ Z≥0. A term is of the form
c · m where c ∈ K, c �= 0 and m is a monomial. The degree
of a monomial �x�r is given by

Pn
i=1 ri = �1 · �r. The degree of a

multivariate polynomial p is the maximum over the degrees of all
monomials m that occur in p with a non-zero coefficient.

Def. 2.1 (Ideal). An ideal I ⊆ K[x1, . . . , xn] is a set of poly-
nomials with the following properties:

• 0 ∈ I ,

• If p1, p2 ∈ I then p1 + p2 ∈ I ,

• If p ∈ I and q ∈ K[�x] then pq ∈ I .

The ideal generated by a set P = {p1, . . . , pm} ⊆ K[�x], n ≥ 0,
of polynomials is written as

〈〈P 〉〉 = {
mX

i=1

gipi | pi ∈ P, gi ∈ K[�x], for i ∈ [1, m]}

Ideal I is finitely generated if I = 〈〈P 〉〉 for some finite set P ,
called the basis of I . The Hilbert basis theorem states that ev-
ery ideal I ⊆ K[x1, . . . , xn] is finitely generated [6]. Informally,
ideals can be viewed as representing some of the polynomial con-
sequences of a finite set of polynomials. The algebraic variety (or
simply the variety) corresponding to an ideal I (denoted V(I)) con-
sists of a set of points �x such that p(�x) = 0 for all p ∈ I . Similarly,
an algebraic variety X corresponds to the ideal I = I(X) con-
taining all the polynomials p ∈ K[�x] such that p(�x) = 0 for all
�x ∈ X.

Theorem 2.1. Let I be an ideal generated by P : {p1, . . . , pm}.
Then for any polynomial p, if p ∈ I then {p1 = 0, . . . , pm = 0} |=
(p = 0).

Theorem 2.1 states that in order to establish the entailment ϕ |=
(p = 0), it is sufficient to test membership of p in the ideal gen-
erated by ϕ. The “converse” of Theorem 2.1 is true, provided the
field K is algebraically closed: if ϕ |= p = 0 then pm ∈ I for
some m > 0. In general, we can ensure that index m = 1 for all p
by computing the ideal radical of I [6].

Def. 2.2 (Ideal Membership Problem). Given a finite set of
polynomials P ⊆ K[�x] and a polynomial p ∈ K[�x] the ideal
membership problem decides whether p ∈ 〈〈P 〉〉.
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In general, there are multiple techniques for deciding the ideal
membership problem. The theory of Groebner basis [6] and Wu’s
method [8] remain popular for deciding ideal membership. We now
present the notion of Syzygies. Syzygies will be used in this work
to define a monotonic operator over ideals.

Def. 2.3 (Syzygies). Let P : {p1, . . . , pm} be a finite set of
polynomials. A Syzygy ofP is a vector of polynomials (g1, . . . , gm)
such that

P
i gipi = 0. We denote the set of all Syzygies of P as

SYZ(P ).

If �g : (g1, . . . , gm) and �h : (h1, . . . , hm) are syzygies of P ,
then so are �g+�h and p�g : (pg1, . . . , pgm) for any p ∈ K[�x]. As a
result, the set of all syzygies form a module over the ring K[�x]. In-
formally, a module can be viewed as the analog of a “vector space”
over a ring. Whereas the notion of a vector space is defined over a
field K, modules generalize vector spaces over rings.

Theorem 2.2. For a finite set P : {p1, . . . , pm} of polynomi-
als, the syzygies SYZ(P ) has the following property:

1. SYZ(P ) forms a module over K[�x].

2. SYZ(P ) is a finitely generated module for the ring polyno-
mials K[�x] over a field K.

3. The generators of SYZ(P ) can be computed using the Groeb-
ner basis G of P .

PROOF. A proof is available from Cox et al. [6] or Adams&
Loustaunau [1].

We note that once a Groebner basis G is computed, the genera-
tors of the Syzygy bases can be computed by modifying the stan-
dard Büchberger’s algorithm for computing the Groebner basis [1].

2.1 Algebraic Templates
A template polynomial p is a polynomial whose coefficients are

linear expressions over a set of unknowns A.

Def. 2.4 (Template). LetA be a set of template variables and
Lin(A) be the domain of all linear expressions over variables inA
of the form c0 +c1a1 + . . .+cnan, ci ∈ K. A template over A,X
is a polynomial in Lin(A)[�x]. An A-environment is a map α that
assigns a value inK to each variable in A, and by extension, maps
each expression in Lin(A) to a value in K, and each template in
Lin(A)[�x] to a polynomial in K[�x].

Example 2.1. Let A = {a1, a2, a3}, hence Lin(A) = {c0 +
c1a1 + c2a2 + c3a3 | c0, . . . , c3 ∈ R}. An example template is
(2a2 + 3)x1x

2
2 + (3a3)x2 + (4a3 + a1 + 10). The environment

α ≡ 〈a1 = 0, a2 = 1, a3 = 2〉, maps this template to the polyno-
mial 5x1x

2
2 + 6x2 + 18.

The generic template polynomial over x1, . . . , xn of degreem >
0 is formed by considering all monomial terms �x�r such that

P
i ri ≤

m.

2.2 Vector Fields
For the remainder of this discussion, let K = R. A vector

field F over an (open) set X ⊆ Rn is a map F : X �→ Rn

mapping each point �x ∈ X to a vector F (�x) ∈ Rn. A vec-
tor field F is continuous if the map F is continuous. A polyno-
mial vector field F : X �→ R[�x]n is specified by a map F (�x) =

〈p1(�x), p2(�x), . . . , pn(�x)〉, wherein p1, . . . , pn ∈ R[�x]. A system
of ordinary differential equations D ,

dx1
dt

= p1(x1, . . . , xn)
...

dxn
dt

= pn(x1, . . . , xn)

specifies the evolution of variables (x1, . . . , xn) ∈ X over time t.
Such a system can be viewed as a vector fieldF (�x) : 〈p1(�x), . . . , pn(�x)〉.

Def. 2.5 (Lie Derivative). Given a continuous vector fieldF (�x) :
〈f1, . . . , fm〉, the Lie derivative of a continuous and differentiable
function f(�x) is given by

LF (f) = (∇f) · F (�x) =

nX
i=1

„
∂f

∂xi
· fi

«

Henceforth, wherever the vector fieldF is clear from the context,
we will drop subscripts and use L(p) to denote the Lie derivative
of p w.r.t F .

Example 2.2. Consider a mechanical system expressed in gen-
eralized position co-ordinates (q1, q2) and momenta (p1, p2) de-
fined using the following vector field:

F (p1, p2, q1, q2) :
˙ −2q1q

2
2 , −2q21q2, 2p1, 2p2

¸
The Lie-derivative of q21 − q22 is given by 4(p1q1 − p2q2).

A continuous vector field F is locally Lipschitz continuous [25],
if for each �x ∈ X there exists an open subset S(�x) ⊆ X and
a constant L(�x) ≥ 0 such that for all �y, �y′ ∈ S(�x), ||F (�y′) −
F (�y)|| ≤ L(�x)||�y′−�y||. In general, all polynomial vector fields are
locally Lipschitz continuous, but not necessarily globally Lipschitz
continuous over an unbounded domain X.

2.3 Invariants
We first define algebraic systems and their semantics.

Def. 2.6 (Algebraic System). An algebraic system over �x is
a pair A : 〈F,X0〉 such that F : �x �→ R[�x]n is a polynomial
vector field and X0 ⊆ Rn is an algebraic variety specifying the set
of initial states of the system.

Note: For algebraic system 〈F,X0〉, we assume that X0 is spec-
ified by the generators of its ideal I(X0) ⊆ R[�x].

Given an algebraic system A, its time trajectories are defined as
a vector-valued function over time whose gradient coincides with
the value of the vector field F at all times.

Def. 2.7. Given an algebraic system A : 〈F,X0〉, a continuous
and differentiable function τ : [0, T ) �→ Rn is a time trajectory of
A upto time T > 0 if it satisfies the following conditions:

1. τ (0) ∈ X0,

2. ∀s ∈ [0, T ), dτ
dt
|t=s = F (τ (s)).

The Lipschitz continuity of the vector field F , ensures that given
�x = �x0, there exists a time T > 0 and a unique time trajectory
τ : [0, T ) �→ Rn such that τ (t) = �x0.

Theorem 2.3 (Picard-Lindelöf). Let F be a (time indepen-
dent) polynomial vector field over an open subset U ⊆ Rn. For
any initial value �x0 ∈ U there exists a time interval [0, T ), T > 0
and a unique, continuous and differentiable (local) time trajectory
τ : [0, T ) �→ U of F such that τ (0) = �x0.
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The proof of this theorem involves an iteration of a contractive
operator over the space of continuous functions that is termed the
Picard iteration.

Def. 2.8 (Invariant Set). A set X is an invariant of a given
algebraic system A iff all time trajectories of the system lie in X.

Example 2.3. Consider the system from Ex. 2.2 using the ini-
tial set of initial states defined by

X0 : {�x : (p1, q1, p2, q2) | p2
1 +p2

2−4 = 0, q2−1 = 0, q2 = 0} .
Using our approach, we show that the following set is an invariant
of the system above starting from the initial set of states X0:

H(p1, p2, q1, q2) : p2
1 + p2

2 + q21q
2
2 − 4 = 0 .

Incidentally, H is an expression for the Hamiltonian of the system
in the co-ordinates �p, �q.

In this work, we wish to study algebraic invariants that are de-
scribed by the common zeros of a (finite) set of multivariate poly-
nomials inR[�x], i.e, invariant sets that are algebraic varieties. Nat-
urally, algebraic invariants can be described by their corresponding
ideals inR[�x] as follows:

Def. 2.9 (Invariant Ideal). An ideal I ⊆ R[�x] is invariant for
the algebraic system 〈F,X0〉 iff

1. (∀p ∈ I, �x0 ∈ X0) p(�x0) = 0, alternatively, I ⊆ I(X0).

2. (∀p ∈ I), L(p) ∈ I .

Informally, an invariant ideal I is a sub-ideal of I(X0) that is
closed under the action of computing Lie derivatives of the polyno-
mials in the ideal. We wish to prove that any invariant ideal is truly
invariant w.r.t. to all the time trajectories of a system. Before we do
so, we first prove the following key fact about the time trajectories
of a system with polynomial right hand sides.

Lemma 2.1. Let trajectory τ : [0, T ) �→ Rn be the unique
solution to the algebraic ODE d�x

dt
= F (�x), for initial value �x0 ∈

U . Then τ is analytic around t = 0.

PROOF. This theorem is a special case of the more general Cauchy-
Kowalowskaya theorem for partial differential equations [7].

Using the fact that all derivatives exist for a trajectory around the
initial state �x0, we show the soundness of the invariant ideal.

Theorem 2.4. Let I be an invariant ideal for the system A :
〈F,X0〉. For any time trajectory τ : [0, T ) �→ Rn of A, τ (t) ∈
V(I) for all t ∈ [0, T ).

PROOF. We establish that p(τ (t)) = 0 for all p ∈ I and t ∈
[0, T ). Consider p ∈ I . It follows that since I ⊆ I(X0), p(τ (0)) =

0. Let pm : L(m)(p) denote the mth Lie derivative of p, and let
sm : pm(τ (0)).

We first prove by induction that pm ∈ I for all m ≥ 0, and thus
sm = 0 for all m ≥ 0. This holds for m = 0. Assuming that
pk ∈ I , we have pk+1 = L(pk) ∈ I . Therefore, since I ⊆ I0, it
follows that sk+1 = 0.

Consider the function f(t) = p(τ (t)). We have df
dt

= g(t) =
L(p)(τ (t)). The function f(t), satisfies the differential equation
df
dt

= g(t). We can show that g(t) = L(p)(τ (t)) is continuous (in
fact it is analytic around t = 0). First of all, f(0) = 0, g(0) =
0 and all derivatives of g(t) vanish at t = 0. Secondly, by the
continuity of g(t), the differential equation for f(t) must have a

unique solution in the entire interval [0, T ). We know that f(t) = 0
is one possible solution for t ∈ [0, T ). By uniqueness, it must be
the only possible solution in the interval [0, T ). As a result we
conclude that p(τ (t)) = 0 for all t ∈ [0, T ).

Therefore, τ (t) ∈ V(I) for each t ∈ [0, T ).

Example 2.4. Returning to Ex. 2.3,
˙̇
p2
1 + p2

2 + q21q
2
2 − 4

¸̧
is

an invariant ideal. Its value as well as that of its Lie derivative are
both zero at the initial state of the system.

3. INVARIANT IDEALS
In this section, we present techniques for computing invariant

ideals using a characterizations of such ideals as the fixed point
under a suitably defined refinement operator.

3.1 Fixed-Point Characterization
Let A : (X0, F ) be an algebraic system and I be an invariant

ideal for A. We define a monotonic operator over the lattice of
ideals such that any invariant ideal I can be seen as a the pre fixed
point of this operator.

Def. 3.1 (Refinement Operator). Let I be an ideal and A be
an algebraic system. The refinement of the ideal I w.r.tA is defined
as:

∂A(I) : I(X0) ∩ {p ∈ I | L(p) ∈ I} .
In other words, the refinement operator intersects I(X0) with

the set of those polynomials in I whose Lie derivatives w.r.t F also
lie in I .

An ideal I is a pre fixed point of ∂A iff I ⊆ ∂A(I). We show
that the refinement operator is a monotone map over the lattice of
ideals ordered by inclusion and furthermore, any pre fixed point of
this operator ∂A is an invariant of the system A.

Lemma 3.1. For an ideal I , its refinement ∂A(I) is also an
ideal.

PROOF. It suffices to prove that the set

I ′ = {p ∈ I | L(p) ∈ I} ,
is an ideal and note that ideals are closed under intersections.

First of all, we note that 0 ∈ I ′. Secondly, if p1, p2 ∈ I ′ then
p1 + p2 ∈ I and furthermore, L(p1 + p2) = L(p1) + L(p2) ∈ I .
Therefore, p1 + p2 ∈ I ′.

Finally, for each p ∈ I ′, we wish to show that g · p ∈ I ′ for
g ∈ K[�x]. First, we observe that g · p ∈ I . Using the product rule
for Lie derivatives, L(gp) = pL(g) + gL(p) Note that, both the
terms belong to the ideal I and therefore L(gp) ∈ I . As a result,
gp ∈ I ′.

We now relate invariant ideals to pre fixed points of ∂A.

Theorem 3.1. An ideal I is invariant for a system A iff I ⊆
∂A(I).

PROOF. [⇐] We will establish that (a) I ⊆ I(X0), and (b)
∀p ∈ I,L(p) ∈ I . Note that,

I ⊆ ∂A(I)

⊆ I(X0) ∩ {p ∈ I | L(p) ∈ I}
We deduce that I ⊆ I(X0) and also I ⊆ {p ∈ I | L(p) ∈ I}. As
a result, we conclude that I is an invariant ideal of A.
[⇒] Similarly, if ∀p ∈ I,L(p) ∈ I , then I ⊆ {p ∈ I | L(p) ∈
I}. This combined with the fact that I ⊆ I(X0) completes the
proof.
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Finally, we establish the monotonicity of ∂A.

Lemma 3.2. The refinement operator ∂A is monotonic in the
lattice of ideals ordered by set inclusion.

PROOF. Let I1 ⊆ I2, we would like to establish that ∂A(I1) ⊆
∂A(I2). This follows directly from the observation that

{p ∈ I1 | L(p) ∈ I1} ⊆ {p ∈ I2 | L(p) ∈ I2} .

The monotonicity of the operator ∂A allows us to apply the Tarski-
Knaster fixed point theorem to deduce the existence of a maximal
invariant ideal w.r.t set inclusion.

Theorem 3.2. There exists a maximal fixed point ideal I∗ such
that ∂AI

∗ = I∗.

PROOF. The operator ∂A is monotone over ideals I . The lat-
tice of ideals is closed under infinite intersection. Applying Tarski-
Knaster theorem we conclude the existence of a maximal fixed
point I∗.

Note that the maximal fixed point ideal is the strongest possible
invariant for the given system A. We first demonstrate an algebraic
technique to compute the refinement operator ∂A. This enables us
to carry out Tarski iteration I0 : K[�x0], I1 : ∂A(K[�x0]), . . . to
compute I∗. However, this iteration may not necessarily converge
to a fixed point in finitely many steps.

Therefore, we present a relaxation of the refinement operator us-
ing the notion of degree-bounded pseudo-ideals due to M. Colón [4].
Using pseudo-ideals, we will provide an efficient as well as conver-
gent scheme that for computing an invariant ideal I ⊆ I∗. In prac-
tice, we combine exact refinement with pseudo-ideal relaxation in
order to obtain a powerful technique for discovering algebraic in-
variants.

3.2 Computing Refinement
In this section, we present the exact scheme for computing the

refinement operator. Our approach first computes a finitely gener-
ated Syzygy module (informally, a “vector-space” over the ring of
polynomials naturally derived from an ideal, Cf. [1, 6]). Given an
ideal I = 〈〈p1, . . . , pm〉〉, our approach for computing ∂A(I) is as
follows

1. We first characterize a module G(I) defined as follows:

G(I) = {(g1, . . . , gm) |
mX

j=1

gjL(pj) ∈ I} .

We show that G(I) is a finitely generated module, obtained
by projecting the basis of the Syzygy module of the ideal I =
〈〈L(p1), . . . ,L(pm), p1, . . . , pm〉〉.

2. Given the matrix of polynomials H ∈ K[�x]k×m, whose
rows represent the generators of the module G(I), we com-
pute

∂A(I) : I(X0) ∩
**

H.

0
B@

p1

...
pm

1
CA

++
.

Derivative Module: Let I be an ideal and F a polynomial vector
field. The derivative module of the ideal I w.r.t F is defined as
follows:

G(I) = {(g1, . . . , gm) |
mX

j=1

gjL(pj) ∈ I} .

We now show that module G(I) ⊆ K[�x]m completely character-
izes ∂A(I). Furthermore, we show that it is finitely generated. For
the ensuing discussion, let I = 〈〈p1, . . . , pm〉〉 and I ′ be the set

I ′ : {p ∈ I | L(p) ∈ I} .
We note that ∂A(I) = I(X0)∩ I ′. The following lemma provides
a link between the derivative module G(I) and the ideal I ′.

Lemma 3.3. p ∈ I ′ iff ∃(g1, . . . , gm) ∈ G(I), p =
P

j gjpj .

PROOF. Let p =
Pm

i=1 hipi ∈ I ′. By definition, p ∈ I and
L(p) ∈ I . Our goal is to show that p ∈ I ′ ⇐⇒ (h1, . . . , hm) ∈
G(I). Note that by product rule

L(p) =
mX

i=1

L(hi)pi +
X

i

hiL(pi) .

Since
Pm

i=1 L(hi)pi ∈ I . Therefore, L(p) ∈ I iff
P

i hiL(pi) ∈
I . By definition ofG(I), we note that this is equivalent to requiring
(h1, . . . , hm) ∈ G(I).

We now demonstrate thatG(I) can be computed and represented
using a finite set of generators. This can be proved readily using
non-constructive techniques along the lines Hilbert’s basis theorem,
as shown below. We provide a constructive technique for comput-
ing G(I) through Syzygy modules.

Lemma 3.4. The module G(I) is finitely generated.

PROOF. We first note thatG(I) is a submodule ofK[�x]m, since

∀p ∈ K[�x], (pg1, . . . , pgm) ∈ G(I) .

The result follows from the observation that K[�x] is a Noetherian
ring and a theorem in commutative algebra that states that any sub-
module of Bm for a Noetherian ring B is finitely generated (here
B = K[�x]) [1].

The generators of G(I) can be computed by using the standard
techniques for computing Syzygies. Let S be the generators for the
syzygy module corresponding to the ideal:

I : 〈〈L(p1), . . . ,L(pm), p1, . . . , pm〉〉 .
As a result,

S = {(g1, . . . , g2m) |
mX

i=1

giL(pi) +
mX

i=1

gi+mpi = 0 .}

Let S be obtained by projecting m components away from S:

S = {(g1, . . . , gm) | (g1, . . . , gm, gm+1, . . . , g2m) ∈ S} .
The generators of the module S are obtained by projecting the last
m components away from the generators of S.

Theorem 3.3. G(I) ≡ S.

PROOF. Let (g1, . . . , gm) ∈ S. It follows that there exists a set
of polynomials (g1, . . . , gm, gm+1, . . . , g2m) such that

mX
j=1

giL(pi) +
mX

j=1

gi+mpi = 0 .

As a result, we conclude that
P

i giL(pi) ∈ I and thus (g1, . . . , gm) ∈
G(I).
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Input: A : 〈I(X0), F 〉 (Algebraic System), I : 〈〈p1, . . . , pm〉〉
(Ideal)

Result: ∂AI
begin

I1 ← (L(p1), . . . ,L(pm), p1, . . . , pm)
M1 ← SyzygyModuleGenerators(I1)
M ← ProjectOutColumns(M1,m+ 1, 2m)
I ′ ← MatrixVectorProduct(M, (p1, . . . , pm))
∂A(I) ← IdealIntersection(I ′, I(X0))

end
Algorithm 1: ComputeRefinement

Computational Complexity. The computational complexity of the
refinement step shown in Algorithm 1 depends on the number of
variables in the system A and the degree of the vector field. In
practice, the computation of Syzygy bases require an expensive
Gröbner basis computation, whose complexity is not well under-
stood, in general. Similarly, the ideal intersection is also based on
a Gröbner basis computation.

As mentioned earlier, the downward Tarski iteration on the lat-
tice of ideals does not converge since ideals over K[�x] do not ex-
hibit the descending chain condition unless K[�x] is an Artinian
ring. In practice, the rings Q[�x], R[�x], C[�x] of rational, reals and
complex polynomials are not Artinian.

We now present a convergent technique based on a relaxation of
the refinement procedure to consider degree bounded pseudo ide-
als. Such a relaxation also yields a convergence guarantee for the
Tarski iteration as well as providing an efficient refinement opera-
tor. Furthermore, the techniques developed in this section prove to
be quite useful as a starting point for the pseudo ideal relaxation.

4. INVARIANT PSEUDO IDEALS
In this section, we present our technique over the domain of

pseudo ideals. The notion of pseudo ideals was originally formu-
lated by M. Colón [4] in order to generate invariants for programs.
We first recall some basic properties of pseudo ideals.

4.1 Pseudo Ideals
Let Kd[�x] ⊆ K[�x] denote the set of polynomials p such that

degree(p) ≤ d. The set Kd[�x] can be viewed as a vector space
generated by a basis set consisting of all monomials over �x whose
degrees are at most d.

Def. 4.1 (Pseudo Ideal). The pseudo ideal generated by a fi-
nite set of polynomials P = {p1, . . . , pm} using multipliers with
degree bound d is given by:

PSEUDO-IDEALd(P ) = {
X

i

gipi | gi ∈ Kd[�x]} .

Thus PSEUDO-IDEALd(P ) consists of polynomial combinations of
the elements in P using multipliers drawn from Kd[�x].

A pseudo ideal differs from an ideal as follows: whereas an
ideal generated by P considers polynomial combinations of the
elements of P using arbitrary polynomial multipliers drawn from
K[�x], a pseudo ideal restricts the multipliers to a degree bounded
set Kd[�x]. The basic properties of pseudo ideals can be formulated
clearly once we establish that pseudo ideals form a vector space
over K.

Lemma 4.1. For any finite set of polynomials P = {p1, . . . , pm},
the pseudo ideal PSEUDO-IDEALd(P ) is a vector space over K,
whose dimension is at most

`
n+d

d

´m
, where n = |�x|.

PROOF. Note that if p1, . . . , pl ∈ PSEUDO-IDEALd(P ) then for
any λ1, . . . , λl ∈ K,

P
i λipi ∈ PSEUDO-IDEALd(P ). As a re-

sult, PSEUDO-IDEALd(P ) forms a vector space over k.
Each element p of PSEUDO-IDEALd(P ) is represented by some

tuple 〈g1, . . . , gm〉 ∈ Kd[�x]m, such that
Pm

i=1 gipi = p. The di-
mension of the vector space is bounded by (dim(Kd[�x]))

m, which
yields the required upper bound.

Example 4.1. Consider the set of polynomials P = {x2
1 −

1, x2
2 − 1, x2

3 − 1}. The parametric form (template polynomial)
ai1x1 + ai2x2 + ai3x3 + bi for i = 1, 2, 3 represents the un-
known multipliers from k1[x1, x2, x3]. As a result, any polynomial
in PSEUDO-IDEAL1(P ) can be written as

p =
P3

i=1(ai1x1 + ai2x2 + ai3x3 + ai4)(x
2
i − 1)

= a11x
3
1 + a12x

2
1x2 + a13x

2
1x3 + a14x

2
1

+ a21x1x
2
2 + a22x

3
2 + a23x

2
2x3 + a24x

2
2

+ a31x1x
2
3 + a32x2x

2
3 + a33x

3
3 + a34x

2
3

− (a11 + a21 + a31)x1 − (a12 + a22 + a32)x2

− (a13 + a23 + a33)x3 − (a14 + a24 + a34)

Def. 4.2 (Pseudo-Ideal Degree). The pseudo ideal degree of
I : PSEUDO-IDEALd(p1, . . . , pm) is defined as

degree(I) : d+ max{degree(p1), . . . , degree(pm)} .
The degree of a pseudo ideal places an upper limit on the degrees
of the polynomials in it. Also, degree(PSEUDO-IDEALd(P )) > d,
unless all polynomials in P are of degree 0.

Representation: Any pseudo ideal I : PSEUDO-IDEALd(P ) can
be represented implicitly as a parametric polynomial form π[�c] whose
degree coincides with that of I , along with linear constraints on the
coefficients of the parametric form:

π[�c] :

(X
α

cα�x
α |M�c = 0

)
.

In practice, many of the constraints on cα are of the form cα = 0.
We, therefore, optimize the representation of pseudo ideals by re-
moving the corresponding monomials from the parametric poly-
nomials, thus retaining a list of monomials that are part of the
parametric polynomial and linear constraints involving their coef-
ficients.

Lemma 4.2. A set of polynomials I is a pseudo ideal iff there
exists parametric polynomial π[�c] and a matrix M such that:

I : {π[�c] |M�c = 0} .
PROOF. Let�c1, . . . ,�cN generate the kernel of the matrixM and

pi = π[�ci] be a polynomial. Thus, I = PSEUDO-IDEAL0(p1, . . . , pN).
Conversely, let I = PSEUDO-IDEALd(P ) and D = degree(I).
Since I is a vector space, we may conceive of I as a subspace of
KD[�x]. Let π[�c] be the generic polynomial form of degree at most
D with coefficients �c. We can express the pseudo ideal I , a sub-
space of KD[�x], as the kernel of a matrix M .

We provide an example of a parametric representation.

Example 4.2. PSEUDO-IDEAL1(P ) from Example 4.1 can be
represented using a parametric polynomial represented implicitly
here for lack of space:

π :
X

ci,j,k�x
(i,j,k) s.t.

»
i, j, k ≥ 0, i+ j + k ≤ 3,
(i, j, k) �= (1, 1, 1)

–
.

By convention, let the coefficient cα in a template correspond to
the monomial �xα. Note that there is no term in π corresponding
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to x1x2x3 (i.e., c1,1,1 = 0). The following constraints on �c define
PSEUDO-IDEAL1(P ):

c0,0,0 + c2,0,0 + c0,2,0 + c0,0,2 = 0
c1,0,0 + c3,0,0 + c2,1,0 + c2,0,1 = 0
c0,1,0 + c1,2,0 + c0,3,0 + c0,2,1 = 0
c0,0,1 + c1,0,2 + c0,1,2 + c0,0,3 = 0

In practice, our data structures currently list the set of terms of
the parametric polynomials explicitly, storing the constraints in a
matrix.

Membership Testing: Testing whether polynomial p belongs to J :
PSEUDO-IDEALd(P ) is performed by checking if the coefficients
of p satisfy the linear constraints M�c = 0, corresponding to J .
Note that if degree(p) > degree (J), then we may conclude that
p �∈ J .

Intersection: Informally, intersection of two pseudo ideals P1, P2

is performed by conjoining their constraints M1�c = 0 and M2�c =
0. In general, however, the monomial terms involved in the para-
metric representations of P1 and P2 differ. Therefore, (A) we first
compute a common set of monomials that occur both in P1 and
P2’s parametric form. (B) For P1(P2) we drop the coefficients cor-
responding to monomials that do not appear in P2( resp. P1) by
setting them to zero. This corresponds to removing the correspond-
ing columns from the matrix M1(resp. M2) to obtain a matrix M ′

1

(resp. M ′
2). Furthermore, the monomial terms corresponding to

these columns are eliminated. (C) Finally, we conjoin the two ma-
trices M ′

1 and M ′
2 as

MP1∩P2 :

»
M ′

1

M ′
2

–
.

Example 4.3. We recall the pseudo ideal PSEUDO-IDEAL1(P )
from Exs. 4.1 and 4.2. The degree 1 pseudo ideal Q = (x1 −
1, x2 − 1, x3 + 1) is represented by a generic degree two polyno-
mial

P
i+j+k≤2 di,j,kx

i
1x

j
2x

k
3 with the following constraint on its

coefficients:

d1,0,0 + d0,1,0 + d0,0,1 = d0,0,0 + d2,0,0 + d0,2,0+
d0,0,2 + d1,1,0 + d0,1,1 − d1,0,1

.

PSEUDO-IDEAL1(P )∩ PSEUDO-IDEAL1(Q) is computed as fol-
lows: PSEUDO-IDEAL1(P ) has a higher degree template polyno-
mial. We therefore zero away all variables with degree 3 or above.
This corresponds to removing the corresponding coefficient vari-
ables from the constraints for PSEUDO-IDEAL1(P ). Finally, we
conjoin the two sets of constraints and obtain a pseudo ideal rep-
resented by a generic template of degree two

π12 = e0,0,0 + e2,0,0x
2
1 + e0,2,0x

2
2 + e0,0,2x

2
3 .

with the following constraint on its coefficients:

e0,0,0 + e2,0,0 + e0,2,0 + e0,0,2 = 0

This is, in fact, a representation of PSEUDO-IDEAL0(P ).

Lemma 4.3. Let I1, I2 be two pseudo ideals. It follows that
degree(I1 ∩ I2) ≤ min(degree(I1), degree(I2)).

Refinement: We discuss the computation of a refinement operator
over pseudo ideals. Let I be a pseudo-ideal of degree dI . Let
π[�c] be the parametric form associated with I and M�c = 0 be the
constraints on the coefficients of π[�c]. We seek to compute

∂F (I) : {p ∈ I | LF (p) ∈ I} ,

wherein the operator ∂F (I) is now interpreted over sets of polyno-
mials that are pseudo-ideals instead of ideals. Refinement proceeds
as follows:

1. We first compute the parametric form π′ : LF (π[�c]). This
will result in a polynomial whose coefficients are linear ex-
pressions over �c.

2. We derive constraints over �c to ensure that LF (π) ∈ I . Let
M ′�c = 0 be the constraints thus derived.

3. We conjoin M ′�c = 0 with the original constraints M�c = 0
and simplify based on these new constraints.

Example 4.4. Consider the pseudo ideal PSEUDO-IDEAL0(x
2
1−

1, x2
2 + 2x1 − 2x2

1) represented using parametric polynomial

π[�c] : c2,0x
2
1 + c0,2x

2
2 + c1,0x1 + c0,0

with constraints

M�c :

»
c2,0 + c1,0 + c0,0 = 0

c1,0 − 2c0,2 = 0

Let F be the vector field (x2x1,−x1). The Lie derivative of π is

π′ = 2c2,0x1(x2x1) + 2c0,2x2(−x1) + c1,0(x2x1)
= 2c2,0x

2
1x2 + (c1,0 − 2c0,2)x1x2

We would like π′ ∈ I . Note that the terms x2
1x2 and x1x2 do not

exist in π[�c]. As a result, we obtain the constraints:

c2,0 = 0 ∧ c1,0 − 2c0,2 = 0 .

The refinement can be expressed using the form π, satisfying these
constraints as well as the original constraints over π[�c]. After sim-
plification, we obtain

π1 : c0,2x
2
2 + c1,0x1 + c0,0 .

Note that the term for x2
1 is no longer present due to the constraint

c2,0 = 0. The constraints on the coefficients after simplification
are:

c1,0 − 2c0,2 = 0 ∧ c1,0 + c0,0 = 0 .

This is in fact, PSEUDO-IDEAL0(x
2
2 + 2x1 − 2).

Lemma 4.4. If I is a pseudo ideal, then the set

∂F (I) : {p ∈ I | LF (p) ∈ I}
is also a pseudo ideal.

PROOF. After computing the parametric representation of I , the
procedure for refinement yields a parametric form π1 with con-
straints on its coefficients. This is a pseudo ideal following Lemma 4.2.

We now state the theorem guaranteeing convergence of the over-
all Tarski iteration over pseudo ideals.

Lemma 4.5. Consider an infinite sequence of pseudo ideals
I1 ⊇ I2 ⊇ I3 · · · . There exists a limit N > 0 s.t. IN = IN+1 =
· · · . In other words, any descending chain of pseudo ideals con-
verges to a limit.

PROOF. Pseudo ideals are in fact finite dimensional vector spaces.
If Ij ⊃ Ij+1 then the dimension of Ij+1 is strictly lower than that
of Ij . As a result the descending chain of pseudo ideals converges
in finitely many steps.

Finally, we show that the fixed point obtained is an invariant
ideal. Before doing so, we first relate pseudo ideals to ideals.
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Lemma 4.6. Given finite set P ⊆ K[�x], PSEUDO-IDEALd(P ) ⊆
〈〈P 〉〉.

Theorem 4.1. Let PSEUDO-IDEALd(P ) be a pre-fixed point over
pseudo ideals. It follows that 〈〈P 〉〉 is an invariant ideal.

PROOF. Let P = {p1, . . . , pk}. We note that each of the gen-
erators of I(X0) belong to PSEUDO-IDEALd(P ) and thus to 〈〈P 〉〉.
As a result, I(X0) ⊆ 〈〈P 〉〉. By the property of pseudo ideal refine-
ment, for each p ∈ P , L(p) ∈ PSEUDO-IDEALd(P ). As a result,
L(p1), . . . ,L(pk) ∈ 〈〈P 〉〉. Therefore, for every p =

P
i gipi ∈

〈〈P 〉〉, we have L(p) =
P

i giL(pi) +
P

i L(gi)pi ∈ 〈〈P 〉〉.

Complexity: Let N be the dimension of PSEUDO-IDEALd(I0) at
the start of the iteration. Each pseudo ideal encountered is, in gen-
eral, a subspace of N represented by a N ×N matrix. As a result,
each iteration requires a refinement followed by intersection, re-
quiring time O(N2). We may iterate for at most N steps, leading
to a O(N3) complexity. On the other hand, checking for conver-
gence is also a O(N3) operation. If we repeatedly check for con-
vergence, we have a O(N4) worst case, where N = O(

`
n+d

d

´m
).

In practice, we maintain d to be small d = 0, 1, 2, and observe
convergence in number of steps much smaller than N .

5. EXTENSIONS TO HYBRID SYSTEMS
We have thus far presented a technique for generating invariants

of continuous systems with polynomial ODEs. In this section, we
extend our discussion to hybrid systems with discrete modes and
transitions between them.

Continuous Systems with Constraints: We first consider an exten-
sion to continuous algebraic systems 〈X0, F 〉 in order to consider
the effect of holonomic constraints on the state-space. In other
words, the evolution of the system is constrained to remain inside a
domain X . We assume that X ⊆ Rn is an algebraic variety whose
corresponding ideal is I(X).

Def. 5.1 (Constrained Algebraic System). A constrained al-
gebraic system consists of 〈F,X0,X〉 wherein F is a polynomial
vector field, X0 is a variety describing possible initial states and
X is an algebraic constraint (commonly termed an invariant).

The semantics of the system are modified to ensure that all time
trajectories τ : [0, T ) �→ Rn satisfy the condition τ (t) ∈ X for
all t ∈ [0, T ). Naturally, any invariant of such a system will also,
in general, be subsumed by X. Let ∂F be a refinement operator
over ideals (resp. pseudo ideals) defined for the system 〈F,X0〉
in the absence of any constraints. In the presence of constraint set
X represented by ideal I(X), the iteration scheme is modified as
follows:

In+1 = F(In) = (I(X0) ∩ ∂F (In))⊕ I(X) (1)

wherein ⊕ denotes the ideal addition (i.e, the union of generators
of the ideal), representing the intersection of the corresponding al-
gebraic varieties. Over pseudo ideals, we may interpret ⊕ as the
vector space addition of the two subspaces represented by the argu-
ments.

Theorem 5.1. Let F denote the operator in Eq. 1. The follow-
ing facts hold about F both over ideals as well as pseudo ideals.

Monotonicity: I ⊆ J then F(I) ⊆ F(J).

Inclusion: F(J) ⊆ I(X).

5.1 Hybrid Systems
We now extend our notions to hybrid systems.

Def. 5.2 (Algebraic Hybrid System). An algebraic hybrid sys-
tem is a tuple 〈S ,T 〉, wherein S = {S1, . . . , Sk} consists of k dis-
crete modes and T denotes discrete transitions between the modes.
Each mode Si ∈ S consists of an algebraic system 〈X0,i, Fi,Xi〉.

Each transition τ : 〈Si, Sj , Pij〉 ∈ T consists of an edge Si →
Sj along with an algebraic transition relation Pi,j [�x, �x

′] specifying
the next state �x′ in relation to the previous state �x. Note that the
transition is guarded by the assertion ∃�x′Pij [�x, �x

′].

Discrete transitions are treated in the process of generating in-
variants using the post-condition operator.

Def. 5.3 (Post-Conditions). The post condition of a (pseudo)
ideal Ii over a transition τ : 〈Si → Sj , Pij [�x, �x

′]〉 is defined as:

post(Ii, τ ) : (∃�x) [Ii[�x]⊕ Pij [�x, �x
′]] .

We recall that the operation ⊕ over ideals represents the inter-
section of the associated variety and is computed by combining the
generators of Ii and Pij . The elimination of the variables �x from
the resulting ideal is performed by computing the Groebner basis
using an elimination ideal [6]. The computation of post conditions
over pseudo ideals is described in detail elsewhere [4].

Thus far, we have computed invariant ideals for continuous al-
gebraic systems as fixed points over ideals as well as pseudo ide-
als. For the case of hybrid systems with multiple modes, our goal
is to compute multiple invariant ideals, one for each mode of the
system. Therefore, we lift our notions from invariant (pseudo) ide-
als to a map that associates (pseudo) ideals to each mode S ∈ S :
η : S �→ P(K[�x]), s.t. η(Si) ⊆ K[�x]. The notion of an invariant
(pseudo) ideal for an algebraic system is extended to an invariant
(pseudo) ideal map.

Def. 5.4 (Invariant Ideal Map). A map η : S �→ P(K[�x]) is
an invariant map iff the following facts hold:

Initiation and Mode Constraints: ∀Si : 〈X0,i, Fi, Xi〉, we have
I(Xi) ⊆ η(Si) ⊆ I(X0,i). In other words, the invariant
associated with mode Si must respect the initial condition
and constraints at Si.

Continuous Sub-system: ∀Si : 〈X0,i, Fi,Xi〉, the ideal η(Si)
is a fixed point w.r.t Fi: η(Si) ⊆ [I(X0,i) ∩ ∂Fiη(Si)] ⊕
I(Xi) .

Discrete Transitions: ∀τ : 〈Si, Sj , Pij〉, the ideals η(Si) and
η(Sj) must satisfy consecution: η(Sj) ⊆ post(η(Si), τ ).

In order to compute the invariant map, we start with an initial
map η(0) such that η(0)(Si) = K[�x], and update using the rule
η(i+1) = G(η(i)) such that

η(i+1)(S) = I(Xi)⊕

2
66664

T
τ :S′→S post(η(i)(S′), τ )| {z }

Discrete Transition
∩ I(X0,i) ∩ ∂Fi(η

(i)(S))| {z }
Continuous System

3
77775

The extensions to pseudo ideals proceeds along similar lines. The
initial map is set to η(0)(Si) = Kd[�x] for the case of iteration over
pseudo ideals.

6. EXPERIMENTS
In this section, we describe our prototype implementation and

some results on some interesting non-linear systems.
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Table 1: Results of various runs of our technique. Note: Ideal
Iter: number of initial refinement steps, Pseudo Degree: degree
of pseudo ideal, Steps: number of steps taken to converge, #
Inv: number of generators in invariant ideal.

System Var Ideal Pseudo Steps Time # Inv
Iter Degree (sec)

Volterra-3D 3 1 1 3 1.1 4
Coup-Spring 5 1 2 23 21 4
Collision2 12 1 1 3 570 10
Collision3 16 1 0 2 4 4
Collision3 16 2 0 3 196 14
Collision3 16 1 1 6 372 15
Collision3 16 3 0 3 12900 13

6.1 Implementation.
The techniques described here have been implemented inside

Mathematica(tm) for finding invariants of continuous systems, us-
ing Singular package interface to Mathematica(tm). We have im-
plemented the Syzygy-based refinement procedure as well as the
one based on pseudo ideals. In practice, our iteration scheme con-
sists of running a small and fixed number of iterations of the exact
refinement operator. The resulting generators form the generators
of a pseudo ideal for some fixed degree d. The iteration is then
carried out further over the lattice of pseudo ideals until conver-
gence. The soundness of this scheme follows from the fact that
∂m

A (I) ⊆ I(X0) for all I and from the soundness of the pseudo
ideal fixed point. The Mathematica(tm) implementation along with
the systems analyzed and invariants computed will be made avail-
able on-line1.

6.2 Experiments
We now present the results obtained over some interesting bench-

mark systems. Table 1 summarizes the parameters used in our exe-
cutions and the performance of our technique at a glance.

3D-Lotka-Volterra System: We considered the following 3D Lotka
Volterra System over variables x, y, z:

F(x, y, z) : (xy − xz, yz − yx, zx− zy) .
The initial states lie over the vertices of an unit cube:

X0 : (x2 − 1, y2 − 1, z2 − 1) .

The initial pseudo ideal involved 18 unknown parameters in our
initial template. We obtained the following invariants:

p1 : −1− 2yz − y2z2 + y4z2 + 2y3z3 + y2z4,
p2 : −x− y + y2z + xz2 + 3yz2 − y3z2 + z3 − 2y2z3 − yz4,
p3 : −x+ xy2 + y3 − z + 3y2z − y4z + yz2 − 2y3z2 − y2z3,
p4 : −3 + x2 − y2 − 4yz + 2y3z − z2 + 4y2z2 + 2yz3

All of them are mutually dependent on each other. Further, attempt-
ing to obtain these using generic templates of degree 4 requires
126 × 4 unknowns as opposed to 18 unknowns that were used.

Coupled Spring-Mass System: Consider a mechanical system mod-
eling the undamped/unforced oscillation of two masses coupled us-
ing springs with constants k1, k2 and masses m1,m2 tuned such
that k1

m1
= k2

m2
= k. Furthermore, we assume that m1 = 5m2.

1 Cf.\url{http://www.cs.colorado.edu/
~srirams/algebraic-invariants}.

p1 : 576 + 1200v2
1 + 625v4

1 + 2880v1v2 + 3000v3
1v2+
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2
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2

−1860kx2
2 + 2750kv2

1x
2
2 + 1600kv1v2x

2
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2
2 + 525k2x4

2,
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1x1 + 600v1v2x1 + 110v2
2x1
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2x2 − 105kx3
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p3 : 24 + 25v2
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2

p4 −21 + 25v2
1 + 10v1v2 + 6v2

2 + 25kx2
1 + 5kx2
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Figure 1: Invariant obtained for coupled mass spring system.

p1 : e21 + e22 − b2, p2 : d2
1 + d2

2 − a2

p3 : e1 − r2θ + θy2, p4 :− a+ d1 − r2ω + ωx2

p5 :b− e2 − r1θ + θy1,
p6 :− br1 + by1 + e1r2 − e1y2 − e2r1 + e2y1
p7 :br2 − by2 − e1r1 + e1y1 − e2r2 + e2y2
p8 :− d2 − r1ω + ωx1

p9 :ad2r2 − ad2x2 + d1d2r2 − d1d2x2 − r1d2
2r1 + d2

2x1

p10 :ar1 − ax1 − d1r1 + d1x1 − d2r2 + d2x2

Figure 2: Invariants obtained for the two aircraft collision
avoidance system.

The resulting system consists of variables �x : (x1, x2, v1, v2, k)
representing the displacements, velocities and the spring constant.
The evolution is specified using the vector field:

F(�x) :
`
v1, v2,−kx1 − k

5
(x1 − x2), k(x1 − x2), 0

´
.

The initial condition is set to x1 = x2 = 0, v1 = 1, v2 = −1.
This resulted in the invariant ideal shown in Fig. 1. p3 and p4 are
seen to be conservation laws satisfying dp3

dt
= dp4

dt
= 0. How-

ever, p1, p2 are mutually dependent on themselves as well as p3, p4.
Finding these invariants parametrically require a degree 6 template
with 4 × 462 unknowns. Our initial pseudo ideals involves an ini-
tial parametric form with 84 unknowns. The choice of m2 = 5m1

in this example was arbitrary. We found interesting invariants of a
similar form for all other choices we experimented with including
m1 = 2m2, 3m2, 11m2, . . ..

Collision Avoidance Maneuvers: Finally, we consider the alge-
braic abstraction of the collision avoidance system analyzed re-
cently by Platzer and Clarke [16] and much earlier by Tomlin et
al. [24]. The two airplane collision avoidance system consists of the
variables (x1, x2) denoting the position of the first aircraft, (y1, y2)
for the second aircraft, (d1, d2) representing the velocity vector for
aircraft 1 and (e1, e2) for aircraft 2. In addition, the parameters
ω, θ, a, b, r1, r2 are also represented as system variables. The dy-
namics are modeled by the following differential equations:

x′
1 = d1 x′

2 = d2 d′1 = −ωd2 d′2 = ωd1

y′1 = e1 y′2 = e2 e′1 = −θe2 e′2 = θe1
a′ = 0 b′ = 0 r′1 = 0 r′2 = 0

We note that the form of the equations are invariant under time
reversal t �→ −t. The initial set»

x1 = y1 = r1 ∧ x2 = y2 = r2 ∧ d1 = a ∧
d2 = 0 ∧ e1 = b ∧ e2 = 0

–

represents a collision. Fig. 2 presents the invariants. The initial
parametric form had 252 unknowns. p1, . . . , p5 and p8 are conser-
vation laws. The remaining invariants are dependent on p1, . . . , p5
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and p8. Our tool also was run on a larger system with 3 aircrafts
consisting of 16 variables in all (removed three parameters from the
model). Table 1 shows the behavior of our implementation under
various values for the number of initial iterations and the starting
degree of the pseudo ideal. The blowup involved in going from
2 initial iterations to 3 is interesting. The overall time required to
compute three iterations of the exact refinement remains roughly 5
seconds for this case. However, the result has roughly 230 polyno-
mials. Most of the time is spent parameterizing the initial pseudo
ideal, computing its derivatives and so on. We hope to reimplement
parts of our system inside C++/Java to avoid such a slowdown in
the future.
Conclusions: Thus far, we have presented an invariant generation
technique using a fixed point iteration over ideals and pseudo ide-
als. A prototype implementation of our technique has been shown
to compute interesting and non-trivial invariants for systems that
would currently be considered non trivial. In the future, we hope
to explore extensions to compute inequality invariants as well as
to integrate these techniques inside a theorem proving environment
such as KeYmaera [17].
Acknowledgements: We gratefully acknowledge Prof. André Platzer
for his detailed and patient answers to our queries and the anony-
mous reviewers for their comments and suggestions.
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ABSTRACT
NetSketch is a tool for the specification of constrained-flow
applications and the certification of desirable safety proper-
ties imposed thereon. NetSketch assists system integrators
in two types of activities: modeling and design. As a mod-
eling tool, it enables the abstraction of an existing system
while retaining sufficient information about it to carry out
future analysis of safety properties. As a design tool, NetS-
ketch enables the exploration of alternative safe designs as
well as the identification of minimal requirements for out-
sourced subsystems. NetSketch embodies a lightweight for-
mal verification philosophy, whereby the power (but not the
heavy machinery) of a rigorous formalism is made accessible
to users via a friendly interface. NetSketch does so by ex-
posing tradeoffs between exactness of analysis and scalabil-
ity, and by combining traditional whole-system analysis with
a more flexible compositional analysis. The compositional
analysis is based on a strongly-typed Domain-Specific Lan-
guage (DSL) for describing and reasoning about constrained-
flow networks at various levels of sketchiness along with in-
variants that need to be enforced thereupon. In this pa-
per, we define the formal system underlying the operation of
NetSketch, in particular the DSL behind NetSketch’s user-
interface when used in “sketch mode”, and prove its sound-
ness relative to appropriately-defined notions of validity. In
a companion paper [7], we overview NetSketch, highlight its
salient features, and illustrate how it could be used in ap-
plications that include: the management/shaping of traffic
flows in a vehicular network (as a proxy for cyber-physical
systems (CPS) applications) and a streaming media network
(as a proxy for Internet applications).
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Categories and Subject Descriptors
D.2.10 [Software Engineering]: Design; D.2.6 [Software
Engineering]: Programming Environments; D.2.2 [Software
Engineering]: Design Tools and Techniques—Evolutionary
prototyping ; I.2.5 [Artificial Intelligence]: Programming
Languages and Software

General Terms
Languages, Verification, Reliability

1. INTRODUCTION
Constrained-Flow Networks: Many large-scale, safety-
critical systems can be viewed as interconnections of subsys-
tems, or modules, each of which is a producer, consumer, or
regulator of flows. These flows are characterized by a set of
variables and a set of constraints thereof, reflecting inherent
or assumed properties or rules governing how the modules
operate (and what constitutes safe operation). Our notion
of flow encompasses streams of physical entities (e.g., vehi-
cles on a road, fluid in a pipe), data objects (e.g., sensor
network packets or video frames), or consumable resources
(e.g., electric energy or compute cycles).

Traditionally, the design and implementation of such
constrained-flow networks follow a bottom-up approach, en-
abling system designers and builders to certify (assert and
assess) desirable safety invariants of the system as a whole.
While justifiable in some instances, this vertical approach
does not lend itself well to current practices in the assembly
of complex, large-scale systems – namely, the integration of
various subsystems into a whole by“system integrators”who
may not possess the requisite expertise or knowledge of the
internals of the subsystems on which they rely. This can
be viewed as an alternative horizontal approach, and it has
significant merits with respect to scalability and modularity.
However, it also poses significant challenges with respect to
aspects of trustworthiness – namely, certifying that the sys-
tem as a whole will satisfy specific safety invariants.

The NetSketch Tool: In recognition of this challenge,
we have developed NetSketch – a tool that assists system
integrators in two types of activities: modeling and design.

As a modeling tool, NetSketch enables the abstraction
of an existing (flow network) system while retaining suffi-
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cient information about it to carry out future analysis of
safety properties. The level of abstraction, or sketchiness
(and hence the amount of information to be retained) is
the result of two different processes that NetSketch offers to
users. The first process is the identification of boundaries
of the subsystems to be sketched. At the extreme of finest
granurality, these boundaries are precisely those of the in-
terconnected modules that make up the system – i.e., the
constituent subsystems are the modules. At the other ex-
treme, these boundaries would enclose the entire system.
The second process is the control of the level of precision
of information retained for the specification of a given sub-
system, which are expressed as constraints defined over flow
variables at the boundaries of that subsystem. By making
conservative assumptions (e.g., restricting the set of permis-
sible inputs to a subsystem or extending the set of possible
outputs from a subsystem), it is possible to reduce the com-
plexity of these constraints.

As a design tool, NetSketch enables the exploration of
alternative safe designs as well as the identification of mini-
mal requirements for missing subsystems in partial designs.
Alternative designs are the result of having multiple possible
subsystem designs. NetSketch allows users to check whether
any (or which) one of their alternative designs is safe (thus
allowing the exploration of “what if” scenarios and trade-
offs), or whether every one of a set of possible deployments
would be safe (thus establishing the safety of a system design
subject to uncertainties regarding various settings in which
the system may be deployed). Partial designs are the result
of missing (e.g., outsourced, or yet-to-be acquired) subsys-
tems. These missing subsystems constitute “holes” in the
system design. NetSketch enables users to infer the minimal
requirements to be expected of (or imposed on) such holes.
This enables the design of a system to proceed based only
on promised functionality of missing parts thereof.

Formal analysis is at the heart of both of the above
modeling and design activities. For example, in conjunction
with a modeling activity in which the user identifies the
boundaries of an interconnected set of modules that need to
be encapsulated into a single subsystem, NetSketch must in-
fer (through analysis) an appropriate set of constraints (i.e.,
a typing) of that encapsulated subsystem. Similarly, in con-
junction with a design activity in which the user specifies a
subsystem as a set of alternative designs (or else as a hole),
NetSketch must perform type checking (or type inference)
to establish the safety of the design (or the minimal require-
ments expected of a subsystem that would fill the hole).

In a companion paper [7], we presented NetSketch from
an operational perspective in support of modeling and design
activities, by overviewing the processes it entails and illus-
trating its use in two applications: the management/shaping
of traffic flows in a vehicular network (as a proxy for CPS
applications) and in a streaming media network (as a proxy
for Internet applications). In this paper, we focus on the
more fundamental aspects of NetSketch – namely the for-
mal system underlying its operation.

The NetSketch Formalism: Support for safety analy-
sis in design and/or development tools such as NetSketch
must be based on sound formalisms that are not specific
to (and do not require expertise in) particular domains.1

1While acceptable and perhaps expected for vertically-
designed and smaller-scale (sub-)systems, deep domain ex-
pertise cannot be assumed for designers of horizontally-

Not only should such formalisms be domain-agnostic, but
also they must act as a unifying glue across multiple the-
ories and calculi, allowing system integrators to combine
(compose) exact results obtained through esoteric domain-
specific techniques (e.g., using network calculus to obtain
worst-case delay envelopes, using scheduling theory to de-
rive upper bounds on resource utilizations, or using control
theory to infer convergence-preserving settings). This sort
of approach lowers the bar for the expertise required to take
full advantage of such domain-specific results at the small
(sub-system) scale, while at the same time enabling scala-
bility of safety analysis at the large (system) scale.

As we alluded before, NetSketch enables the composi-
tion of exact analyses of small subsystems by adopting a
constrained-flow network formalism that exposes the trade-
offs between exactness of analysis and scalability of analysis.
This is done using a strongly-typed Domain-Specific Lan-
guage (DSL) for describing and reasoning about constrained-
flow networks at various levels of“sketchiness”along with in-
variants that need to be enforced thereupon. In this paper,
we formally define NetSketch’s DSL and prove its soundness
relative to appropriately-defined notions of validity.

A Motivating Example: Before delving into precise defi-
nitions and formal arguments, we outline the essential con-
cepts that constitute our formalism for compositional anal-
ysis of problems involving constrainted-flow networks. We
do so by considering (at a very high level) an example flow
network systems problem in which compositional analysis
of properties plays a role. Our goal is to identify essential
aspects of these systems that we will later model precisely,
and motivate their inclusion within the formalism. This ex-
ample is considered in more precise detail in Section 7, and
is also examined more extensively in a companion paper [7].

A software engineer in charge of developing a CPS ve-
hicular traffic control application for a large metropolitan
authority is faced with the following problem. Her city lies
on a river bank across from the suburbs, and every morning
hundreds of thousands of motorists drive across only a few
bridges to get to work in the city center. Each bridge has a
fixed number of lanes, but they are all reversible, enabling
the application to determine how many lanes are available
to inbound and outbound traffic during different times of
the day. During morning rush hour, the goal of the system
is to maximize the amount of traffic that can get into the
city, subject to an overriding safety consideration – that no
backups occur in the city center.

Modules and Networks: The city street grid is a net-
work of a large number of only a few distinct kinds of traffic
junctions (e.g., forks, merges, and crossing junctions). Be-
cause the network is composed of many instances of a few
modular components, if any analysis of the network is de-
sired, it may be possible to take advantage of this modularity
by analyzing the components individually in a more precise
manner, and then composing the results to analyze the en-
tire network. To this end, as detailed in Sections 2 and 3,
our formalism provides means for defining modules (small
network components) and assembling them into larger net-
works (graphs).

Constraints: Within our framework, analyses are repre-
sented using a language of constraints. If the engineer views

integrated, large-scale systems.
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traffic as a flow across a network of modules, the relevant
parameters describing this flow (e.g., the number of open
lanes, the density of traffic in the morning) can be mathe-
matically constrained for each instance of a module. These
constraints can model both the limitations of modules as
well as the problem the engineer must solve. For example,
a module corresponding to a merge junction may have two
incoming lanes 1, 2 and one outgoing lane 3, and the density
of traffic travelling across the outgoing lane must be equal to
the total traffic density travelling across the incoming lanes

d1 + d2 = d3.

Likewise, constraints can model the problem to be solved.
The engineer can find appropriate constraints for each of
the three junction types that will ensure that no backups
occur locally within that junction. For example, it may be
the case for a junction that if the total density of entering
traffic exceeds a “jam density” that makes the two entering
traffics block each other, there will be backups. Thus, the
engineer may choose to introduce a constraint such as

d1 + d2 6 10.

More complicated situations requiring the enforcement of
additional desirable properties may introduce non-linear con-
straints. Once the local requirements are specified, a com-
positional analysis can answer interesting questions about
the entire network, such as whether a configuration of lanes
ensuring no backups is possible, or what the range of viable
configurations may be.

Semantics and Soundness: So far, we have motivated
the need for two intertwined languages: a language for de-
scribing networks composed of modules, and a language for
describing constraints governing flows across the network
components. But what precisely do the expressions in these
languages mean, and how can we provide useful functional-
ities to the engineer, such as the ability to verify that con-
straints can be satisfied, to find solution ranges for these
constraints, and to compose these analyses on modules to
support analyses of entire networks? In order to ensure that
our system works correctly “under the hood”, it is neces-
sary to define a precise semantics for these languages, along
with a rigorous notion of what it means for an analysis of
a network to be “correct”. Only once these are defined is
it possible to provide a guarantee that the system is indeed
safe to use. To this end, we define a precise semantics for
constraint sets and relationships between them, as well as
network flows. In Section 8 we briefly sketch the proof of
soundness for our formalism and refer readers to a complete
proof of correctness in the full version of this paper [6].

2. MODULES: UNTYPED AND TYPED
We introduce several preliminary notions formally.

Definition 1. (Syntax of Constraints) We denote by N the
set of natural numbers. The countably infinite set of param-
eters is X = {x0, x1, x2, . . .}. The set of constraints over N
and X can be defined in extended BNF style, where we use
metavariables n and x to range over N and X , respectively:

e ∈ Exp ::= n | x | e1 ∗ e2 | e1 + e2 | e1 − e2 | . . .
c ∈ Const ::= e1 = e2 | e1 < e2 | e1 6 e2 | . . .

We include in Const at least equalities and orderings of ex-
pressions. Our examination can be extended to more general

constraints, indicated by the ellipses “. . .”, but the preceding
give us enough to consider and to present our main ideas
on compositional analysis. Possible extensions of Const
include conditional constraints, negated constraints, time-
dependent constraints, and others.

A special case of the constraints are the linear con-
straints, obtained by restricting the rule for Exp and Const:

e ∈ LinExp ::= n | x | n ∗ x | e1 + e2

c ∈ LinConst ::= e1 = e2 | e1 < e2 | e1 6 e2

In what follows, constraints in Const are part of a given
flow network abstraction and may be arbitrarily complex;
constraints in LinConst are to be inferred and/or checked
against the given constraints. Constraints in LinConst are
hopefully simple enough so that their manipulation does not
incur a prohibitive cost, but expressive enough so that their
satisfaction guarantee desirable properties of the flow net-
work under exmination.

Depending on the application, the set X of parameters
may be n-sorted for some finite n > 1. For example, in
relation to vehicular traffic networks, we may choose X to
be 2-sorted, one sort for velocity parameters and one sort for
density parameters.

When there are several sorts, dimensionality restric-
tions must be heeded. For traffic networks with two sorts,
the velocity dimension is unit distance/unit time, e.g., kilo-
meter/hour, and the density dimension is unit mass/unit
distance, e.g., ton/kilometer. Thus, multiplying a velocity
v by a density d produces a quantity v ∗ d, namely a flow,
which is measured in unit mass/unit time, e.g., ton/hour. If
we add two expressions e1 and e2, or subtract them, or com-
pare them, then e1 and e2 must have the same dimension,
otherwise the resulting expression is meaningless.

In the abstract setting of our examination below we do
not need to worry about such restrictions on expressions:
they will be implicitly satisfied by our constraints if they
correctly model the behavior of whatever networks are under
consideration.

Definition 2. (Untyped Modules) We specify an untyped
module A by a four-tuple: (A, In,Out,Con) where:

A = name of the module

In = finite set of input parameters

Out = finite set of output parameters

Con = finite set of constraints over N and X

where In∩Out = ∅ and In∪Out ⊆ parameters(Con), where
parameters(Con) is the set of parameters occurring in Con.

We are careful in adding the name of the module, A, to
its specification; in the formal setup of Section 3, we want
to be able to refer to the module by its name without the
overhead of the rest of its specification. By a slight abuse of
notation, we may write informally: A = (A, In,Out,Con).
Thus, “A” may refer to the full specification of the module
or may be just its name.

We use upper-case calligraphic letters to refer to mod-
ules and networks – from the early alphabet (A and B) for
modules and from the middle alphabet (M,N and P) for
networks.

Definition 3. (Typed Modules) Consider a module A as
specified in Definition 2. A typing judgment, or a typed spec-
ification, or just a typing, for A is an expression of the form
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(A : Con∗), where Con∗ is a finite set of linear constraints
over In ∪ Out. As it stands, a typing judgment (A : Con∗)
may or may not be valid. The validity of judgments pre-
sumes a formal definition of the semantics of modules, which
we introduce in Section 4.

To distinguish between a constraint in Con, which is ar-
bitrarily complex, and a constraint in Con∗, which is always
linear, we refer to the former as “given” or “internal” and to
the latter as a “type”.

3. NETWORK SKETCHES: UNTYPED
We define a specification language to assemble modules to-
gether, also allowing for the presence of network holes. This
is a strongly-typed domain-specific language (DSL), which
can be used in two modes, with and without the types in-
serted. Our presentation is in two parts, the first without
types and the second with types. In this section, we present
the first part, when our DSL is used to construct networks
without types inserted. In Section 6, we re-define our DSL
with types inserted. This two-part presentation allows us
to precisely define the difference between “untyped specifi-
cation” and “typed specification” of a flow network.

“Network holes”are place-holders. We later attach some
attributes to network holes (they are not totally unspeci-
fied), in Definitions 6 and 13. We use X,Y, and Z, possibly
decorated, to denote network holes.

An untyped network sketch is written as (M, I, O, C),
where I and O are the sets of input and output parameters,
and C is a finite set of finite constraint sets.2 M is not a
name but an expression built up from: (1) module names,
(2) hole names, and (3) the constructors conn, loop and
let-in.3 Nevertheless, we may refer to such a sketch by just
writing the expression M, and by a slight abuse of notation
we may also write M = (M, I, O, C). For such an untyped
network M, we define In(M) as I (the set of input param-
eters) and Out(M) as O (the set of output parameters).

Definition 4. (Syntax of Untyped Network Sketches) In
extended BNF style:

A,B, C ∈ ModuleNames

X, Y, Z ∈ HoleNames

M,N ,P ∈ RawSketches ::=

A
| X

| conn(θ,M,N ) θ ⊆1-1 Out(M)× In(N )

| loop(θ,M) θ ⊆1-1 Out(M)× In(M)

| let X∈ {M1, . . . ,Mn} in N X occurs once in N

We write θ ⊆1-1 Out(M)× In(N ) to denote a partial one-
one map from Out(M) to In(N ). (If the set of parameters is
sorted with more than one sort – for example, velocity and

2Note C is a set of constraint sets, not a single constraint
set. This allows for placing different network sketches into
the same hole. Each constraint set in C corresponds to one
way of filling all the holes in M.
3We may customize or add other constructors according to
need. There are also alternative constructors. For example,
instead of conn, we may introduce par (for parallel compo-
sition of two network sketches), and then “de-sugar” conn
as a combination of a single par followed by a single loop.
Conversely, par can be expressed using conn, the former is
a special case of the latter when θ = ∅. Our choice of con-
structors here is for didactic and expository reasons.

density – then θ must respect sorts, i.e., if (x, y) ∈ θ then
x and y are either both velocity parameters or both density
parameters.)

The formal expressions written according to the preced-
ing BNF are said to be “raw” because they do not specify
how the internal constraints of a network sketch are assem-
bled together from those of its subcomponents. This is what
the rules in Figure 1 do precisely.

In an expression“let X∈ {M1, . . . ,Mn} in N ”, we call
“X ∈ {M1, . . . ,Mn}” a binding for the hole X and “N” the
scope of this binding. Informally, the idea is that all of the
network sketches in {M1, . . . ,Mn} can be interchangeably
placed in the hole X, depending on changing conditions of
operation in the network as a whole. If a hole X occurs in a
network sketch M outside the scope of any let-binding, we
say X is free in M. If there are no free occurrences of holes
in M, we say that M is closed.

Note carefully that M,N and P are metavariables,
ranging over expressions in RawSketches; they do not ap-
pear as formal symbols in such expressions written in full.
By contrast, A,B and C are names of modules and can oc-
cur as formal symbols in expressions of RawSketches. A,B
and C are like names of “prim ops” in well-formed phrases of
a programming language.

In the examination to follow, we want each occurrence
of the same module or the same hole in a specification to
have its own private set of names, which we achieve using
isomorphic renaming.

Definition 5. (Fresh Isomorphic Renaming) Let A be an
object defined over parameters. Typically, A is a module or
a network sketch. Suppose the parameters in A are called
{x1, x2, . . .}. We write ′A to denote the same objectA, whose
name is also ′A and with all parameter names freshly re-
named to {′x1,

′x2, . . .}. We want these new names to be
fresh, i.e., nowhere else used and private to ′A. Thus, A and
′A are isomorphic but distinct objects.

Sometimes we need two or more isomorphic copies of
A in the same context. We may therefore consider ′A and
′ ′A. If there are more than two copies, it is more convenient
to write 1A, 2A, 3A, etc.

We also need to stipulate that, given any of the isomor-
phic copies of object A, say nA, we can retrieve the original
A, along with all of its original names, from nA.

There are other useful constructs in the DSL of Defi-
nition 4. But these will be either special cases of the basic
three constructs – conn, loop, and let-in – or macros which
can be“de-sugared” into expressions only involving the basic
three. One important macro is the let-in construct where the
hole occurs several times in the scope, instead of just once:

let∗ X∈ {M1, . . . ,Mn} in N X occurs q > 1 times in N

To analyze the preceding expression, using the typing rules
in this section, we de-sugar in a particular way:

let 1X ∈ {1M1, . . . , 1Mn} in

let 2X ∈ {2M1, . . . , 2Mn} in

· · ·

let qX ∈ {qM1, . . . , qMn} in N [X(1) := 1X, . . . , X(q) := qX]

where X(1), . . . , X(q) denote the q occurrences of X in N
(the superscripts are not part of the syntax, just bookkeep-
ing notation for this explanation), 1X, . . . , qX are fresh dis-
tinct hole names, and {pM1, . . . ,

pMn} is a fresh isomorphic
copy of {M1, . . . ,Mn} for every 1 6 p 6 q.
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Hole
(X, In,Out) ∈ Γ

Γ ` (X, In,Out, { })

Module
(A, In,Out,Con) is an untyped module

Γ ` (B, I, O, {C}) (B, I, O,C) = ′(A, In,Out,Con)

Connect
Γ ` (M, I1, O1, C1) Γ ` (N , I2, O2, C2)

Γ ` (conn(θ,M,N ), I, O, C) θ ⊆1-1 O1× I2, I = I1 ∪ (I2−ran(θ)), O = (O1−dom(θ)) ∪O2,

C = {C1 ∪ C2 ∪ { p = q | (p, q) ∈ θ } |C1 ∈ C1, C2 ∈ C2}

Loop
Γ ` (M, I1, O1, C1)

Γ ` (loop(θ,M), I, O, C) θ ⊆1-1 O1× I1, I = I1−ran(θ), O = O1−dom(θ),

C = {C1 ∪ { p = q | (p, q) ∈ θ } |C1 ∈ C1}

Let
Γ ` (Mk, Ik, Ok, Ck) for 1 6 k 6 n Γ ∪ {(X, In,Out)} ` (N , I, O, C)

Γ `
`

let X∈ {M1, . . . ,Mn} in N , I, O, C′
´

C′ =
n
C ∪ Ĉ ∪ { p = ϕ(p) | p ∈ Ik } ∪ { p = ψ(p) | p ∈ Ok }

˛̨̨
1 6 k 6 n, C ∈ C, Ĉ ∈ Ck, ϕ : Ik → In, ψ : Ok → Out

o
(where ϕ and ψ are isomorphisms, different for different values of k)

Figure 1: Rules for Untyped Network Sketches.

Definition 6. (Untyped Network Holes) An untyped net-
work hole is a triple: (X, In,Out) where X is the name of
the hole, In is a finite set of input parameters, and Out is
a finite set of output parameters. As usual, for the sake of
brevity we sometimes write: X = (X, In,Out)

There are 5 inference rules: Module, Hole, Connect,
Loop, and Let, one for each of the 5 cases in the BNF in
Definition 4. These are shown in Figure 1.

The renaming in rule Module is to insure that each
occurrence of the same module has its own private names
of paramaters. In rule Hole we do not need to rename,
because there will be exactly one occurrence of each hole,
whether bound or free, each with its own private set of
names.

Rule Connect takes two network sketches, M and N ,
and returns a network sketch conn(θ,M,N ) where some of
the output parameters in M are unified with some of the
input parameters in N , according to what θ prescribes.

Rule Loop takes one network sketch, M, and returns
a new network sketch loop(θ,M) where some of the out-
put parameters in M are identified with some of the input
parameters in M according to θ.

Rule Let is a little more involved than the preceding
rules. The complication is in the way we define the collection
C′ of constraint sets in the conclusion of the rule. Suppose
Ck = {Ck,1, Ck,2, . . . , Ck,s(k)}, i.e., the flow through Mk can
be regulated according to s(k) different constraint sets, for
every 1 6 k 6 n. The definition of the new collection C′
of constraint sets should be read as follows: For every Mk,
for every possible way to regulate the flow throughMk (i.e.,
for every possible r ∈ {1, . . . , s(k)}), for every way of placing
network Mk in hole X (i.e., every isomorphism (ϕ,ψ) from
(Ik, Ok) to (In,Out)), add the corresponding constraint set
to the collection C′.

In the side-condition of rule Let, the maps ϕ and ψ are
isomorphisms. If parameters are multi-sorted, then ϕ and ψ
must respect sorts, i.e., if ϕ(x) = y then both x and y must
be of the same sort, e.g., both velocity parameters, or both
density parameters, etc., and similarly for ψ.

In particular applications, we may want the placing of
Mk in hole X to be uniquely defined for every 1 6 k 6 n,
rather than multiply-defined in as many ways as there are

isomorphism pairs from (Ik, Ok) to (In,Out). For this, we
may introduce structured parameters, i.e., finite sequences
of parameters, and also restrict the network hole X to have
one (structured) input parameter and one (structured) out-
put parameter. This requires the introduction of selectors,
which allow the retrieval of individual parameters from a
sequence of parameters.4

4. SEMANTICS OF NETWORK TYPINGS
A network typing, as later defined in Section 6, is speci-
fied by an expression of the form (M, I, O, C) : C∗ where
(M, I, O, C) is an untyped network and C∗ is a finite set of
linear constraints such that parameters(C∗) ⊆ I ∪O.5

Definition 7. (Satisfaction of Constraints) Let Y ⊆ X , a
subset of parameters. Let val be a valuation for Y, i.e., val
is a map from Y to N. We use “|=” to denote the satisfac-
tion relation. Let C be a finite set of constraints such that
parameters(C) ⊆ Y. Satisfaction of C by val is defined in
the usual way and written val |= C.

Definition 8. (Closure of Constraint Sets) Let Y ⊆ X .
Let C and C′ be constraint sets over N and Y. We say that
C implies C′ iff, for every valuation val : Y → N,

val |= C implies val |= C′.

If C implies C′, we write C ⇒ C′. For a finite constraint
set C, its closure is the set of all constraints implied by C,
namely, closure(C) = {c ∈ Const |C ⇒ {c}}.

In general, closure(C) is an infinite set. We only con-
sider infinite constraint sets that are the closures of finite
sets of linear constraints. Following standard terminology,

4This variation of rule Let, where there is a unique way of
inserting every Mk with 1 6 k 6 n in the hole X, corre-
sponds also to the situation when the system designer can
control the “wiring” of every Mk in X and wants it to be
uniquely determined.
5Note that parameters(C∗) ⊆ I ∪O ⊆ parameters(C), i.e., all
the parameters in the boundary constraints C∗ (aka types)
are in I ∪ O, and I ∪ O is a subset of all the parameters in
the internal constraints C.
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such an infinite constraint set is said to have a finite basis.6

In actual applications, we are interested in “minimal” finite
bases that do not contain “redundant” constraints. It is rea-
sonable to define a “minimal finite basis” for a constraint set
if it is smallest in size. The problem is that minimal bases in
this sense are not uniquely defined. How to compute mini-
mal finite bases, and how to uniquely select a canonical one
among them, are issues addressed by an implementation.

Let C be a constraint set and A a set of parameters.
We define two restrictions of C relative to A:

C � A = { c ∈ C | parameters(c) ⊆ A },
C � A = { c ∈ C | parameters(c) ∩A 6= ∅ }.

That is, (C � A) is the set of constraints in C where only pa-
rameters from A occur, and (C � A) is the set of constraints
in C with at least one occurrence of a parameter from A.

We introduce two different semantics, corresponding to
what we call “weak satisfaction” and “strong satisfaction”
of typing judgements. Both semantics are meaningful, cor-
responding to whether or not network nodes act as “au-
tonomous systems”, i.e., whether or not each node coor-
dinates its action with its neighbors or according to instruc-
tions from a network administrator.

Definition 9. (Weak and Strong Satisfaction) Let M =
(M, I, O, C) be an untyped network sketch and (M : C∗)
a typing for M. Recall that parameters(C∗) ⊆ I ∪ O. We
partition closure(C∗) into two subsets as follows:

pre(C∗) = closure(C∗) � I

post(C∗) = closure(C∗)− pre(C∗) = closure(C∗) � O

The “pre( )” is for “pre-conditions” and the “post( )” is for
“post-conditions”. While the parameters of pre(C∗) are all
in I, the parameters of post(C∗) are not necessarily all in
O, because some constraints in C∗ may contain both input
and output parameters.7

The definitions of “weak satisfaction” and “strong sat-
isfaction” below are very similar except that the first in-
volves an existential quantification and the second a univer-
sal quantification. We use “|=w” and “|=s” to denote weak
and strong satisfaction. For the rest of this definition, let
val be a fixed valuation of the input parameters of M,
val : I → N.

We say that val weakly satisfies (M : C∗) and write
val |=w (M : C∗) to mean that if

• val |= pre(C∗)

then for every C ∈ C there is a valuation val′ ⊇ val such
that both of the following conditions are true:

• val′ |= C

• val′ |= post(C∗)

6If we set up a logical system of inference for our linear
constraints, using some kind of equational reasoning, then
an infinite constraint set has a “finite basis” iff it is “finitely
axiomatizable”.
7Both pre(C∗) and post(C∗) are infinite sets. In the abstract
setting of this report, this is not a problem. In an actual
implementation, we need an efficient method for computing
“minimal finite bases” for pre(C∗) and post(C∗), or devise
an efficient algorithm to decide whether a constraint is in
one of these sets.

Informally, val weakly satisfies (M : C∗) when: if val
satisfies pre(C∗), then there is an extension val′ of val
satisfying the internal constraints of M and post(C∗).

We say that val strongly satisfies (M : C∗) and write
val |=s (M : C∗) to mean that if

• val |= pre(C∗)

then for every C ∈ C and every valuation val′ ⊇ val, if

• val′ |= C

then the following condition is true:

• val′ |= post(C∗)

Informally, val strongly satisfies (M : C∗) when: if val
satisfies pre(C∗) and val′ is an extension of val satisfying
the internal constraints of M, then val′ satisfies post(C∗).

Definition 10. (Weak and Strong Validity of Typings) Let
(M : C∗) be a typing for network M = (M, I, O, C). We
say that (M : C∗) is weakly valid – resp. strongly valid
– iff for every valuation val : parameters(pre(C∗)) → N, it
holds that val |=w (M : C∗) – resp. val |=s (M : C∗). If
(M : C∗) is weakly valid, we write val |=w (M : C∗), and
if strongly valid, we write val |=s (M : C∗).

Informally, (M : C∗) is weakly valid under the condi-
tion that, for every network flow satisfying pre(C∗), there is
a way of channelling the flow through M, consistent with
its internal constraints, so that post(C∗) is satisfied. And
(M : C∗) is strongly valid under the condition that, for ev-
ery network flow satisfying pre(C∗) and for every way of
channelling the flow through M, consistent with its internal
constraints, post(C∗) is satisfied.

5. ORDERING OF NETWORK TYPINGS
We define a precise way of deciding that a typing is“stronger”
(or “more informative”) or “weaker” (or “less informative”)
than another typing.

Definition 11. (Comparing Typings) LetM = (M, I, O, C)
be a untyped network sketch and let (M : C∗) a typing for
M. We use again the notions of “preconditions” and “post-
conditions”from Definition 9, but to make explicit that these
relate to M, we write pre(M : C∗) instead of pre(C∗) and
post(M : C∗) instead of post(C∗), resp.

Let (M : C∗
1 ) and (M : C∗

2 ) be two typings for the
same network sketch M. We say (M : C∗

1 ) implies – or is
more precise than – (M : C∗

2 ) and we write: (M : C∗
1 ) ⇒

(M : C∗
2 ) just in case the two following conditions hold:

1. pre(M : C∗
1 ) ⇐ pre(M : C∗

2 ), i.e., the precondition of
(M : C∗

1 ) is weaker than that of (M : C∗
2 ).

2. post(M : C∗
1 ) ⇒ post(M : C∗

2 ), i.e., the postcondition
of (M : C∗

1 ) is stronger than that of (M : C∗
2 ).

We say (M : C∗
1 ) and (M : C∗

2 ) are equivalent, and write:
(M : C∗

1 ) ⇔ (M : C∗
2 ) in case (M : C∗

1 ) ⇒ (M : C∗
2 ) and

(M : C∗
1 ) ⇐ (M : C∗

2 ). If (M : C∗
1 ) ⇔ (M : C∗

2 ), it does
not necessarily follow that C∗

1 = C∗
2 , because constraints

implying each other are not necessarily identical.

Normally we are interested in deriving “optimal” net-
work typings, which are the most informative about the
flows that the network can safely handle. We can also call
them “minimal” rather than “optimal” because we think of
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Hole
(X, In,Out) : Con∗ ∈ Γ

Γ ` (X, In,Out, { }) : Con∗

Module
(A, In,Out,Con) : Con∗ is a typed module

Γ ` (B, I, O, {C}) : C∗ ((B, I, O,C) : C∗) = ′((A, In,Out,Con) : Con∗)

Connect
Γ ` (M, I1, O1, C1) : C∗

1 Γ ` (N , I2, O2, C2) : C∗
2

Γ ` (conn(θ,M,N ), I, O, C) : C∗

θ⊆1-1 O1× I2, I = I1∪ (I2−ran(θ)), O = (O1−dom(θ))∪O2, C
∗ = (C∗

1 ∪ C∗
2 ) � (I ∪O),

(Ct) post(M : C∗
1 ) ⇒ {x = y|(x, y) ∈ θ} ∪ (pre(N : C∗

2 ) � ran(θ))

Loop
Γ ` (M, I1, O1, C1) : C∗

1

Γ ` (loop(θ,M), I, O, C) : C∗

θ ⊆1-1 O1× I1, I = I1−ran(θ), O = O1−dom(θ), C∗ = C∗
1 � (I ∪O),

(Lp) post(M : C∗
1 ) ⇒ {x = y | (x, y) ∈ θ}∪ (pre(M : C∗

1 ) � ran(θ))

Let
Γ ` (Mk, Ik, Ok, Ck) : C∗

k for 1 6 k 6 n Γ ∪ {(X, In,Out) : Con∗} ` (N , I, O, C) : C∗

Γ `
`

let X∈ {M1, . . . ,Mn} in N , I, O, C′
´

: C∗

for all 1 6 k 6 n and pairs of bijections (ϕ,ψ) : (Ik, Ok) → (In,Out):

(Lt) C∗
k ⇔

`
Con∗ ∪ {x = ϕ(x) |x ∈ Ik } ∪ {x = ψ(x) |x ∈ Ok }

´
Weaken

Γ ` (M, I, O, C) : C∗
1

Γ ` (M, I, O, C) : C∗ (Wn) pre(M : C∗
1 ) ⇐ pre(M : C∗) and post(M : C∗

1 ) ⇒ post(M : C∗)

Figure 2: Rules for Typed Network Sketches.

them as being “at the bottom” of a partial ordering on typ-
ings. This is analogous to the principal (or most general)
type of a function in a strongly-typed functional program-
ming language; the principal type is the bottom element
in the lattice of valid types for the function. This analogy
shouldn’t be pushed too far, however; a principal type is
usually unique, whereas optimal typings are usually multi-
ple.

Definition 12. (Optimal Typings) Let (M : C∗
1 ) be a typ-

ing for a network sketch M. We say (M : C∗
1 ) is an optimal

weakly-valid typing just in case:

• (M : C∗
1 ) is a weakly-valid typing.

• For every weakly-valid typing (M : C∗
2 ),

if (M : C∗
2 ) ⇒ (M : C∗

1 ) then (M : C∗
2 ) ⇔ (M : C∗

1 ).

Define optimal strongly-valid typing similarly, with“strongly”
substituted for “weakly” in the two preceding bullet points.

6. NETWORK SKETCHES: TYPED
We define typed specifications by the same inference rules we
already used to derive untyped specifications in Section 3,
but now augmented with type information.

Definition 13. (Typed Network Holes) This continues Def-
inition 6. The network hole (X, In,Out) is typed if it is sup-
plied with a finite set of linear constraints Con∗ – i.e., a type
– written over In∪Out. A fully specified typed network hole
is written as “(X, In,Out) : Con∗”.

For simplicity, we may refer to (X, In,Out) by its name
X and write (X : Con∗) instead of (X, In,Out) : Con∗

with the understanding that the omitted attributes can be
uniquely retrieved by reference to the name X of the hole.

We repeat the rules Module, Hole, Connect, Loop,
and Let, with the type information inserted. As they elabo-
rate the previous rules, we omit some of the side conditions;
we mention only the parts that are necessary for inserting
the typing. The rules are shown in Figure 2.

In each of the rules, we highlight the crucial side-condi-
tion by placing it in a framed box; this condition expresses
a relationship that must be satisfied by the “derived types”
(linear constraints) in the premises of the rule. For later
reference, we call this side-condition (Ct) in Connect, (Lp)
in Loop, and (Lt) in Let.

There are different versions of rule Let depending on
the side condition (Lt) – the weaker the side condition, the
more powerful the rule, i.e., the more network sketches for
which it can derive a typing. The simplest way of formu-
lating Let, as shown in Figure 2, makes the side condition
most restrictive.

However, if we introduce the rule Weaken, the last
shown in Figure 2, the side condition (Lt) is far less restric-
tive than it appears; it allows to adjust the derived types
and constraints of the networks in {M1, . . . ,Mn} in order
to satisfy (Lt), if possible by weakening them. (The rule
Weaken plays the same role as a subtyping rule in the type
system of an object-oriented programming language.)

7. EXAMPLE
This example is a follow-up to one of the use cases (vehic-
ular traffic) in our companion report [7], and falls within
the context of the vehicular traffic problem we discussed
at a high level in the introduction. We consider a module
A whose untyped specification is defined by a set Con of
internal constraints over input parameters {d1, d2, d3} and
output parameters {d4, d5, d6}. In this particular module A,
there are no purely internal parameters, i.e., all are either
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input or output parameters. Con consists of:

(a) 2 6 d1, d4, d5, d6 6 8 bounds on d1, d4, d5 and d6

(b) 0 6 d2, d3 6 6 bounds on d2 and d3

(c) d1 = d4 + d5 constraint at node A

(d) d2 + d3 + d4 6 10 constraint at node B

(e) d2 + d3 + d5 6 10 constraint at node C

(f) d2 + d3 = d6 constraint at node C

In this simple example, all the constraints in Con are linear.
Nevertheless, many of the issues and complications we need
to handle with non-linear internal constraints already arise
here. In the complete version of this report [6], we discuss
the following issues for this particular example, illustrating
what an implementation has to deal in full generality:

• Alternative methods of inferring weak and strong typ-
ings for A, and how to make these methods more effi-
cient computationally.

• Efficiently deciding whether a typing for A, weak or
strong, is optimal.

• Inferring typings for A relative to objective functions
such as: maximizing the sum of the three input flows
(at parameters d1, d2, d3), maximizing and equalizing
all three input flows, equalizing the flow at a particular
input (e.g., at d1) with that at a particular output (e.g.,
at d6), etc.

• How to handle and choose between several weakest pre-
conditions for the same post-condition for A, or be-
tween several strongest post-conditions for the same pre-
condition for A.8

• Some of the limitations when we switch from base mode
(or whole-system analysis of modules) to sketch mode
(or compositional analysis of network sketches, using
the rules of Sections 3 and 6).

Briefly here, we consider a simple network sketch N assem-
bled from module A and network hole X. Suppose X is as-
signed two input {i1, i2} and two output parameters {o1, o2}.
The untyped version of N is:

let X ∈
n
loop({(d6, d1)},A)

o
in conn

“
{(o1, ′d3), (o2, ′d2)}, X, ′A

”
Graphic representations ofA, (from [7]),“loop({(d6, d1)},A)”
and“conn({(o1, ′d3), (o2,

′d2)}, X, ′A)”– but notN – are shown
in Figure 3. ′A is an isomorphic copy of A with its own fresh
set of parameters {′d1,

′d2,
′d3,

′d4,
′d5,

′d6}.
Note that for N there are four possible ways of placing

“loop({(d6, d1)},A)” in the hole X, because there are two
possible isomorphisms between the input parameters and
two possible isomorphisms between the output parameters,
for a total of 4 possible isomorphism pairs

(ϕ,ψ) : ({d2, d3}, {d4, d5}) → ({i1, i2}, {o1, o2})

See the side condition of rule Let in Figures 1 and 2.

8Contrary to the situation with, say, Hoare logic for imper-
ative programs, we can have several mutually incomparable
weakest pre-conditions for the same post-condition, as well
as several mutually incomparable strongest post-conditions
for the same pre-condition, for a given module or network
sketch.

In the full version of this report [6], relative to the ob-
jective function d1 = d6, we infer the following strong typ-
ing/linear constraints Con∗ for A, where we write “x : [4, 6]”
instead of “4 6 x 6 6” to save space:

Con∗ = { d1 : [4, 6], d2 : [2, 3], d3 : [2, 3],

d4 : [2, 3], d5 : [2, 3], d6 : [4, 6],

d1 = d2 + d3, d1 = d6, d2 + d3 = d4 + d5 }

For this typing (A : Con∗), we have:

pre(A : Con∗) ⊇ {d1:[4, 6], d2:[2, 3], d3:[2, 3], d1 = d2 + d3}
post(A : Con∗) = closure(Con∗)− pre(A : Con∗)

pre(A : Con∗) includes other constraints besides those listed,
obtained by taking their closure.

Switching to sketch mode, starting from the preceding
typing (A : Con∗), we can check that side condition (Lp) of
rule Loop in Figure 2 is satisfied (verification omitted here).
This allows to derive the strong typing:

Con∗
1 =

{d2 : [2, 3], d3 : [2, 3], d4 : [2, 3], d5 : [2, 3], d2 + d3 = d4 + d5}

for the network sketch “loop({(d6, d1)},A)”. Assigning the
same typing Con∗

1 to hole X – after mapping i1, i2, o1, o2 to
d2, d3, d4, d5 resp. – allows us to derive the strong typing:

Con∗
2 = { ′d1 : [4, 6], i1 : [2, 3], i2 : [2, 3],

′d4 : [2, 3], ′d5 : [2, 3], ′d6 : [4, 6],
′d1 = i1 + i2,

′d1 = ′d6, i1 + i2 = ′d4 + ′d5 }

for the sketch “conn({(o1, ′d3), (o2,
′d2)}, X, ′A)”, which for-

mally requires invoking rules Hole (for X), Module (for
′A), and Connect (for connecting X and ′A), as well as
checking that the side condition (Ct) of the latter holds.

Finally, with the typing Con∗
1 for “loop({(d6, d1)},A)”

and the typing Con∗
2 for “conn({(o1, ′d3), (o2,

′d2)}, X, ′A)”,
any of the 4 possible ways of placing the former in the hole
of the latter does not break its strong validity. For this we
invoke rule Let and check its side condition (Lt).

8. SOUNDNESS
The inference rules for typed network sketches presented in
Figure 2 are sound with respect to both strong and weak
versions of validity. This claim is stated formally in Theo-
rem 3. The theorem is proven by an inductive argument for
which there exist two base cases, which we state below.

Axiom 1 (Module). If we have by the inference rule
Module that Γ ` (A, In,Out, C) : C∗

0 then it is the case that
V |= (A, In,Out, C) : C∗

0 .

Axiom 2 (Hole). If we have by the inference rule Hole
that Γ ` (X, In,Out, {}) : C∗

0 then it is the case that V |=
(X, In,Out, {}) : C∗

0 .

Modules and holes are the basis of our inductive proof.
While it is possible to construct a module A for which V 2
A : C∗

0 and holes for which V 2 X : C∗
0 , it is unreasonable

to expect any network with such modules or holes to have a
valid valuation. Thus, we assume that all modules and holes
trivially satisfy our theorem.

Theorem 3 (Soundness). If Γ ` N : C∗ can be de-
rived by the inference rules then for any V , V |= N : C∗.
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Figure 3: Graphic representation of module A, network sketch “loop({(d6, d1)},A)”, and network sketch

“conn({(o1, ′d3), (o2,
′d2)}, X, ′A)”. We omit “let X ∈

n
loop({(d6, d1)},A)

o
in conn

“
{(o1, ′d3), (o2,

′d2)}, X, ′A
”

”.

Proof. The theorem holds by induction over the struc-
ture of the derivation Γ ` N : C∗. Axioms 1 and 2 are
the two base cases. The four propositions covering the four
possible inductive cases can be found in the full version of
this paper [6].

In related work [22], a significant portion of the proof
has been formalized and verified using a lightweight formal
reasoning and automated verification system.9

9. RELATED WORK
Our formalism for reasoning about constrained-flow networks
was inspired by and based upon formalisms for reasoning
about programs developed over the decades within the pro-
gramming languages community. While our work focuses
in particular on networks and constraints on flows, there is
much relevant work in the community addressing the general
problem of reasoning about distributed programs. However,
most previously proposed systems for reasoning in general
about the behavior of distributed programs (Process algebra
[4], Petri nets [30], Π-calculus [28], finite-state models [25,
26, 27], and model checking [18, 19]) rely upon the reten-
tion of details about the internals of a system’s components

9There are other theoretical results certifying that our rules
in Figures 1 and 2 work as expected. These results will be
included in forthcoming reports. For example, for untyped
network sketches M, N and P, which are to be connected
according to the one-one maps:

θ1⊆1-1 Out(M)× In(N ) and

θ2⊆1-1 Out(conn(θ1,M,N ))× In(P)

we can compute the one-one maps:

θ′1⊆1-1 Out(N )× In(P) and

θ′2⊆1-1 Out(M)× In(conn(θ′1,N ,P))

such that

conn(θ2, conn(θ1,M,N ),P) = conn(θ′2,M, conn(θ′1,N ,P))

Moreover, the valid typings (weak or strong) are exactly the
same for both sides of the equation. Informally, the order in
which we connect M, N and P, does not matter – whether
M and N first and then appending P, or N and P first and
then prepending M.

in assessing their interactions with one another. While this
affords these systems great expressive power, that expres-
siveness necessarily carries with it a burden of complexity.
Such an approach is inherently not modular in its analysis.
In particular, the details maintained in a representation or
model of a component are not easily introduced or removed.
Thus, in order for a global analysis in which components are
interfaced or compared to be possible, the specifications of
components must be highly coordinated. Furthermore, these
specifications are often wedded to particular methodologies
and thus do not have the generality necessary to allow mul-
tiple kinds of analysis. This incompatibility between differ-
ent forms of analysis makes it difficult to model and reason
about how systems specified using different methodologies
interact. More generally, maintaining information about in-
ternal details makes it difficult to analyze parts of a system
independently and then, without reference to the internals of
those parts, assess whether they can be assembled together.

Discovering and enforcing bounds on execution of pro-
gram fragments is a well-established problem in computing
[36], and our notion of types (i.e., linear constraints) for
networks can be viewed as a generalization of type systems
expressing upper bounds on program execution times. Ex-
isting work on this problem includes the aiT tool (described
in [32], and elsewhere), which uses control-flow analysis and
abstract interpretation to provide static analysis capabilities
for determining worst and best case execution time bounds.
Other works, belonging to what have been called Depen-
dent Type Systems, provide capabilities for estimating an
upper bound on execution time and memory requirements
via a formal type system that has been annotated with size
bounds on data types. These include (but are not limited
to) Static Dependent Costs [31], Sized Type Systems [20],
and Sized Time Systems [24]. Many other Dependent Type
Systems directly target resource bounding for the real-time
embedded community (e.g., the current incarnation of the
Sized Time System [15], Mobile Resource Guarantees for
Smart Devices [3]).

More generally, there has been a large interest in apply-
ing custom type systems to domain specific languages (which
peaked in the late nineties, e.g., the USENIX Conference
on Domain-Specific Languages (DSL) in 1997 and 1999).
Later type systems have been used to bound other resources
such as expected heap space usage (e.g., [17], [3]). The sup-
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port for constructing, modelling, inferring, and visualizing
networks and properties of network constraints provided by
our work is similar to the capabilities provided by modelling
and checking tools such as Alloy [21]. Unlike Alloy’s system,
which models constraints on sets and relations, our formal-
ism focuses on constraints governing flows through directed
graphs.

Our work intersects the body of work on Interface The-
ories [2, 13, 33], yet differs both in relation to motivation
and the formalization of the concepts that follow from it.
Like our work, Interface Theories models composition of sys-
tems by relating the interfaces of components but, unlike
our work, provides a calculus of relations to describe such
interfacing. Our work has grown from interest in modeling
large compositions of constrained-flow networks, where not
all components are known or assembled at the same time,
using ideas inspired by type systems for strongly-typed pro-
gramming languages, in our work, safe interfacing of com-
ponents corresponds to a case of inferring or checking that
a subtyping relationship holds (not unlike the observation
made by [23]). We intend to carry out a careful comparison
between the two approaches in forthcoming work, assess-
ing limitations and advantages of both in the modeling and
design of large safety-critical systems.

One of the essential activities our formalism aims to
support is reasoning about and finding solution ranges for
sets of constraints that happen to describe properties of a
network. In its most general form, this is known as the con-
straint satisfaction problem [35] and is widely studied [34].
The types we have discussed in this work are linear con-
straints, so one variant of the constraint satisfaction problem
relevant to our work involves only linear constraints. Find-
ing solutions respecting collections of linear constraints is a
classic problem that has been considered in a large variety
of work over the decades. There exist many documented
algorithms [11, Ch. 29] and analyses of practical consider-
ations [14]. However, the typical approach is to consider a
homogenous list of constraints of a particular class. A distin-
guishing feature of our formalism is that it does not treat the
set of constraints as monolithic. Instead, a tradeoff is made
in favor of providing users a way to manage large constraint
sets through abstraction, encapsulation, and composition.
Complex constraint sets can be hidden behind simpler con-
straints – namely, types (i.e., linear constraints) that are
restricted to make the analysis tractable – in exchange for a
potentially more restrictive solution range. Conjunction of
large constraint sets is made more tractable by employing
compositional techniques.

The work in this paper extends and generalizes our ear-
lier work in Traffic (Typed Representation and Analysis of
Flows For Interoperability Checks [5]), and complements our
earlier work in Chain (Canonical Homomorphic Abstraction
of Infinite Network protocol compositions [9]). Chain and
Traffic are two distinct generic frameworks for analyzing
existing grids/networks, and/or configuring new ones, of lo-
cal entities to satisfy desirable global properties. Relative
to one particular global property, Chain’s approach is to
reduce a large space of sub-configurations of the complete
grid down to a relatively small and equivalent space that is
amenable to an exhaustive verification of the global property
using existing model-checkers. Traffic’s approach uses
type-theoretic notions to specify one or more desirable prop-
erties in the form of invariants, each invariant being an ap-
propriately formulated type, that are preserved when inter-
facing several smaller subconfigurations to produce a larger

subconfiguration. Chain’s approach is top-down, Traffic’s
approach is bottom-up.

While our formalism supports the specification and ver-
ification of desirable global properties and has a rigorous
foundation, it remains ultimately lightweight. By lightweight
we mean to contrast our work to the heavy-going formal
approaches – accessible to a narrow community of experts
– which are permeating much of current research on for-
mal methods and the foundations of programming languages
(such as the work on automated proof assistants [29, 16, 10,
12], or the work on polymorphic and higher-order type sys-
tems [1], or the work on calculi for distributing computing
[8]). In doing so, our goal is to ensure that the constructions
presented to users are the minimum that they might need to
accomplish their task, keeping the more complicated parts
of these formalisms “under the hood”.

10. CONCLUSION AND FUTURE WORK
We have introduced a compositional formalism for modelling
or assembling networks that supports reasoning about and
analyzing constraints on flows through these networks. We
have precisely defined a semantics for this formalism, and
have illustrated how it can be used in specific scenarios
(other examples can be found in a companion paper [7] de-
scribing NetSketch, a tool that implements this formalism).
Finally, we noted that this formalism is sound with respect
to its semantics in a rigorous sense (a complete formal proof
of this assertion can be found in the full version of this report
[6]).

In the tool that employs our formalism (NetSketch), the
constraint system implemented is intended to be a proof-
of-concept to enable work on typed networks (holes, types,
and bounds). We intend to expand the constraint set that is
supported within NetSketch to include more complex con-
straints. Likewise, future work involving the formalism it-
self could involve enriching the space of constraints. This
includes both relatively straightforward extensions, such as
the introduction of new relations or operators into the gram-
mar of constraints, as well as more sophisticated ones. For
instance, we have only briefly begun experimentation with
making time an explicit parameter in our current framework.
As a concrete example, consider the preservation of density
at a fork gadget, currently defined as d1 = d2 + d3. Time as
an explicit parameter, we could describe constraints indexed
with discrete time intervals (e.g., d1(t) = d2(t) + d3(t)) and
can easily imagine constraints that are dependent on prior
parameter values.

The equivalent of type inference within our formalism
also deserves more attention and effort. As we indicated,
there is no natural ordering of types. If no optimal constraint
function is assumed, any reasonable type inference process
could produce multiple, different valid types. Types can be
considered optimal based on the size of their value ranges
(e.g., a wider or more permissive input range, and narrower
or more specific output range, are preferable, in analogy
with types in a strongly-typed functional language or in an
object-oriented language), but even then, multiple “optimal”
typings may exist. It is necessary to establish principles and
algorithms by which a tool employing our formalism could
assign types. Such principles or algorithms might operate
by assigning weights for various valid typings.
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ABSTRACT
We address the problem of model checking stochastic sys-
tems, i.e. checking whether a stochastic system satisfies a
certain temporal property with a probability greater (or
smaller) than a fixed threshold. In particular, we present
a novel Statistical Model Checking (SMC) approach based
on Bayesian statistics. We show that our approach is feasible
for hybrid systems with stochastic transitions, a generaliza-
tion of Simulink/Stateflow models. Standard approaches to
stochastic (discrete) systems require numerical solutions for
large optimization problems and quickly become infeasible
with larger state spaces. Generalizations of these techniques
to hybrid systems with stochastic effects are even more chal-
lenging. The SMC approach was pioneered by Younes and
Simmons in the discrete and non-Bayesian case. It solves the
verification problem by combining randomized sampling of
system traces (which is very efficient for Simulink/Stateflow)
with hypothesis testing or estimation. We believe SMC is
essential for scaling up to large Stateflow/Simulink mod-
els. While the answer to the verification problem is not
guaranteed to be correct, we prove that Bayesian SMC can
make the probability of giving a wrong answer arbitrarily
small. The advantage is that answers can usually be ob-
tained much faster than with standard, exhaustive model
checking techniques. We apply our Bayesian SMC approach
to a representative example of stochastic discrete-time hy-
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brid system models in Stateflow/Simulink: a fuel control sys-
tem featuring hybrid behavior and fault tolerance. We show
that our technique enables faster verification than state-of-
the-art statistical techniques, while retaining the same error
bounds. We emphasize that Bayesian SMC is by no means
restricted to Stateflow/Simulink models: we have in fact
successfully applied it to very large stochastic models from
Systems Biology.

Categories and Subject Descriptors
C.3 [Special-purpose and application-base systems]:
Real-time and embedded systems; D.2.4 [Software Engi-
neering]: Software/Program Verification—statistical meth-
ods, formal methods

General Terms
Verification

Keywords
Probabilistic model checking, hybrid systems, stochastic sys-
tems, Bayesian statistics, statistical model checking

1. INTRODUCTION
Stochastic effects arise naturally in hybrid control sys-

tems, for example, because of uncertainties present in the
system environment (e.g., the reliability of sensor readings
and actuator effects in control systems, the impact of tim-
ing inaccuracies, the reliability of communication links in
a wireless sensor network, or the rate of message arrivals
on an aircraft’s communication bus). Uncertainty can be
modeled via a probability distribution, thereby resulting in
a stochastic system, i.e., a system which exhibits probabilis-
tic behavior. This raises the question of how to verify that
a stochastic system satisfies a certain property. For exam-
ple, we want to know whether the probability of an engine
controller failing to provide optimal fuel/air ratio is smaller
than 0.001; or whether the ignition succeeds within 1ms with
probability at least 0.99. In fact, several temporal logics
have been developed in order to express these and other
types of probabilistic properties [3, 10, 1]. The Probabilis-
tic Model Checking (PMC) problem is to decide whether
a stochastic model satisfies a temporal logic property with
a probability greater than or equal to a certain threshold.
More formally, supposeM is a stochastic model over a set of
states S, s0 is the starting state, φ is a formula in temporal
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logic, and θ ∈ (0, 1) is a probability threshold. The PMC
problem is: to decide algorithmically whetherM |= P≥θ(φ),
i.e., to decide whether the model M starting from s0 satis-
fies the property φ with probability at least θ. In this paper,
property φ is expressed in Bounded Linear Temporal Logic
(BLTL), a variant of LTL [19] in which the temporal oper-
ators are equipped with time bounds. Alternatively, BLTL
can be viewed as a sublogic of Koymans’ Metric Temporal
Logic [15]. As system modelsM, we use a stochastic version
of hybrid systems modeled in Stateflow/Simulink.

Existing algorithms for solving the PMC problem fall into
one of two categories. The first category comprises numeri-
cal methods that can compute the probability that the prop-
erty holds with high precision (e.g. [2, 3, 5, 6, 12]). Nu-
merical methods are generally only suitable for finite-state
systems of about 107 − 108 states [16]. In real control sys-
tems, the number of states easily exceeds this limit or is
infinite, which motivates the need for algorithms for solving
the PMC problem in a probabilistic fashion, such as Statis-
tical Model Checking (SMC). These techniques heavily rely
on simulation which, especially for large, complex systems,
is generally easier and faster than a full symbolic study of
the system. This can be an important factor for industrial
systems designed using efficient simulation tools like State-
flow/Simulink. Since all we need for SMC are simulations
of the system, we neither have to translate system models
into separate verification tool languages, nor have to build
symbolic models of the system (e.g., Markov chains) appro-
priate for numerical methods. This simplifies and speeds up
the overall verification process. The most important ques-
tion, however, is what information can be concluded from
the observed simulations about the overall probability that
φ holds for M. The key for this are statistical techniques
based on fair (iid = independent and identically distributed)
sampling of system behavior.

Statistical Model Checking treats the PMC problem as
a statistical inference problem, and solves it by random-
ized sampling of the traces (or simulations) from the model.
We model check each sample trace separately to determine
whether the BLTL property φ holds, and the number of
satisfying traces is used to decide whether M |= P≥θ(φ).
This decision is made by means of either estimation or hy-
pothesis testing. In the first case one seeks to estimate
probabilistically (i.e., compute with high probability a value
close to) the probability that the property holds and then
compare that estimate to θ [11, 21] (in statistics such es-
timates are known as confidence intervals). In the second
case, the PMC problem is directly treated as a hypothesis
testing problem (e.g., [25, 26]), i.e., deciding between the hy-
pothesis H0 : M |= P≥θ(φ) that the property holds versus
the hypothesis H1 :M |= P<θ(φ) that it does not.

Hypothesis-testing based methods are more efficient than
those based on estimation when θ (which is specified by the
user) is significantly different from the true probability that
the property holds (which is determined byM and s0) [24].
In this paper we show that estimation can be much faster
for probabilities close to 1. Also note that Statistical Model
Checking cannot guarantee a correct answer to the PMC
problem. The most crucial question needed to obtain mean-
ingful results is whether the probability that the algorithm
gives a wrong answer can be bounded. We prove that this
error probability can indeed be bounded arbitrarily by the
user.

Our SMC approach encompasses both hypothesis testing
and estimation, and it is based on Bayes’ theorem and se-
quential sampling. Bayes’ theorem enables us to incorporate
prior information about the model being verified. Sequen-
tial sampling means that the number of sampled traces is not
fixed a priori, but our algorithms instead determine the sam-
ple size at “run-time”, depending on the evidence gathered
by the samples seen so far. Because conclusive information
from the samples can be used to stop our SMC algorithms
as early as possible, this often leads to significantly smaller
number of sampled traces (simulations). While our sequen-
tial sampling has many practical advantages compared to
fixed-size sampling, its theoretical analysis is significantly
more challenging.

We apply our approach to a representative example of
discrete-time stochastic hybrid systems modeled in State-
flow/Simulink: a fault-tolerant fuel control system. We show
that our approach enables faster verification than state-of-
the-art techniques based on statistical methods.

The contributions of this paper are as follows:

• We show how Statistical Model Checking can be used for
Stateflow/Simulink-style hybrid systems with probabilis-
tic transitions.

• We give the first application of Bayesian sequential inter-
val estimation to Statistical Model Checking.

• We prove analytic error bounds for our Bayesian sequen-
tial hypothesis testing and estimation algorithms.

• In a series of experiments with different parametriza-
tion of a relevant Simulink/Stateflow model, we empir-
ically show that our sequential estimation method per-
forms better than other estimation-based Statistical Model
Checking approaches. In some cases our algorithm is
faster by several orders of magnitudes.

While the theoretical analysis of Statistical Model Checking
is very challenging, a beneficial property of our algorithms
is that they are easy to implement.

2. BACKGROUND
Our algorithm can be applied to any stochastic modelM

for which it is possible to define a probability space over its
traces. Several stochastic models like discrete/continuous
Markov chains satisfy this property [26]. Here we use discrete-
time hybrid systems a la Stateflow/Simulink with probabilis-
tic transitions.

Discrete Time Hybrid Systems.
As a system model, we consider discrete time hybrid sys-

tems with additional probabilistic transitions (our case study
uses Stateflow/Simulink). Such a model M gives rise to a
transition system that allows for discrete transitions (e.g.,
from one Stateflow node to another), continuous transitions
(when following differential equations underlying Simulink
models), and probabilistic transitions (following a known
probability distribution). For Stateflow/Simulink, a state
assigns real values to all the state variables and identifies
the current location for Stateflow machines.

Formally, we start with a definition of a deterministic au-
tomaton. Then we augment it with probabilistic transitions.

Definition 1. A discrete-time hybrid automaton (DTHA)
consists of:

• a continuous state space Rn;
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• a directed graph with vertices Q (locations) and edges E
(control switches);

• one initial state (q0, x0) ∈ Q× Rn;

• flows ϕq(t;x) ∈ Rn, representing the (continuous) state
reached after staying in location q for time t ≥ 0, starting
from x ∈ Rn;

• jump functions jumpe : Rn → Rn for edges e ∈ E. We
assume jumpe to be measurable (preimages of measurable
sets under jumpe are measurable).

Definition 2. The transition function for a deterministic
DTHA is defined over Q× Rn as

(q, x)→∆(q,x) (q̃, x̃)

where

• For t ∈ R≥0, we have (q, x)→t (q, x̃) iff x̃ = ϕq(t;x);

• For e ∈ E, we have (q, x) →e (q̃, x̃) iff x̃ = jumpe(x) and
e is an edge from q to q̃;

• ∆ : Q× Rn → R≥0 ∪ E is the simulation function.

The simulation function ∆ makes system runs deterministic
by selecting which discrete or continuous transition to exe-
cute from the respective state (q, x). For Stateflow/Simulink,
∆ satisfies several properties, including that the first edge
e (in clockwise orientation in the graphical notation) that
is enabled (i.e., where a jump is possible) will be chosen.
Furthermore, if an edge is enabled, a discrete transition will
be taken rather than a continuous transition.

Each execution of a DTHA is obtained by following the
transition relation repeatedly from state to state. A se-
quence σ = (s0, t0), (s1, t1), . . . of si ∈ Q × Rn and ti ∈
R≥0 is called trace iff, s0 = (q0, x0) and for each i ∈ N,
si →∆(si) si+1 and:

1. ti = ∆(si) if ∆(si) ∈ R≥0 (continuous transition), or

2. ti = 0 if ∆(si) ∈ E (discrete transition).

Thus the system follows transitions from si to si+1. If this
transition is a continuous transition, then ti is its duration
∆(si), otherwise ti = 0 for discrete transitions. In particu-
lar, the global time at state si = (qi, xi) is

P
0≤l<i tl. We

require that the sum
P∞
i ti must diverge, that is, the sys-

tem cannot make infinitely many state switches in finite time
(non-zeno). We denote

P
0≤l<i tl by τ(xi), because we can

assume there is one state variable tracking global time.
For later use, we define the preimage of transition→α (for

α ∈ R≥0 ∪ E) at point (q̃, x̃) ∈ Q× Rn:

Pre(α, q̃, x̃) = {(q, x) ∈ Q× Rn | (q, x)→α (q̃, x̃)} .

Informally, Pre(α, q̃, x̃) is the set of states that can result in
state (q̃, x̃) through the (discrete or continuous) transition
α. The preimage is instrumental in the definition of the
one-step evolution of a probabilistic DTHA.

Discrete Time Hybrid Systems with Probabilistic
Transitions.

A probabilistic DTHA is obtained from a DTHA by means
of a probabilistic simulation function instead of (determin-
istic) simulation function ∆. Unlike ∆, it selects discrete
and continuous transitions according to a probability den-
sity. We denote by D(X) the set of probability density func-
tions defined over set X.

Definition 3. The probabilistic simulation function Π for
a DTHA is the (measurable) map

Π : Q× Rn → D(R≥0 ∪ E) .

For a given pair (q, x) ∈ Q×Rn, function Π enforces stochas-
tic evolution by choosing the next transition - either a con-
tinuous or a discrete transition - according to a probability
distribution (which in general depends on the current point
(q, x)). In contrast, function ∆ deterministically chooses the
next transition by imposing ∆(q, x) as either a continuous
or a discrete transition.

We now define the transition function for a probabilistic
DTHA. In the probablistic case, a state is no longer a point
in Q × Rn but a probability density over Q × Rn. Con-
sequently, the probabilistic transition function maps state
p ∈ D(Q × Rn) to state p̃ ∈ D(Q × Rn). For defining
p̃ we follow a “sum over all transitions” approach. To de-
fine p̃ at any point (q̃, x̃) ∈ Q × Rn we consider the points
from which the system could evolve to (q̃, x̃). That is, we
take into account all the DTHA transitions starting from
any point (q, x) ∈ Q × Rn that can lead to (q̃, x̃) by the
effect of →α, for some α ∈ R≥0 ∪ E, which is equivalent to
(q, x) ∈ Pre(α, q̃, x̃). Specifically, we need to integrate the
transition probabilities captured by the probabilistic simula-
tion function Π (for the points (q, x)) and the probabilities of
the previous states via density p (for the points (q, x)). The
intuition is that the probability density of (q̃, x̃) depends on
the probabilities of all possible previous states and the prob-
ability that the probabilistic simulation function chooses the
appropriate α ∈ R≥0∪E. The probability density of a point
is obtained by integrating over all options of reaching it.

Definition 4. Let Π be a probabilistic simulation function.
The transition function for a probabilistic DTHA maps a
(probabilistic) state p ∈ D(Q × Rn) to the (probabilistic)
successor state p̃ ∈ D(Q × Rn), which is defined at each
point (q̃, x̃) ∈ Q× Rn as:

p̃(q̃, x̃) :=

Z
R≥0∪E

Z
Pre(α,q̃,x̃)

p(q, x)Π(q, x)(α) d(q, x) dα

Measurability of Pre(α, q̃, x̃) follows from our assumption
of measurable jump and flow functions, which define the
preimage. Well-definedness and finiteness of the integral in
Def. 4 follows directly from the measurability of Π and the
jump functions, plus the fact that integration over time can
be restricted to a bounded interval from the initial time 0
to the current time τ(x̃). The value p̃(q̃, x̃) is computed by
integrating over all the possible transitions that can lead to
(q̃, x̃) by a transition →α, for some α ∈ R≥0 ∪ E. This
corresponds to integrating over all actions α and all states
(q, x) that can lead to (q̃, x̃) with an α transition. Each
path is “weighted” by the simulation density Π and by the
respective density of its starting state (q, x), given by the
previous state density p.

245



Note that initial distributions on the initial state can be
obtained easily by prefixing the system with a probabilistic
transition from the single initial state x0. Sample traces of a
probabilistic DTHA can be obtained by sampling from the
traces generated by the probabilistic simulation function Π.

Specifying Properties in Temporal Logic.
Our algorithm verifies properties ofM expressed as Proba-

bilistic Bounded Linear Temporal Logic (PBLTL) formulas.
We first define the syntax and semantics of Bounded Lin-
ear Temporal Logic (BLTL), which we can check on a single
trace, and then extend that logic to PBLTL. Finkbeiner and
Sipma [8] have defined a variant of LTL on finite traces of
discrete-event systems (where time is thus not considered).

For a stochastic modelM, let the set of state variables SV
be a finite set of real-valued variables. A Boolean predicate
over SV is a constraint of the form y∼v, where y ∈ SV ,
∼ ∈ {≥,≤,=}, and v ∈ R. A BLTL property is built on
a finite set of Boolean predicates over SV using Boolean
connectives and temporal operators. The syntax of the logic
is given by the following grammar:

φ ::= y∼v | (φ1 ∨ φ2) | (φ1 ∧ φ2) | ¬φ1 | (φ1U
tφ2),

where ∼ ∈ {≥,≤,=}, y ∈ SV , v ∈ Q, and t ∈ Q≥0. As
usual, we can define additional temporal operators such as
Ftψ = TrueUt ψ, or Gtψ = ¬Ft¬ψ by bounded untils Ut.

We define the semantics of BLTL with respect to execu-
tions of M. The fact that an execution σ satisfies property
φ is denoted by σ |= φ. We denote the trace suffix starting
at step i by σi (in particular, σ0 denotes the original execu-
tion σ). We denote the value of the state variable y in σ at
step i by V (σ, i, y).

Definition 5. The semantics of BLTL for a trace σk start-
ing at the kth state (k ∈ N) is defined as follows:

• σk |= y ∼ v if and only if V (σ, k, y) ∼ v;

• σk |= φ1 ∨ φ2 if and only if σk |= φ1 or σk |= φ2;

• σk |= φ1 ∧ φ2 if and only if σk |= φ1 and σk |= φ2;

• σk |= ¬φ1 if and only if σk |= φ1 does not hold (written
σk 6|= φ1);

• σk |= φ1U
tφ2 if and only if there exists i ∈ N such that

(a)
P

0≤l<i tk+l ≤ t, (b) σk+i |= φ2 and (c) for each

0 ≤ j < i, σk+j |= φ1.

Statistical Model Checking decides probabilistic Model Check-
ing by repeatedly checking whether σ |= φ holds on sample
simulations σ of the system. In practice, sample simulations
only have a finite duration. The question is how long these
simulations have to be for the formula φ to have a well-
defined semantics such that σ |= φ can be checked. If σ is
too short, say of duration 2, the semantics of φ1U

5.3φ2 may
be unclear. But at what duration of the simulation can we
stop because we know that the truth-value for σ |= φ will
never change by continuing the simulation? Is the number
of required simulation steps expected to be finite at all?

For a class of finite length continuous-time boolean sig-
nals, well-definedness of checking bounded MITL properties
has been conjectured in [18]. Here we generalize to infi-
nite, hybrid traces with real-valued signals. We prove well-
definedness and the fact that a finite prefix of the discrete
time hybrid signal is sufficient for BLTL model checking,
which is crucial for termination. It especially turns out that
divergence of time ensures termination of SMC.

Lemma 1 (Bounded sampling). The problem “σ |= φ”
is well-defined and can be checked for BLTL formulas φ and
traces σ based on only a finite prefix of σ of bounded dura-
tion.

For proving Lemma 1 we need to derive bounds on when to
stop simulation. Those bounds can be read off easily from
the BLTL formula:

Definition 6. We define the sampling bound #(φ) ∈ Q≥0

of a BLTL formula φ inductively as the maximum nested
sum of time bounds:

#(y ∼ v) := 0
#(¬φ1) := #(φ1)

#(φ1 ∨ φ2) := max(#(φ1),#(φ2))
#(φ1 ∧ φ2) := max(#(φ1),#(φ2))
#(φ1U

tφ2) := t+ max(#(φ1),#(φ2))

Unlike infinite traces, actual system simulations need to be
finite in length. The next lemma shows that the semantics
of BLTL formulas φ is well-defined on finite prefixes of traces
with a duration that is bounded by #(φ).

Lemma 2 (BLTL on bounded simulation traces).
Let φ be a BLTL formula, k ∈ N. Then for any two infinite
traces σ = (s0, t0), (s1, t1), . . . and σ̃ = (s̃0, t̃0), (s̃1, t̃1), . . .
with

sk+I = s̃k+I and tk+I = t̃k+I ∀I ∈ N with
X

0≤l<I

tk+l ≤ #(φ)

(1)
we have that

σk |= φ iff σ̃k |= φ .

(See [28] for a proof.)

Now we prove that Lemma 1 holds using prefixes of traces
according to the sampling bound #(φ), which guarantees
that finite simulations are sufficient for deciding φ.

Proof of Lemma 1. According to Lemma 2, the deci-
sion “σ |= φ” is uniquely determined (and well-defined) by
considering only a prefix of σ of duration #(φ) ∈ Q≥0. By
divergence of time, σ reaches or exceeds this duration #(φ)
in some finite number of steps n. Let σ′ denote a finite pre-
fix of σ of length n such that

P
0≤l<n tl ≥ #(φ). Again by

Lemma 2, the semantics of σ′ |= φ is well-defined because
any extension σ′′ of σ′ satisfies σ′′ |= φ if and only if σ′ |= φ.
Consequently the semantics of σ′ |= φ coincides with the
semantics of σ |= φ. On the finite trace σ′, it is easy to see
that BLTL is decidable by evaluating the atomic formulas
x ∼ v at each state si of the system simulation.

We now define Probabilistic Bounded Linear Temporal
Logic.

Definition 7. A Probabilistic Bounded LTL (PBLTL) for-
mula is a formula of the form P≥θ(φ), where φ is a BLTL
formula and θ ∈ (0, 1) is a probability.

We say that M satisfies PBLTL property P≥θ(φ), denoted
by M |= P≥θ(φ), if and only if the probability that an
execution trace of M satisfies BLTL property φ is greater
than or equal to θ. This problem is well-defined, because,
by Lemma 1, each σ |= φ is decidable on a finite prefix
of σ, finite iterations of the probabilistic transition func-
tion (Def. 4) gives a well-defined probability measure, and,
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thus, a corresponding probability measure can be associated
to the set of all (non-zeno) executions of M that satisfy a
BLTL formula [26]. Note that counterexamples to the BLTL
property φ are not counterexamples to the PBLTL property
P≥θ(φ), because the truth of P≥θ(φ) depends on the likeli-
hood of all counterexamples to φ. This makes PMC more
difficult than standard Model Checking, because one coun-
terexample to φ is not enough to decide P≥θ(φ).

3. BAYESIAN INTERVAL ESTIMATION
We present our new Bayesian statistical estimation algo-

rithm. In this approach we are interested in estimating p,
the (unknown) probability that a random execution trace of
M satisfies a fixed BLTL property. The estimate will be in
the form of a confidence interval, i.e., an interval which will
contain p with arbitrarily high probability.

Recall that the PMC problem is to decide whether M |=
P≥θ(φ), where θ ∈ (0, 1) and φ is a BLTL formula. Let p be
the (unknown but fixed) probability of the model satisfying
φ: thus, the PMC problem can now be stated as deciding
between two hypotheses:

H0 : p > θ H1 : p < θ. (2)

For any trace σi of the system M, we can deterministically
decide whether σi satisfies BLTL formula φ. Therefore, we
can define a Bernoulli random variable Xi denoting the out-
come of σi |= φ. The probability mass function associated
with Xi is thus:

f(xi|u) = uxi(1− u)1−xi (3)

where xi = 1 iff σi |= φ, otherwise xi = 0. Note that the Xi
are (conditionally) independent and identically distributed
(iid), as each trace is given by an independent execution of
the model. Since p is unknown, we may assume that it is
given by a random variable, whose density g(·) is called the
prior density. The prior is usually based on our previous
experiences and beliefs about the system. A lack of infor-
mation about the probability of the system satisfying the
formula is usually summarized by a non-informative or ob-
jective prior (see [20, Section 3.5] for an in-depth treatment).

Since p lies in [0, 1], we need prior densities defined over
this interval. In this paper we focus on Beta priors which
are defined by the following probability density (for real pa-
rameters α, β > 0 that give various shapes):

∀u ∈ [0, 1] g(u, α, β) b= 1

B(α, β)
uα−1(1− u)β−1 (4)

where the Beta function B(α, β) is defined as:

B(α, β) b= Z 1

0

tα−1(1− t)β−1dt . (5)

By varying the parameters α and β, one can approximate
other smooth unimodal densities on (0, 1) by a Beta density
(e.g., the uniform density over (0, 1) is a Beta with α = β =
1). For all u ∈ [0, 1] the Beta distribution function F(α,β)(u)
is defined:

F(α,β)(u) b= Z u

0

g(t, α, β) dt =
1

B(α, β)

Z u

0

tα−1(1−t)β−1 dt

(6)
which is the distribution function for a Beta random variable
of parameters α, β (i.e., the probability that it takes values
less than or equal to u).

In addition to their flexible shapes for various choices of
α, β, the advantage of using Beta densities is that the Beta
distribution is the conjugate prior to the Bernoulli distri-
bution1. This relationship enables us to avoid numerical
integration in the implementation of both the Bayesian es-
timation and hypothesis testing algorithms, as we next ex-
plain.

3.1 Bayesian Intervals
Bayes’ theorem states that if we sample from a density

f(·|u), where u (the unknown probability) is given by a ran-
dom variable U over (0, 1) whose density is g(·), then the
posterior density of U given the data x1, . . . , xn is:

f(u|x1, . . . , xn) =
f(x1, . . . , xn|u)g(u)R 1

0
f(x1, . . . , xn|v)g(v) dv

(7)

and in our case f(x1, . . . , xn|u) factorizes as
Qn
i=1 f(xi|u),

where f(xi|u) is the Bernoulli mass function (3) associated
with the i-th sample (remember that we assume condition-
ally independent, identically distributed - iid - samples).
Since the posterior is an actual distribution (note the nor-
malization constant), we can estimate p by the mean of the
posterior. In fact, the posterior mean is a posterior Bayes
estimator of p, i.e., it minimizes the risk over the whole pa-
rameter space of p (under a quadratic loss function, see [7,
Chapter 8]).

For a coverage goal c ∈ ( 1
2
, 1), any interval (t0, t1) such

that Z t1

t0

f(u|x1, . . . , xn) du = c (8)

is called a 100c percent Bayesian interval estimate of p. Nat-
urally, one would choose t0 and t1 that minimize t1− t0 and
satisfy (8), thus determining an optimal interval. (Note that
t0 and t1 are in fact functions of the sample x1, . . . , xn.) Op-
timal interval estimates can be found, for example, for the
mean of a normal distribution with normal prior, where the
resulting posterior is normal. In general, however, it is diffi-
cult to find optimal interval estimates. For unimodal poste-
rior densities like Beta densities, we can use the posterior’s
mean as the “center” of an interval estimate.

Here, we do not pursue the computation of an optimal
interval, which may be numerically infeasible. Instead, we
fix a desired half-interval width δ and then sample until the
probability mass of an interval estimate of width 2δ con-
taining the posterior mean exceeds c. When sampling from
a Bernoulli distribution and with a Beta prior of parameters
α, β, it is known that the mean p̂ of the posterior is:

p̂ =
x+ α

n+ α+ β
(9)

where x =
Pn
i=1 xi is the number of successes in the sampled

data x1, . . . , xn. The integral in (8) can be computed easily
in terms of the Beta distribution function.

Proposition 1. Let (t0, t1) be an interval in [0, 1]. The
posterior probability of Bernoulli iid samples (x1, . . . , xn)

1A distribution P (θ) is said to be a conjugate prior for a
likelihood function, P (d|θ), if the posterior, P (θ|d) is in the
same family of distributions.
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and Beta prior of parameters α, β can be calculated as:Z t1

t0

f(u|x1, . . . , xn) du = F(x+α,n−x+β)(t1)−F(x+α,n−x+β)(t0)

(10)
where x =

Pn
i=1 xi is the number of successes in (x1, . . . , xn)

and F (·) is the Beta distribution function.

Proof. Direct from definition of Beta distribution func-
tion (6) and the fact that the posterior density is a Beta of
parameters x+ α and n− x+ β.

The Beta distribution function can be computed with high
accuracy by standard mathematical libraries (e.g. the GNU
Scientific Library) or software (e.g. Matlab). Hence, the
Beta distribution is the appropriate choice for summarizing
the prior distribution in Statistical Model Checking.

3.2 Bayesian Estimation Algorithm
We want to compute an interval estimate of p = Prob(M |=

φ), where φ is a BLTL formula and M a stochastic hybrid
system model - remember from our discussion in Section 2
that p is well-defined. Fix the half-size δ ∈ (0, 1

2
) of the de-

sired interval estimate for p, the coefficient c ∈ ( 1
2
, 1) to be

used in (8), and the coefficients α, β of the Beta prior.
Our algorithm iteratively draws iid sample traces σ1, σ2, . . .,

and checks whether they satisfy φ. At stage n, the algorithm
computes p̂, the Bayes estimator for p (i.e., the posterior
mean) according to (9). Next, using t0 = p̂ − δ, t1 = p̂ + δ
it computes

γ =

Z t1

t0

f(u|x1, . . . , xn) du .

If γ > c it stops and returns t0, t1 and p̂; otherwise it samples
another trace and repeats. One should pay attention at the
extreme points of the (0, 1) interval, but those are easily
taken care of, as shown in Algorithm 1.

Algorithm 1 Statistical Model Checking by Bayesian In-
terval Estimates

Require: BLTL Property φ, half-interval size δ ∈ (0, 1
2
),

interval coefficient c ∈ ( 1
2
, 1), Prior Beta distribution with

parameters α, β

n := 0 {number of traces drawn so far}
x := 0 {number of traces satisfying φ so far}
repeat
σ := draw a sample trace of the system (iid)
n := n+ 1
if σ |= φ then
x := x+ 1

end if
p̂ := (x+α)/(n+α+β) {compute posterior mean}
(t0, t1) := (p̂−δ, p̂+δ) {compute interval estimate}
if t1 > 1 then

(t0, t1) := (1− 2 · δ, 1)
else if t0 < 0 then

(t0, t1) := (0, 2 · δ)
end if
{compute posterior probability of p ∈ (t0, t1), by (10)}
γ := PosteriorProb(t0, t1)

until (γ > c)
return (t0, t1), p̂

4. BAYESIAN HYPOTHESIS TESTING
In this section we briefly present our sequential Bayesian

hypothesis test, which was introduced in [14]. LetX1, . . . , Xn
be a sequence of Bernoulli random variables defined as for
the PMC problem in Sect. 3, and let d = (x1, . . . , xn) de-
note a sample of those variables. Let H0 and H1 be mu-
tually exclusive hypotheses over the random variable’s pa-
rameter space according to (2). Suppose the prior proba-
bilities P (H0) and P (H1) are strictly positive and satisfy
P (H0) + P (H1) = 1. Bayes’ theorem states that the poste-
rior probabilities are:

P (Hi|d) =
P (d|Hi)P (Hi)

P (d)
(i = 0, 1) (11)

for every d with P (d) = P (d|H0)P (H0) + P (d|H1)P (H1) >
0. In our case P (d) is always non-zero (there are no impos-
sible finite sequences of outcomes).

4.1 Bayes Factor
By Bayes’ theorem, the posterior odds for hypothesis H0

is

P (H0|d)

P (H1|d)
=
P (d|H0)

P (d|H1)
· P (H0)

P (H1)
. (12)

Definition 8. The Bayes factor B of sample d and hy-
potheses H0 and H1 is

B =
P (d|H0)

P (d|H1)
.

For fixed priors in a given example, the Bayes factor is di-
rectly proportional to the posterior odds by (12). Thus, it
may be used as a measure of relative confidence in H0 vs.
H1, as proposed by Jeffreys [13]. To test H0 vs. H1, we
compute the Bayes factor B of the available data d and then
compare it against a fixed threshold T > 1: we shall accept
H0 iff B > T . Jeffreys interprets the value of the Bayes fac-
tor as a measure of the evidence in favor of H0 (dually, 1

B is
the evidence in favor of H1). Classically, a fixed number of
samples was suggested for deciding H0 vs. H1. We develop
an algorithm that chooses the number of samples adaptively.

We now show how to compute the Bayes factor. Accord-
ing to Definition 8, we have to calculate the ratio of the
probabilities of the observed sample d = (x1, . . . , xn) given
H0 and H1. By (12), this ratio is proportional to the ra-
tio of the posterior probabilities, which can be computed
from Bayes’ theorem (7) by integrating the joint density
f(x1|·) · · · f(xn|·) with respect to the prior g(·):

P (H0|x1, . . . , xn)

P (H1|x1, . . . , xn)
=

R 1

θ
f(x1|u) · · · f(xn|u) · g(u) duR θ

0
f(x1|u) · · · f(xn|u) · g(u) du

.

Thus, the Bayes factor is:

B =
π1

π0
·
R 1

θ
f(x1|u) · · · f(xn|u) · g(u) duR θ

0
f(x1|u) · · · f(xn|u) · g(u) du

(13)

where π0 = P (H0) =
R 1

θ
g(u) du, and π1 = P (H1) = 1− π0.

We observe that the Bayes factor depends on the data d
and on the prior g, so it may be considered a measure of
confidence in H0 vs. H1 provided by the data x1, . . . , xn,
and “weighted” by the prior g. When using Beta priors, the
calculation of the Bayes factor can be much simplified.
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Proposition 2. The Bayes factor of H0 : p > θ vs. H1 :
p < θ with Bernoulli samples (x1, . . . , xn) and Beta prior of
parameters α, β is:

Bn =
π1

π0
·
„

1

F(x+α,n−x+β)(θ)
− 1

«
.

where x =
Pn
i=1 xi is the number of successes in (x1, . . . , xn)

and F(s,t)(·) is the Beta distribution function of parameters
s, t.

4.2 Bayesian Hypothesis Testing Algorithm
Our algorithm generalizes Jeffreys’ test to a sequential

version. Remember we want to establish whether M |=
P>θ(φ), where θ ∈ (0, 1) and φ is a BLTL formula. The
algorithm iteratively draws independent and identically dis-
tributed sample traces σ1, σ2, ..., and checks whether they
satisfy φ. Again, we can model this procedure as indepen-
dent sampling from a Bernoulli distribution X of unknown
parameter p - the actual probability of the model satisfying
φ. At stage n the algorithm has drawn samples x1, . . . , xn
iid like X. It then computes the Bayes factor B according
to Proposition 2, to check if it has obtained conclusive evi-
dence. The algorithm accepts H0 iff B > T , and accepts H1

iff B < 1
T

. Otherwise ( 1
T

6 B 6 T ) it continues drawing iid
samples. This algorithm is shown in Algorithm 2.

Algorithm 2 Statistical Model Checking by Bayesian Hy-
pothesis Testing

Require: PBLTL Property P>θ(φ), Threshold T > 1, Prior
density g for unknown parameter p

n := 0 {number of traces drawn so far}
x := 0 {number of traces satisfying φ so far}
loop
σ := draw a sample trace of the system (iid)
n := n+ 1
if σ |= φ then
x := x+ 1

end if
B := BayesFactor(n, x) {compute as in Proposition 2}
if (B > T ) then

return H0 accepted
else if (B < 1

T
) then

return H1 accepted
end if

end loop

5. ANALYSIS
Statistical Model Checking algorithms are easy to im-

plement and—because they are based on selective system
simulation—enjoy promising scalability properties. Yet, for
the same reason, their output would be useless outside the
sampled traces, unless the probability of making an error
during the PMC decision can be bounded.

As our main contribution, we prove error bounds for Sta-
tistical Model Checking by Bayesian sequential hypothesis
testing and by Bayesian interval estimation. In particular,
we show that the (Bayesian) Type I-II error probabilities for
the algorithms in Sect. 3–4 can be bounded arbitrarily. We
recall that a Type I (II) error occurs when we reject (accept)
the null hypothesis although it is true (false).

Theorem 1 (Error bound for hypothesis testing).
For any discrete random variable and prior, the probability
of a Type I-II error for the Bayesian hypothesis testing algo-
rithm 2 is bounded above by 1

T
, where T is the Bayes Factor

threshold given as input.

Proof. We present the proof for Type I error only - for
Type II it is very similar. A Type I error occurs when the
null hypothesis H0 is true, but we reject it. We then want to
bound P (reject H0 | H0). If the Bayesian algorithm 2 stops
at step n, then it will accept H0 if B(d) > T , and reject H0

if B(d) < 1
T

, where d = (x1, . . . , xn) is the data sample, and
the Bayes Factor is

B(d) =
P (d|H0)

P (d|H1)
.

The event {reject H0} is formally defined as

{reject H0} =
[
d∈Ω

{B(d) <
1

T
∧ D = d} (14)

where D is the random variable denoting a sequence of n
discrete random variables, and Ω is the sample space of D -
i.e., the (countable) set of all the possible realizations of D
(in our case D is clearly finite). We now reason:

P (reject H0 | H0)

= (14)

P (
S
d∈Ω{B(d) < 1

T
∧ D = d} | H0)

= additivityP
d∈Ω P ({B(d) < 1

T
∧ D = d} | H0)

= independent eventsP
d∈Ω P (B(d) < 1

T
) · P (D = d | H0)

< B(d) < 1
T

iff P (D = d | H0) < 1
T
P (D = d | H1)P

d∈Ω
1
T
· P (D = d | H1)

= additivity and independence

1
T
· P (

S
d∈Ω D = d | H1)

= universal event

1
T
· P (Ω | H1) = 1

T

Note that the bound 1
T

is independent from the prior used.
Next, we lift the error bounds found in Theorem 1 for

Algorithm 2 to Algorithm 1 by representing the output of
the Bayesian interval estimation algorithm1 as a hypothesis
testing problem. We use the output interval (t0, t1) of Algo-
rithm 1 to define the (null) hypothesis H0 : p ∈ (t0, t1). Now
H0 represents the hypothesis that the output of Algorithm 1
is correct. Then, we can test H0 and determine bounds on
Type I and II errors by Theorem 1.

Theorem 2 (Error bound for estimation). For any
discrete random variable and prior, the Type I and II errors
for the output interval (t0, t1) of the Bayesian estimation

algorithm 1 are bounded above by (1−c)π0
c(1−π0)

, where c is the

coverage coefficient given as input and π0 is the prior prob-
ability of the hypothesis H0 : p ∈ (t0, t1).

Proof. Let (t0, t1) be the interval estimate when the es-
timation algorithm 1 terminates (with coverage c). From
the hypothesis

H0 : p ∈ (t0, t1) (15)
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we compute the Bayes factor for H0 vs. the alternate hy-
pothesis H1 : p /∈ (t0, t1). Then we use Theorem 1 to derive
the bounds on the Type I and II error. If the estimation
algorithm 1 terminates at step n with output t0, t1, we have
that:Z

H0

f(u|x1, . . . , xn) du =

Z t1

t0

f(u|x1, . . . , xn) du > c (16)

and therefore (since the posterior is a distribution):Z
H1

f(u|x1, . . . , xn) du 6 1− c. (17)

By (13) we get the Bayes factor of H0 vs H1, which can then
be bounded by (16) and (17) as follows

(1− π0)

π0
·
R
H0
f(u|x1, . . . , xn) duR

H1
f(u|x1, . . . , xn) du

>
(1− π0)

π0
· c

1− c .

Therefore, by Theorem 1 the error is bounded above by“
c(1−π0)
(1−c)π0

”−1

= (1−c)π0
c(1−π0)

.

6. APPLICATION
We study an example that is part of the Stateflow/Simulink

package. The model2 describes a fuel control system for
a gasoline engine. It detects sensor failures, and dynami-
cally changes the control law to provide seamless operation.
A key quantity in the model is the ratio between the air
mass flow rate (from the intake manifold) and the fuel mass
flow rate (as pumped by the injectors). The system aims at
keeping the air-fuel ratio close to the stoichiometric ratio of
14.6, which represents an acceptable compromise between
performance and fuel consumption. The system estimates
the “correct” fuel rate giving the target stoichiometric ra-
tio by taking into account sensor readings for the amount
of oxygen present in the exhaust gas (EGO), for the engine
speed, throttle command and manifold absolute pressure.
In the event of a single sensor fault, the system detects the
situation and operates the engine with a higher fuel rate to
compensate. If two or more sensors fail, the engine is shut
down, since the system cannot reliably control the air-fuel
ratio.

The Stateflow control logic of the system has a total of 24
locations, grouped in 6 parallel (i.e., simultaneously active)
states. The Simulink part of the system is described by sev-
eral nonlinear equations and a linear differential equation
with a switching condition. Overall, this model provides a
representative summary of the important features of hybrid
systems. Our stochastic system is obtained by introduc-
ing random faults in the EGO, speed and manifold pressure
sensors. We model the faults by three independent Poisson
processes with different arrival rates. When a fault hap-
pens, it is “repaired” with a fixed service time of one second
(i.e. the sensor remains in fault condition for one second,
then it resumes normal operation). Note that the system
has no free inputs, since the throttle command provides a
periodic triangular input, and the nominal speed is never
changed. This ensures that, once we set the three fault rates,
for any given temporal logic property φ the probability that

2More information on the model is available at
http://mathworks.com/products/simulink/demos.html?
file=/products/demos/shipping/simulink/
sldemo_fuelsys.html .

the model satisfies φ is well-defined. All our experiments
have been performed on a 2.4GHz Pentium 4, 1GB RAM
desktop computer running Matlab R2008b on Windows XP.

6.1 Experimental Results in Application
For our experiments we model check the following formula

(null hypothesis)

H0 :M |= P≥θ(¬F100G1(FuelF lowRate = 0)) (18)

for different values of threshold θ and sensors fault rates.
We test whether with probability greater than θ it is not
the case that within 100 seconds the fuel flow rate stays
zero for one second. The fault rates are expressed in sec-
onds and represent the mean interarrival time between two
faults (in a given sensor). In experiment 1, we use uni-
form priors over (0, 1), with null and alternate hypotheses
equally likely a priori. In experiment 2, we use informative
priors highly concentrated around the true probability that
the model satisfies the BLTL formula. The Bayes Factor
threshold is T = 1000, so by Theorem 1 both Type I and II
errors are bounded by .001.

Probability threshold θ
.9 .99

Fault
(3 7 8) 7 (8/21s) 7 (2/5s)

rates
(10 8 9) 7 (710/1738s) 7 (8/21s)

(20 10 20) 3 (44/100s) 7 (1626/3995s)
(30 30 30) 3 (44/107s) 3 (239/589s)

Table 1: Number of samples / verification time when

testing (18) with uniform, equally likely priors and T =

1000: 7 = ‘H0 rejected’, 3 = ‘H0 accepted’.

Probability threshold θ
.9 .99

Fault
(3 7 8) 7 (8/21s) 7 (2/5s)

rates
(10 8 9) 7 (255/632s) 7 (8/21s)

(20 10 20) 3 (39/88s) 7 (1463/3613s)
(30 30 30) 3 (33/80s) 3 (201/502s)

Table 2: Number of samples / verification time when

testing (18) with informative priors and T = 1000: 7 =

‘H0 rejected’, 3 = ‘H0 accepted’.

In Tables 1 and 2 we report our results. Even in the
longest run (for θ = .99 and fault rates (20 10 20) in Table
1), Bayesian SMC terminates after 3995s already. This is
very good performance for a test with such a small (.001) er-
ror probability run on a desktop computer. We note that the
total time spent for this case on actually computing the sta-
tistical test, i.e., Bayes factor computation, was just about
1s. The dominant computation cost is system simulation.
Also, by comparing the numbers of Table 1 and 2 we note
that the use of an informative prior generally helps the al-
gorithm - i.e., fewer samples are required to decide.

Next, we estimate the probability that M satisfies the
following property, using our Bayesian estimation algorithm:

M |= (¬F100G1(FuelF lowRate = 0)) . (19)

In particular, we ran two sets of tests, one with half-interval
size δ = .05 and another with δ = .01. In each set we used
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Interval coverage c
.99 .999

Fault
(3 7 8) .3569 / 606 .3429 / 972

rates
(10 8 9) .8785 / 286 .8429 / 590

(20 10 20) .9561 / 112 .9625 / 158
(30 30 30) .9778 / 43 .9851 / 65
C-H bound 8477 12161

Table 3: Posterior mean / number of samples for es-

timating probability of (19) with uniform prior and

δ = .05, and comparison with the samples needed by the

Chernoff-Hoeffding bound.

Interval coverage c
.99 .999

Fault
(3 7 8) .3558/15205 .3563/24830

rates
(10 8 9) .8528/8331 .8534/13569

(20 10 20) .9840/1121 .9779/2583
(30 30 30) .9956/227 .9971/341
C-H bound 211933 304036

Table 4: Posterior mean / number of samples when

estimating probability of (19) with uniform prior and

δ = .01, and comparison with the samples needed by the

Chernoff-Hoeffding bound.

different values for the interval coefficient c and different
sensor fault rates, as before. Experimental results are in
Tables 3 and 4. We used uniform priors in both cases.

6.2 Discussion
A general trend shown by our experimental results and ad-

ditional simulations is that our Bayesian estimation model
checking algorithm is generally faster at the extremes, i.e.,
when the unknown probability p is close to 0 or close to 1.
Performance is worse when p is closer to 0.5. In contrast,
the performance of our Bayesian hypothesis testing model
checking algorithm is faster when the unknown true proba-
bility p is far from the threshold probability θ.

We note the remarkable performance of our estimation
approach compared to the technique based on the Chernoff-
Hoeffding bound [11]. From Table 3 and 4 we see that when
the unknown probability is close to 1, our algorithm can be
between two and three orders of magnitude faster. (The
same argument holds when the true probability is close to
0.) Chernoff-Hoeffding bounds hold for any random variable
with bounded variance. Our Bayesian approach, instead,
explicitly constructs the posterior distribution on the basis
of the Bernoulli sampling distribution and the prior.

6.3 Performance Evaluation
We have conducted a series of Monte Carlo simulations to

analyze the performance (measured as number of samples)
of our sequential Bayesian estimation algorithm with respect
to the unknown probability p. In particular, we have run
simulations for values of p ranging from .01 to .99, with
coverage (c) of .9999 and .99999, interval half-size (δ) of
.001 and .005, and uniform prior. The detailed results are
available in [28].

Our experiments show that Bayesian estimation is very
fast when p is close to either 0 or 1, while a larger number

of samples is needed when p is close to 1
2
. In a sense, our

algorithm can decide easier PMC instances faster: if the
probability p of a formula being true is very small or very
large, we need fewer samples. This is another advantage
of our approach that it is not currently matched by other
SMC estimation techniques (e.g., [11]). Our findings are
consistent with those of Yu et al. [27] in the VLSI testing
domain.

Our simulations also indicate that the performance of the
algorithm depends more strongly on the half-size δ of the
estimated interval than on the coverage c of the interval
itself. It is much faster to estimate an interval of half-size
δ = .005 with coverage c = .99999 than it is to estimate
an interval of δ = .001 with c = .9999. More theoretical
work is needed, however, to fully understand the behavior
of the Bayesian sequential estimation algorithm. Our initial
findings suggest that the algorithm scales very well.

7. RELATED WORK
Younes, Musliner and Simmons introduced the first algo-

rithm for Statistical Model Checking [26, 25]. Their work
uses the SPRT [23], which is designed for simple hypothesis
testing3. Specifically, the SPRT decides between the sim-
ple null hypothesis H ′0 : M |= P=θ0(φ) against the simple
alternate hypothesis H ′1 : M |= P=θ1(φ), where θ0 < θ1.
The SPRT is optimal for simple hypothesis testing, since it
minimizes the expected number of samples among all the
tests satisfying the same Type I and II errors, when either
H ′0 or H ′1 is true [23]. The PMC problem is instead a choice
between two composite hypotheses H0 : M |= P≥θ(φ) ver-
sus H1 : M |= P< θ(φ). The SPRT is not defined unless
θ0 6= θ1, so Younes and Simmons overcome this problem
by separating the two hypotheses by an indifference region
(θ − δ, θ + δ), inside which any answer is tolerated. Here
0 < δ < 1 is a user-specified parameter. It can be shown
that the SPRT with indifference region can be used for test-
ing composite hypotheses, while respecting the same Type I
and II errors of a standard SPRT [23]. However, in this case
the test is no longer optimal, and the maximum expected
sample size may be much bigger than the optimal fixed-size
sample test [4]. Our approach solves instead the composite
hypothesis testing problem, with no indifference region.

The method of [11] uses a fixed number of samples and es-
timates the probability that the property holds as the num-
ber of satisfying traces divided by the number of sampled
traces. Their algorithm guarantees the accuracy of the re-
sults using Chernoff-Hoeffding bounds. In particular, their
algorithm can guarantee that the difference in the estimated
and the true probability is less than ε, with probability
ρ, where ρ < 1 and ε > 0 are user-specified parameters.
Our experimental results show a significant advantage of our
Bayesian estimation algorithm in the sample size.

Grosu and Smolka use a standard acceptance sampling
technique for verifying formulas in LTL [9]. Their algorithm
randomly samples lassos (i.e., random walks ending in a cy-
cle) from a Büchi automaton in an on-the-fly fashion. The
algorithm terminates if it finds a counterexample. Other-

3A simple hypothesis completely specifies a distribution. For
example, a Bernoulli distribution of parameter p is fully
specified by the hypothesis p = 0.3 (or some other numeri-
cal value). A composite hypothesis, instead, still leaves the
free parameter p in the distribution. This results, e.g., in a
family of Bernoulli distributions with parameter p < 0.3.
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wise, the algorithm guarantees that the probability of find-
ing a counterexample is less than δ, under the assumption
that the true probability that the LTL formula is true is
greater than ε (δ and ε are user-specified parameters).

Sen et al. [21] used the p-value for the null hypothesis as a
statistic for hypothesis testing. The p-value is defined as the
probability of obtaining observations at least as extreme as
the one that was actually seen, given that the null hypoth-
esis is true. It is important to realize that a p-value is not
the probability that the null hypothesis is true. Sen et al.’s
method does not have a way to control the Type I and II er-
rors. Sen et al. [22] have started investigating the extension
of SMC to unbounded (i.e., standard) LTL properties. Fi-
nally, Langmead [17] has applied Bayesian point estimation
and SMC for querying Dynamic Bayesian Networks.

8. CONCLUSIONS AND FUTURE WORK
Extending our Statistical Model Checking (SMC) algo-

rithm that uses Bayesian Sequential Hypothesis Testing, we
have introduced the first SMC algorithm based on Bayesian
Interval Estimation. For both algorithms, we have proven
analytic bounds on the probability of returning an incor-
rect answer, which are crucial for understanding the out-
come of Statistical Model Checking. We have used SMC for
Stateflow/Simulink models of a fuel control system featuring
fault-tolerance and hybrid behavior. Because verification is
fast in most cases, we expect SMC methods to enjoy good
scalability properties for larger Stateflow/Simulink models.
Our Bayesian estimation is orders of magnitudes faster than
previous estimation-based model checking algorithms.
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ABSTRACT
Probabilistic Computation Tree Logic (PCTL) is a well-
known modal logic which has become a standard for ex-
pressing temporal properties of finite-state Markov chains
in the context of automated model checking. In this paper,
we consider PCTL for noncountable-space Markov chains,
and we show that there is a substantial affinity between
certain of its operators and problems of Dynamic Program-
ming. We prove some basic properties of the solutions to
the latter. We also provide two examples and demonstrate
how recovery strategies in practical applications, which are
naturally stated as reach-avoid problems, can be viewed as
particular cases of PCTL formulas.

Categories and Subject Descriptors
I.6.4 [Simulation and modeling]: Model Validation and
Analysis

General Terms
Theory

Keywords
PCTL, dynamic programming, Markov processes, integral
equation

1. INTRODUCTION
Reachability analysis of deterministic dynamical systems

constitutes a practically important and intensely researched
area in control theory. Over the years, a wide variety of tools
and methods have been developed to verify the dynamic
properties of these systems, for examples see [30, 10, 1, 2,
3, 31]. In particular, in [30, 31] the reachability problems
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considered are solved via dynamic programming (DP). As
a result, a large number of exact and approximate methods
for solving the central Bellman equation in DP [6, 7, 5, 36]
can be exploited for the solution of verification problems of
deterministic dynamical systems.
Recently, reachability analysis of stochastic Markovian

processes has gained significant interest, and mechanisms
for the verification of safety and performance properties have
been explored. An example of such a problem is to find the
probability, starting from a certain state x, of reaching a
target set within a certain number of time-steps, where the
state x could be labelled “almost safe” if such probability is
greater than, say, 1− ε. A related problem, which has been
studied recently by some of the authors, is that of maximiz-
ing the probability of reaching a target set, while avoiding a
“bad” set [40, 13]. This problem arose as a remedy for the
impossibility of imposing hard state constraints in stochastic
model predictive control. In general, if one considers an infi-
nite trajectory of a stochastic system subject to unbounded
noise, every compact state-constraint set is almost surely
going to be violated at some time. Thus, a good course of
action when this happens is to devise a recovery strategy to
drive the controlled system from the “bad” states back to
the target set.
If a control variable is unavailable or a control policy has

been predetermined, the verification of the stochastic sys-
tem reduces to calculating the likelihood of the occurance
of certain events. In this manner, the above problem is
directly related to stochastic model checking of finite-state
Markov models in that the analysis involves both reachabil-
ity and likelihood computations. Therefore, it is reasonable
to consider an extension of Probabilistic Computation Tree
Logic (PCTL), a modal logic developed for finite-state Mar-
kov chains, which forms the foundation for the automated
verification tools for finite-state Markov models, to general
state-space Markov chains.
Algorithms for stochastic model checking finite-state Mar-

kov models come from standard deterministic model check-
ing, linear algebra, and the analysis of Markov chains. Finite
state model checkers include the software tools PRISM [24],
SMART [14], E � MC2 [22], and MRMC [26], and have
been used to solve various problems over the last few years.
In the area of systems biology, probabilistic model checking
has been used in the analysis of biological pathways [21, 28]
and signalling events [33]. Additional examples of the use of
stochastic model checking include the probabilistic verifica-
tion of security protocols [4], dynamic power management
[39], and residual risks in safety-critical systems [19].
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In this paper, we consider the verification of general state-
space Markov chains through an extension of the standard
grammar and semantics of PCTL to noncountable-state Mar-
kov chains. The reader can find a similar extension in [25].
Readers interested in different modal logics that generalize
to general Markov processes may also see [18, 16].
As with the finite case, the evaluation of a PCTL formula

can be recursively reduced to the truth of atomic propo-
sitions by employing computations dictated by the PCTL
semantics. In this process of reduction, certain rules of the
semantics simply stipulate unions or intersections of sets,
while others involve the computation of integrals. It is in the
computation of the integrals where the bulk of the algorith-
mic methodology is contained. We show that the “bounded
until” operator, which considers the property of hitting a
target set starting from another set over a finite time hori-
zon, can be evaluated through a dynamic recursion. Ad-
ditionally, we prove that the “unbounded until” operator,
which considers the property of hitting a target set starting
from another set at some point in time, can be evaluated via
a DP-like Bellman equation. Further, we emphasize that,
while in the numerical examples provided we grid the state
space in order to solve the integral equations, any method
in the literature for the numerical computation of a DP can
be exploited for this problem.
Outline of the work: In section 2 we review the standard

grammar and semantics of PCTL for finite-state Markov
chains. In section 3 we extend the grammar and semantics
of PCTL to general state-space Markov chains. The unique-
ness of a certain function associated with the “unbounded
until” property is considered in section 4. Finally, section 5
concludes the paper with some applications and numerical
examples.

2. PROBABILISTIC COMPUTATION TREE
LOGIC

In this section we quickly review the definition and seman-
tics of PCTL for finite-state Markov chains. The reader is
referred to the original paper [20] or to the excellent survey
[29] for a detailed exposition.

2.1 Labelled Markov chains

Definition 1. A homogeneous, discrete-time, finite-state
Markov Chain is a triple (X,x,Q), where:
◦ X is a finite set of states;
◦ x is the initial state;
◦ Q is a transition probability matrix, which assigns to each
pair of states (xi, xj) the probability Qxi,xj of going from
the state xi to the state xj at a given time.

Consider the sample space Ω :=
∏∞
i=0 X, containing the

possible trajectories ω = (x0, x1, ..., xt, ...) of the chain, and
the product σ-algebra F on Ω. For a given trajectory ω =
(x0, x1, ..., xt, ...), let ω(t) := xt. It can be shown [9, pp. 90-
91] that there exists a unique probability measure on (Ω,F),
denoted by Px(·), such that Px(X0 = x) = 1 and Px(Xt+1 =
xt+1 | Xt = xt, Xt−1 = xt−1, ..., X0 = x) = Qxt,xt+1 .

Definition 2. Let A be a finite set of atomic proposi-
tions. A labelled Markov Chain is a quadruple (X,x,Q,L),
where:

◦ (X,x,Q) is a finite-state Markov chain;

◦ L : X → 2A is a set-valued function that assigns to each
state x ∈ X the set L(x) ⊂ A of all those atomic proposi-
tions that are true in the state.

2.2 Grammar and semantics of PCTL
The grammar of PCTL is as follows:
◦ T is a formula (meaning “true”).

◦ Each atomic proposition in A ∈ A is a formula.

◦ If Φ and Ψ are formulas, then ¬Φ and Φ∧Ψ are formulas.

◦ If φ is a “path formula” (see below) and p ∈ [0, 1], then
P∼p [φ] is a (state) formula. Here and throughout the rest
of the paper, ∼ is just shortand for one of the relations <,
6, >, or >. For example, P>0.9 [φ] is one such formula,
where “∼” ≡ “>” and p = 0.9.

The above grammar defines state formulas, that is, formu-
las whose truth can be decided for each state x ∈ X. The
meaning of the formulas in the first three points is the usual
one in the standard logic of propositions. The other stan-
dard formulas and operators can be obtained by means of
combinations of the above ones. For example, F (“false”)
can be defined as ¬T, Φ∨Ψ (“inclusive or”) as ¬(¬Φ∧¬Ψ),
and Φ→ Ψ (formal implication) as ¬Φ ∨Ψ).
The last kind of formula is what makes PCTL a modal

logic, since it allows to express the fact that, with probability
contained in some range, something will happen in time. It
relies on the definition of path formulas, that is, formulas
whose truth is decided for paths ω ∈ Ω. A formula like
P>0.9 [φ] means, intuitively, that the probability of taking a
path that satisfies φ is at least 0.9. If Φ and Ψ are state
formulas, we define the following to be path formulas:
◦ XΦ (“next”);

◦ Φ U6k Ψ (“bounded until”);

◦ Φ U Ψ (“unbounded until”).
Intuitively, XΦ means that next state will satisfy Φ; Φ U6k Ψ
means that at some time i, within k steps, Ψ will become
true, and until that time Φ will remain true; and Φ U Ψ
means that at some arbitrarily large time i, Ψ will become
true, Φ being true until then. (See the semantics below for
a precise definition.)
For example, the statement x � P>0.9

[
Φ U610 Ψ

]
means:

With probability at least 0.9, starting from the state x,
within 10 steps Ψ will become true, and until then Φ will
remain true. In a sense, the formula P>0.9

[
Φ U610 Ψ

]
it-

self denotes the set of all states ξ such that, starting from ξ,
with probability at least 0.9, etc. The above statement is of
course equivalent to x being a member of such a set.
Let A denote an atomic proposition, Φ and Ψ denote two

state formulas, and φ denote a path formula. The semantics
of PCTL is defined as follows:

x � T for all x ∈ X
x � A ⇔ A ∈ L(x)
x � ¬Φ ⇔ x 2 Φ

x � Φ ∧Ψ ⇔ x � Φ and x � Ψ
x � P∼p [φ] ⇔ Px ({φ}) ∼ p

With loose notation, {φ} stands for the set of all the paths
ω that satisfy a given path formula φ. Here is the related
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semantics:
ω � XΦ⇔ω(1) � Φ

ω � Φ U6k Ψ⇔∃i 6 k : ω(i) � Ψ and ∀j < i, ω(j) � Φ
ω � Φ U Ψ⇔∃i ∈ N0 : ω(i) � Ψ and ∀j < i, ω(j) � Φ

(2.1)

Due to the latter definitions, if φ is a path formula then
{φ} ≡ {ω : ω � φ} is always an event, that is, it always
belongs to F.
The two “until” operators allow us to define other oper-

ators which are standard in any temporal logic. For ex-
ample, given a state formula Φ, the path formula ♦6k Φ,
which means that eventually, within k steps, Φ will hap-
pen, can be defined as T U6k Φ, and the path formula
♦ Φ, which means that eventually, at some time, Φ will
happen, can be defined as T U Φ. Formulas containing
the standard “always” operator � can also be defined, al-
though not in the straightforward way one may expect at
first sight. The definition �Φ := ¬♦¬Φ is not correct, be-
cause PCTL does not allow for the negation of path formu-
las, but since path formulas can only appear within a P∼p [·]
formula, one can consider that Px ({Φ is always true}) =
1−Px ({eventually Φ becomes false}), and consequently de-
fine, for instance, x � P>p [�Φ] ⇔ x � P<(1−p) [♦¬Φ]. See
[29] for details.
The great relevance of PCTL for finite Markov chains lies,

above all, in the fact that the validity of arbitrarily complex
formulas at a given state can be decided exactly and in finite
time. In particular, dealing with the common operators ¬,
∧, ∨ etc. requires just the parsing of a tree of sub-formulas;
a “bounded until” formula can be decided recursively; and
an “unbounded until” formula requires the solution of a sys-
tem of linear equations. For these matters the reader is
referred to [20] and [29]. We shall not delve into details
here, because the relatively easy methods available for fi-
nite Markov chains cannot be easily extended to the case of
noncountable-space Markov processes, with respect to which
the decision of PCTL formulas will be a matter of computing
integrals recursively, or solving integral equations.

3. PCTL FOR GENERAL MARKOV PRO-
CESSES

In what follows we define PCTL grammar and semantics
on a noncountable space X in terms of a stochastic kernel
Q and a probability measure Px defined on the space of
trajectories of the process. The reader is also referred to
[25] for an abstract extension of PCTL to general Markov
chains.
Given a nonempty Borel set X (i.e., a Borel subset of a

Polish space), its Borel σ-algebra is denoted by B(X). By
convention, when referring to sets or functions, “measur-
able” means “Borel-measurable.” If X is a nonempty Borel
space, a stochastic kernel on X is a map Q : X ×B(X) →
[0, 1] such that Q(x, ·) is a probability measure on X for each
fixed x ∈ X, and Q(·, B) is a measurable function on X for
each fixed B ∈ B(X).
LetX be a nonempty Borel set, and letQ(·, ·) be a stochas-

tic kernel onX. For each t = 0, 1, . . . , we define the spaceHt
of admissible histories up to time t asHt :=

∏t

i=0 X, t ∈ N0.
A generic element ht of Ht, called an admissible t-history
is a vector of the form ht = (x0, x1, . . . , xt), with xj ∈ X
for j = 0, . . . , t. Hereafter we let the σ-algebra generated by

the history ht be denoted by Ft, t ∈ N0. Suppose the ini-
tial state x is given, and let δx denote the Dirac measure at
{x}. We consider the canonical sample space Ω :=

∏∞
i=0 X

and the product σ-algebra F on Ω. By a standard result
of Ionescu-Tulcea [37, Chapter 4, §3, Theorem 5] there ex-
ists a unique probability measure, denoted by Px(·) on the
measurable space (Ω,F) such that Px(X0 ∈ B) = δx(B) and
Px(Xt+1 ∈ B | ht) = Q(xt, B) for B ∈ B(X).

3.1 Grammar and semantics
The “labelling” function L is introduced in [20] and [29] as

a means to specify which states satisfy which atomic propo-
sitions. In other words, it is just a particular way to look at
the relation “x satisfies A”. It should be clear that an equally
legitimate way to accomplish the same is to substitute from
the beginning the “labelling” function L : X → 2A with a
function S : A → 2X , that assigns to each atomic proposi-
tion A the set S(A) of all those states that satisfy A. The
semantics can be redefined accordingly in a straightforward
way:

x � A ⇔ x ∈ S(A)

But since there is no substantial difference between saying
that a state x ∈ X satisfies a given property, and stating
that x belongs to a subset of X, namely the set of all the
states that satisfy that property, it is easily seen that pro-
ceeding along this way one may simply drop the distinction
between formulas and sets of states satisfying them. In the
following, we shall follow this idea consistently (mainly for
ease of notation). Thus, from now on, we shall assume that
the properties expressed by formulas are actually encoded
by measurable sets Φ ⊂ X, we will use the letters A,Φ,Ψ, ...
for both the formulas (or atomic propositions) and the sets
that encode them, and we will use the notations x � Φ and
x ∈ Φ somewhat interchangeably. In the same fashion, we
will drop the distinction between path formulas and events
in the process’s probability space.
Let us denote the family of atomic propositions with a

family of Borel measurable sets A ⊂ B(X), where X ∈ A.
The grammar of PCTL is defined exactly as before:
◦ T is a formula (encoded by the whole space X).

◦ Each atomic proposition A ∈ A is a formula.

◦ If Φ and Ψ are formulas, then ¬Φ and Φ∧Ψ are formulas.

◦ If φ is a path formula and p ∈ [0, 1], then P∼p [φ] is a
(state) formula.

The following are path formulas: XΦ, Φ U6k Ψ, and Φ U Ψ.
Now we define the semantics of PCTL formulas for each

possible initial state x ∈ X. Let A denote an atomic propo-
sition and Φ and Ψ denote formulas (measurable sets). We
define:

x � T for all x ∈ X
x � A ⇔ x ∈ A

x � ¬Φ ⇔ x ∈ ΦC

x � Φ ∧Ψ ⇔ x ∈ Φ ∩Ψ
x � P∼p [φ] ⇔ Px ({φ}) ∼ p

As in the finite state case, we can also define F := ¬T,
Φ ∨ Ψ := ¬(¬Φ ∧ ¬Ψ), and Φ → Ψ := ¬Φ ∨ Ψ), and of
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course we have
x � Φ ∨Ψ ⇔ x ∈ Φ ∪Ψ

x � Φ→ Ψ ⇔ x ∈ ΦC ∪Ψ

Note that all the formulas obtainable from atomic proposi-
tions by means of the operators ¬,∧,∨,→ are encoded by
sets that belong to σ(A). The semantics of path formulas is
defined exactly as in equation (2.1).

3.2 “Next”
We will now examine the state formulas derived from the

three path formulas in greater detail. The formula arising
from the “next” operator is trivial. Indeed,

Px (XΦ) = Px ({ω : ω(1) ∈ Φ}) = Px (X1 ∈ Φ) = Q(x,Φ)

Hence,

x � P∼p [XΦ] ⇔ Q(x,Φ) ∼ p

Note that P∼p [XΦ] is a measurable set in its own right. For
example, P60.5 [XΦ] is the 0.5-sub-level set of the measur-
able function Q(·,Φ). Indeed, for each Φ ∈ B(X), the set
{x : Q(x,Φ) ∼ p} belongs to B(X) by the measurability of
Q(·,Φ).

3.3 “Bounded until”
Suppose that the process starts from x0 = x. On the prob-

ability space of our Markov process we define the following
event:{

Φ U6k Ψ
}

:= {x ∈ Ψ} ∪ {x ∈ Φ, x1 ∈ Ψ}∪
{x, x1 ∈ Φ, x2 ∈ Ψ} ∪ ... ∪ {x, x1, ..., xk−1 ∈ Φ, xk ∈ Ψ}

= {x ∈ Ψ} t {x ∈ Φ\Ψ, x1 ∈ Ψ} t {x, x1 ∈ Φ\Ψ, x2 ∈ Ψ}
t ... t {x, x1, ..., xk−1 ∈ Φ\Ψ, xk ∈ Ψ}

(3.1)
where t denotes a disjoint union. The probability of the set{

Φ U6k Ψ
}
can be computed directly using the additivity

of Px:

Px
(
Φ U6k Ψ

)
=

1 if x ∈ Ψ
Px(x1 ∈ Ψ) + Px(x1 ∈ Φ\Ψ, x2 ∈ Ψ) + · · · if x ∈ Φ\Ψ
· · ·+ Px(x1, ..., xk−1 ∈ Φ\Ψ, xk ∈ Ψ)

0 otherwise
(3.2)

By the Markov property, all the latter probabilities can be
expressed in terms of Q. For instance:

Px (x1, ..., xk−1 ∈ Φ\Ψ, xk ∈ Ψ)

=
∫

Φ\Ψ
Q(x,dξ1) · · ·

∫
Φ\Ψ

Q(ξk−3, dξk−2)·∫
Φ\Ψ

Q(ξk−2,dξk−1)Q(ξk−1,Ψ).

Nevertheless, Px
(
Φ U6k Ψ

)
can be computed more ex-

pressively in a recursive fashion, namely as successive iter-
ates of a certain linear operator in a functional space. The
fixed points of such operator will also play a key role in the
next sections. Let therefore Mb(X) be the set of all the
measurable and bounded functions defined over X. Mb(X)
is a Banach space with the norm ‖f‖∞ := supx∈X f(x). For

fixed Φ and Ψ, let the operator L : Mb(X) → Mb(X) be
defined as follows:

L[W ](x) := 1Ψ(x) + 1Φ\Ψ(x)
∫
X

Q(x,dξ)W (ξ) (3.3)

Given Φ and Ψ, let M01
b (Φ,Ψ) ⊂ Mb(X) be the set of

functions W such that:
◦ for all x ∈ X, 0 6W (x) 6 1;
◦ for all x ∈ Ψ, W (x) = 1;
◦ for all x ∈ X\(Φ ∪Ψ), W (x) = 0.

Lemma 3. The set M01
b (Φ,Ψ) is closed in Mb(X), and

L mapsM01
b (Φ,Ψ) into itself.

Proof. The closedness of M01
b (Φ,Ψ) is trivial, because

all of its three defining properties are preserved even by
pointwise convergence. Let W ∈ M01

b (Φ,Ψ). The measur-
ability of L[W ] follows from the fact that if Q is a stochas-
tic kernel, and W is a measurable bounded function, then
the function x 7→

∫
X
Q(x, dξ)W (ξ) is also measurable and

bounded (see for instance [23, Appendix C]). The bounds
0 6 L[W ](x) 6 1 are obvious, since the same bounds hold
for the integral, Q(x, ·) being a probability on X. The fact
that L[W ](x) = 1 ∀x ∈ Ψ and L[W ](x) = 0 ∀x ∈ X\(Φ∪Ψ)
is also obvious due to the indicator functions in the defini-
tion of L.

For fixed Φ and Ψ, let us now define recursively:
V0 := 1Ψ

Vk+1 := L[Vk]
(3.4)

Lemma 4. For all k > 0, Vk(x) ≡ Px
(
Φ U6k Ψ

)
. More-

over, for all x, the sequence {Vk(x)} is nondecreasing.
Proof. Substituting recursively V1 into V2, V2 into V3

and so on, we obtain

V2(x) = 1Ψ(x) + 1Φ\Ψ(x)Q(x,Ψ)

+ 1Φ\Ψ(x)
∫

Φ\Ψ
Q(x, dξ1)Q(ξ1,Ψ),

V3(x) = 1Ψ(x) + 1Φ\Ψ(x)Q(x,Ψ)

+ 1Φ\Ψ(x)
∫

Φ\Ψ
Q(x, dξ1)Q(ξ1,Ψ)

+ 1Φ\Ψ(x)
∫

Φ\Ψ
Q(x, dξ1)

∫
Φ\Ψ

Q(ξ1, dξ2)Q(ξ2,Ψ)

...

Vk(x) = 1Ψ(x) + 1Φ\Ψ(x)·

k∑
i=1

i−1 times︷ ︸︸ ︷∫
Φ\Ψ

Q(x, dξ1) · · ·
∫

Φ\Ψ
Q(ξi−2, dξi−1)Q(ξi−1,Ψ).

Then, by the Markov property,

Vk(x) = 1Ψ(x) + 1Φ\Ψ(x)
k∑
i=1

Px(x1, ..., xi−1 ∈ Φ\Ψ, xi ∈ Ψ)

= Px (x ∈ Ψ) +
k∑
i=1

Px (x, x1, ..., xi−1 ∈ Φ\Ψ, xi ∈ Ψ)

= Px ({x ∈ Ψ} t ... t {x, x1, ..., xk−1 ∈ Φ\Ψ, xk ∈ Ψ})

= Px
(
Φ U6k Ψ

)
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The first assertion is proved. The second one is easily proved
by induction. Obviously V1(x)−V0(x) = 1Φ\Ψ(x)Q(x,Ψ) >
0. Suppose now that Vk+1(x)− Vk(x) > 0. Then Vk+2(x)−
Vk+1(x) = 1Φ\Ψ(x)

∫
X
Q(x,dξ) (Vk+1(ξ)− Vk(ξ)) > 0. It

follows by induction that for all k > 0 and all x ∈ X we
have Vk+1(x) > Vk(x).

The semantics of the “bounded until” PCTL operator is
now easy to explain. In view of Lemma 4, given Φ and Ψ
we have:

x � P∼p
[
Φ U6k Ψ

]
⇔ Vk(x) ∼ p

Since Vk is Borel measurable, any super- or sub-level set of
the kind P∼p

[
Φ U6k Ψ

]
is a Borel subset of X.

3.4 “Unbounded until”
Finally, we develop the “unbounded until” PCTL formula

in detail. Suppose, as before, that the process starts from
x0 = x. In the process’s probability space we consider the
event
{Φ U Ψ} = {∃τ ∈ N0 : x, x1, ..., xτ−1 ∈ Φ, xτ ∈ Ψ}

= {x ∈ Ψ} ∪ ... ∪ {x, x1, ..., xk−1 ∈ Φ, xk ∈ Ψ} ∪ ...
= {x ∈ Ψ} t ... t {x, x1, ..., xk−1 ∈ Φ\Ψ, xk ∈ Ψ} t ...

(3.5)

Its probability is as follows:

Px (Φ U Ψ) =
1 if x ∈ Ψ,∑+∞

k=1 Px(x1, ..., xk−1 ∈ Φ\Ψ, xk ∈ Ψ) if x ∈ Φ\Ψ,
0 otherwise.

(3.6)
Notice, however, that the “unbounded until” event is indeed
the limit of the nondecreasing sequence of “bounded until”
events we have considered above, i.e.,

{Φ U Ψ} =
+∞⋃
k=0

{
Φ U6k Ψ

}
Consequently, for all x its probability can be obtained as the
following limit:

Px (Φ U Ψ) = lim
k→+∞

Px
(
Φ U6k Ψ

)
= lim
k→+∞

Vk(x)

(This limit is also a supremum, since the Vk form a nonde-
creasing sequence.) We define

V (x) := lim
k→+∞

Vk(x) (3.7)

Lemma 5. The function V defined in (3.7) belongs to
M01

b (Φ,Ψ) and satisfies the following integral equation:

V (x) = 1Ψ(x) + 1Φ\Ψ(x)
∫
X

Q(x,dξ)V (ξ) (3.8)

(In other words, it is a fixed point for L.)

Proof. The three properties required for the belonging
toM01

b (Φ,Ψ) are immediate, for they hold for all the Vk’s.
Consider again the recursive definition (3.4):

Vk+1(x) = 1Ψ(x) + 1Φ\Ψ(x)
∫
X

Q(x,dξ)Vk(ξ) (3.9)

From Lemmas 3 and 4, the Vk’s are Borel measurable and
non-negative, and they form a nondecreasing sequence. By
definition of V , they converge pointwise to V . Therefore,
by the monotone convergence theorem (see for instance [37,
Theorem 1, p. 13]) for all x we have

lim
k→+∞

∫
X

Q(x,dξ)Vk(ξ) =
∫
X

Q(x,dξ)V (ξ)

Hence, letting k → +∞ in both sides of (3.9), we obtain
(3.8).

The semantics of the “unbounded until” PCTL operator
is now obvious. For given Φ and Ψ, we have:

x � P∼p [Φ U Ψ] ⇔ V (x) ∼ p

Since V is the limit of measurable functions, it is measurable
itself, hence its super- or sub-level sets P∼p [Φ U Ψ] are again
Borel subsets of X.

3.5 Notes on equation (3.8)
First of all, note that the function V defined in (3.7) is

indeed a solution to equation (3.8), but it is by no means
guaranteed to be its unique solution. As a counterexample,
let us consider the operator ♦ we have mentioned in the
finite case. Let Ψ be a formula (set). The path formula
♦Ψ (“eventually Ψ”) is defined as T U Ψ. Its probability
V (x) = Px (T U Ψ) must therefore satisfy:

V (x) = 1Ψ(x) + 1ΨC (x)
∫
X

Q(x,dξ)V (ξ) (3.10)

Suppose that the set ΨC is absorbing (that is, Q(x,Ψ) = 0
for all x ∈ ΨC). Then, it is easy to see that both V (x) ≡
1Ψ(x) and V (x) ≡ 1 are solutions of (3.10) (the meaningful
one being the former). As another limit example, consider
the event ♦F (“eventually, false will hold true”!). Its proba-
bility, both by immediate intuition and by calculation, must
be zero for all x. Nevertheless, any constant function V is a
solution to the corresponding equation:

V (x) = 1∅(x) + 1X(x)
∫
X

Q(x, dξ)V (ξ) =
∫
X

Q(x,dξ)V (ξ)

(irrespective of the structure of Q).
We can get around this issue with a characterization of V

among the solutions of (3.8). We have the following result:

Lemma 6. Let {Wα} be the family of all the non-negative
solutions to (3.8), i.e.,

Wα(x) = 1Ψ(x) + 1Φ\Ψ(x)
∫
X

Q(x,dξ)Wα(ξ)

Then, for all x

V (x) = inf
α
Wα(x) ≡ min

α
Wα(x)

Proof. First, we show that, for any Vk defined in (3.4)
and for any non-negative solutionW to (3.8), it holds Vk(x) 6
W (x). Define V−1(x) ≡ 0 on X. Then we have L[V−1] = V0.
Now, for all x ∈ X, W (x)− V−1(x) = W (x) > 0 by hypoth-
esis. Assume that W (x)− Vk(x) > 0 for all x. Then

W (x)− Vk+1(x) = L[W ](x)− L[Vk](x)

= 1Φ\Ψ(x)
∫
X

Q(x,dξ) (W (ξ)− Vk(ξ)) > 0.
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It follows by induction that Vk(x) 6 W (x) for all x ∈ X
and for all k ∈ N0. Since the above inequality holds for
all of the Vk’s, it also holds for their supremum V , that is,
V (x) 6W (x) for any non-negative solutionW to (3.8). The
assertion follows since, by Lemma 5, V is itself a solution to
(3.8).

4. UNIQUENESS OF V

This section treats the issue of uniqueness of solutions to
the integral equation (3.8). We approach the problem from
two different directions, the first is functional analytic:

Proposition 7. Suppose that

sup
x∈Φ\Ψ

Q(x,Φ\Ψ) < 1.

Then

(1) L is a contraction onM01
b (Φ,Ψ);

(2) equation 3.8 has a unique solution V ;

(3) the elements Vk defined in 3.4 converge to V in the ‖·‖∞
norm, that is uniformly in X.

Proof. Let α = supx∈Φ\Ψ Q(x,Φ\Ψ). Let W1,W2 ∈
M01

b (Φ,Ψ). For all x ∈ Ψ ∪ ΦC |L[W1](x)− L[W2](x)| = 0,
whereas for all x ∈ Φ\Ψ, we have

|L[W1](x)− L[W2](x)|

=
∣∣∣∣∫
X

Q(x,dξ)W1(ξ)−
∫
X

Q(x,dξ)W2(ξ)
∣∣∣∣

6

∫
X

Q(x,dξ) |W1(ξ)−W2(ξ)|

=
∫

Φ\Ψ
Q(x,dξ) |W1(ξ)−W2(ξ)|

6

∫
Φ\Ψ

Q(x,dξ) ‖W1 −W2‖∞

= Q(x,Φ\Ψ) ‖W1 −W2‖∞
6 α ‖W1 −W2‖∞

Since the above bound holds for each x, it holds also for the
supremum over Φ\Ψ, and consequently for the supremum
over X:

‖L[W1]− L[W2]‖∞ = sup
x∈X
|L[W1](x)− L[W2](x)|

6 α ‖W1 −W2‖∞
This concludes the proof of claim (1). Claims (2) and (3)

follow by the Contraction Mapping Theorem [38, Theorem
9.23] sinceM01

b (Φ,Ψ) is closed.

Corollary 8. Suppose that supx∈Φ\Ψ Q(x,Φ\Ψ) < 1.
Suppose moreover that Q satisfies the strong Feller (or strong
continuity) property1. Then the restriction of V to Φ\Ψ is
continuous.
1A stochastic kernel Q(·, ·) is said to be strongly Feller if,
for any bounded Borel-measurable function f : X → R, the
function F : X → R defined as F (x) =

∫
X
Q(x,dξ)f(ξ) is

continuous and bounded. See [23, Appendix C] for details.

Proof. Let V̄ and V̄k denote the restriction to Φ\Ψ of
V and Vk respectively. In particular, we have

V̄0(x) = 0

V̄k+1(x) =
∫
X

Q(x,dξ)Vk(ξ)

=
∫

Φ\Ψ
Q(x, dξ)V̄k(ξ) +Q(x,Ψ)

(4.1)

Obviously V̄0 is continuous. Due to the strong Feller prop-
erty, x 7→ Q(x,Ψ) is continuous, and if V̄k is measurable
then x 7→

∫
Φ\Ψ Q(x,dξ)V̄k(ξ) and therefore V̄k+1 are con-

tinuous. By induction, all the V̄k are continuous. Hence,
{V̄k} is a sequence of continuous functions that converges
uniformly to V̄ . Thus, V̄ is also continuous.

The second direction is probabilistic: Let us define two
random times

τ := inf
{
t ∈ N0

∣∣Xt ∈ Ψ
}

and

τ ′ := inf
{
t ∈ N0

∣∣Xt ∈ X \ (Φ ∪Ψ)
}
.

(4.2)

It is not difficult to see that τ and τ ′ are stopping times with
respect to the filtration (Ft)t∈N0 . Also observe that

Px
(
ΦUΨ

)
= Px(τ < τ ′, τ <∞),

V (x) = Px(τ < τ ′, τ <∞) = Ex

[
τ∧τ ′∑
t=0

1Ψ(Xt)

]
.

Proposition 9. Assume that τ ∧ τ ′ < ∞ almost surely.
Then, for u ∈M01

b (Φ,Ψ) we have

(i) u 6 V whenever u satisfies the functional inequality
u 6 L[u], and

(ii) u > V whenever u satisfies u > L[u],

where all inequalities are interpreted pointwise on X. In
particular, V is the unique solution to the equation u = L[u]
on the setM01

b (Φ,Ψ).

Proof. We prove (i) first. Fix u ∈ M01
b (Φ,Ψ) and x ∈

X. From Lemma 4 it follows readily that L is a monotone
operator on Mb. Iterating the inequality u 6 L[u] n-times
we arrive at

u(x) 6 L[u](x)

6 L[L[u]](x) 6 · · · 6

n−times︷ ︸︸ ︷
L[L[· · ·L[u] · · · ]]

= 1Ψ(x) + 1Φ\Ψ(x)
∫

Φ∪Ψ
Q(x, dξ1)

(
1Ψ(ξ1)+

1Φ\Ψ(ξ1)
∫

Φ∪Ψ
Q(ξ1, dξ2)

(
· · ·+ · · ·

(
1Ψ(ξn−1)+

1Φ\Ψ(ξn−1)
∫

Φ∪Ψ
Q(ξn−1, dξn)u(ξn)

)))
=

(
1Ψ(x) + 1Φ\Ψ(x)

∫
Φ∪Ψ

Q(x,dξ1)
(

1Ψ(ξ1)+

1Φ\Ψ(ξ1)
∫

Φ∪Ψ
Q(ξ1, dξ2)

(
· · ·+ · · ·

(
1Ψ(ξn−2)+
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1Φ\Ψ(ξn−2)
∫

Φ∪Ψ
Q(ξn−2, dξn−1)1Ψ(ξn−1)

)
· · ·
)))

+

(
1Φ\Ψ(x)

∫
Φ\Ψ

Q(x,dξ1) · · ·
∫

Φ\Ψ
Q(ξn−2, dξn−1)·

∫
Φ∪Ψ

Q(ξn−1, dξn)u(ξn)

)

= Ex

[(n−1)∧τ∧τ ′∑
t=0

1Ψ(Xt)

]
+

Ex
[
1Φ\Ψ(X(n−1)∧τ∧τ ′)(1Φ∪Ψ · u)(Xn∧τ∧τ ′)1{τ∧τ ′<∞}

]
.

The left-hand side above is independent of n, and since τ ∧
τ ′ <∞ almost surely, taking limits we get

u(x) 6 lim
n→∞

Ex

[(n−1)∧τ∧τ ′∑
t=0

1Ψ(Xt)

]
+

lim
n→∞

Ex
[
1Φ\Ψ(X(n−1)∧τ∧τ ′)·

(1Φ∪Ψ · u)(Xn∧τ∧τ ′)1{τ∧τ ′<∞}
]

= Ex

[
τ∧τ ′∑
t=0

1Ψ(Xt)

]
+

Ex
[
1Φ\Ψ(Xτ∧τ ′)(1Φ∪Ψ · u)(Xτ∧τ ′)1{τ∧τ ′<∞}

]
= V (x) + 0.

To justify the interchange of integration and limit above
we have employed the monotone and the dominated con-
vergence theorems for the first and the second terms, re-
spectively, and since Xτ∧τ ′ 6∈ Φ \ Ψ by definition, the last
expectation vanishes. Since u ∈ M01

b (Φ,Ψ) and x ∈ X are
arbitrary, we see that u 6 L[u] implies u 6 V whenever
u ∈ M01

b (Φ,Ψ). The proof of (ii) follows exactly the same
arguments as above, with “>” replacing every “6” every-
where in the above steps; we omit the details. Uniqueness
of V as a solution of the functional equation u = L[u] on
the setM01

b (Φ,Ψ) follows at once from (i) and (ii).

5. EXAMPLES
We demonstrate the effectiveness of the PCTL verifica-

tion methodology on two simple problems with potentially
important implications. The first example comes from the
literature on fishery management, where multiple recovery
strategies for a single species fishery are considered. The
second example comes from the finance literature, where the
problem of early retirement is explored. In both examples,
the problems are solved numerically by gridding the state
space.

5.1 Recovery Strategies in Fishery Manage-
ment

Overexploitation can lead to both a decrease in the fish
stock to a level below which maximum sustainable yield
(MSY) cannot be supported and/or a decrease in fish stock
to a level where net revenue has been driven to zero [15].
When the fish stock drops below this level, appropriate re-
covery strategies are necessary to recover the fish stock while
minimizing economic loss. In this example, we use the PCTL

framework to evaluate the effectiveness of various recovery
strategies (or non-strategies) over a finite time horizon for
the recovery of a fish population.
We consider a discrete time Markov model of a single

species fishery motivated by [35]. For a time horizon k =
0, 1, . . . N , the evolution of the fish biomass within a fishable
area is given by the stochastic difference equation [35]

xk+1 = (1− νk)xk + γkR(xk)− δkC(xk),

where xk is the fish biomass at time k, R(·) is a function
representing the recruitment (e.g., addition through birth)
of fish, C(·) is the catch function, νk is a random variable
that represents fish mortality during stage k, γk is a random
variable representing the variability in the recruitment of the
fish population, and δk is a random variable representing the
variability in the catch. The species recruitment function is
given by

R(xk) = max
{
rxk

(
1− xk

2K

)
, 0
}
,

where r ∈ [0, 1] is the per-capita recruitment at time step k
and K is equal to half the biomass limit (i.e., upper bound
on the fish population) for the fishable area.
We consider three different recovery strategies implemented

through the target catch function. In the first, we apply a
constant target catch according to the deterministic MSY
[27], i.e.

C(xk) = CMSY = K(r − µ)2

2r ,

where µ is the deterministic mortality rate. The second re-
covery strategy is given by the Harvest Control Rule (HCR)

C(xk) =
{
CMSY

xk
K

if xk < K,

CMSY otherwise.

Lastly, we consider the strategy C(xk) = 0.
Following [35], we assign the values K = 200, r = 1,

and µ = 0.2, and take all random variables to be i.i.d.
according to the following distributions ν ∼ N (µ, 0.12),
γ ∼ N (1, 0.62), and δ ∼ N (1.1, 0.22). Using the MSY as
a measure of safety for the system, we assign the target op-
erating region for the fishery to be K = [150, 400] and the
safe operating region to be K′ = ]0, 400].
For the verification of the control strategies, we consider

the set of initial states (i.e., fish biomass at k = 0) that
satisfy

P>0.9
[
K′U65K

]
.

That is, we are interested in the set of states that, with a
probability greater than 90 percent, will enter the target op-
erating region K within N = 5 time steps while remaining
in K′ until then. The functions satisfying the dynamic re-
cursion (3.9) for the three different recovery strategies are
shown in Figure 1. According to the computational results,
the sets that satisfy the bounded until operator are approxi-
mately ∅, [65, 400], and [45, 400] for the three policies respec-
tively. It is interesting to note that under the deterministic
MSY quota policy the solution is the empty set, meaning
that there are no initial states which result in recovery with
90 percent certainty over the short time horizon. Further,
the gain in reliable recovery between the HCR strategy and
a complete fishing stop is minimal, indicating that it may
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Figure 1: Results for the Recovery Problem at time k = 0. The function VN (·) for different recovery policies
are given in (a) MSY, (b) HCR, and (c) Fishing Stop.

be in the economic interest of the fishery to use the HCR
policy in the region.

5.2 A Problem of Early Retirement
Recently, increased attention has been given to stochastic

risk models with investment income in the discrete time set-
ting [11, 17, 42, 32, 41, 12, 43]. In most cases the probability
of ruin over a finite or infinite time horizon is the main area
of interest, with the infinite horizon case being mathemat-
ically easier and thus more popular in the literature [34].
Interestingly enough, personal retirement funds fall into the
same category as basic ruin models, and therefore can be
modeled as such. Further, the individual is often as con-
cerned with the short term financial gain (e.g., achieving a
financial target for the fund) as with the risk of losing the
investment (i.e., ruin).
Motivated by [8], we consider a discrete time Markov

model of an individual retirement fund. Based on [34], the
evolution of the retirement fund xk over a finite horizon
k = 0, 1, . . . , N is given according to the stochastic differ-
ence equation

xk+1 = axk(1 + Sk) + bxk(1 +Rk) + cxk + uk,

where xk is the value of the retirement fund and uk is the
yearly individual contribution to the fund. Sk and Rk are
i.i.d. random variables representing the average rates of re-
turn for a safe investment and a risky investment over one
year, a is the percentage of capital invested in the safe as-
set, b is the percentage of capital invested in the risky asset,
and c is the percentage capital not invested at all. Note the
restriction that a+ b+ c = 1.
For simplicity, all random variables are assumed to be

i.i.d. with Sk ∼ N (0.03, 0.0052) and Rk ∼ N (0.1, 0.22) for
all k = 0, 1, . . . , N . We consider three different investment
strategies (i) a = 0.4, b = 0.4, and c = 0.2, (ii) a = 0.8,
b = 0.2, and c = 0, and (iii) a = 0.2, b = 0.8, and c = 0.
For each strategy, the yearly contribution is uk = 2500 for
all k = 0, 1, . . . , N .
Consider the target setK = [200000,+∞[ and the safe set

K′ = ]0,+∞[. Over a finite time horizon of N = 20 years,
we would like to identify the set of all initial investments
x0 ∈ R such that the retirement fund hits the target set K
(i.e., surpasses 200000) while avoiding total financial ruin
with a probability greater than 85 percent. To this end, we

consider the PCTL formula

P>0.85
[
K′U620K

]
. (5.1)

For each investment strategy, the function satisfying the
dynamic recursion (3.9) at time k = 0 is shown in Figure 2.
According to the computational results, the set that satisfies
the bounded until operator for each strategy is given by (i)
[70000,+∞[, (ii) [66500,+∞[, and (iii) [51500,+∞[. Thus,
with an initial investment of more than 51500 swiss francs,
yearly contributions in the amount of 2500 swiss francs, and
investment strategy (iii), an individual has an 85 percent
chance of retiring within 20 years. However, if we were to
consider an increasing probability of success, at some point
the strategy with the largest set satisfying the bounded until
operator would switch from (iii) to (ii).

6. CONCLUSION AND FUTURE WORK
In this paper, we have extended the grammar and seman-

tics of PCTL for finite-state Markov chains for the verifica-
tion of general state-space Markov chains. We have shown
that the bulk of the computational methodology is in the
evaluation of the “bounded until” and “unbounded until”
operators. And that the evaluation of these operators re-
duces to the computation of DP-like integral equations, for
which there is a rich numerical history.
In the future, extensions to the language to capture addi-

tional trajectories will be explored which maintain the DP-
like structure. Also, numerical methods for the efficient and
accurate evaluation of the DP integral equations are being
evaluated and applied to various sample problems.
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ABSTRACT
DNA replication is one of the most fundamental processes in
the life of every cell. In earlier work a model to capture the
mechanics of the DNA replication process was developed in
the stochastic hybrid systems framework. Monte Carlo sim-
ulations of the model allowed us to make novel predictions
regarding the mechanisms behind DNA replication based on
experimental data for the fission yeast. Here the stochastic
hybrid model is adopted to the Hybrid Input/Output Au-
tomaton formalism. We then verify that the model captures
the mechanisms of DNA replication process by induction
proofs. Our results demonstrate that the model is indeed a
faithful representation of the physical reality and lend theo-
retical support for the predictions of the model.

Categories and Subject Descriptors
G.4 [Mathematical Software]: Verification; G.3 [Probability
ans Statistics]: Stochastic processes; J.3 [Life and Med-
ical Sciences]: Biology and genetics

General Terms
Verification

Keywords
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Systems Biology, Verfication

1. INTRODUCTION
Stochastic hybrid systems are widely used in areas such

as finance, transportation and telecommunications to model
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systems that involve the interaction of discrete phenomena,
continuous phenomena and uncertainty [2]. Experimental
evidence suggests that many biological processes are also
better described as a mixture of discrete and continuous
phenomena and involve considerable levels of uncertainty.
This has led a number of researchers to attempt the devel-
opment of stochastic hybrid models for certain biochemical
processes [7, 13, 8, 4, 22].

In earlier work [13] the authors and co-workers proposed
a stochastic hybrid model for the process of DNA replica-
tion. The main aim of this modeling attempt was to use in
silico experiments for rapid verification or falsification of bi-
ological predictions, replacing costly and time-consuming in
vitro or in vivo experiments. Formalization of the model as
a Piesewise Deterministic Markov Process in [9] allowed the
use of Monte-Carlo simulations to perform predictions and
statistically analyse the properties of the process. The sim-
ulation results led to interesting conclusions and conjectures
about the mechanisms that govern the DNA replication pro-
cess. For example, contrary to the current prevailing view in
the biological community, the model predicts that stochas-
tic origin firing results in a S-phase duration considerably
longer than generally accepted, due to randomly generated
large interorigin gaps.

Our intention in this paper is to provide theoretical sup-
port for these results by veryfing that the proposed model
captures the mechanisms of the DNA replication process.
This can be done by showing that important properties of
the process are preserved by the model. We accomplish this
by formulating our model as a Hybrid Input Output Au-
tomaton [16] and using formal statements to establish basic
model properties. The HIOA language has been used for the
modeling and safety verification of engineering applications
such as vehicle control systems [21, 15, 11], air traffic control
systems [12, 14], networking [19] and others [5, 10]. To the
best of our knowledge this is the first use of HIOA methods
in a biological context. Related models of the DNA replica-
tion [6, 3] should also be amenable to the analysis methods
presented here.

The rest of the paper is organised as follows. Section
2 contains mathematical preliminaries and defines notions
and operations for HIOA that will be used later for the
DNA replication model. Section 3 outlines the stochastic
hybrid model for the DNA replication process and presents
the HIOA models of the system components. In Section 4
we present brief proof sketches for the important invariants
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required for system verification; more details on some of the
proofs are given in the Appendix. Concluding remarks are
discussed in Section 5.

2. MODELING FRAMEWORK
Hybrid Input Output Automaton (HIOA) [16] is a mathe-

matical framework proposed for modeling and analysis of
hybrid systems. A HIOA is an automaton that evolves
discretely (transitions) and continuously (trajectories) and
communicates discretely (actions) and continuously (shared
variables) with its environment e.g. other automata. This
external behavior of HIOA can be used to decompose hy-
brid systems description and analysis, facilitating the de-
scription of complex hybrid systems. Moreover, the HIOA
framework includes notions of implementation, simulation
and parallel composition. Implementation and simulation
can be used to view hybrid systems at multiple levels of ab-
straction, starting from a high - level version that describes
required properties and ending with a low - level version
that describes a detailed design. For parallel composition,
the framework provides a composition operation that can
be used to combine simple HIOA to produce more complex
and larger hybrid systems. In this section, we present some
basic definitions and semantics needed to define the HIOA
models of the DNA replication process.

2.1 Preliminary Definitions
Functions. For any function f we denote the domain

and the range of f by dom(f) and range(f) respectively.
For a set S, we write f�S for the restriction of f to S, the
function g with dom(g) = dom(f)∩S, such that g(x) = f(x)
for each x ∈ dom(g). If f is a function whose range is a set
of functions and S is a set, then we write f ↓ S for the
function g with dom(g) = dom(f) such that g(x) = f(x)�S
for each x ∈ dom(g).
Time. Time is measured by numbers in the set T = R≥0∪

∞. For K ⊆ T and t ∈ T, we define K + t = {t′ + t|t′ ∈ K}.
Similarly, for a function f : K → R and t ∈ T, we define
f + t to be the function with domain K + t satisfying for
each t′ ∈ K + t, (f + t)(t′) = f(t′ − t). Finally, the pasting
of two functions of time f1 and f2, where the domain of f1
is right closed and max(dom(f1)) = min(dom(f2)) = t′, is
the function f1 � f2 with domain dom(f1)∪ dom(f2) defined
by f1 � f2(t) = f1(t) if t ≤ t′ and f2(t) if t > t′. For a finite
sequence of functions, the pasting can be defined the same
way given that all non - final functions have right closed
domains.

Variables. A variable is a name for either a component
of the system state or a channel through which information
flows from one part of the system to another. Variables are
typed, each variable υ is associated with a type type(υ) that
indicates the set over which the variable takes values. A
valuation for a set of variables Z is a mapping that assigns
to each variable in Z a value in type(υ). Often, a valuation
will be referred as a system state. We use val(V ) to denote
the set of all possible valuations over a set of variables V .
Trajectories. A trajectory over a set of variables Z is a

function w : I → val(Z), where I is a left - closed interval
of T with left endpoint equal to 0, describing the evolution
of the values of the variables over a certain time interval I.
A trajectory w is finite if dom(w) has finite length, closed
if dom(w) is right closed and open if dom(w) is right open.
We denote by w.ltime the supremum of its domain. Sim-

ilarly, we define w.fstate the first state of w, to be w(0)
and if dom(w) is right - closed, we define w.lstate to be
w(w.ltime). A trajectory w with domain [0, 0] is called a
point trajectory. The set of all trajectories for a set of vari-
ables V is denoted by trajs(V )

Trajectory w′ is a prefix of a trajectory w, denoted by w′ ≤
w, if w′ can be obtained by restricting w to a subinterval
[0, t] of its domain, for some t ∈ dom(w). Trajectory w′ is a
suffix of a trajectory w, if there exists t ∈ dom(w) such that
(w�[t,∞))−t = w′. The concatenation of a closed trajectory
w and another trajectory w′ is the function w�w′ : (w.dom∪
w′.dom + w.ltime) → val(V ) defined as (w�w′)(t) = w(t)
for all t ≤ w.ltime and (w�w′)(t) = w′(t) for t > w.ltime.

2.2 Hybrid I/O Automata
A Hybrid Input/Output Automaton (HIOA) A is a collec-

tion (X,Y, U,Q,Θ, H,O, I,D, T ) where:

(a) X,Y and U are disjoint sets of internal, output and
input variables. The set of variables V is defined as
X ∪ Y ∪ U .

(b) Q ⊆ val(X) is the set of states and the non-empty
subset Θ ⊆ Q the set of start states.

(c) H,O and I are disjoint sets of internal, output and
input actions. The set of actions A is defined as H ∪
O ∪ I.

(d) D ⊆ Q×A×Q a set of discrete transitions.

(e) T a set of trajectories for V , such that for every trajec-
tory w in T and for every t ∈ dom(w), (w ↓ X)(t) ∈ Q.

An execution, α, of a HIOA A describes a particular run
of A. Formally, an execution is an alterating sequence α =
w0a1w1a2w2 . . ., finite or infinite, where for all i, ai ∈ A,
wi ∈ T defined over a closed time interval and the first state
of the execution w0.fstate ∈ Θ. If α is a finite sequence then
it ends with a trajectory and if wi is not the last trajectory
its domain is right – closed and (wi.lstate, ai+1, wi+1.fstate)
∈ D. If in addition the domain of its final trajectory is right
– closed the execution is finite. A state s ∈ Q is called
reachable if it is the last state of a finite execution.

Two ore more HIOA can be combined to compose more
complex hybrid systems. The composition of HIOA can
be feasible given that some axioms are satisfied. We say
that two HIOA A1 = (X1, Y1, U1, Q1,Θ1, H1, O1, I1,D1, T1)
and A2 = (X2, Y2, U2, Q2,Θ2, H2, O2, I2,D2, T2) are com-
patible if X1 ∩ V2 = X2 ∩ V1 = Y1 ∩ Y2 = H1 ∩ A2 =
H2 ∩ A1 = O1 ∩ O2 = ∅. If A1 and A2 are compati-
ble then their composition is defined to be the collection
A1||A2 = (X,Y, U,Q,Θ, H,O, I,D, T ) where:

(a) X = X1 ∪X2, Y = Y1 ∪Y2, U = (U1 ∪U2)− (Y1 ∪Y2).

(b) H = H1 ∪H2, O = O1 ∪O2, I = (I1 ∪ I2)− (O1 ∪O2).

(c) Q = {x ∈ val(X)|x�X1 ∈ Q1 ∧ x�X2 ∈ Q2} and
Θ = {s ∈ Q|s�Q1 ∈ Θ1 ∧ s�Q2 ∈ Θ2}.

(d) W is the set of trajectories over V given by:

w ∈ T ⇔ w ↓ V1 ∈ T1 ∧ w ↓ V2 ∈ T2

.
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(e) D ⊆ Q×A×Q is the set of discrete transitions given
by:

(s, a, s′) ∈ D ⇔ (s�Xi, a, s
′�Xi) ∈ Di or

s�Xi = s′�Xi and a /∈ Ai

2.3 Verification
A derived variable of a HIOA A is a function on V =

U ∪X ∪ Y . Derived variables will be used to simplify sys-
tem description and analysis. A property of A is a boolean
derived variable. Verification of HIOA is usually based on
proving that some properties are stable or invariant. A prop-
erty is called stable if whenever it is true at some state it is
also true at all states reachable from that state. A stable
property that is satisfied by all starting states of A is an in-
variant property. Typically properties will be shown to be
stable or invariant by induction. This verification approach
is described in the following lemma.

Lemma 1. Given an HIOA A, the property P is a stable
property of A if it satisfies:

1. For any transition (s, α, s′) ∈ D, with α ∈ A = H ∪
O ∪ I, if P(s) is true then P(s′) is true.

2. For any trajectory τ ∈ T with right closed domain, if
P(τ.fstate) is true then P(τ.lstate) is true.

If further for any starting state s ∈ Θ, P(s) is true then P
is an invariant property.

The proof is by induction and can be found in [17].

3. DNA REPLICATION MODEL

3.1 Biological Background
DNA replication, the process of duplication of cells genetic

material, is crucial to the life of every cell. Cell reproduc-
tion occurs by an ordered sequence of events, known as the
cell cycle. During a cycle, all of the cell’s components are
duplicated and then distributed into two distinct cells, the
“daughter cells”. The cell cycle comprises four phases: G1,
cell growth (gap); S (synthesis), when DNA is replicated;
G2, a second period of growth; and M (mitosis), in which
cell division takes place [18] (Figure 1(a)).

Given that daughter cells have to be genetically identical
to the parent, DNA replication needs to be executed in a
way that ensures that both daughter cells will have the same
genetic information. Therefore, DNA synthesis must always
be carried out prior to cell division and within a specified
amount of time. Incorrect replication of even a small part of
the genome would disrupt proper segregation of the genetic
material to the two daughter cells during mitosis, leading
to genomic instability. For example, DNA re - replication,
a situation where a cell makes more copies of some of its
genomic material, is associated with the onset of cancer.

In earlier work the authors and co-workers proposed a
model to capture the “mechanics” of the DNA replication
process [13]; see also [9] for the mathematical foundations
on which the model is based. The model was instantiated
based on experimental data for the fission yeast (Schizosac-
charomyces pombe) [1]. As in all eukaryotes, DNA replica-
tion in the fission yeast initiates from multiple points along
the genome called origins of replication. With the onset

(a) (b)

Figure 1: The phases of Cell Cycle and Origin States

of the S phase origins get activated (firing) and replicate
the neighboring parts of the genome (forking). It is well
accepted that for most eukaryotes (including S. pombe and
humans) active origin selection is not deterministic [20, 1].
A specific origin will fire in some but not all cell cycles.
Moreover, even if an origin does fire, the time when it will
do so is still uncertain and differs from cell to cell.

During the S phase an origin of replication may find it-
self in a number of “states”. These are summarized in Fig-
ure 1(b), where we concentrate on an origin i and its neigh-
bors i − 1 and i + 1. Initially, all origins are in the “pre-
replicative state” (Case 1). When an origin fires, two repli-
cation forks are created and start moving in opposite direc-
tions along the genome (Case 2). When the left replicating
fork of origin i meets the right replicating fork of origin i−1,
then the part of the genome between the two origins (inter
origin) has been replicated. Origin i stops replicating to its
left and continues only to the right (Case 3, Case 4 is sym-
metric). When replication has finished in both directions the
origin goes to the “post-replicating” state (Case 5). Finally,
in the case that the replication fork of an adjacent active
origin reaches origin i before it has had a chance to fire then
origin i goes to the state “passively replicated” (Case 6). Af-
ter mitosis origins return to the pre - replicative state and
the process is repeated.

3.2 HIOA Model
The DNA replication procedure, as described in the pre-

vious section, is a complex process that involves different
types of dynamics: discrete dynamics due to the firing of
the origins, continuous dynamics from the evolution of the
replication forks and stochastic terms to capture which ori-
gins will fire and when. In this section we show how this
stochastic hybrid system can be modelled using HIOA.

The model requires the following data:

• The length, Genome Length, of the genome. In prac-
tice one would model each chromosome separately but
we ignore this here, since it does not affect the analysis.

• The positions Xi ∈ (0,Genome Length), i = 1, 2, . . . n,
of the putative origins of replication along the genome.
For convenience, we introduce two dummy origins sit-
uated at the ends of the genome X0 = 0 and Xn+1 =
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Genome Length.

• The firing times TFi ∈ [0,+∞), i = 1, 2, . . . n, of the
putative origins of replication.

• The fork velocity, v(x) ∈ R+ as a function of the loca-
tion, x ∈ [0,Genome Length].

The DNA replication process is captured as the compo-
sition of n + 3 hybrid automata; n of these are identical
and correspond to the n origins of replication (Figure 3).
Two represent the dummy origins placed at the ends of the
genome X0 and Xn+1 (Figure 4). Finally, an automaton
Timer keeps track of global time in a variable clock (Figure
5). At the heart of the model are of course the n origin
automata which we describe now in more detail.
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Figure 2: Discrete transitions for the origin automa-
ton.

The signature section declares the names and kinds (in-
put, output or internal) of actions of automaton. In our
case there are only internal actions; a detailed description is
given below together with the transitions of the automaton.

The variables of an automaton are declared by the key-
word variables followed by a list of variables, their kinds,
types and possibly their initial values. The origin automa-
ton has seven variables. The first is an internal variable
qi of type Ostate, which corresponds to the discrete state
of the origin. The variable can take values over the set
[PreR,RB,RL,RR,PostR] and initial value PreR for all
origins; the values of qi are in direct analogy to cases 1 − 6
in Figure 1(b), with cases 5 and 6 lumped together in PostR.
The communication of the automaton with its environment
is established by three input and two output variables. The
origin keeps track of the time evolution through the real in-
put variable clock. Moreover, the origin is informed about
the evolution of replication in its neighborhood by the real
input variables Ri−1 and Li+1, the positions of the right
replicating fork of the previous origin and of the left repli-
cating fork of the next origin. In the same way the origin
updates its adjacent origins on the positions of its own repli-
cation forks, Ri and Li. Both variables are initialized at the
location of the origin.

In the transitions section of an automaton specifica-
tion the discrete transitions corresponding to the actions
are specified. Transitions consist of two main parts: the
predicate following the pre keyword, which defines the set
of the states from which the actions can take place and the
effect following the eff keyword, which defines how the state
changes when the action occurs. Each origin automaton has
3 internal transitions that correspond to the events of firing,

type Ostate = enumeration [PreR,RB,RL,RR,PostR]

automaton Ori(i:Int,loci:Real,v(•):Real,TFi:Real)

where 0 < i < N + 1
v(•) : [0,Genome Length] → R

v(x) ≥ c > 0 ∀x ∈ [0,Genome Length]
loci ∈ (0,Genome Length)
TFi ≥ 0

signature
internal Firei,ReachLefti,ReachRighti

variables

internal qi : Ostate := PreR
input Ri−1 : Real

Li+1 : Real
clock : Real

output Ri : Real := loci
Li : Real := loci

transitions

internal Firei
pre qi = PreR

∧
clock = TFi

eff qi := RB;
internal ReachLefti
pre (qi = RB

∨
qi = RL

∨
qi = PreR)∧

Ri−1 = Li

eff if qi = RB then qi := RR;
elif qi = RL then qi := PostR;
elif qi = PreR then qi := RR;
fi;

internal ReachRighti
pre (qi = RB

∨
qi = RR

∨
qi = PreR)∧

Li+1 = Ri

eff if qi = RB then qi := RL;
elif qi = RR then qi := PostR;
elif qi = PreR then qi := RL;
fi;

trajectories

trajdef Replicationi

stop when
[qi = PreR

∧
clock = TFi]∨

[(qi = RB
∨
qi = RL

∨
qi = PreR)∧

Ri−1 = Li]∨
[(qi = RB

∨
qi = RR

∨
qi = PreR)∧

Li+1 = Ri]
evolve

if qi = PreR then d(Ri) := 0; d(Li) := 0;
elif qi = RB then d(Ri) := v(Ri); d(Li) := −v(Li);
elif qi = RR then d(Ri) := v(Ri); d(Li) := 0;
elif qi = RL then d(Ri) := 0; d(Li) := −v(Li);
elif qi = PostR then d(Ri) := 0; d(Li) := 0;
fi;

Figure 3: HIOA specification of an origin
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reaching the left or the right neighboring origin. All of them
affect only the value of variable qi. One can infer the precon-
dition for each transition by Figure 2. For example, when an
origin reaches its left neighbor then either: (a) origin jumps
from PreR to RR or (b) from RB to RR or (c) from RR
to PostR. Thus, the precondition of transition ReachLefti
is (qi = RB

∨
qi = RL

∨
qi = PreR)

∧
Ri−1 = Li. On the

other hand, the effect of the transition is the change of the
value of variable qi to RR or PostR, depending on the state
of the origin before the transition. The preconditions of the
transitions Firei and ReachRighti can be infered in the same
way.

Finally, the trajectories section defines a set of state
space models for the automaton. A state space model con-
sists of an ivariant condition, a stopping condition and a set
of differential and algebraic inequalities. Our automaton has
a single state space model called Replication. The stopping
condition of Replication is the union of the preconditions of
all transitions and ensures that continuous evolution stops
when an action is enabled. The list of expressions following
the keyword evolve define the replication evolution with
respect to time, in our case these are simply:

d

dt
Ri(t) =

{
v(Ri(t)) if qi ∈ {RB,RR}
0 otherwise

(1)

d

dt
Li(t) =

{ −v(Li(t)) if qi ∈ {RB,RL}
0 otherwise

(2)

The automaton for the two dummy origins (Figure 4) is
a simple automaton with only two output variables that are
used to inform the neighboring origins where the ends of the
genome are.

automaton DummyOri(i:Int,loci:Real)
where (i = 0 ∧ loci = 0)∨
(i = N + 1 ∧ loci = Genome Length)

variables

output Ri : Real := loci
Li : Real := loci

Figure 4: HIOA specification of dummy origin

Finally, for the coordination of the whole process we in-
troduce a Timer automaton (Figure 5) which has only one
output variable clock and a continuous trajectory for the
time evolution, d

dt
clock = 1.

automaton Timer
variables

output clock : Real := 0

trajectories

trajdef Time
evolve d(clock) = 1

Figure 5: HIOA specification of timer

The whole replication procedure can be modeled as a com-
position of n Ori automata, where n is the number of po-
tential origins, a Timer automaton and two DummyOri au-
tomata. Figure 6 summarizes the interaction among the

components of the overall system. Note that the composi-
tion of the n + 3 HIOA is feasible since the automata are
compatible, according to definition in Section 2.

Ori I
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Ori i-1

Ri-2

Ori i+1

Ri Ri+1

Timer

c
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c
k

Dummy
Ori 0

R0

Dummy
Ori n+1

Figure 6: Components of DNA replication system.

One difficulty that had to be overcome in the modeling
was the stochasticity introduced by the origin firing. HIOA
framework, in its current form, does not support description
and analysis of stochastic systems. However, in the pro-
posed model stochasticity is limited to the firing time TFi

of each origin. There are no stochastic differential equations
or probabilistic transitions. Therefore, the procedure can
be described as a deterministic Hybrid Input/Output Au-
tomaton with stochastic inputs. This feature let us treat
these inputs as parameters and use HIOA for the analysis of
our model. To ensure that the model is realistic and well -
defined we introduce the following assumptions:

Assumption 1.

1. For all i = 1, . . . , n, 0 < Xi < Genome Length and
Xi < Xj ⇔ i < j.

2. There exists c > 0 such that v(x) ≥ c for all x ∈
[0 Genome Length].

3. For all i = 1, . . . , n, TFi ≥ 0 and almost surely there
exists at least one j = 1, . . . , n such that TFj <∞.

The first two assumptions are satisfied by the input data
[1] and the latter is satisfied by the exponential distribution
of the randomly extracted firing times that was assumed in
[13].

4. MODEL VERIFICATION
DNA replication is an all – or – nothing process. Once the

replication of a DNA molecule begins it proceeds to comple-
tion and each region of the genome is replicated once and
only once. Our goal here is to verify that our model posesses
this property. We split the proof in three steps.

We start with some obvious lemmas that can be easily
derived by the automata descriptions. First, there are no
input or output transitions, therefore the state of an origin
is not affected by the transitions of other origins. More-
over, trajectories are defined by differential equations and
are therefore continuous.

Lemma 2. If i �= j Firei, ReachRighti, ReachLefti leave
qj unaffected. Moreover, all trajectories are continuous func-
tions of time.

We start by proving that an origin cannot remain in PreR
for infinite time. According to the model description, an
origin will fire at time TFi. The only reason for an origin not
to fire is to be passively replicated by another active origin
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before it fires. Therefore, an origin will leave PreR either by
firing at time TFi or by being passively replicated at a time
t less than its firing time (t < TFi). When an origin leaves
PreR cannot return in this state before the completion of the
replication. Moreover, the origin starts to replicate in one or
both directions according to the differential equations (1,2),
hence the genome part replicated by an origin (Ri−Xi, Xi−
Li) is not negative. Replicating origins remain active until
the inter origin parts in their neighborhood have completely
replicated. The unreplicated part of the genome between
two neighboring origins can be computed by the positions of
the replication forks of the two boundary origins. Consider,
for example, the inter – origin part between origins i and
i + 1. The position of the right replicating fork of origin i
is Ri(t) and the position of the left replicating fork of origin
i + 1 is Li+1(t). Then the inter – origin unreplicated part
is given by the derived variable UPi(t) = Li+1(t) − Ri(t).
Therefore, an active origin stops replicating in a direction
only when the corresponding inter origin has been replicated.
These observations are formalized in the following lemma,
which makes use of the following derived variables:

P1i = (qi �= PreR)

P2i = (qi = PreR ⇒ clocki ≤ TFi)

P3i = (Ri ≥ Xi) ∧ (Xi ≥ Li)

P4i = (qi = RL ∨ qi = PostR ∨ qi = PreR ∨ qi = RB)

∧(UPi = 0)

P5i = ((qi = RL ∨ qi = PostR) ⇒ UPi = 0)

P6i = ((qi = RR ∨ qi = PostR) ⇒ UPi−1 = 0)

Lemma 3.

1. P1i is a stable property for all i.

2. P2i is an invariant property for all i.

3. P3i is an invariant property for all i.

4. P4i is a stable property for all i.

5. P5i is an invariant property for all i.

6. P6i is an invariant property for all i.

The details of the proof are given in the appendix.
In the second step, we want to prove that it is not possible

for the replicated part to be more than the length of the
genome. In the following lemma we prove that (UPi ≥ 0) is
an invariant property of our model. This implies that each
inter – origin part cannot be replicated more than once. For
this reason, we introduce the derived boolean variable

P7i = (UPi ≥ 0) .

Lemma 4. P7i is an invariant property, for all i.

Proof. Initially Ri = Xi and Li+1 = Xi+1 . The as-
sumption that Xi < Xj for all i < j then implies that
UPi = Li+1 −Ri ≥ 0 in all initial states.

All transitions leave Ri and Li+1 unaffected, so the inequal-
ity is preserved by all transitions.

For the continuous part, consider a closed trajectory τ , such
that τ.fstate satisfies UPi ≥ 0. The variation of UPi along
a trajectory is:

d

dt
UPi =

d

dt
Li+i − d

dt
Ri

According to Lemma 1, it suffices to check if UPi ≥ 0 at the
last state of τ . Suppose for the sake of contradiction that
UPi < 0 at the last state of the trajectory. Then, according
to the intermediate value theorem, there exists t ∈ τ.dom
with t < τ.ltime such that UPi(t) = 0. Consider the follow-
ing cases:

Case 1: qi = PreR ∨ qi = RB ∨ qi = RR

In this case the stopping condition for the trajectory Repli-
cationi is satisfied at time t and hence t = τ.ltime. This
contradicts our assumption that t < τ.ltime.

Case 2: qi = RL ∨ qi = PostR

By Lemma 3.4, (qi = RL ∨ qi = PostR) ∧ (UPi = 0) is a
stable property, which contradicts with our assumption that
UPi < 0 at the final state of the trajectory.

Finally, we will show that almost surely the remaining
unreplicated part of the genome eventually becomes zero
in a finite time. We start with an informal description of
the main idea underlying the proof. Let origin i be the
origin with the smallest firing time over all origins, TFi =
minj=1,...,n TFj . By Assumption 1, TFi <∞ almost surely.

Consider now the case that whole genome is replicated
by one origin located in one of the genome ends (X = 0
or X =Genome Length). Moreover, assume that the origin
starts to replicate at time TFi and that replicates with a
constant speed c which is the lower bound of the replication
speed function v(x). In such a case the total genome will be

replicated by time Tend1 = TFi +
Genome Length

c
. For this

part we define the following derived variables:

TRD1 =

⎧⎨
⎩

0 , If 0 ≤ clock ≤ TFi

c(clock − TFi) , If TFi < clock ≤ Tend1

Genome Length , If clock ≥ Tend1

TRD =

n+1∑
i=0

(Xi − Li) +

n+1∑
i=0

(Ri −Xi)

Variable TRD1 corresponds to the total replicated DNA
by one origin at time clock and variable TRD to the the total
replicated DNA according to our model. In what follows we
will show that TRD is always lower bounded by TRD1. For
this reason, we also introduce a boolean derived variable RD
given by the expression RD = (TRD ≥ TRD1).

Lemma 5. RD is an invariant property.

Proof. The base case holds because in all initial states
Ri = Li = Xi and clock = 0, thus

TRD =

n+1∑
i=0

(Xi − Li) +

n+1∑
i=0

(Ri −Xi)

= 0

= TRD1

and RD is true.
For the discrete part, it is clear that variables Ri, Li, Xi

and clock are not affected by any transition. Therefore,
TRD and TRD1 are not affected by any transition too and
if RD is true before a transition it will also be true after the
transition.
For the continuous part we consider each time domain of
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TRD1 separately. If 0 ≤ clock ≤ TFi then TRD1 = 0. Ac-
cording to Lemma 3.3, (Ri ≥ Xi) and (Xi ≥ Li) are invari-
ant properties of the model. Therefore TRD =

∑n+1
i=0 (Xi −

Li) +
∑n+1

i=0 (Ri −Xi) ≥ 0 and RD is true for 0 ≤ clock ≤
TFi.

If TFi < clock ≤ TFi +
Genome Length

c
then by Lemma

3.2 we have that s.qi �= PreR. Variable qj does not change
over continuous evolution so we can write s.qj = s′.qj for all
j. Assume that RD is true at some state s and consider all
the trajectories that start at this state. We distinguish the
following cases:
Case 1: s.qi ∈ {RB, RR, RL}
The variation of TRD over a trajectory is

d

dt
TRD =

d

dt

[
n+1∑
j=0

(Xj − Lj) +

n+1∑
j=0

(Rj −Xj)

]

=
d

dt
[(−Li) + (Rj)] +

+
d

dt

⎡
⎢⎢⎢⎢⎢⎣

n+1∑
j = 0
j �= i

(−Lj) +

n+1∑
j = 0
j �= i

(Rj)

⎤
⎥⎥⎥⎥⎥⎦

≥ − d

dt
Li +

d

dt
Ri

≥

⎧⎪⎪⎨
⎪⎪⎩

v(Ri) , If qi = RR
v(Li) , If qi = RL

v(Ri) + v(Li) , If qi = RB
0 , otherwise

(3)

By Assumption 1 and given that s.qi ∈ {RB, RR, RL} we
have d

dt
TRD ≥ c. The value of TRD at s′ is:

TRD(s′) = TRD(s) +

∫ τ.lstate

τ.fstate

d

dt
TRDdt

≥ TRD(s) + c(τ.lstate− τ.fstate)

≥ TRD1(s) + c(τ.lstate− τ.fstate)

= c(τ.fstate− TFi) + c(τ.lstate− τ.fstate)

= c(τ.lstate− TFi) = TRD1(s
′)

Therefore, RD(s′) is true.
Case 2: s.qi = PostR
Now we consider the following cases:

A) Exists at least one origin k with k �= i such that
s.qk ∈ {RB, RR, RL}. As in the previous case we
can prove that RD(s′) is true.

B) s.qk ∈ {PreR, PostR} for all k �= j. We start by
proving that it is not possible for an origin to be in
PreR. Recall that s.qi = PostR. By lemmas 3.5 and
3.6, UPi and UPi−1 should be equal to 0. By Lemma
3.6, UPi = 0 ⇒ s.qi+1 ∈ {RR, PostR} and accord-
ing to the assumption s.qk ∈ {PreR, PostR} for all
k �= j, s.qi+1 = PostR. By Lemma 3.5, UPi−1 = 0 ⇒
s.qi−1 ∈ {RL, PostR} and according to the assump-
tion s.qk ∈ {PreR, PostR} for all k �= j, s.qi−1 =
PostR. Proceeding the same way we can conclude that
s.qk = PostR and UPk = 0 for all k. If s.qk = PostR
for all k then d

dt
TRD = 0 and TRD remains un-

changed over the trajectory, TRD(s′) = TRD(s). Fi-
nally, if at the state s, UPk = 0 for all k it can be
easily proven that TRD(s) = Genome Length which
is the maximum value TRD1 can take. Therefore,we
have eventually proven that in this case RD(s′) is also
true.

Lemmas 4 and 5 immediately lead to the conclusion that
almost surely the unreplicated part of the genome becomes
zero in a finite time.

Theorem 1. At time Tend1 = TFi +
Genome Length

c
,

TRD = Genome Length.

Proof. By Lemma 4 we have:

UPi ≥ 0 ⇔ Li+1 −Ri ≥ 0

The last inequality can be used to prove that the total repli-
cated DNA (TRD) is less than or equal to the length of the
genome.

TRD =

n+1∑
i=0

(Xi − Li) +

n+1∑
i=0

(Ri −Xi)

=

n+1∑
i=0

(Ri − Li)

= Rn+1 − L0 +

n∑
i=0

Ri −
n+1∑
i=1

Li

= Xn+1 −X0 −
n∑

i=0

[Li+1 −Ri]

≤ Xn+1 −X0

= Genome Length (4)

In Lemma 5 we have shown that RD is an invariant prop-

erty. At time Tend1 = TFi +
Genome Length

c
we have that

TRD1 = Genome Length. Thus at Tend1 :

TRD ≥ Genome Length (5)

The result follows by combining inequalities (4) and (5).

5. CONCLUDING REMARKS
In this paper we attempted to establish whether tech-

niques developed for hybrid systems can be used for the
verification of complex stochastic hybrid systems. We used
a biologically inspired stochastic hybrid model, the duplica-
tion of cells genetic material. The system is complex enough
to approach analytically and involves stochastic terms apart
from continuous and discrete dynamics. In previous work
the authors and co-workers had analyzed the model through
simulation. Simulations results led to interesting conjectures
about the mechanisms that govern the DNA replication pro-
cess, rising questions about the correctness of the proposed
model.

Here we used the HIOA formalism to encode the system.
Although, HIOA framework lacks support for stochastic sys-
tems, we showed that it can be used for a special class of
stochastic hybrid systems, where stochasticity is limited to
system inputs/parameters. Because of the limited stochas-
tic aspects, the approach cannot be easily generalized to all
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stochastic hybrid systems. Inductive arguments were used
to prove critical properties of the model; induction proofs are
ideally suited to the structure imposed by the HIOA mod-
eling formalism. The results show that the model indeed
captures the mechanisms of the DNA replication process,
providing theoretical support for the model predictions.
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APPENDIX
Lemma 3.1. P1i is a stable property for all i.

Proof. For the discrete part, for all discrete transitions
(s, α, s′) ∈ D with s.qi �= PreR we have s′.qi �= PreR.
For the continuous part, it is easy to see that the evolution of
the trajectory Replication leaves variable qi unaffected.

Lemma 3.2. P2i is an invariant property for all i.

Proof. Property P2i can be written P2i = Q∨ Q̂, where

Q = (qi = PreR ∧ clock ≤ TFi) and Q̂ = (qi �= PreR). For
the discrete part, we will consider each case separately. We
start assuming that one of the Q, Q̂ is true at a state s and
then we check if P2i is true in all reachable states from s
through a discrete transition. The base case holds because
in all initial states qi = PreR and clocki = 0 ≤ TFi, Q is
true.

According to Lemma 3.1, Q̂ is a stable property. Therefore,
if Q̂ is true at a state s it will be true in all reachable from
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s states. So we have only to check the case that Q is true.

For the discrete part, we want to prove that for all transi-
tions (s, α, s′) ∈ D if Q(s) is true then P2i(s

′) is also true.
We distinguish two cases:

Case 1: (UPi = 0) ∨ (UPi−1) ∨ (clock = TFi) is true at s.

In this case the preconditon of one of the transitions Firei,
ReachLefti or ReachRighti is satisfied and according to their
effects s′.qi �= PreR, which means that Q̂(s′) is true.

Case 2: (UPi = 0)∨ (UPi−1)∨ (clock = TFi) is not true at
s.

None of the tansitions preconditions is satisfied and there-
fore s′.qi = s.qi = PreR. Additionally, variable clock is not
affected by any transition, s′.clock = s.clock ≤ TFi. There-
fore, in this case property Q is preserved by all transitions.

For the continuous part consider a closed trajectory τ ∈
T and let τ.fstate = s and τ.lstate = s′. Variable qi
does not change during continuous evolution. Therefore,
if s.qi = PreR then s′.qi = PreR. It sufficies to prove
then that s′.clock ≤ TFi, which means that Q(s′) is true.
Suppose for the sake of contradiction that s′.clock > TFi.
From the automaton definition we see that d

dt
clock = 1,

independently of the value of qi. Therefore the variable in-
creases monotonically and by the intermediate value theo-
rem there exists a time t ∈ dom(τ) with t < τ.ltime for
which τ(t).clock = TFi. In this case the precondition of
transition Firei is satisfied and τ.ltime = t, which contra-
dicts our assumption that t < τ.ltime.

Lemma 3.3. P3i is invariant property for all i.

Proof. The base case holds because in all initial states
Ri = Xi and Li = Xi. The inequality is also preserved by
all transitions, as they leave Ri, Li and Xi unaffected.
For the continuous evolution, assume that (Ri ≥ Xi)∧(Xi ≥
Li) is true at some state s and consider all trajectories that
start at s. The variation of Ri and Li along a trajectory
are given by equations (1,2). It is clear that d

dt
Ri ≥ 0

and d
dt
Li ≤ 0, Ri increases monotonically and Li decreases

monotonically. Therefore, if (Ri ≥ Xi) ∧ (Xi ≥ Li) at the
first state of a trajectory then at the last state of the trajec-
tory (Ri ≥ Xi) ∧ (Xi ≥ Li) will be also true.

Lemma 3.4. P4i is a stable property, for all i.

Proof. We proceed as in Lemma 3.2. The variable P4i

can be written in the form P4i = C1 ∨ C2 ∨ C3 ∨ C4, where
C1 = (qi = RL ∧ UPi = 0), C2 = (qi = PostR ∧ UPi = 0),
C3 = (qi = PreR∧UPi = 0) and C4 = (qi = RB∧UPi = 0).
If one of the properties C1, C2, C3, C4 is true then property
P4i is also true.
Case 1: C1 is true at a state s
Variables Ri and Li+1 are not affected by any transition.
Therefore, UPi = 0 is preserved by all transitions. Hence
we concentrate on the effect of transitions on variable qi.
Variable qi is affected by all transitions of origin i. How-
ever, only the precondition of transition ReachLeft i is sat-
isfied when qi = RL.At the post state of ReachLeft i in this
case we have s′.qi = PostR. Hence C2 is true, which means
that P4i is also true.
Case 2: C2 is true at a state s
Given that qi = PostR there is no transition that would af-
fect qi Therefore, C2 and P4i remain true for all transitions.

Case 3: C3 is true at a state s
In this case only the preconditions of ReachRight i and Firei

can be satisfied, because qi =PreR.
If the precondition of ReachRight i is satisfied then at the
post state qi = RL. Therefore C1 and P4i are true. In the
case that precondition of Firei is satisfied at the post state
qi = RB and C4 is true, which means that P4i is also true.
Case 4: C4 is true at a state s
In this case only the precondition of transition ReachRight i
is satisfied because qi = PreR and Li+1 = Ri, recall that
UPi = Li+1 −Ri = 0.
According to the effect of ReachRight i if s.qi = RB at the
post state s′.qi = RL. Therefore C1 and P4i are true.
For the continuous part assume at some state s, P4i is true
and consider the trajectories that start at this state. We
distinguish the following cases:
Case 1: qi ∈ {RL,PreR, PostR}.
Given that qi ∈ {RL,PreR, PostR}, the replication rate of
origin i on its right is d

dt
Ri = 0. Thus, it is sufficient to prove

that d
dt
Li+1 = 0 or that qi+1 ∈ {PreR,RR,PostR}. Sup-

pose for the sake of contradiction qi+1 /∈ {PreR,RR,PostR}
which is equivalent to qi+1 ∈ {RB,RL}. In this case the pre-
condition of ReachLeft i is satisfied, the trajectory stops and
at the post state qi+1 ∈ {PreR,RR,PostR}.
Case 2: qi = RB.
In this case the stopping condition for the trajectory Repli-
cation is satisfied and action ReachRight i occurs.

The same way can be proved that (qi = RR∨qi = PostR∨
qi = PreR ∨ qi = RB) ∧ (UPi−1 = 0) is a stable property,
as it is a symmetric case.

Lemma 3.5. P5i is an invariant property for all i.

Proof. Property P5i can be written P5i = H ∨Ĥ, where

H = ((qi = RL ∨ qi = PostR) ∧ UPi = 0) and Ĥ = (qi �=
RL ∧ qi �= PostR). If one of the properties H, Ĥ is true
then one of the property P5i is also true. The base case

holds because in all initial states qi = PreR and Ĥ is true.

For the discrete part, we want to prove that for all transi-
tions (s, α, s′) ∈ D if H(s) or Ĥ(s) is true then �P6i(s

′) is
also true.

Case 1: H(s) is true

Since UPi is not affected by any transition, if s�UPi = 0
then s′�UPi = 0. Variable qi is affected by all transitions
of origin i. However, if H(s) is true then s.qi can be either
PostR orRL. If s.qi = PostR then there exists no transition
(s, α, s′) ∈ D such that the precondition of α to be satisfied.
Therefore s′.qi = PostR and �P5i(s

′) is true. If s.qi = RL
only the precondition of transition ReachLeft i can be satis-
fied. If this precondition is satisfied then s′.qi = PostR else
s′.qi = RL. In both cases H(s′) is true.

Case 2: Ĥ(s) is true
In this case s.qi ∈ {PreR, RB, RR}. We consider each
case separately.

If s.qi = PreR only the precondition of Firei can be satis-
fied and in this case s′.qi = RB. Therefore Ĥ(s′).
If s.qi = RB only the preconditions of the transitions Reach-
Left i and ReachRight i can be satisfied. In the case that the
precondition of ReachLeft i is satisfied then s�UPI = 0 and
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given that UPi is not affected by any transition s′�UPi = 0.
Moreover, s′.qi = RB and therefore H(s′) is true. In the

later case, s′.qi = RR and consequently Ĥ(s′) is true at the
post state.
If s.qi = RR only the precondition of ReachRight i can be
satisfied. If this precondition is satisfied then s�UPI = 0 and
given that UPi is not affected by any transition s′�UPi = 0.
Moreover, s′.qi = RB and therefore H(s′) is true at the post
state.

For the continuous part, consider a closed trajectory τ and
let s = τ.fstate and s′ = τ.lstate. Given that continuous
evolution does not affect variable qi, it is clear that if Ĥ is
true at the first state of a trajectory it will also be true at
the last state. Therefore, it is sufficient to check if �P6i(s

′)
is true when H(s) is true. If H(s) is true then Ci = (qi =
RL ∨ qi = PostR ∨ qi = PreR ∨ qi = RB) ∧ (UPi = 0) is
also true and according to Lemma 3.4 P4i = (qi = RL∨qi =
PostR∨qi = PreR∨qi = RB)∧(UPi = 0) will be true at the
last state of the trajectory. When P4i is true one of the fol-
lowing can be true: either (qi = RL∨ qi = PostR)∧ (UPi =
0) = H is true or (qi = PreR ∨ qi = RB) ∧ (UPi = 0) it

true. In the later case Ĥ = (qi �= RL ∧ qi �= PostR) is
also true. Therefore, P5i will be true at the last state of the
trajectory.

Lemma 3.6. P6i is an invariant property for all i.

Proof. The proof is the same as before as it is a sym-
metric case.
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ABSTRACT
Exponential stability of switched linear systems under both
arbitrary and proper switching is studied through two suit-
ably defined families of functions called the strong and the
weak generating functions. Various properties of the gen-
erating functions are established. It is found that the radii
of convergence of the generating functions characterize the
exponential growth rate of the trajectories of the switched
linear systems. In particular, necessary and sufficient condi-
tions for the exponential stability of the systems are derived
based on these radii of convergence. Numerical algorithms
for computing estimates of the generating functions are pro-
posed and examples are presented for illustration purpose.

Categories and Subject Descriptors
G.1.0 [Numerical Analysis]: General—stability (and in-
stability), numerical algorithms; I.2.8 [Artificial Intelli-
gence]: Problem Solving, Control Methods, and Search—
control theory,dynamic programming

General Terms
Theory, Algorithms

Keywords
Switched linear systems, exponential stability, generating
functions.

1. INTRODUCTION
Switched linear systems are a natural extension of linear

systems and an important family of hybrid systems. They
have been finding increasing applications in a diverse range
of engineering systems [11]. A fundamental problem in the
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study of switched linear systems is to determine their stabil-
ity, or more generally, to characterize the exponential rate at
which their trajectories grow or decay, under various switch-
ing rules. See [13, 15] for some recent reviews of the vast
amount of existing work on this subject. Specifically, these
work can be classified into two categories: stability under
arbitrary switching where the switching rules are uncon-
strained; and stability under restricted switching rules such
as switching rate constraints [6] and state-dependent switch-
ings [9]. A predominant approach to the study of stability
in both cases is through the construction of common or mul-
tiple Lyapunov functions [3, 8, 9]. Other approaches include
Lie algebraic conditions [12] and the LMI methods.

The goal of this paper is to determine not only the ex-
ponential stability of switched linear systems, but also the
exponential growth rate of their trajectories. In particular,
we try to characterize the maximum exponential growth rate
of the trajectories under arbitrary switching and the mini-
mum exponential growth rate under proper switching. In
the latter case, the switching is fully controllable; thus the
problem can be deemed as a switching stabilization prob-
lem. Previous contributions in the literature on these two
rates, especially the first one, include for example the work
on joint spectral radius [2, 16, 17] and (maximum) Lyapunov
exponent [1], to name a few. These work studied directly
the maximum growth rate of the norm of increasingly longer
products of subsystem matrices.

In comparison, the method proposed in this paper char-
acterizes the exponential growth rates indirectly through
two families of functions, the strong and the weak generat-
ing functions, that are power series with coefficients deter-
mined by the system trajectories. The advantages of such
a method are: (i) quantities derived from the generating
functions, such as their radii of convergence and quadratic
bounds, fully characterize the exponential growth of the sys-
tem trajectories, including but not limited to the exponen-
tial growth rates; (ii) these functions are automatically Lya-
punov functions if the systems are exponentially stable; (iii)
the generating functions possess many nice properties that
make their efficient computation possible; (iv) and finally,
such a method admits natural extensions to more general
classes of systems, such as conewise linear inclusions [14]
and switched linear systems with control input.

This paper is organized as follows. In Section 2, the sta-
bility notions of switched linear systems are briefly reviewed.
In Section 3, we define the strong generating functions; study
their various properties; and use them to characterize the ex-
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ponential stability of the systems under arbitrary switching.
A numerical algorithm will also be presented to compute
the strong generating functions by taking advantage of their
convexity. The development of Section 4 mirrors that of
Section 3, where weak generating functions are studied for
the purpose of characterizing the exponential stability of the
systems under proper switching. Finally, some concluding
remarks are given in Section 5.

2. STABILITY OF SWITCHED LINEAR SYS-
TEMS

A discrete-time (autonomous) switched linear system (SLS)
is defined as follows: its state x(t) ∈ Rn evolves by switching
among a set of linear dynamics indexed by the finite index
set M := {1, . . . ,m}:

x(t+ 1) = Aσ(t)x(t), t = 0, 1, . . . . (1)

Here, σ(t) ∈ M for t = 0, 1 . . ., or simply σ, is called the
switching sequence; and Ai ∈ Rn×n, i ∈ M, are the sub-
system state dynamics matrices (assume Ai �= 0). Starting
from the initial state x(0) = z, the trajectory of the SLS
under the switching sequence σ will be denoted by x(t; z, σ).

Definition 1. The switched linear system is called

• exponentially stable under arbitrary switching (with
the parameters κ and r) if there exist κ ≥ 1 and r ∈
[0, 1) such that starting from any initial state z and un-
der any switching sequence σ, the trajectory x(t; z, σ)
satisfies ‖x(t; z, σ)‖ ≤ κrt‖z‖, for all t = 0, 1, . . ..

• exponentially stable under proper switching (with the
parameters κ and r) if there exist κ ≥ 1 and r ∈ [0, 1)
such that starting from any initial state z, there exists a
switching sequence σ for which the trajectory x(t; z, σ)
satisfies ‖x(t; z, σ)‖ ≤ κrt‖z‖, for all t = 0, 1, . . ..

Similar to linear systems, we can define the notions of stabil-
ity (in the sense of Lyapunov) and asymptotic stability for
SLS under both arbitrary and proper switching. Due to the
homogeneity of SLS, the local and global versions of these
stability notions are equivalent. Moreover, it is easily shown
that the asymptotic stability and exponential stability of
SLS under arbitrary switching are equivalent [14].

3. STRONG GENERATING FUNCTIONS
Central to the stability analysis of SLS is the task of de-

termining the exponential rate at which ‖x(t; z, σ)‖ grows
as t → ∞ for trajectories x(t; z, σ) of the SLS. The follow-
ing lemma, adopted from [10, Corollary 1.1.10], hints at an
indirect way of characterizing this growth rate.

Lemma 1. For a given sequence of scalars {at}t=0,1,...,
suppose the power series

P∞
t=0 atλ

t has the radius of con-
vergence R. Then for any r > 1

R
, there exists a constant Cr

such that |at| ≤ Crr
t for all t = 0, 1, . . ..

As a result, for any trajectory x(t; z, σ) of the SLS, an (asymp-
totically) tight bound on the exponential growth rate of
‖x(t; z, σ)‖2 as t → ∞ is given by the reciprocal of the ra-
dius of convergence of the power series

P∞
t=0 λ

t‖x(t; z, σ)‖2.
This motivates the following definition in studying the ex-
ponential stability of SLS under arbitrary switching.

For each z ∈ Rn, define the strong generating function
G(·, z) : R+ → R+ ∪ {+∞} of the SLS as

G(λ, z) := sup
σ

∞X
t=0

λt‖x(t, z, σ)‖2, ∀λ ≥ 0, (2)

where the supremum is taken over all switching sequences
σ of the SLS. Obviously, G(λ, z) is monotonically increasing
in λ, with G(0, z) = ‖z‖2. As λ increases, however, it is
possible that Gλ(z) = +∞. Define the threshold

λ∗(z) := sup{λ |G(λ, z) < +∞}

as the radius of strong convergence of the SLS at z. Intu-
itively speaking, G(·, z) corresponds to the power series of
the “most divergent” trajectories starting from z generated
by all switching sequences; thus the radius of convergence
λ∗(z) is expected to contain information about the fastest
exponential growth rate for solutions starting from z.

It is often convenient to study G(λ, z) as a function of
z for a fixed λ. Thus, for each λ ≥ 0, define the function
Gλ : Rn → R+ ∪ {+∞} as

Gλ(z) := G(λ, z), ∀z ∈ R
n. (3)

From its definition, Gλ(z) is nonnegative, homogeneous of
degree two in z, with G0(z) = ‖z‖2. We will also refer to
Gλ(z) as the strong generating function of the SLS.

3.1 Properties of General Gλ(z)

Some properties of the function Gλ(z) are listed below.

Proposition 1. Gλ(z) has the following properties.

1. (Bellman Equation): For all λ ≥ 0 and all z ∈ Rn, we
have Gλ(z) = ‖z‖2 + λ ·maxi∈MGλ(Aiz).

2. (Sub-Additivity): Let λ ≥ 0 be arbitrary. Then

p
Gλ(z1 + z2) ≤

p
Gλ(z1) +

p
Gλ(z2)

for all z1, z2 ∈ Rn. Hence, for α1, α2 ∈ R, z1, z2 ∈ Rn,
we have Gλ(α1z1 + α2z2) ≤ 2α2

1Gλ(z1) + 2α2
2Gλ(z2).

3. (Convexity): For each λ ≥ 0, both Gλ(z) and
p
Gλ(z)

are convex functions of z ∈ Rn.

4. (Invariant Subspace): For each λ ≥ 0, the set Gλ :=
{z ∈ Rn |Gλ(z) < +∞} is a subspace of Rn invariant
under {Ai}i∈M, namely, AiGλ ⊂ Gλ for all i ∈M.

5. For 0 ≤ λ < (maxi∈M ‖Ai‖2)−1, Gλ(z) <∞ for all z.

6. If λ ≥ 0 is such that Gλ(z) < +∞, ∀z ∈ Rn, then there
exists a constant c ∈ [1,∞) such that ‖z‖2 ≤ Gλ(z) ≤
c‖z‖2, ∀z ∈ Rn.

Proof. 1. Property 1 is a direct consequence of the dy-
namic programming principle if we view Gλ(z) as the value
function of an infinite horizon optimal control problem.
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2. Since x(t; z, σ) is linear in z, ∀λ ≥ 0, ∀z1, z2 ∈ Rn,

Gλ(z1 + z2) = sup
σ

∞X
t=0

λt‖x(t; z1, σ) + x(t; z2, σ)‖2

≤ sup
σ

∞X
t=0

λtˆ‖x(t; z1, σ)‖2 + 2‖x(t; z1, σ)‖ · ‖x(t; z2, σ)‖

+ ‖x(t; z2, σ)‖2˜
≤ Gλ(z1) + 2

p
Gλ(z1)

p
Gλ(z2) +Gλ(z2)

=
hp

Gλ(z1) +
p
Gλ(z2)

i2

,

which is the first desired conclusion. Using the Cauchy-
Schwartz inequality, we can derive the second desired con-
clusion from the first one.

3. For each fixed λ ≥ 0, the convexity of
p
Gλ(z) fol-

lows from its sub-additivity: for arbitrary z1, z2 ∈ Rn and
α1, α2 ≥ 0 with α1 + α2 = 1,

p
Gλ(α1z1 + α2z2) ≤

p
Gλ(α1z1) +

p
Gλ(α2z2)

= α1

p
Gλ(z1) + α2

p
Gλ(z2).

As a result, Gλ(z) = (
p
Gλ(z))2 is also convex.

4. The conclusions follow directly from sub-additivity and
the Bellman equation of Gλ(z).

5. For any trajectory x(t; z, σ) of the SLS, simply observe
that ‖x(t; z, σ)‖2 ≤ (maxi∈M ‖Ai‖2)t‖z‖2 for all t.

6. Assume λ is such that Gλ(z) is finite for all z. By
its definition, Gλ(z) ≥ ‖z‖2. To show that Gλ(z) ≤ c‖z‖2,
by homogeneity it suffices to show that Gλ(z) ≤ c for all
z on the unit sphere Sn−1. Each z ∈ Sn−1 can be written
as z =

Pn
i=1 αi ei, where {ei}ni=1 is the standard basis of

Rn, and {αi}ni=1 are the coordinates of z in this basis sat-
isfying

Pn
i=1 α

2
i = 1. In light of sub-additivity, Gλ(z) ≤

n
Pn

i=1 α
2
iGλ(ei) ≤ c, where c = n ·max1≤i≤n Gλ(ei) < ∞

by our assumption on λ. This completes the proof.

From Proposition 1, Gλ is a subspace of Rn that decreases
monotonically from G0 = Rn at λ = 0 to G∞ := ∩λ≥0Gλ

as λ → ∞. The set of all distinct Gλ for λ ≥ 0 forms a
cascade of subspaces of Rn: Rn = Gλ1 � · · · � Gλd

for some
0 = λ1 < · · · < λd, where d ≤ n is an integer. Since each of
such Gλj is invariant under {Ai}i∈M, any trajectory of the
SLS starting from an initial state in Gλj will remain inside
Gλj at all subsequent times. Thus, a sub-SLS can be de-
fined as the restriction of the original SLS on the subspace
Gλj . Intuitively, the restricted sub-SLS on Gλd

is the “most
exponentially stable” sub-SLS as its trajectories have the
largest radius of convergence, hence the slowest exponen-
tial growth rate. As j decreases, the restricted sub-SLS on
Gλj will become “less exponentially stable” as faster growing
trajectories are included.

The above geometric statements can also be stated equiv-
alently as follows: after a suitable change of coordinates,
all the matrices Ai, i ∈ M, can be simultaneously trans-
formed into the same row block upper echelon form, with
their last row blocks corresponding to the restricted sub-
SLS on Gλd

; their last two row blocks corresponding to the
restricted sub-SLS on Gλd−1 , ... etc. Finally, if the SLS
is irreducible, namely, has no nontrivial invariant subspaces
other than Rn and {0} (which occurs with probability one
for randomly generated SLS), the above discussions imply

that the function Gλ(z) is either finite everywhere or infinite
everywhere for any given λ ≥ 0.

Example 1. Consider the following SLS on R2:

A1 =

»
7
6
− 5

6− 5
6

7
6

–
, A2 =

»
5
3

4
3

4
3

5
3

–
. (4)

Starting from any initial z = (z1, z2)
T , let x(t; z, σ1) and

x(t; z, σ2) be the state trajectories under the switching se-
quences σ1 = (1, 1, . . .) and σ2 = (2, 2, . . .), respectively.
Then it can be proved (though by no mean trivially) that

Gλ(z) = max

( ∞X
t=0

λt‖x(t; z, σ1)‖2,
∞X

t=0

λt‖x(t; z, σ2)‖2
)

=

8>>>>><
>>>>>:

max
n

9(z1+z2)2

2(9−λ)
+ (z1−z2)2

2(1−4λ)
,

(z1+z2)2

2(1−9λ)
+ 9(z1−z2)2

2(9−λ)

o
, if 0 ≤ λ < 1

9

(z1−z2)2

2(1−4λ)
· 1z1+z2=0 +∞ · 1z1+z2 �=0, if 1

9
≤ λ < 1

4

∞, if λ ≥ 1
4
.

Here, 1z1+z2=0 is the indicator function for the set {(z1, z2) ∈
R2 | z1 + z2 = 0}, etc. Thus, Gλ is R2 for 0 ≤ λ < 1

9
;

span{(1,−1)T } for 1
9
≤ λ < 1

4
; and {0} for λ ≥ 1

4
. Each

of these, e.g., span{(1,−1)T }, is an invariant subspace of
R2 for {A1, A2}. Indeed, one can verify that the two sys-
tem matrices A1 and A2 can be simultaneously diagonalized

by the transformation matrix Q =
h

cos(π/4) sin(π/4)
− sin(π/4) cos(π/4)

i
as

QTA1Q =diag( 1
3
, 2) and QTA2Q =diag(3, 1

3
), respectively.

3.2 Radius of Strong Convergence
The quantity defined below will be important in charac-

terizing the stability of the SLS under arbitrary switching.

Definition 2. The radius of strong convergence of the
SLS (1) is the quantity λ∗ ∈ (0,∞] defined by

λ∗ := sup
˘
λ | there exists a finite constant c

such that Gλ(z) < c‖z‖2, ∀z ∈ R
n

¯
.

By Property 6 of Proposition 1, λ∗ can also be defined by
λ∗ = sup{λ |Gλ(z) < ∞, ∀z ∈ Rn}. By Property 5, λ∗ ≥
(maxi∈M ‖Ai‖2)−1 > 0. It is possible that λ∗ = +∞. This
is the case, for example, if all solutions x(t; z, σ) of the SLS
converge to the origin within a finite time independent of
the starting state z. For the SLS in Example 1, its radius of
strong convergence is 1

9
.

The following theorem shows that the knowledge of the
radius of strong convergence is sufficient for determining the
stability of the SLS under arbitrary switching.

Theorem 1. The following statements are equivalent:

1. The SLS is exponentially stable under arbitrary switch-
ing.

2. Its radius of strong convergence λ∗ > 1.

3. The generating function G1(z) is finite for all z ∈ Rn.

Proof. 1⇒ 2: Suppose there exist constants κ ≥ 1 and
r ∈ [0, 1) such that ‖x(t; z, σ)‖ ≤ κrt‖z‖, t = 0, 1, . . ., for all
trajectory x(t; z, σ) of the SLS. Then for any λ < r−2,

Gλ(z) = sup
σ

∞X
t=0

λt‖x(t; z, σ)‖2 ≤ κ2

1− λr2 ‖z‖
2,
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is finite for all z. It follows that λ∗ ≥ r−2 > 1.
2⇒ 3: This follows directly from the definition of λ∗.
3 ⇒ 1: Suppose G1(z) is finite for all z. By Prop-

erty 6 of Proposition 1, G1(z) ≤ c‖z‖2 for some constant
c < +∞. Thus, for any trajectory x(t; z, σ) of the SLS,P∞

t=0 ‖x(t; z, σ)‖2 ≤ c‖z‖2. This implies that ‖x(t; z, σ)‖ ≤√
c‖z‖ for all t = 0, 1, . . ., namely, the SLS is stable under

arbitrary switchings; and that x(t; z, σ)→ 0 as t→∞. Con-
sequently, the SLS is asymptotically, hence exponentially,
stable under arbitrary switching.

This implies the following stronger conclusions.

Corollary 1. Given a SLS with a radius of strong con-
vergence λ∗, for any r > (λ∗)−1/2, there exists a constant
κr such that ‖x(t; z, σ)‖ ≤ κrr

t‖z‖, t = 0, 1, . . ., for all tra-
jectories x(t; z, σ) of the SLS.

Proof. Let r > (λ∗)−1/2 be arbitrary. The scaled SLS
with subsystem dynamics matrices {Ai/r}i∈M is easily seen
to have its strong generating function to beG(λ/r2, z); hence
its has a radius of strong convergence r2λ∗ > 1. By The-
orem 1, the scaled SLS is exponentially stable under arbi-
trary switching; in particular, all its trajectories x̃(t; z, σ)
satisfy ‖x̃(t; z, σ)‖ ≤ κr‖z‖, t = 0, 1, . . ., for some κr > 0.
Note that trajectories x̃(t; z, σ) of the scaled SLS are exactly
r−tx(t; z, σ) where x(t; z, σ) are the trajectories of the orig-
inal SLS. Thus, ‖x(t; z, σ)‖ = rt‖x̃(t; z, σ)‖ ≤ κrr

t‖z‖, t =
0, 1, . . ., for all trajectories x(t; z, σ) of the original SLS.

Thus, the fastest exponential growth rate r for all tra-
jectories of the SLS can be chosen to be arbitrarily close to
(λ∗)−1/2. Later on in Theorem 2 in Section 3.5, the constant
κr will be derived from the strong generating functions.

3.3 Smoothness of Finite Gλ(z)

When λ ∈ [0, λ∗), the function Gλ(z) is finite everywhere.
From this point on, we shall focus on such finite Gλ(z).
First, some smoothness properties are established.

We first introduce a few notions. A function f : Rn → R

is called directionally differentiable at z0 ∈ Rn if its (one-
sided) directional derivative at z0 along v ∈ Rn defined

as f ′(z0; v) := limτ↓0
f(z0+τv)−f(z0)

τ
exists for any direction

v. If f is both directionally differentiable at z0 and locally
Lipschitz continuous in a neighborhood of z0, it is called
B(ougligand)-differentiable at z0. Finally, the function f is
semismooth at z0 if it is B-differentiable in a neighborhood
of z0 and the following limit holds:

lim
z→z0
z �=z0

| f ′(z; z − z0)− f ′(z0; z − z0)|
‖z − z0‖ = 0.

Proposition 2. Let λ ∈ [0, λ∗) be arbitrary.

1. Both Gλ(z) and
p
Gλ(z) are convex, locally Lipschitz

continuous functions on Rn. Moreover,
p
Gλ(z) is

globally Lipschitz continuous.

2. Both Gλ(z) and
p
Gλ(z) are semismooth on Rn.

Proof. 1. The convexity has been proved in Proposi-
tion 1. To show the global Lipschitz continuity of

p
Gλ(z),

we invoke its sub-additivity to obtain, for any z,Δz ∈ Rn,

−
p
Gλ(−Δz) ≤

p
Gλ(z + Δz)−

p
Gλ(z) ≤

p
Gλ(Δz).

Hence,
˛̨p

Gλ(z + Δz)−p
Gλ(z)

˛̨ ≤p
Gλ(±Δz) ≤ √c‖Δz‖

for some constant c as λ < λ∗. This shows that
p
Gλ(z) is

globally Lipschitz continuous on Rn with the Lipschitz con-
stant

√
c. As a result,

p
Gλ(z), hence Gλ(z), is (locally

Lipschitz) continuous on Rn.

2. The semismoothness of Gλ(z) and
p
Gλ(z) follows di-

rectly from their convexity and local Lipschitz continuity.
Indeed, any convex and locally Lipschitz continuous func-
tion f on Rn must be directionally differentiable, hence B-
differentiable, on Rn. To see this, note that, for any fixed

z0, v ∈ Rn, the function g(τ ) := f(z0+τv)−f(z0)
τ

is non-
decreasing in τ > 0 by the convexity of f ; and bounded
from below as τ ↓ 0 by the local Lipschitz continuity of f .
Thus, f ′(z0, v) = limτ↓0 g(τ ) exists. We claim further that
such an f must also be semismooth on Rn. A proof of this
claim using the equivalent formulation of semismoothness in
term of Clarke’s generalized gradient [4] can be found in [5,
Proposition 7.4.5]. This completes the proof of the semis-

moothness of Gλ(z) and
p
Gλ(z) on Rn.

It is worth pointing out that if λ ≥ λ∗ is outside the range
of [0, λ∗), then Gλ(z) can not be continuous on Rn. Indeed,
it is not even continuous at z = 0.

3.4 Quadratic Bound of Finite Gλ(z)

For each λ ∈ [0, λ∗), Gλ(z) is finite everywhere, hence
quadratically bounded by Proposition 1. Define the constant

gλ := sup
‖z‖=1

Gλ(z), λ ∈ [0, λ∗). (5)

Then gλ is finite and strictly increasing on [0, λ∗). By ho-
mogeneity, gλ can be equivalently defined as the smallest
constant c such that Gλ(z) ≤ c‖z‖2 for all z ∈ Rn. By con-
tinuity of Gλ(z) proved in Proposition 2, for each λ ∈ [0, λ∗),
Gλ(z) = gλ‖z‖2 for some z ∈ Rn.

The following estimate of gλ can be easily obtained.

Lemma 2. 1
gλ
≥ 1− λ ·maxi∈M ‖Ai‖2, for λ ∈ [0, λ∗).

Proof. Let λ ∈ [0, λ∗). For any trajectory x(t; z, σ) of
the SLS, we have ‖x(t; z, σ)‖2 ≤ maxi∈M ‖Ai‖2 · ‖x(t −
1; z, σ)‖2 ≤ · · · ≤ (maxi∈M ‖Ai‖2)t‖z‖2. Thus,

∞X
t=0

λt‖x(t; z, σ)‖2 ≤ 1

1− λ ·maxi∈M ‖Ai‖2 ‖z‖
2,

for 0 ≤ λ < (maxi∈M ‖Ai‖2)−1. By the definition of gλ,

this implies that gλ ≤ 1

1− λ ·maxi∈M ‖Ai‖2 , which is the

desired conclusion for 0 ≤ λ < (maxi∈M ‖Ai‖2)−1. The case
when (maxi∈M ‖Ai‖2)−1 ≤ λ < λ∗ is trivial.

The following lemma on power series is proved in [7].

Lemma 3. Let {wt}t=0,1,... be a sequence of nonnegative
scalars satisfying

P∞
t=0 wt+sλ

t
0 ≤ βws, s = 0, 1, . . ., for

some constants λ0 > 0 and β ≥ 1. Then the power se-
ries

P∞
t=0 wtλ

t has its radius of convergence at least λ1 :=
λ0/(1− 1/β), and

∞X
t=0

wtλ
t ≤ βw0

1− (β − 1)(λ/λ0 − 1)
<∞, ∀ λ ∈ [λ0, λ1).

Lemma 3 can be used to prove the following estimate [7].
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1

λ∗ λ

1/gλ

1 − λ · maxi∈M ‖Ai‖2

0

1 − λ/λ∗

(λ, 1/gλ)

λ/(1 − 1/gλ)

Figure 1: Plot of the function 1/gλ.

Proposition 3. λ/(1 − 1/gλ) is non-decreasing for λ ∈
(0, λ∗), and bounded by λ

1−1/gλ
≤ λ∗, λ ∈ (0, λ∗).

As a consequence, we have the following two results.

Corollary 2. The function 1/gλ defined on [0, λ∗) is
strictly decreasing and Lipschitz continuous with Lipschitz
constant maxi∈M ‖Ai‖2. Moreover, 1/gλ → 0 as λ ↑ λ∗.

Proof. The monotonicity of 1/gλ follows directly from
that of the function gλ, as the latter is strictly increasing
on [0, λ∗). Pick any λ0, λ ∈ (0, λ∗) with λ0 < λ. Then
Proposition 3 implies λ/(1− 1/gλ) ≥ λ0/(1− 1/gλ0); thus

1

gλ
− 1

gλ0

≥ −(λ− λ0)
1− 1/gλ0

λ0
≥ −(λ− λ0) ·max

i∈M
‖Ai‖2,

where the last inequality follows from Lemma 2. Similarly
at λ0 = 0, by Lemma 2, we have 0 ≥ 1/gλ − 1/gλ0 ≥
−(λ − λ0)maxi∈M ‖Ai‖2 for λ ∈ [0, λ∗). This shows that
1/gλ is Lipschitz continuous on [0, λ∗) with Lipschitz con-
stant maxi∈M ‖Ai‖2. Finally, since by Proposition 3, 0 ≤
1/gλ ≤ 1 − λ/λ∗ for λ ∈ (0, λ∗), letting λ ↑ λ∗, we have
0 ≤ limλ↑λ∗ 1/gλ ≤ 0, i.e., limλ↑λ∗ 1/gλ = 0.

Shown in Figure 1 is the plot (in solid line) of a general
1/gλ as a function of λ. By the above results, the graph of
1/gλ is sandwiched between those of two linear functions:
1 − λ maxi∈M ‖Ai‖2 from the left and 1 − λ/λ∗ from the
right. In addition, given any λ ∈ (0, λ∗), the ray (middle
dashed line in Figure 1) emitting from the point (0, 1) and
passing through (λ, 1/gλ) intersects the λ-axis at the point
( λ
1−1/gλ

, 0) that moves monotonically to the right towards

(λ∗, 0) as λ increases by Proposition 3. i.e., the ray rotates
around its starting point (1, 0) counterclockwise monotoni-
cally. In particular, if gλ0 is known for some λ0 ∈ [0, λ∗),
then a lower bound of λ∗ is given by λ∗ ≥ λ0/(1− 1/gλ0).

Corollary 3. The function gλ for λ ∈ [0, λ∗) is contin-
uous, strictly increasing, with gλ → +∞ as λ ↑ λ∗. Thus,
Gλ∗(z) has infinite value at some z ∈ Rn.

Corollary 3 implies that, as λ increases, λ∗ is indeed the first
value at which Gλ(·) starts to have infinite values.

3.5 Norms Induced by Finite Gλ(z)

As an immediate result of Proposition 1, for λ ∈ [0, λ∗),p
Gλ(z) is finite, sub-additive, and homogeneous of degree

one; thus it defines a norm on the vector space Rn:

‖z‖Gλ :=
p
Gλ(z), ∀z ∈ R

n.
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Figure 2: Unit balls of ‖ · ‖Gλ for the SLS (4).

This family of norms ‖·‖Gλ is increasing in λ, or equivalently,
the corresponding unit balls shrink as λ increases. See Fig. 2
for the plots of such unit balls for the SLS (4) in Example 1.

The norm ‖ · ‖Gλ induces a matrix norm as: ‖A‖Gλ :=
supz �=0 ‖Az‖Gλ/‖z‖Gλ , ∀A ∈ Rn×n.

Proposition 4. Let ‖ · ‖Gλ be the norm defined above
with respect to the SLS (1) for λ ∈ [0, λ∗). Then,

max
i∈M
‖Ai‖Gλ =

r
dλ

1 + λdλ
, (6)

where dλ := sup‖z‖=1, i∈MGλ(Aiz), 0 ≤ λ < λ∗.

Proof. For any i ∈ M, by the Bellman equation,

‖Ai‖2Gλ
= sup

z �=0

‖Aiz‖2Gλ

‖z‖2Gλ

= sup
z �=0

Gλ(Aiz)

Gλ(z)

= sup
z �=0

Gλ(Aiz)

‖z‖2 + λ ·maxj∈MGλ(Ajz)
.

As a result,

max
i∈M
‖Ai‖2Gλ

= max
i∈M

sup
z �=0

Gλ(Aiz)

‖z‖2 + λ ·maxj∈MGλ(Ajz)

= sup
z �=0

maxi∈MGλ(Aiz)

‖z‖2 + λ ·maxj∈MGλ(Ajz)

= sup
z �=0

maxi∈MGλ(Aiz/‖z‖)
1 + λ ·maxi∈MGλ(Aiz/‖z‖)

= sup
‖z‖=1

maxi∈MGλ(Aiz)

1 + λ ·maxi∈MGλ(Aiz)

=
sup‖z‖=1, i∈MGλ(Aiz)

1 + λ · sup‖z‖=1, i∈MGλ(Aiz)
.

In the last step, we have used the fact that x/(1 + λx) is
continuous and increasing in x for any λ ≥ 0.

Lemma 4. As λ ↑ λ∗, dλ increases to +∞.

Proof. Obviously dλ is non-decreasing in λ. By Corol-
lary 3, gλ increases to ∞ as λ ↑ λ∗. Thus given any M > 0,
there is a δ > 0 such that gλ > M for all λ ∈ (λ∗−δ, λ∗), i.e.,
Gλ(z) > M for some z ∈ Sn−1. By the Bellman equation,
Gλ(z) = 1 + λ ·maxi∈MGλ(Aiz) ≥M , thus,

max
i∈M

Gλ(Aiz) ≥ (M − 1)/λ ⇒ dλ ≥ M − 1

λ
≥ M − 1

λ∗ .
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As λ ↑ λ∗, M → +∞; thus dλ → +∞ as desired.

By (6) and Lemma 4, limλ↑λ∗ maxi∈M ‖Ai‖Gλ = (λ∗)−1/2.
Hence, for any small ε > 0, we can find a λ < λ∗ such that
maxi∈M ‖Ai‖Gλ ≤ (λ∗)−1/2 + ε, i.e.,

‖Ai‖Gλ ≤ (λ∗)−1/2 + ε, i ∈ M. (7)

Note that this particular norm ‖ · ‖Gλ is equivalent to the
Euclidean norm ‖ · ‖ on Rn: ‖z‖ ≤ ‖z‖Gλ ≤

√
gλ‖z‖, ∀z.

For any trajectory x(t; z, σ) of the SLS, we then have

‖x(t,z, σ)‖ ≤ ‖x(t; z, σ)‖Gλ = ‖Aσ(t−1)x(t− 1; z, σ)‖Gλ

≤ ‖Aσ(t−1)‖Gλ · ‖x(t− 1; z, σ)‖Gλ

≤
h
(λ∗)−1/2 + ε

i
· ‖x(t− 1; z, σ)‖Gλ

≤
h
(λ∗)−1/2 + ε

it

‖z‖Gλ ≤
√
gλ

h
(λ∗)−1/2 + ε

it

‖z‖,
for t = 0, 1, . . .. This yields an upperbound on the expo-
nential growth rate of ‖x(t; z, σ)‖ uniformly over the initial
state z and the switching sequence σ.

Theorem 2. Let λ∗ be the radius of strong convergence
of the SLS. For any ε > 0, we can find λ < λ∗ satisfying (7).
Then for any trajectory x(t; z, σ) of the SLS,

‖x(t; z, σ)‖ ≤ √gλ

h
(λ∗)−1/2 + ε

it

‖z‖.

Remark 1. It can be shown that λ∗ = 1/(ρ∗)2, where ρ∗

is the joint spectral radius of {Ai}i∈M defined as: ρ∗ :=

limk→∞ sup
n
‖Ai1 · · ·Aik‖1/k, i1, . . . , ik ∈ M

o
. Thus The-

orem 2 can be viewed as a counterpart of [16, Prop. 4.17]
derived using the generating functions. As λ ↑ λ∗, the norm
‖ · ‖Gλ approaches extreme norms of {Ai}i∈M ([1, 17]).

3.6 Algorithms for Computing Gλ(z)

We next present some algorithms for computing the finite
strong generating functions and for testing whether a given
SLS is exponentially stable under arbitrary switching.

First note that Gλ(z) as the value function of an infinite
horizon optimal control problem is the limit of the value
functions of a sequence of finite horizon problems with in-
creasing time horizon. Specifically, define for k = 0, 1, . . .

Gk
λ(z) := max

σ

kX
t=0

λt‖x(t; z, σ)‖2, z ∈ R
n. (8)

Here, maximum is used instead of supremum as only the
first k steps of σ affect the summation.

The above defined functions Gk
λ(z) can be computed re-

cursively by: G0
λ(z) = ‖z‖2; and for k = 1, 2, . . .,

Gk
λ(z) = ‖z‖2 + λ ·max

i∈M
Gk−1

λ (Aiz), ∀z ∈ R
n. (9)

Proposition 5. The sequence of functions Gk
λ(z) has the

following properties. Let λ ≥ 0 be arbitrary.

1. (Monotonicity): G0
λ(z) ≤ G1

λ(z) ≤ G2
λ(z) ≤ · · · .

2. (Convergence): limk→∞Gk
λ(z) = Gλ(z) for each z.

3. (Convexity and Sub-Additivity): For k = 0, 1, . . ., both

Gk
λ(z) and

p
Gk

λ(z) are convex and locally Lipschitz
continuous functions on Rn. Moreover, ∀z1, z2 ∈ Rn,q

Gk
λ(z1+2) ≤

q
Gk

λ(z1) +
q
Gk

λ(z2).

Proof. For each z ∈ Rn, let σk be a switching sequence
achieving the maximum in (8). Then,

Gk
λ(z) =

kX
t=0

λt‖x(t; z, σk)‖2 ≤
k+1X
t=0

λt‖x(t; z, σk)‖2

≤ max
σ

k+1X
t=0

λt‖x(t; z, σ)‖2 = Gk+1
λ (z).

Similarly, we can show Gk
λ(z) ≤ Gλ(z). Therefore, we have

limk→∞Gk
λ(z) ≤ Gλ(z). The other direction of the in-

equality can be proved by taking a trajectory x(t; z, σ) that
achieves the supremum in the definition (2) of Gλ(z) and
truncating it over a sufficiently large time horizon [0, k]. The
proof of Property 3 is entirely similar to that of Proposi-
tion 1, hence is omitted. In particular, unlike the Gλ(z)
case, there is no constraint on λ for the continuity of Gk

λ(z)
due to the finite summation in (8).

By the above proposition, approximations of the finite
strong generating function Gλ(z) are provided by Gk

λ(z)
for k large enough, obtained through the iteration proce-
dure (9). However, for numerical implementation, several
issues need to be resolved. First, numerical representations
of Gk

λ(z) have to be found. For instance, one can represent
Gk

λ(z) by its values on sufficiently fine grid points of the unit
sphere Sn−1, with each grid point corresponding to a ray by
the homogeneity of Gk

λ(z). Second, one needs to estimate
the values of Gk

λ(Aiz) at those Aiz not aligned with the grid
points in order to carry out the recursion (9). By writing
such Aiz as a linear combination of nearby grid points and
using the convexity of the function

p
Gk

λ(z), an upper esti-

mate of Gk
λ(Aiz) can be obtained.

Algorithm 1 Computing Gλ(z) on Grid Points of Sn−1

Let S = {zj}Nj=1 be a set of grid points of Sn−1;

Initialize k := 0, and bG0
λ(zj) := 1 for all zj ∈ S ;

repeat
k := k + 1;
for each zj ∈ S do

for each i ∈M do
Find a minimal subset Sij of S whose elements
span a convex cone containing Aizj ;
Write Aizj =

P
z�∈Sij

αij
� z� with αij

� > 0;

Compute gij :=
P

z�∈Sij
αij

�

q bGk−1
λ (z�);

end for
Set bGk

λ(zj) := 1 + λ ·maxi∈M g2
ij ;

end for
until k is large enough

return bGk
λ(·)

The above idea is summarized in Algorithm 1, which is
ideally suited for those SLSs with a large number of subsys-
tems and a low dimensional state space, as its computational
complexity increases linearly with the number m of subsys-
tems but exponentially with state space dimension n. A
similar ray gridding method was used in [18] for computing
polyhedral Lyapunov functions of switched linear systems.

After the completion of Algorithm 1, a sequence of map-

pings bGk
λ : S → R+, k = 0, 1, . . ., will be generated. Using
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Figure 3: Top: Unit balls of ‖ · ‖λ computed by Al-
gorithm 1 for λ = 0.1, 0.2, 0.3, 0.37, 0.38 (inward). Bot-
tom: plot of 1/gλ for the above values of λ.

the convexity of
p
Gk

λ(z), we can easily show (see [7]) that

they provide upperbounds for Gk
λ(z) on S .

Proposition 6. Gk
λ(zj) ≤ bGk

λ(zj), ∀zj ∈ S, ∀k = 0, 1, . . .

By Theorem 1, we have the following stability test.

Corollary 4. A sufficient condition for the SLS to be
exponentially stable under arbitrary switching is that the se-

quence of mappings bGk
1 : S → R+ obtained by Algorithm 1

is uniformly bounded for all k at each grid point in S.
Finally, we remark that by repeatedly applying Algorithm 1

to a sequence of λ whose values increase according to the up-
date rule λnext = λ/(1−1/gλ) (see Figure 1), we can obtain
underestimates of λ∗ with any precision as permitted by the
numerical computation errors.

Example 2. The following example is taken from [2]:

A1 =

»
1 1
0 1

–
, A2 =

»
1 0
1 1

–
.

Algorithm 1 is used to compute the functions Gλ(z) of this
SLS for different values of λ: λ =0.1, 0.2, 0.3, 0.37, and
0.38. The results are shown in Fig. 3, where the unit balls
of the norm ‖ · ‖λ for various λ are plotted in the top figure.
The estimated 1/gλ for different λ is plotted in the bottom
figure which, interestingly, has no discernible difference from
a linear function. This phenomenon may partly explain why
the joint spectral radius in this case can be obtained analyt-

ically as ρ∗ = 1+
√

5
2

[16]; thus λ∗ = 1/(ρ∗)2 � 0.3820.

Example 3. Consider the following SLS in R3:

A1 =

2
40.5 0 −0.7

0 0.3 0
0 −0.4 −0.6

3
5 , A2 =

2
40.5 0 0
0.4 0.2 0.3
0 0 0.3

3
5

A3 =

2
4 0 −1 0

0.9 0.2 0.3
−0.2 0.3 −0.5

3
5 .
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Figure 4: Top: Unit ball of ‖ · ‖1 for the SLS in
Example 3. Bottom: 1/gλ as a function of λ.

Using Algorithm 1 on 752 grid points of the unit sphere S2,
over-estimates of the function Gλ(z) are computed. The unit

ball corresponding to the estimated norm
p
G1(z) is shown

in the top of Fig. 4; and the bottom plots the computed 1/gλ

for λ = 0.2, 0.4, 0.6, 0.8, 1.1. Since gλ at λ = 1.1 is finite,
we must have λ∗ > 1.1, hence the given SLS is exponentially
stable under arbitrary switching. Indeed, an extrapolation
of the function 1/gλ assumes zero value at around 1.1064,
providing an estimate of the λ∗.

4. WEAK GENERATING FUNCTIONS

4.1 Definition and Properties
For each z ∈ Rn, the weak generating function H(·, z) :

R+ → R+ ∪ {+∞} is defined as

H(λ, z) := inf
σ

∞X
t=0

λt‖x(t; z, σ)‖2, ∀λ ≥ 0, (10)

where the infimum is over all switching sequences σ of the
SLS. Then H(λ, z) is monotonically increasing in λ, with
H(0, z) = ‖z‖2 when λ = 0. The threshold

λ∗(z) := sup{λ |H(λ, z) < +∞}
is called the radius of weak convergence of the SLS at z.

For each λ ≥ 0, define the function Hλ : Rn → R+ as

Hλ(z) := H(λ, z), ∀z ∈ R
n. (11)

which is homogeneous of degree two, and H0(z) = ‖z‖2.
Some properties of the function Hλ(z) are listed below.

It is noted that many properties of the strong generating
function Gλ(z) do not have their counterparts for Hλ(z).
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Proposition 7. Hλ(z) has the following properties.

1. (Bellman Equation): For all λ ≥ 0 and all z ∈ Rn, we
have Hλ(z) = ‖z‖2 + λ ·mini∈MHλ(Aiz),

2. (Invariant Subset): For each λ ≥ 0, the set Hλ :=
{z ∈ Rn |Hλ(z) = ∞} is a subset of Rn invariant
under {Ai}i∈M, i.e., AiHλ ⊂ Hλ for all i ∈M.

3. For 0 ≤ λ < 1
mini∈M ‖Ai‖2 , ‖z‖2 ≤ Hλ(z) ≤ c‖z‖2 for

some finite constant c.

Proof. Property 1 can be obtained by applying the dy-
namic programming principle to the optimal control prob-
lem for minimizing the cost function

P∞
t=0 λ

t‖x(t; z, σ)‖2.
Property 2 is an immediate result of Property 1. For Prop-
erty 3, one simply note that, by choosing σ to be the se-
quence σ0 consisting of a single mode i0 (thus with no switch-
ing) where i0 = argmini∈M‖Ai‖, we have ‖x(t; z, σ0)‖2 ≤
(mini∈M ‖Ai‖2)t‖z‖2 for all t = 0, 1, . . ..

Note that Hλ, unlike Gλ, is not a subspace of Rn as it does
not contain the origin. In general, Hλ is the union of a
(possibly infinite) number of rays with the origin excluded.

4.2 Radius of Weak Convergence

Definition 3. The radius of weak convergence for the
SLS (1), denoted by λ∗ ∈ (0,∞], is defined as

λ∗ := sup{λ | there exists a finite constant c

such that Hλ(z) ≤ c‖z‖2, ∀ z ∈ R
n}.

By Proposition 7, we must have λ∗ ≥ 1
mini∈M ‖Ai‖2 . The

value of λ∗ could reach +∞ if, for instance, starting from
any z, there exists at least a switching sequence σ such that
the resulting solution x(t; z, σ) will reach the origin in at
most a finite time T independent of z.

The radius of weak convergence λ∗ plays the same role in
the stability analysis of the SLS under proper switching as
λ∗ plays in the stability under arbitrary switching.

Theorem 3. The SLS is exponentially stable under proper
switching if and only if its radius of weak convergence λ∗ > 1.

Proof. Suppose the SLS is exponentially stable under
proper switching, i.e., there exist constants κ ≥ 1, r ∈ [0, 1)
such that for any z ∈ Rn, there exists a switching sequence
σz such that ‖x(t; z, σz)‖ ≤ κrt‖z‖, t = 0, 1, . . .. Then,

Hλ(z) ≤
∞X

t=0

λt‖x(t; z, σz)‖2 ≤ κ2

1− λr2 ‖z‖
2, ∀z ∈ R

n,

for all λ < r−2. In other words, λ∗ ≥ r−2 > 1.
Conversely, assume λ∗ > 1. Then H1(z) satisfies ‖z‖2 ≤

H1(z) ≤ c‖z‖2 for some finite constant c. Starting from any
z ∈ Rn, let σz be the (possibly multi-valued) state feedback
switching policy determined by

σz := argmini∈MH1(Aiz).

Denote by x(t; z, σz) a solution of the SLS under this state
feedback switching policy. We claim that H1(z) is a Lya-
punov function for x(t; z, σz). Indeed, at time t = 0, z′ :=
x(1, z, σ(z)) satisfies, by the Bellman equation,

H1(z) = ‖z‖2 + min
i∈M

H1(Aiz) = ‖z‖2 +H1(z
′).

1

λ∗ λ

1/hλ

1 − λ · sup‖z‖=1 mini∈M ‖Aiz‖2

0

1 − λ/λ∗

(λ, 1/hλ)

λ/(1 − 1/hλ)

Figure 5: Plot of the function 1/hλ.

In other words, H1(z)−H1(z
′) = ‖z‖2. Similarly,

H1(x(t; z, σz))−H1(x(t+ 1; z, σz)) = ‖x(t; z, σz)‖2,
for all t = 0, 1, . . .. This, together with the fact that ‖z‖2 ≤
H1(z) ≤ c‖z‖2, implies that H1(z) is a Lyapunov function
for the closed-loop solutions under the switching policy σz.
Thus, the SLS is exponentially stable under σz.

Similar to Corollary 1, we can prove the following result.

Corollary 5. Given a SLS with its radius of weak con-
vergence λ∗, for any r > (λ∗)−1/2, there is a constant κr

such that starting from each z ∈ Rn, ‖x(t; z, σz)‖ ≤ κrr
t‖z‖,

t = 0, 1, . . ., for at least some switching sequence σz.

4.3 Quadratic Bounds of Finite Hλ(z)

For each λ ∈ [0, λ∗), define the constant

hλ := sup
‖z‖=1

Hλ(z). (12)

Then hλ is the smallest constant c such that Hλ(z) ≤ c‖z‖2
for all z. Obviously, hλ is nondecreasing in λ, and assumes
the value of 1 at λ = 0.

Similar to Proposition 3 for gλ, using Lemma 3, the fol-
lowing estimate of hλ is proved in [7].

Proposition 8. The function λ/(1−1/hλ) is nondecreas-
ing for λ ∈ (0, λ∗), and bounded by

λ

1− 1/hλ
≤ λ∗, ∀λ ∈ (0, λ∗). (13)

The following result follows directly from Proposition 8.

Corollary 6. For each λ ∈ [0, λ∗), 1/hλ ≤ 1 − λ/λ∗.
As a result, 1/hλ → 0 and hλ →∞ as λ ↑ λ∗,

A counterpart to Lemma 2 for gλ is proved in [7]:

Corollary 7. For any λ ∈ [0, λ∗), we have 1/hλ ≥ 1−
λ · sup‖z‖=1 mini∈M ‖Aiz‖2.

Similar to the proof of Corollary 2, Proposition 8 and
Corollary 7 lead to the following result.

Corollary 8. 1/hλ defined on [0, λ∗) is strictly decreas-
ing and Lipschitz continuous with a Lipschitz constant given
by sup‖z‖=1 mini∈M ‖Aiz‖2. As a result, the function hλ is
strictly increasing and locally Lipschitz continuous on [0, λ∗).
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A general plot of the function 1/hλ for λ ∈ [0, λ∗) is
shown in Figure 5. The function decreases strictly from
1 at λ = 0 to 0 as λ ↑ λ∗. Its graph is sandwiched by
those of two linear functions: 1 − λ/λ∗ from the right, and
1 − λ · sup‖z‖=1 mini∈M ‖Aiz‖2 from the left. Moreover, as
λ increases from 0 towards λ∗, the ray emitting from the
point (1, 0) and passing through the point (λ, 1/hλ) rotates
counterclockwise monotonically; and intersects the λ-axis at
a point whose λ-coordinate, λ/(1− 1/hλ), provides asymp-
totically tight lower bound of λ∗.

4.4 Approximating Finite Hλ(z)

For each λ ∈ [0, λ∗), the function Hλ(z) is finite every-
where on Rn. We next show that it is the limit of a sequence
of functions Hk

λ(z), k = 0, 1, . . ., defined by

Hk
λ(z) := min

σ

kX
t=0

λt‖x(t; z, σ)‖2, ∀z ∈ R
n. (14)

As the value functions of an optimal control problem with
finite horizon, Hk

λ(z) can be computed recursively as follows:
H0

λ(z) = ‖z‖2, ∀z ∈ Rn; and for k = 1, 2, . . .,

Hk
λ(z) = ‖z‖2 + λ · min

i∈M
Hk−1

λ (Aiz), ∀z ∈ R
n.

Equivalently, we can write

Hk
λ(z) = min{zTPz : P ∈ Pk}, ∀z ∈ R

n, (15)

where Pk, k = 0, 1, . . ., is a sequence of sets of positive
definite matrices defined by: P0 = {I}; and for k = 1, 2, . . .,

Pk = {I + λAT
i PAi |P ∈ Pk−1, i ∈ M}. (16)

Proposition 9. Hk
λ(z) has the following properties.

1. (Monotonicity): H0
λ ≤ H1

λ ≤ H2
λ ≤ · · · ≤ Hλ.

2. (Convergence): For λ ∈ [0, λ∗), Hk
λ(z) converges ex-

ponentially fast to Hλ(z) as k→∞: for k = 0, 1, . . .,

|Hk
λ(z)−Hλ(z)| ≤ h2

λ(1− 1/hλ)k+1‖z‖2, ∀z ∈ R
n.

Proof. Fix k ≥ 1. For each z ∈ Rn, let σk be a switching
sequence achieving the minimum in (14). Then,

Hk
λ(z) =

kX
t=0

λt‖x(t; z, σk)‖2 ≥
k−1X
t=0

λt‖x(t; z, σk)‖2

≥ min
σ

k−1X
t=0

λt‖x(t; z, σ)‖2 = Hk−1
λ (z).

Similarly, we have Hk
λ(z) ≤ Hλ(z), proving the monotonic-

ity. Next assume λ ∈ [0, λ∗). Then ‖z‖2 ≤ Hk
λ(z) ≤

Hλ(z) ≤ hλ‖z‖2, ∀z ∈ Rn, k = 0, 1, . . .. For any z ∈ Rn

and k = 0, 1, . . . ,, let σk be a switching sequence so that
x̂(t) := x(t; z, σk) achieves the minimum in (14). For each
s = 0, 1, . . . , k − 1, since x̂(t) is also optimal over the time
horizon s ≤ t ≤ k, we have

Hk−s
λ (x̂(s)) =

k−sX
t=0

λt‖x̂(t+ s)‖2

= ‖x̂(s)‖2 + λ

k−s−1X
t=0

λt‖x̂(t+ s+ 1)‖2

= ‖x̂(s)‖2 + λHk−s−1
λ (x̂(s+ 1)).

Note that ‖x̂(s)‖2 ≥ Hk−s
λ (x̂(s))/hλ. Therefore, the above

equality implies, for s = 0, . . . , k − 1,

Hk−s−1
λ (x̂(s+ 1)) ≤ λ−1(1− 1/hλ)Hk−s

λ (x̂(s)).

Applying this inequality for s = k − 1, k − 2, . . . , 0, we have

‖x̂(k)‖2 = H0
λ(x̂(k)) ≤ λ−1(1− 1/hλ)H1

λ(x̂(k − 1)) ≤ · · ·
≤ λ−k(1− 1/hλ)kHk

λ(z) ≤ λ−khλ(1− 1/hλ)k‖z‖2.
Using this and considering the switching sequence that first
follows σk for k steps and thereafter follows an infinite-
horizon optimal σ∗ starting from the state x̂(k), we obtain

Hλ(z) ≤
kX

t=0

λt‖x̂(t)‖2 +
∞X

t=k+1

λt‖x(t− k; x̂(k), σ∗)‖2

= Hk
λ(z) + λk ˆ

Hλ(x̂(k))− ‖x̂(k)‖2˜
≤ Hk

λ(z) + (hλ − 1)λk‖x̂(k)‖2

≤ Hk
λ(z) + h2

λ(1− 1/hλ)k+1‖z‖2.
AsHk

λ(z) ≤ Hλ(z), this proves the convergence property.

Thus, {Hk
λ(z)}k=0,1,... is a sequence of functions continu-

ous in (λ, z) that converges uniformly on [0, λ0] × Sn−1 to
Hλ(z) for any λ0 ∈ [0, λ∗). Then, Hλ(z) is also continuous
on [0, λ0]× Sn−1, hence on [0, λ∗)× Rn, by its homogeneity
and the arbitrariness of λ0.

Corollary 9. The function Hλ(z) = H(λ, z) is contin-
uous in (λ, z) on [0, λ∗) × Rn. As a result, the function hλ

defined in (12) is continuous on [0, λ∗).

4.5 Relaxation Algorithm for Computing Hλ(z)

By Proposition 9, Hk
λ(z) for large k provide increasingly

accurate estimates of Hλ(z). By (15), to characterize Hk
λ(z),

it suffices to compute the set Pk. To deal with the rapidly
increasing size of Pk as k increases, we introduce the follow-
ing complexity reduction technique. A subset Pε

k ⊂ Pk is
called ε-equivalent to Pk for some ε > 0 if

Hk,ε
λ (z) := min

P∈Pε
k

zTPz ≤ ε‖z‖2 + min
P∈Pk

zTPz, ∀z ∈ R
n.

A sufficient condition for this to hold is that, ∀P ∈ Pk,
P + εIn � P

Q∈Pε
k
αQ · Q for some constants αQ ≥ 0,

∀Q ∈ Pε
k, adding up to 1. This leads to a procedure of

removing matrices from Pk iteratively until a minimal ε-
equivalent subset Pε

k is achieved. By applying this pro-
cedure at each step of the iteration (16), we obtain Algo-
rithm 2, which yields over approximations of Hk

λ(z) for all
k = 0, 1, . . . with uniformly bounded approximation errors
according to Proposition 10 below.

Algorithm 2 Computing Over Approximations of Hk
λ(z).

Initialize k := 0, P̃ε
0 := {In}, and Pε

0 := P̃ε
0 ;

repeat
k := k + 1;
P̃ε

k := {I + λAT
i PAi | i ∈ M, P ∈ Pε

k−1};
Find an ε-equivalent subset Pε

k ⊂ P̃ε
k ;

until k is large enough
return Hk,ε

λ (z) := min{zTPz |P ∈ Pε
k}.
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Figure 6: Plots of 1/hλ for SLS in Example 2 (top)
and Example 3 (bottom).

Proposition 10. For any λ ∈ [0, λ∗) and k = 0, 1, . . .,

Hk
λ(z) ≤ Hk,ε

λ (z) ≤ (1 + ε)Hk
λ(z). (17)

Proof. Let λ ∈ [0, λ∗). We prove (17) by induction. It
is true at k = 0. Assume it holds for k − 1 ≥ 0. Define

H̃k,ε
λ (z) := min

P∈P̃ε
k

zTPz = ‖z‖2 + λ min
i∈M

Hk−1,ε
λ (Aiz).

Then, for any i ∈M, by the induction hypothesis,

H̃k,ε
λ (z) ≤ ‖z‖2 + λHk−1,ε

λ (Aiz)

≤ ‖z‖2 + λ(1 + ε)Hk−1
λ (Aiz).

Since Pε
k is an ε-equivalent subset of P̃ε

k, we then have

Hk,ε
λ (z) ≤ ε‖z‖2 + H̃k,ε

λ (z) ≤ (1 + ε)
h
‖z‖2 + λHk−1

λ (Aiz)
i
.

By the Bellman equation, Hk
λ(z) = ‖z‖2 + λHk−1

λ (Aiz) for
some i ∈ M. Choosing this i in the above inequality implies

Hk,ε
λ (z) ≤ (1 + ε)Hk

λ(z), ∀z ∈ R
n.

That Hk,ε
λ (z) ≥ Hk

λ(z) can also be trivially proved.

Using Algorithm 2, over approximations Hk,ε
λ (z) of Hk

λ(z)
are obtained with arbitrary precisions for large k and small ε.
The estimated 1/hλ as a function of λ is plotted in Figure 6
for the SLS in Example 2 (top) and Example 3 (bottom), re-
spectively. It can be seen that in both cases, 1/hλ decreases
from 1 at λ = 0 to 0 at λ = λ∗ (in the second case, high
computational complexity prevents us from getting accurate
estimates for λ close to λ∗). Another interesting observation
is that in each case 1/hλ is roughly a convex function and
“more curved” than the plots of 1/gλ.

5. CONCLUSION
It is found that the strong generating functions character-

ize the maximum exponential growth rate of the trajectories
of switched linear systems, and as a result yield an effective
stability test of the systems. Similar results are obtained for
the system stability under proper switching using the weak
generating functions. The two types of generating functions
have many desirable properties that make their efficient nu-
merical computations possible.
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ABSTRACT
Analysis of stability and stabilizability of switched linear
systems is a well-researched topic. This article pursues a po-
lar coordinate approach which offers a convenient framework
to analyze second-order continuous time switched linear sys-
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In practical applications, when presented with a collection
of possible linear dynamical systems, one is often faced with
the task of designing a switching controller that will stabi-
lize a trajectory of the system to equilibrium. This is the
problem of stabilizability, which has been explored widely in
the literature [2, 5, 8, 10, 11, 13, 14, 21, 22, 23, 24].

In this paper, we define a switched linear systems as a
hybrid system in which the continuous dynamics are lin-
ear and second-order, and the domains are finite unions of
conic subsets of R2. Transitions between discrete states are
forced when the continuous state reaches one of the linear
guards. We study the problems of stability and stabilizabil-
ity of the equilibria of such systems with a polar coordinate
transformation of the continuous state variables. The use of
polar coordinates allows us to present, for a restricted set
of switched linear systems, necessary and sufficient condi-
tions for global exponential stability of the equilibrium. We
further leverage polar coordinates to present necessary and
sufficient conditions for a collection of unstable linear sys-
tems to be stabilized by a particular form of switching. We
illustrate the application of our approach with an example
motivated by Branicky [1].

1.1 Related Works
The issues addressed in this paper have been explored

before; the contribution of this paper stems from the ap-
plication of the polar coordinate transformation to an un-
derstanding of the problems of stability and stabilizability
of switched linear systems. While uncommon in linear sys-
tem analysis, the use of the polar coordinate transforma-
tion is not without precedent. Huang et. al. [9] leveraged
the polar coordinate transformation to derive conditions for
stability of equilibria in switched linear systems under ar-
bitrary switching signals. In the process, they developed
foundational techniques for analyzing stability of equilibria
in switched linear systems. In this paper, we make explicit
the ability of the polar coordinate transformation of the con-
tinuous dynamics to determine the net change in the radial
component, r, with respect to a given change in angular
component, θ. We extend the results of Huang et. al. and
derive conditions under which a switched linear system with
both stable and unstable subsystem equilibria will have a
stable equilibrium. In addition, we address the problem of
stabilizability, which is unaddressed in [9].

There is an abundance of work on the problems of sta-
bility and stabilizability of switched linear systems in the
Hybrid Systems literature. In the late 1990’s, Liberzon and
Morse [12] presented a succinct description of three core

283



problems: 1) finding conditions to guarantee stability for
arbitrary switching, 2) identifying which switching signals
stabilize a given system, and 3) constructing a stabilizing
switching law for a given system. Other authors (e.g. [5,
14, 16]) separate the problem into, roughly, 1) analyzing
stability for arbitrary or particular switching signals, and
2) analyzing the existence of, and constructing, stabilizing
switching laws, which we refer to as the problems of 1) sta-
bility, and 2) stabilizability.

Stability under arbitrary switching, the problem consid-
ered by Huang et. al. [9], is useful in many contexts, when
switching signals are not known a priori, and are possibly
reactive to environmental stimuli [4]. In this context, a num-
ber of interesting algebraic conditions have been derived,
summarized in [16].

When stability under arbitrary switching cannot be guar-
anteed (e.g. all subsystems are unstable), it is still possible
that there exist switching control laws that will stabilize
the system. The problem of stabilizability of stable and
unstable linear subsystems has been known to be a chal-
lenging problem, and has yielded very slowly to results. It
wasn’t until recently that some necessary and sufficient con-
ditions for stabilizability were introduced [15]. The majority
of authors studying stabilizability of switched linear systems
apply Lyapunov theory, requiring common or multiple Lya-
punov functions [1, 3, 4, 5, 7, 11, 15, 17, 21, 23]. A review
of these approaches can be found in the review paper by
Shorten et. al. [19] or by Decarlo et. al. [5]. The most re-
cent results on the problems of stability and stabilizability of
switched linear systems can be found in review papers [16,
20]. Other work has been invested in efficient methods of
finding Lyapunov functions, which apply Linear Matrix In-
equalities [3, 19], which may be solved efficiently.

Part of the difficulty of studying switched systems is that,
even when all subsystems are stable, particular switching
signals can destabilize the system. Such pernicious effects
of switching are summarized well by Decarlo et. al. [5],
building off of earlier examples by Branicky [1]. Such ex-
amples illustrate that the stabilizing or destabilizing effects
of switching are not intuitive and that they have some de-
pendence on the construction of the switching surfaces, or
equivalently, the domains and guards of the hybrid system.

Here, we depart from the major vein of the literature and
seek conditions for stability and stabilizability of switched
linear systems without applying Lyapunov theory. Instead,
we focus on conditions derived directly from an analysis of
system trajectories in polar coordinates to deal more simply
with the effects of switching.

1.2 Paper Organization
We apply a polar coordinate transformation to the con-

tinuous dynamics of a switched linear system with state-
dependent switching to approach stability analysis and the
problem of stabilizability. In Section 2, we introduce model
of switched linear systems as a special, restricted class of
hybrid systems. We proceed with a polar coordinate trans-
formation and leverage this transformation to explore a few
types of trajectories of switched linear systems which may
converge to the origin. We culminate this section with a
derivation of a number related to system trajectories, called
the stability exponent, which we use to generate conditions
for stability of the equilibrium in switched linear systems.
We further utilize the stability exponent in Section 3 to

design the domains, guards, and edges of a particular, re-
stricted hybrid systems model of a switched linear system to
stabilize the equilibrium. Finally, in Section 4, we present
an application of the stability exponent to a study of the
sensitivity of switched linear systems to perturbations in
switching surfaces. An example motivated by Branicky [1]
illustrates the application of the material presented.

2. PRELIMINARIES
In this section, we define switched linear systems with

state-dependent switching in the context of hybrid systems.
Then, we explore some important properties of the polar
coordinate transformation for the analysis of switched linear
systems.

2.1 Hybrid System Definition
This paper focuses on hybrid systems with second-order

linear dynamics, and with state-dependent switching laws.
These systems are described as follows, and will be referred
to throughout the paper as H:

H = (X ,Q, f, Init,R) (1)

where

X = R+ × [0, 2π)

Q = {1, 2, . . . , k} ⊂ N

f : X ×Q → R
2

Init ⊂ {(x, q) ∈ X ×Q}
R : X ×Q → 2X×Q

The continuous state is x ∈ X ⊂ R2. In Section 2.2, we will
apply a polar coordinate transformation, so the continuous
state may equivalently be represented as (r, θ) ∈ R+×[0, 2π),
with the understanding that θ = 0 is equivalent to θ = 2π.
The discrete state is represented by q ∈ Q. There are k ∈ N

discrete states of the system. The continuous dynamics of
the system are represented by the map f which is of the
form ẋ = Aqx (which we refer to as a linear subsystem of
H), where the discrete state q indexes the particular 2x2
matrix which governs the continuous linear dynamics. It is
assumed that Aq ∈ A = {A1, A2, . . . , Ak} ⊂ R2×2.

The switching laws are determined by the map R, the
reset relation. For this model, the reset relation takes on
a restricted form, and is described in terms of domains,
edges, and guards. The reset relation preserves continuity
of the continuous state but allows switching of the discrete
state. The domains are constructed with finite unions of
non-empty convex conic sets. Consider the partitioning of
the plane into N sets as follows:

dj =
˘
(r, θ) | θ ∈ ˆ

θj−1, θj

˜ ∪ ˆ
π + θj−1, π + θj

˜¯
for j = 1, 2, . . . , N , and θj ∈ [0, π), θN = θ0 + π, and θ0 <
θ1 < . . . < θN . These sets look like those in Figure 1; they
are each the union of two convex conic sets. We refer to
these sets as fundamental domain sets of the hybrid system
H.

The domain, Dq , associated with discrete state q ∈ Q, is
defined as some finite union of sets dj as follows:

Dq =
[

i∈iq

di
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d1

d2

d1

d2

θ = θ0

θ
=
θ 2

Figure 1: Illustration of sets dj that comprise dis-
crete domains

where iq ⊂ {1, 2, . . . , N} ⊂ N lists the indices of the fun-
damental domain sets which comprise the domain of dis-
crete state q. We require that

S
j∈{1,2,...,k}Dj = R2, so

a trajectory of the hybrid system will exist for any initial
condition on the continuous state. The initialization set is
Init := {(x, q) | x ∈ Dq}.

The edges between discrete states are directional and de-
fine possible discrete state transitions. The reset maps main-
tain continuity of the continuous state trajectory of the sys-
tem and are deterministic, so the edges are configured to
allow transitions only between discrete states with adjacent
domains. For these systems, an edge may exist between dis-
crete states qi and qj if Di

TDj �= {0}, the set containing
only the origin. In the case that k > 1, each discrete state
must have at least one inbound edge and one outbound edge
so there always exists a trajectory of the system H for any
initial condition (x0, q0) ∈ Init.

Linear switching surfaces are described as guards of the
form {(r, θ) | θ = θ} ∈ Di

TDj , for i �= j, and force discrete
state transitions when reached. Thus, discrete state transi-
tions occur only on the boundaries of the convex conic sets
di, i = 1, . . . , N , which are lines through the origin. We re-
quire that the system be deterministic, so no two outbound
edges from a given discrete state may share a guard.

Note that a controller generating the discrete state switch-
ing signals would be a state-feedback controller. Similar
state-dependent switching has been thoroughly investigated
in the literature [1, 6, 8, 11, 15, 17, 18, 21, 22, 24]. In this
definition, there are a fixed, finite set of switching surfaces.
This limitation is motivated by real-world switched systems,
in which there are limits on the switching capabilities of the
system. Since physical systems cannot switch infinitely fast
and infinitely often, there is an upper limit on the number
of switches that are possible. Also, note that there are no
continuous control inputs to the system. Control of these
systems is achieved only by the design of switching laws.

Finally, the possibility of sliding modes complicates mat-
ters. Following other works, such as [1, 15], and to simplify
the development, we avoid sliding modes, and require that
only a finite number of discrete state switches may occur in
finite time. Fortunately, one additional restriction on the
form of the reset maps eliminates all possible sliding modes.
Since this condition is more easily discussed after the polar
coordinate transformation, it will be introduced in Section
2.3.

2.2 The Polar Coordinate Transformation
While used infrequently in linear systems theory, there is

a precedent to the use of polar coordinates. The core devel-
opment of this section mirrors that of Huang et. al. [9]. We
repeat the derivation of the polar coordinate representation

of the dynamics of H for clarity, due to differences in no-
tation and to differences in the eventual application of the
material.

For hybrid systems with linear continuous dynamics, the
polar transformation is convenient, due to radial symmetry
of the linear subsystems: for x ∈ Rn, A ∈ Rn×n, and α ∈ R,
ẋ = A(αx) = αAx. That is, the vector field of the contin-
uous dynamics at any point on a line through the origin is
a scaled copy of the vector field at any other point on the
line.

Consider x(t) =
ˆ
x1(t) x2(t)

˜T
, for xi(t) ∈ R, i = 1, 2.

For ease of notation, let x denote x(t). Define the polar
transformation map T (r, θ) : (R+ × [0, 2π))→ R2 as

x1 = r cos θ

x2 = r sin θ

where R+ is the set of nonnegative real numbers, and
[0, 2π) ⊂ R. Thus, applying the transformation to the dy-
namics of x, ẋ = Aqx yields the dynamics for r and θ as
follows: »

ṙ cos θ − r sin θθ̇

ṙ sin θ + r cos θθ̇

–
= rAq

»
cos θ
sin θ

–
(2)

Let ω(θ) =
ˆ

cos θ sin θ
˜T

and γ(θ) =
ˆ − sin θ cos θ

˜T
.

Note that ω(θ) is orthogonal to γ(θ) for all θ, and that each
vector is unit length. Multiplying Equation (2) on the left
by ω(θ)T yields:

1

r
ṙ = ω(θ)TAqω(θ) (3)

Equation (3) yields the proportional dynamics of the state
variable r, where the proportional dynamics of a continuous

state x ∈ Rn are given by ẋ(t)
||x(t)||2 .

Multiplying Equation (2) on the left by γ(θ)T yields:

θ̇ = γ(θ)TAqω(θ) (4)

Note that θ̇ is a function only of θ. Also, note that the
proportional dynamics of r depend only on θ, or equivalently,
the proportional dynamics of r are constant along any given
line through the origin. This is a direct consequence of the
fact that A(αx) = αAx: along a given line through the
origin, the vector field points in the same direction, but the
magnitude of the vector field scales with the distance from
the origin.

For a given discrete state q, let αq(θ) := 1
r

ṙ

θ̇
≡ ω(θ)T Aqω(θ)

γ(θ)T Aqω(θ)
,

which is well-defined only when γ(θ)TAqω(θ) �= 0. Note that
γ(θ)TAqω(θ) = 0 if and only if ω(θ) is an eigenvector of Aq.

Now, note that the proportional dynamics of r(t) are im-
plicitly related to time, through θ(t), which has dynamics in-
dependent from r(t). We seek an expression for r(θ), which
will enable stability analysis for trajectories of the system
without explicitly considering time. Consider a trajectory
of H with initial condition (r0, θ0, q0) ∈ Init, assuming that

θ̇(θ0) �= 0, so αq0(θ0) is well-defined. The discrete state
transitions are labeled so the transitions occur in sequential
order. That is, the system is initialized in q0, and proceeds
to q1, q2, and eventually to qR. The discrete state transition
between qi and qi+1, i = 0, . . . , R−1, is driven by the guard
θ = θi+1. After some time, the continuous state reaches
θ = θR+1, in the domain of discrete state qR.
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Proceeding informally, we assume that θ̇ �= 0 for all time

and that dr/dt
dθ/dt

= dr
dθ

. Thus, we have 1
r

dr
dθ

= αq(θ), for given

θ and q. We then multiply both sides by dθ and integrate,

yielding
R r(θR+1)

r(θ0)

dr(θ)
r(θ)

=
PR

j=0

R θj+1

θj
αqj (θ)dθ. Evaluating

the integral on the left-hand side and solving for r(θR+1)
yields

r(θR+1) = r(θ0) exp
`
Γ(θ0, θR+1,q)

´
(5)

where Γ(θ0, θR+1,q) =
PR

j=0

R θj+1

θj
αqj (θ)dθ is called the

stability exponent of a given trajectory of H with corre-
sponding ordered sequence of discrete states q = (q0, . . . , qR).
This equation is central to the study of stability of equilib-
ria of switched linear systems, and is very similar in form to
Equation (8) presented by Huang et. al. [9].

Note that for the stability exponent to be well-defined, we
require that θ = θR+1 is reachable from the initial condition
(r0, θ0, q0) through the sequence of discrete states q. Figure
2 illustrates a situation in which a given Γ(θ0, θR+1,q) is
not well-defined, when the continuous state approaches an
eigenvector of one of the linear subsystems.

θ = θ0

θ
=
θ 2

q0

q1
θ̇(θ

c)
= 0

Figure 2: Initial condition: (r0, θ0, q0). As t → ∞,
θ → θc, as γ(θc)A1ω(θc) = 0. Γ(θ0, θ2, (q0, q1)) is not
well-defined, as θ > θc is not reachable.

Proposition 1. Given a initial angle θi, final angle θf ,
and a corresponding sequence of discrete states q, r(θf ) <
r(θi) ⇔ Γ(θi, θf , q) < 0. Thus, the sign of the stability
exponent is enough information to determine convergence
or divergence of trajectories with respect to the origin over
a given interval in θ and corresponding sequence of discrete
states q.

Proof. Assume there is some trajectory of H initialized
at θi, which reaches θf in finite time, and has corresponding
sequence of discrete states q. By Equation (5), r(θR+1) =
r(θ0) exp (Γ(θi, θf ,q)). Thus, r(θR+1) < r(θ0) if and only if
exp (Γ(θi, θf ,q)) < 1, or equivalently, Γ(θi, θf ,q) < 0.

2.3 Describing the behavior of H
With the polar coordinate transform introduced, we now

present four additional conditions on H to avoid sliding
modes and to limit the behavior of trajectories of the system
to three simple cases. To avoid sliding modes, we require
that, after a discrete state switch, the continuous state pro-
ceeds to the interior of a fundamental domain set. For this,
we require two conditions. The first requires the dynam-
ics of θ to be non-zero on switching surfaces. The second
requires that the sign of the dynamics of θ cannot change
sign between two adjacent fundamental domains sets. For

some fundamental domain set dj , with boundaries θ = θj

and θ = θj+1,

dj

\
Du = dj ⇒ γ(θi)

TAuω(θi) �= 0 for i = (j, j + 1) (6)

dj

\
Du

\
Dv = {(r, θ) | θ = θ} ⇒

sgn(γ(θ)TAuω(θ)) �= sgn(γ(θ)Avω(θ)) (7)

where sgn(·) is the signum function, which returns −1 for
a negative argument, 0 for an argument of 0, and 1 for a
positive argument.

Next, we require that the interiors of the domains of any
three discrete states intersect only at the origin, or equiv-
alently, that at most two discrete states may incorporate a
given fundamental domain set, dj , in their domains.

u, v, w ∈ Q, u �= v �= w⇒ D0
u

\
D0

v

\
D0

w = {0} (8)

In addition, we require that discrete states with domains
that overlap in the interior of a fundamental domain set have
continuous dynamics that circulate in opposing directions
(θ̇ > 0 is counter-clockwise, and θ̇ < 0 is clockwise):

dj

\
Du

\
Dv = dj ⇒

sgn(γ(θi)
TAuω(θi)) �= sgn(γ(θi)

TAvω(θi)) (9)

for i = (j, j + 1).

Theorem 2. For H with additional assumptions 6,7,8,9,
∃T > 0 such that, after t = T , the trajectory may be

• approaching an eigenvector. Assume that, at t = T ,
the discrete state q = u and (r, θ) ∈ dj ⊂ Du, then
q = u ∀t > T . Further, ∃θc such that {(r, θ) | θ =
θc} ∈ d0

j (the interior of dj) and θ → θc as t → ∞.
Any eigenvector of a subsystem that a trajectory of H
may approach is called an eigenvector of H.

• cyclic. Assume that, at t = T , ∃τ > 0 such that ∀t >
T , ∀m ∈ N, θ(t) = θ(t +mτ ), and for all ϑ ∈ [0, 2π),
∃τ ′ < τ such that θ(t+ τ ′) = ϑ.

• conic. Assume that at t = T , θ(T ) = θj, on the bound-
ary of dj. ∃i �= j such that θi is on the boundary of di

and for all t > T , θ(t) ∈ [θi, θj ]. In addition, ∃τ, τ ′ > 0
such that for all t > T , for all m ∈ N, θ(T +mτ ) = θj

and θ(T +mτ + τ ′) = θi.

Figure 3 illustrates an example conic trajectory. A cyclic
trajectory is analogous to trajectories of planar linear time-
invariant systems with complex eigenvalues.

θ = θi

θ =
θ j t =

T

t = T + τC

Figure 3: A sample“conic”trajectory: The direction
of circulation of the continuous state switches only
at the boundaries, θ = θi and θ = θj.
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Proof. First, for j ∈ {1, . . . , N}, consider an initial con-
dition at t = T , (r0, θ0) ∈ d0

j , and q0 where dj = {(r, θ) | θ ∈
ϑj = [θj , θj+1]} ⊂ Dq0 , where θj < θj+1. Suppose ∃θc ∈ ϑ0

j

such that γ(θc)
TAq0ω(θc) = 0, implying that ω(θc) is an

eigenvector of Aq0 . If θ0 = θc, then θ(t) → θc as t → ∞,
since θ(t) = θc for all time. So, the trajectory approaches an
eigenvector, and no discrete-state switches occur. Suppose
instead, w.l.o.g. that θ0 < θc and that γ(θ0)

TAq0ω(θ0) > 0.
Since γ(θ)TAq0ω(θ) is a continuous function of θ, and trajec-
tories of linear systems are unique, �t > T such that θ = θc.
Because ∀t > T, θ̇(t) > 0, as t → ∞, θ(t) → θc, and there-
fore the trajectory approaches an eigenvector of Aq0 . Since
the line θ = θc is in the interior of dj , and switches of H only
occur on the boundaries, no discrete state switches occur for
all time. Next, note that there may be two eigenvectors of
Aq0 , so there may be θc1 , θc2 ∈ ϑ0

j such that for i = 1, 2,

γ(θci)
TAq0ω(θci) = 0. The remaining case for trajecto-

ries starting in the interior of dj is if we assume, w.l.o.g.,
that θc2 > θc1 > θ0 and that γ(θ0)

TAq0ω(θ0) < 0. Now,
∀θ ∈ [θ0, θj ], γ(θ)

TAq0ω(θ) < 0, so in finite time, θ = θj ,
and a discrete-state switch is triggered by a guard.

Assume that the discrete state switch occurs at time t = τ .
Now, we may apply Conditions (6) and (7) to ensure that

∃ε > 0 such that ∀0 < δ < ε, θ(τ + δ) ∈ ϑ0
j (if θ̇ changed

sign) or θ(τ + δ) ∈ ϑ0
j−1 (otherwise). Once in the interior

of a fundamental domain set, by the argument above, the
continuous trajectory either approaches an eigenvector, or
reaches a boundary of either dj or dj−1 in finite time.

Now, consider an initial condition at time t = T such
that θ0 = θj . For the remainder of the proof, assume that,
∀t > T , �θc such that θ → θc as t → ∞. Then, in some
finite time τ , assume w.l.o.g. that θ(T + τ ) = θj+1. Note
that the time τ (called the traversal time) is constant for all
initial r0 on the line θ = θj .

Then, assume that after time t = T , every discrete state
transition preserves the sign of θ̇, and that θ(T ) = θj , on
the boundary of dj , and the discrete state is q0. Thus, for

c > 0 and c′ < 0 ∀t > T , either θ̇(t) > c or θ̇(t) < c′.
Then, in some finite time τ > 0, θ(T + τ ) = θ(T ). In this
finite time, the discrete state follows some sequence q =
(q0, q1, . . . , qN ). By Conditions (8) and (9), we guarantee
that at time T + τ , the discrete state is once again q0, after
the continuous state has traversed ϑ ∈ [0, 2π). Further,
since the traversal time is independent of r, in time τ the
discrete state follows sequence q and the continuous state
returns once again to the line θ = θj . Thus, ∃τ > 0 such
that ∀t > T, ∀m ∈ N θ(t) = θ(t+mτ ), so the trajectory is
cyclic.

Finally, assume �t > 0 such that every discrete state tran-
sition preserves the sign of θ̇(t). Assume that at some t =
T > 0, θ(T ) = θj , at the boundary of dj . Assume ∃ε, ε′ > 0
such that ∀0 < δ < ε and ∀0 < δ′ < ε′, θ(T − δ) ∈ ϑ0

j and

θ(T + δ′) ∈ ϑ0
j . Thus, the dynamics of θ change sign at ε.

Since the dynamics of θ must change sign again, ∃θi at the
boundary of di such that ∃τ ′ > 0 such that θ(T + τ ′) = θi

and ∃ε, ε′ > 0 such that ∀δ, δ′ such that 0 < δ < ε and
0 < δ′ < ε′, θ(T + τ ′ − δ) ∈ ϑ0

i and θ(T + τ ′ + δ′) ∈ ϑ0
i . As-

sume that ∃ν > 0 such that θ(T+τ ′+ν) = θj . Let τ ′+ν = τ .
Then, by Conditions (8) and (9), ∀m ∈ N, θ(T +mτ ) = θj .
Further, ∀t > T , θ(t) ∈ [θi, θj ], and θ(T + mτ + τ ′) = θi.
Thus, any trajectory that does not approach an eigenvector
and is not cyclic is conic.

2.4 Stability Criteria
While the majority of stability and stabilizability analysis

focuses on Lyapunov methods, we take an alternative ap-
proach, and utilize the stability exponent. For what follows,
we refer to systems H with cyclic trajectories as having a
cyclic switching law, while systems with conic trajectories
are said to have a conic switching law.

Given a system with a conic switching law, we know that
for some initial conditions, and for some T > 0, ∀t > T ,
θ(t) ∈ C = [θi, θj ] ⊂ [0, 2π]. Given Conditions (8) and (9),
a trajectory initialized at θi will proceed counter-clockwise
from θi to θj following discrete state sequence q, then pro-
ceed clockwise from θj to θi following discrete state sequence

q′, and repeat for all time. Since ∀t > 0, θ̇(t) �= 0, we may
consider the fundamental stability exponent of this class of
conic trajectories:

ΓC = Γ(θi, θj ,q) + Γ(θj , θi,q
′)

In the case that H has a cyclic switching law, we may
guarantee that for some T > 0, the continuous state returns
to the line θ(T ) = θ with period τ for all t > T , and will
follow a fixed sequence of discrete states, q, within each pe-
riod. The fundamental stability exponent of a cyclic system
is

sgn(θ̇)Γ(θi, θi + 2π,q)

for any θi ∈ [0, 2π), and for the corresponding sequence of

discrete states, q, where sgn(θ̇) indicates the direction of
circulation of the cyclic trajectory.

Utilizing the definitions of fundamental stability expo-
nents, it is now possible to introduce stability theorems.
Consider first the case where the system has at least one
conic switching law region C or trajectory which approaches
an eigenvector.

Theorem 3. Given a system H with Conditions (6), (7),
(8), and (9), with p ∈ N distinct conic switching law regions
Ci. The origin of H is globally exponentially stable if and
only if ∀i = 1, . . . , p, ΓCi < 0 and every eigenvector of H
has a corresponding real valued negative eigenvalue.

Proof. We show this first in the forward direction. By
Theorem 2, for systemsH that do not have a cyclic switching
law, for any initial condition (r0, θ0, q0) ∈ Init, trajectories
will either approach an eigenvector or enter one of the p pos-
itively invariant conic switching law regions Ci in finite time.
Assume the trajectory approaches an eigenvector of discrete
state q, in some set dj = {(r, θ) | θ ∈ ϑj = [θj , θj+1]}.
By our assumption, ∃θc ∈ ϑ0

j such that Aqω(θc) = λω(θc),

where λ < 0. Consider 1
r
ṙ(θ) = ω(θ)TAqω(θ). Note that

ω(θc) is orthogonal to γ(θc), and make a basis for R2. Thus,
∃β1, β2 ∈ R such that β2

1 + β2
2 = 1 and ω(θ) = β1ω(θc) +

β2γ(θc). Therefore, ω(θ)TAqω(θ) = β2
1λ + β2

2 . As θ → θc,
β1 → 1 and β2 → 0, so ∃T > 0, c < 0 such that ∀t > T ,
ṙ
r
≤ c, implying that r(t) ≤ r(T )ect for all t > T , so the

trajectory is exponentially stable.
Next, assume that the trajectory enters one of the posi-

tively invariant conic switching law regions Ci = [θu, θv ] at
some time T > 0. Thus, θ(T ) = θu. Then, assume that
ΓCi = c < 0. By Equation (5), and the definition of a conic
trajectory, r(T + τ ) = r(T )ec. Note that r(T + kτ ) = r(T +
(k− 1)τ )ec for all integers m > 1, so r(T +mτ ) = r(T )emc.
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As t → ∞, m → ∞, and r(T +mτ ) → 0, so the trajectory
is exponentially stable.

Now, we prove the necessity of the stated conditions. As-
sume that the origin is globally exponentially stable. As-
sume that a given trajectory approaches an eigenvector of
Aq, ω(θc). We note that, if Aqω(θc) = λω(θc) where λ > 0,
any trajectory initialized at θ = θc in discrete state q will
diverge exponentially, a contradiction. Next, assume that
at time t = T , a given trajectory hits the boundary of a
conic switching region, Ci. Assume that Γ(Ci) = c ≥ 0.
Then, by Equation (5), r(T + τ ) = r(T )ec. Again, note that
r(T +mτ ) = r(T )emc for all m ∈ N. Note that, as t → ∞,
and therefore m → ∞, r(T + mτ ) � 0, contradicting the
assumption that the origin of the system is exponentially
stable.

Next, we propose conditions for stability of the origin for
cyclic systems H.

Theorem 4. Given a cyclic system H with Conditions
(6), (7), (8), and (9). Then, the origin of H is globally
exponentially stable if and only if for any θ = θi, and corre-
sponding sequence of discrete states q,

sgn(θ̇)Γ(θi, θi + 2π,q) < 0

Proof. By our assumption that any trajectory of the
system is cyclic, we know ∃T > 0, τ > 0 such that for all
t > T , θ(t) = θ(t+ τ ).

Next, assume that, for any θi such that θ(T ) = θi and
θ(T + τ ) = θi, Γ(θi, θi + 2π,q) = c < 0. By Equation
(5), we note that r(T + τ ) = r(T )ec, and for all m ∈ N,
r(T + mτ ) = r(T )emc. As t → ∞, m → ∞, and r(T +
mτ ) → 0. Further, since the continuous state trajectory is
continuous, ∃β > 0 such that ∀t ∈ [T, T + τ ], r(t) < βr(T ).
Also, ∀t ∈ [mT,mT + τ ], r(t) < βr(mT ). Therefore, the
trajectory converges to the origin exponentially. Then, we
assume that the origin of H is globally exponentially stable.
Since the system has a cyclic switching law, after some time
T > 0, we can guarantee that ∀t > T , θ(t + τ ) = θ(t). For
a given θi, we can guarantee that the discrete state follows
sequence q. To show necessity, we derive a contradiction.
Assume that, for some θi, Γ(θi, θi + 2π,q) = c ≥ 0. This
implies that r(T +mτ ) = r(T )emc. As t→∞, m→∞, and
r(T + mτ ) � 0, so the origin is not globally exponentially
stable, which is a contradiction.

3. STABILIZING SWITCHING LAWS
In this section, we apply the stability results of the pre-

vious section to the problem of stabilizability. For hybrid
systems H with the addition of Conditions (6), (7), (8), and
(9), the problem of stabilizability is equivalent to deciding,
for a given collection of discrete states Q with corresponding
linear dynamics ẋ = Aix with Ai ∈ A = {A1, A2, . . . , Ak},
if the domains and reset map can be designed, in such a way
that the origin of H is globally exponentially stable. Triv-
ially, if any of the linear subsystems, say Aj , has an exponen-
tially stable equilibrium, then we may let Dj = R2, making
trajectories of H equivalent to trajectories of ẋ = Ajx, and
the system is globally exponentially stable. So, we assume
that all linear subsystems have an unstable equilibrium.

We approach the stabilizability problem for cyclic switch-
ing laws constructively, and offer a principled approach to
constructing the domains and reset map ofH. We show that,

if the designed system is not well-defined or is unstable, then
the given collection of linear subsystems is not stabilizable
by the by a system H with Conditions (6), (7), (8), (9), and
a cyclic switching law.

3.1 Constructive Cyclic Stabilizability
Solution

We assume, in this section, that there are no eigenvectors
that are common to all subsystems Ai. If this is the case,
no switching law can be created that would not include an
unstable eigenvector line, implying that there does not exist
a set of domains and a reset map such that the system H is
stable.

With the end-goal of generating a cyclic switching law,
we require that, for all θ, the trajectory circulates either
clockwise (θ̇ < 0) or counter-clockwise (θ̇ > 0). Thus, at
every θ ∈ [0, π), we partition Q into

Qc(θ) = {q | γ(θ)TAqω(θ) < 0}
Qcc(θ) = {q | γ(θ)TAqω(θ) > 0}
Q0(θ) = {q | γ(θ)TAqω(θ) = 0}

The former two sets represent the set of discrete states
with continuous dynamics which circulate clockwise and coun-
terclockwise, respectively. The latter set represents the set
of discrete states, q, such that ω(θ) is an eigenvector of Aq.
Note that, ∀θ Qc(θ)

S
Qcc(θ)

S
Q0(θ) = Q. With this par-

titioning, we introduce the following two piecewise-constant
functions:

q∗c (θ) = arg maxq∈Qc(θ) {αq(θ)}
q∗cc(θ) = arg minq∈Qcc(θ) {αq(θ)} (10)

Note that αq(θ) = αq(θ + π), as A(α)x = αAx for A ∈
R2×2 and x ∈ R2. This selection law enables direct con-
struction of the fundamental domain sets, dj , j = 1, . . . , N
that have the form described in Equation (1), for two sys-
tems Hc and Hcc. When a single discrete state, qi is chosen
for an interval θ ∈ [θ0, θf ), what results is a fundamental
domain set dj = {(r, θ) | θ ∈ [θ0, θf )

S
[θ0 + π, θf + π)} for

some j, which contributes to the set Di. However, to design
a well-defined system H, we must verify is that this selection
rule will create non-empty fundamental domain sets.

Lemma 5. Given a set of fundamental domain sets dj,
j = 1, . . . , N , designed by point-wise selection of discrete
states at each θ according to decision rule (10). Then, for
j = 1, . . . , N , dj is non-empty.

Proof. We seek to analyze properties of a collection of

functions αq(θ) =
ω(θ)T Aqω(θ)

γ(θ)T Aqω(θ)
for q = 1, . . . , k, which are

well-defined when γ(θ)TAqω(θ) �= 0. Rather than consider
the trigonometric functions ω(θ) and γ(θ) over the inter-

val [0, π/2), we consider instead ω̂(ξ) =
ˆ

1− ξ ξ
˜T

and

γ̂(ξ) =
ˆ −ξ 1− ξ ˜

for ξ ∈ [0, 1]. Note that, if we scale

ω̂(ξ) and γ̂(ξ) by a ξ-dependent factor β(ξ) = 1√
ξ2+(1−ξ)2

,

each vector becomes unit length for all ξ. Thus, ω(θ) =
β(ξ)ω̂(ξ), and γ(θ) = β(ξ)γ̂(ξ), for sin θ = ξ√

ξ2+(1−ξ)2
. This

is illustrated in Figure 4. Thus, αq(ξ) =
ω̂(ξ)T Aqω̂(ξ)

γ̂(ξ)T Aqω̂(ξ)
.

Note that αq(ξ) is a (not necessarily proper) rational func-
tion, where the numerator and the denominator are both
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quadratic in ξ:

a11 + ξ(−2a11 + a12 + a21) + ξ2(a11 + a22 − a12 − a21)

a21 + ξ(−a11 − a21 + a22) + ξ2(a11 − a12 + a21 − a22)
=

=
Nq(ξ)

Dq(ξ)

where Aq =

»
a11 a12

a21 a22

–
.

We seek to find a q ∈ Qc or Qcc to maximize αq(ξ) for
given ξ, which may be determined by pairwise comparisons
between αi(θ) and αj(θ) for i �= j. Pairwise comparison
may be achieved by checking the sign of αi(θ)−αj(θ). The
difference between two rational functions is also a rational
function: N1(ξ)

D1(ξ)
−N2(ξ)

D2(ξ)
= N1(ξ)D2(ξ)−N2(ξ)D1(ξ)

D1(ξ)D2(ξ)
. In this case,

the numerator and denominator of this rational function are
at most fourth-order polynomials in ξ. This rational func-
tion may change sign only around poles and zeros. Since
there are a finite number of poles and zeros of a rational
function, and there are a finite number of discrete states,
there are a finite number of points of discontinuity in the
decision rule of Equation (10). Since a continuous interval
exists between any finite set of distinct points on a line, the
fundamental domain sets designed by Equation (10) will be
non-empty conic sets.

ω(θ)

ω̂(
ξ)

β(
ξ)
ω̂(
ξ)

Figure 4: Simplifying re-parameterization for proof
of Lemma 5

Thus, the decision rule described in Equation (10) will de-
sign the domains for two hybrid systems, Hc and Hcc, which
automatically satisfy Conditions (7), (8), and (9). However,

it is not guaranteed that
Sk

i=1Di = R2 for either Hc or Hcc.

Theorem 6. Either Hc or Hcc is well-defined and expo-
nentially stable if and only if the collection of linear subsys-
tems described by the set A = {A1, . . . , An} are stabilizable
with a cyclic switching law.

Proof. Suppose that q∗c (θ) is not defined for some θ ∈
[0, π). This happens if and only if

Sk
i=1Di �= R2, meaning

that the hybrid system Hc is not well-defined. q∗c (θ) is not
defined at a given θ if and only if ∃θ∀q ∈ {1, . . . , k} such
that γ(θ)TAqω(θ) ≥ 0. By the definition of cyclic switching
laws, this implies that the system is not stabilizable by a
clockwise circulating cyclic switching law.

Suppose instead that q∗c (θ) is defined for all θ ∈ [0, π).
Thus, Condition (6) is automatically satisfied, and Hc is
cyclic. Assume that the equilibrium of Hc is globally expo-
nentially stable. The obvious implication is that the col-
lection of linear subsystems A is stabilizable by a clock-
wise cyclic switching law. If, instead, the equilibrium of
Hc is not globally exponentially stable, then by Theorem
4, Γ(2π, 0,q) ≥ 0 for the appropriate sequence of discrete
states q, which is determined by q∗c (θ). Consider an alter-
native sequence of discrete states q′ = {q′0, q′1, . . . , q′N} �= q.

By the pointwise maximization rule of Equation (10), we
have

Γ(2π, 0,q) =
NX

i=1

Z θi

θi−1

αqi(θ)dθ

≤
NX

i=1

Z θi

θi−1

αq′
i
(θ)dθ

≤ Γ(2π, 0,q′)

Thus, the stability exponent is minimized over all possible
cyclic systems generated from A. By Theorem 4, a cyclic
trajectory is exponentially stable if and only if the corre-
sponding stability exponent is negative, so there does not
exist a clockwise cyclic switching law to stabilize the sys-
tem if Hc is not exponentially stable. The same argument
applies for counter-clockwise cyclic switching laws.

4. SENSITIVITY TO PERTURBATIONS IN
SWITCHING LAW

Previously, we determined that the sign of the stability
exponent indicates whether or not a given trajectory con-
verges to an equilibrium. The magnitude of the stability
exponent provides useful information, too. While yielding
some insight about the rate of convergence of the trajectory,
the stability exponent permits analysis of the sensitivity of
the stability of the equilibrium with respect to perturbations
in the switching law. While sensitivity analysis can be per-
formed using standard methods [8, 18, 23], this approach
offers an interesting alternative.

Consider a given hybrid system H of the form of Equa-
tion (1), with Conditions (6), (7), (8), and (9), which has
guards at lines θ = θi for i = 1, . . . , N . By Theorem 4, if
H has a cyclic switching law and the equilibrium is globally
exponentially stable, the fundamental stability exponent for
a cyclic trajectory will be negative. If the system H has a
conic switching law, by Theorem 3, the fundamental stabil-
ity exponent of any positively invariant set Ci will be neg-
ative. However, we would like to know how sensitive this
stability is to perturbations in the switching law. Switches,
in general, don’t toggle instantaneously. If some configura-
tion relies on very fast and/or precise switching to stabilize
a system, then that configuration is rather tenuous. We
seek to understand conditions when any small change in the
domains and reset maps may effect a large change in the
observed behavior of the system.

Consider rotating the guards and domains of H by some
constant angle φ0 about the origin. For cyclic systems, the
fundamental stability exponent is

Γ(θ0 + φ0, θ0 + φ0 + 2π,q) =
NX

i=1

Z θi+φ0

θi−1+φ0

αi(θ)dθ (11)

We refer to the perturbation of all guards and domains by
the same angle as a zero-order delay perturbation. We as-
sume that φ0 is limited so that the modified system, H′,
has no eigenvector, so the resulting system still has a cyclic
switching law. If this is the case, Equation (11) describes
a continuous function of φ0 over the domain [0, π) (or some
subset of the domain). The extent of φ0 on the interval
[0, π) such that Equation (11) is negative indicates the sen-
sitivity of the stability of the equilibrium to zero-order delay
perturbations.
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We introduce an example to illustrate the application of
the stability exponent. Consider a slight perturbation to a
canonical example which was explored by Branicky [1].

A1 =

»
0.1 1
−10 0.1

–
A2 =

»
0.1 10
−1 0.1

–

Discrete state q1 induces continuous dynamics ẋ = A1x,
and discrete state q2 induces continuous dynamics ẋ = A2x.
While both ẋ = A1x and ẋ = A2x are unstable, it is well
known that there is one configuration of switching surfaces
that is clearly exponentially stable, where the domain of q1
is the union of quadrants 1 and 3 and the domain of q2 is
the union of quadrants 2 and 4. Guards θ = π

2
and θ = 3π

2
force a transition between discrete states q1 and q2. Guards
θ = π and θ = 0 force a transition between discrete states
q2 and q1. However, if the domains of the discrete states are
interchanged, the equilibrium of the hybrid system becomes
unstable. This exchange of domains is equivalent to rotating
the switching surfaces by φ0 = π

2
. Note that, for a rotation

of φ0 = π
4
, the system is unstable, though it diverges slowly.

This is illustrated in Figure 5.
We can plot the stability exponent of a cyclic system for

various φ0 to determine the sensitivity of the nominal stable
system to zero-order delay perturbations. This is illustrated
in Figure 6. Note that a stability exponent of 0 implies that
the trajectory is periodic. This condition offers insight into
the problem of designing non-linear oscillators from given
linear systems. Given a nominal system H, the trajectories
may be designed to be periodic simply by rotating domains
and guards to zero the stability exponent.

The stability exponent may also be leveraged to consider
first-order delay perturbations, where the angles between
guards change, along with the boundaries of the fundamen-
tal domain sets. A first-order perturbation of the guard θ0
and associated boundary of fundamental domain set d1 gen-
erates the fundamental stability exponent:

Γ(θ0 + φ1, θ0 + φ1 + 2π,q) =

=

Z θ1

θ0+φ1

α1(θ)dθ +
N−1X
i=2

Z θi

θi−1

αi(θ)dθ+

+

Z θN +φ1

θN−1

αN−1(θ)dθ

The sequence of discrete states corresponding to the cyclic
trajectory, q, is assumed to be preserved. Thus, the limits
on φ1 are φ1 ∈ [0, θ1−θ0). Figure 7 illustrates the analysis of
a first-order perturbation of our example. Note that similar
analysis may be pursued for conic switching laws, using the
fundamental stability exponent for a given conic switching
law region.

5. CONCLUSIONS
In this paper, we illustrated the use of polar coordinate

transformations for analyzing hybrid systems with second-
order linear continuous dynamics, and linear discrete-state
switching surfaces. Necessary and sufficient conditions for
stability and stabilizability are introduced for this particu-
lar class of hybrid systems. The approach is illustrated on a
simple example and is further applied to sensitivity analy-
sis of the stability of an equilibrium to perturbations in the
switching law.

stability 
threshold

φ0

(a) (b)

Figure 6: (a): Stability exponent for Branicky’s ex-
ample for various zero-order perturbations. Note
that stability is maintained with respect to zero-
order perturbations almost up to [−π

4
, π

4
]. (b): Ex-

ample trajectory when stability exponent is almost
0, a marginally stable solution.

φ1 = π/4

stability 
threshold

(a) (b)

Figure 7: (a): First-order perturbation example.
Stability preserved under relatively large perturba-
tion. (b): Stability exponent for first-order per-
turbation. Note the stability exponent graph lies
mostly beneath the stability threshold line. This
stability of the equilibrium of this system is not very
sensitive to first-order perturbations.
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ABSTRACT
In this talk I present my own perspective on the beginning (I re-
fer mostly to the period 1988-1998) of hybrid systems research at
the computer science side, focusing on the contributions of the late
Amir Pnueli, mildly annotated with some opinions of mine.
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1. INTRODUCTION
Amir’s contribution to hybrid systems consisted in suggesting

one of the first verification-oriented hybrid system models, in for-
mulating verification problems, in inspiring and encouraging oth-
ers to look at the domain, and in participating in the founding of the
HSCC (Hybrid Systems: Computation and Control) series to which
he gave the name.

I think, however, that his major influence was of a more im-
plicit nature via the impact he had on the design and verification
of discrete reactive systems. His work contributed to bringing veri-
fication closer to other engineering disciplines that share a systems
thinking, abstracting away from the details of programming lan-
guages. As a result, verification was better prepared for the inter-
cultural challenge posed by hybrid systems.

Unlike many computer scientists, Amir came to hybrid systems
with a solid background in continuous mathematics. His PhD the-
sis, under the supervision of Chaim Pekeris, dealt with partial dif-
ferential equations for modeling ocean tides [36]. He remembered
the days when the term hybrid computation referred to a mixture
of digital and analog (differential analyzer) computers, and was
aware of hybrid simulation which meant a blend of continuous and
discrete-event simulation.

2. DISCRETE SYSTEMS
During his post-doc at Stanford, under the influence of Zohar

Manna, Amir reinvented himself into the domain of semantics,

logic and program verification where he made numerous contri-
butions. The most celebrated among them, for which he received
the Turing award in 1996, is the introduction of temporal logic as
a specification language for expressing the acceptable behaviors of
systems [33, 34]. Theoreticians may argue that temporal logic is
nothing but a syntactic sugar for other logics already used in veri-
fication and elsewhere, but that would entirely miss the point. The
impact of introducing temporal logic was in shifting the focus to-
ward the sequential ongoing input-output behavior of a system, the
input-output transducer that it realizes. This was in contrast to the
central activity in program verification at that time which dealt with
the logical description of the function computed upon termination
by a data-rich program, for example, a sorting algorithm.

Later, in collaboration with David Harel who worked part-time
as a consultant in avionics, he coined the term reactive systems [11]
to denote systems whose major functionality is to maintain an on-
going and timely interaction with their external environment, rather
than solving complex but static computational problems. Commu-
nication protocols (hardware and software alike), control systems,
real-time systems, embedded systems, cyber-physical systems are
all, in this sense, instances of reactive systems.

Evaluating a reactive system according to whether the sequences
of states and events it produces satisfy a temporal property brings
verification closer to other engineering disciplines that evaluate the
performance of a system according to some measures on its behav-
iors, that is, the evolution of observable state variables over time.
I believe that this twist in verification, taking it further away from
the syntactic concreteness of software and closer to the abstract no-
tion of a dynamical system paved the way to relating verification to
other domains such as control [22] and optimization [23].

3. TIMED SYSTEMS
Like many others in the 1980s, Amir explored quantitative ex-

tensions of verification methodology, starting with timed systems,
that is, a finer level of abstraction incorporating quantitative metric
time. Amir interacted with numerous researchers working on these
issues through conferences and workshops and later via European
projects. He made extended visits to Stanford where he collabo-
rated with Zohar and his students, most notably Tom Henzinger
and Rajeev Alur. Amir suggested his variants of real-time temporal
logic [35, 12] and a real-time system model, the timed transition
system [15], which was the basis for his hybrid system model.

As it turned out, the less structured timed automaton model [3]
became more popular, partly because its introduction was accom-
panied by a verification algorithm. The real-time temporal logics
that prevailed are MTL [19], developed earlier, and its restriction
MITL [4], for which Amir, very recently, participated in develop-
ing a new translation to timed automata [25]. This work is based
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on the idea of temporal testers that he advocated in the last couple
of years as an alternative to the classical tableau construction.

This is perhaps the place to mention a particular cognitive trait
of Amir. Many researchers need to translate the ideas and mod-
els of others to their own internal language, before being able to
digest them. Perhaps the best analogy is the breaking up of exter-
nal proteins into smaller molecules before synthesizing one’s own
proteins. Amir’s mental digestion capability was remarkable as he
could easily operate within models and notations introduced by oth-
ers. He was very receptive to ideas raised by other people and this
rare capability to listen made him even more popular among those
who felt they have something important to say and sought feed-
back. Needless to say, this practice broadened his horizons even
further.

4. HYBRID SYSTEMS
Amir was aware, of course, of the fact that on the other end of the

reactive system, you find some physical reality, evolving according
to its own rules, interacting with the computer via sensors and ac-
tuators. Hence, when I asked him one day, toward the end of my
thesis, how one can verify that a robot, following some control pro-
gram, behaves correctly in an environment, I was breaking through
a widely open door. We discussed the topic several times and even
wrote a research proposal that did not get through.

The next episode took place in the spring of 1991 when Amir
showed up in Rennes (where I was doing my post-doc) on his way
to an influential workshop in the Netherlands [8], telling me that
he intended to present a hybrid system model in that meeting. His
presentation, which was greeted with enthusiasm by the workshop
participants, played an important role in shaping the computer sci-
ence research on hybrid systems.

Amir’s model, that he called a phase transition system [24], was
essentially a hybrid automaton combining discrete instantaneous
transitions with continuous activities, the latter defined by differ-
ential equations. A lot of effort has been invested in reconciling
the common asynchronous interpretation of concurrency, realized
by the interleaving semantics, with the more synchronous nature
of differential equations. The semantics was defined in terms of
runs that alternate between continuous evolution and discrete tran-
sitions, ranging over a “super-dense” time domain, to accommodate
for several transitions that occur one after the other but at the same
time instant. The paper concluded with a proof rule for invariance,
demonstrated on a cat-and-mouse example, and some thoughts on
the effect of discrete sampling on property satisfaction.

The model shared a lot of features with another paper Amir was
writing in parallel about timed and hybrid StateCharts [17]. It con-
tained additional ingredients taken from the general Manna-Pnueli
framework for verifying concurrent programs [30, 31] such as fair-
ness and justice conditions that, in retrospect, were less urgent in
the hybrid context.

Few months later there were other contributions in this direc-
tion, most notably by Joseph Sifakis and his students and by Tom
Henzinger who started developing an algorithmic approach for the
verification of hybrid automata. Thanks to this interest in hybrid
systems, Joseph offered me to move to Grenoble and contribute to
the emerging field. Meanwhile, a hybrid systems movement, led
mostly by Anil Nerode, started forming in the US, having a first
hybrid system workshop in Cornell followed by a European work-
shop in Lyngby [10] to which my only contribution was the amus-
ing “pamphlet" (as Amir called it) on real-world computations [21].

Around that time there was a general shift in focus from deduc-
tive to algorithmic verification, inspired by the success of model
checking for discrete systems. The decidability results on timed

automata motivated many to develop verification algorithms for
hybrid systems with simple continuous dynamics in each of the
discrete states [32, 2, 13, 1]. Amir participated in proving some
positive and negative results concerning stopwatch automata [18]
which are like timed automata but with clocks that can be stopped
and resumed (such automata can model preemptive schedulers).
Our joint technical contribution to the algorithmic analysis of hy-
brid automata was a paper submitted to CAV’93 in which we proved
decidability of reachability problems for PCD (piecewise-constant
derivatives) systems on the plane. Not much later it was shown that
one cannot go further in this direction as the reachability problem
for PCD systems is undecidable for 3 dimensions (the positive and
negative results are summarized in [7]). Similar limitations of the
algorithmic approach can be found in [14].

Having concluded that these decidability games will not lead us
far in terms of the original motivation, we focused for quite some
time on timed systems. At that period Amir became a frequent
visitor in Grenoble and our collaboration flourished, leading to var-
ious results such as the modeling of asynchronous circuits by timed
automata [27] as well as an algorithm for controller synthesis for
timed automata [29] in which we liberated synthesis from the use of
tree automata (using them in the dense context would have been a
nightmare). The algorithm has been embraced by the control com-
munity [20] and was extended to deal with hybrid systems with
non-trivial continuous dynamics [5] and to solve time-optimal con-
trol problems [6].

In parallel to these scientific activities there were further devel-
opments such as conferences, joint projects, and other political
affairs, culminating in the initiation of the HSCC series in 1998
[16]. Amir’s presence in the steering committee of the conference
contributed a lot to the credibility and popularity of the domain.
He also co-chaired one of the conferences [28] but his own ac-
tive interest in hybrid systems started declining – “the topic is in
good hands” as he would say in his polite and diplomatic manner.
Instead, he preferred to focus on the development of verification
tools and on exploring new horizons in discrete verification, such
as parameterized systems, abstraction, synthesis, compiler valida-
tion and many other topics.

Amir was lucky enough to see, during his lifetime, the adoption
of various variants of temporal logic by the semi-conductor indus-
try. He was particularly amused to observe the old fierce academic
debates, concerning the adequacy of linear-time vs. branching-time
logic, repeat themselves in industrial standardization committees,
this time voiced by representatives of respected companies such
as Intel and IBM. A European project around these specification
languages, entitled property-based system design, gave me the last
opportunity to collaborate with Amir on hybrid matters.

The hybrid niche in this project dealt with the extension of tem-
poral logic to deal with analog signals [26], motivated by simulation-
based verification (monitoring) of analog and mixed-signal circuits.
The use of temporal logic to specify properties of real-valued sig-
nals complements traditional performance measures used in con-
trol, signal processing, robotics, circuit design and computational
biology, which are not as good at specifying the progression of
events in time. The adaptation to the continuous context of Amir’s
major contribution is an ongoing activity [9] that will hopefully
lead to further insights concerning the interaction between discrete
events and continuous change. The proliferation of temporal logic
into such remote territories demonstrates the depth of Amir’s in-
sight and constitutes a prime example for the potential contribution
of computational thinking to numerous scientific and engineering
domains.
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5. AFTERWORD
There is a Hebrew proverb saying roughly that “a stone thrown

by a stupid person into a well will not be found by a thousand wise
men". When the stone is thrown by a wise (and nice) person it can
create and maintain whole scientific communities for lifetimes.

6. REFERENCES
[1] R. Alur, C. Courcoubetis, N. Halbwachs, T.A. Henzinger,

P.-H. Ho, X. Nicollin, A. Olivero, J. Sifakis, and S. Yovine.
The algorithmic analysis of hybrid systems. Theoretical
Computer Science, 138(1):3–34, 1995.

[2] R. Alur, C. Courcoubetis, T.A. Henzinger, and P.-H. Ho.
Hybrid automata: An algorithmic approach to the
specification and verification of hybrid systems. In Grossman
et al. [10], pages 209–229.

[3] R. Alur and D.L. Dill. A theory of timed automata.
Theoretical Computer Science, 126(2):183–235, 1994.

[4] R. Alur, T. Feder, and T.A. Henzinger. The benefits of
relaxing punctuality. J. ACM, 43(1):116–146, 1996.

[5] E. Asarin, O. Bournez, T. Dang, O. Maler, and A. Pnueli.
Effective synthesis of switching controllers for linear
systems. Proceedings of the IEEE, 88(7):1011–1025, 2000.

[6] E. Asarin and O. Maler. As soon as possible: Time optimal
control for timed automata. In HSCC, pages 19–30, 1999.

[7] E. Asarin, O. Maler, and A. Pnueli. Reachability analysis of
dynamical systems having piecewise-constant derivatives.
Theoretical Computer Science, 138(1):35–65, 1995.

[8] J.W. de Bakker, C. Huizing, W.-P. de Roever, and
G. Rozenberg, editors. Real-Time: Theory in Practice,
volume 600 of LNCS. Springer, 1992.

[9] A. Donzé and O. Maler. Robust satisfiability of temporal
logic over real-valued signals. Submitted for publication,
2010.

[10] R.L. Grossman, A. Nerode, A.P. Ravn, and H. Rischel,
editors. Hybrid systems, volume 736 of LNCS. Springer,
1993.

[11] D. Harel and A. Pnueli. On the development of reactive
systems. In K. R. Apt, editor, Logics and Models of
Concurrent Systems, NATO ASI Series, pages 477–498.
Springer-Verlag, 1985.

[12] E. Harel, O. Lichtenstein, and A. Pnueli. Explicit clock
temporal logic. In LICS, pages 402–413, 1990.

[13] T.A. Henzinger, P.-H. Ho, and H. Wong-Toi. Hytech: A
model checker for hybrid systems. In CAV, pages 460–463,
1997.

[14] T.A. Henzinger, P.W. Kopke, A. Puri, and P. Varaiya. What’s
decidable about hybrid automata? In STOC, pages 373–382,
1995.

[15] T.A. Henzinger, Z. Manna, and A. Pnueli. Timed transition
systems. In de Bakker et al. [8], pages 226–251.

[16] T.A. Henzinger and S. Sastry, editors. Hybrid Systems:
Computation and Control, volume 1386 of LNCS. Springer,
1998.

[17] Y. Kesten and A. Pnueli. Timed and hybrid statecharts and
their textual representation. In FTRTFT, pages 591–620,
1992.

[18] Y. Kesten, A. Pnueli, J. Sifakis, and S. Yovine. Integration
graphs: A class of decidable hybrid systems. In Hybrid
Systems, pages 179–208, 1992.

[19] R. Koymans. Specifying real-time properties with metric
temporal logic. Real-Time Systems, 2(4):255–299, 1990.

[20] J. Lygeros, C. Tomlin, and S. Sastry. Controllers for
reachability specifications for hybrid systems. Automatica,
35:349–370, 1999.

[21] O. Maler. Hybrid systems and real-world computations.
Unpublished manuscript, 1992.

[22] O. Maler. Control from computer science. Annual Reviews in
Control, 26(2):175–187, 2002.

[23] O. Maler. On optimal and reasonable control in the presence
of adversaries. Annual Reviews in Control, 31(1):1–15, 2007.

[24] O. Maler, Z. Manna, and A. Pnueli. From timed to hybrid
systems. In de Bakker et al. [8], pages 447–484.

[25] O. Maler, D. Nickovic, and A. Pnueli. From MITL to timed
automata. In FORMATS, pages 274–289, 2006.

[26] O. Maler, D. Nickovic, and A. Pnueli. Checking temporal
properties of discrete, timed and continuous behaviors. In
Pillars of Computer Science, Essays Dedicated to Boris
(Boaz) Trakhtenbrot on the Occasion of His 85th Birthday,
pages 475–505, 2008.

[27] O. Maler and A. Pnueli. Timing analysis of asynchronous
circuits using timed automata. In CHARME, pages 189–205,
1995.

[28] O. Maler and A. Pnueli, editors. Hybrid Systems:
Computation and Control, volume 2623 of LNCS. Springer,
2003.

[29] O. Maler, A. Pnueli, and J. Sifakis. On the synthesis of
discrete controllers for timed systems. In STACS, pages
229–242, 1995.

[30] Z. Manna and A. Pnueli. The Temporal Logic of Reactive
and Concurrent Systems: Specification. Springer-Verlag New
York, 1991.

[31] Z. Manna and A. Pnueli. Temporal Verification of Reactive
Systems: Safety. Springer-Verlag New York, 1995.

[32] X. Nicollin, A. Olivero, J. Sifakis, and S. Yovine. An
approach to the description and analysis of hybrid systems.
In Grossman et al. [10], pages 149–178.

[33] A. Pnueli. The temporal logic of programs. In Proc. 18th
Annual Symposium on Foundations of Computer Science
(FOCS), pages 46–57, 1977.

[34] A. Pnueli. The Temporal Semantics of Concurrent Programs.
Theoretical Computer Science, 13:45–60, 1981.

[35] A. Pnueli and E. Harel. Applications of temporal logic to the
specification of real-time systems. In FTRTFT, pages 84–98,
1988.

[36] A. Pnueli and C.L. Pekeris. Free tidal oscillations in rotating
flat basins of the form of rectangles and of sectors of circles.
Philosophical Transactions of the Royal Society of London.
Series A, Mathematical and Physical Sciences,
263(1138):149–171, 1968.

295



 296

Author Index 

Ames, Aaron D. .......................... 151 
Amin, Saurabh ........................... 161 
Bajcsy, Ruzena ............................ 51 
Bako, Laurent ............................ 141 
Bales, Roger C. .......................... 171 
Baras, John S. ............................. 201 
Bauer, Kerstin .............................. 41 
Bayen, Alexandre M. .................. 161 
Bestavros, Azer .......................... 231 
Bouyer, Patricia ........................... 61 
Chatterjee, Debasish .................. 253 
Clarke, Edmund M...................... 243 
Daafouz, Jamal .......................... 181 
Dang, Thao .................................. 11 
David, Alexandre ......................... 91 
Donkers, M.C.F. ........................ 181 
Dracup, John A. .......................... 171 
Fahrenberg, Uli ............................ 61 
Fainekos, Georgios .................... 211 
Fortes, Jose A. B. ......................... 71 
Gielen, Rob H. ............................ 181 
Girard, Antoine .......................... 111 
Glaser, Steven D. ....................... 171 
Godbehere, Andrew B. ............... 283 
Gonzalez, Humberto .................... 51 
Gupta, Aarti ............................... 211 
Gupta, Vijay ................................. 81 
Heemels, W. P.M.H.............. 31, 181 

Hess, Anne-Kathrin ................... 191 
Hetel, Laurentiu ......................... 181 
Hu, Jianghai ............................... 273 
Imura, Jun-ichi .......................... 121 
Ivančić, Franjo ........................... 211 
Jokić, Andrej ............................. 131 
Kamgarpour, Maryam ................. 51 
Kashima, Kenji .......................... 121 
Kawamura, Yasuyuki ................ 121 
Kerber, Florian ............................ 21 
Kerkez, Branko .......................... 171 
Kfoury, Assaf ............................ 231 
Koutroumpas, Konstantinos ...... 263 
Lapets, Andrei ........................... 231 
Larsen, Kim G. ........................61, 91 
Lazar, Mircea ...............31, 131, 181 
Legay, Axel ................................. 91 
Litrico, Xavier ........................... 161 
Lygeros, John .....................253, 263 
Maler, Oded ..........................11, 293 
Markey, Nicolas .......................... 61 
Murray, Richard M. ................... 101 
Nghiem, Truong ........................ 211 
Niculescu, Silviu ....................... 181 
Nyman, Ulrik ............................... 91 
Ocean, Michael J. ....................... 231 
Olaru, Sorin ............................... 181 
Pappas, George J. ....................... 211 

Petreczky, Mihaly ......................141 
Platzer, André ............................243 
Purkayastha, Punyaslok .............201 
Ramponi, Federico .....................253 
Rantzer, Anders ..........................191 
Rattanatamrong, Prapaporn ..........71 
Sankaranarayanan, Sriram ...211, 221 
Sastry, S. Shankar ......... 51, 161, 283 
Schneider, Klaus ..........................41 
Shen, Jinglai ...............................273 
Sijs, Joris ......................................31 
Summers, Sean ...........................253 
Testylier, Romain .........................11 
Thiagarajan, P. S. ............................1 
Tomlin, Claire J. ..........................51 
Topcu, Ufuk ...............................101 
van de Wouw, Nathan ................181 
van der Schaft, Arjan ...................21 
van Schuppen, Jan H...................141 
Vasudevan, Ram ..........................51 
Wasowski, Andrzej ......................91 
Wendel, Eric D. B.......................151 
Wongpiromsarn, Tichakorn .......101 
Yang, Shaofa ..................................1 
Zhang, Wei .................................273 
Zuliani, Paolo .............................243 

 
 


	Cover
	Title Page
	Publication details
	Preface
	Contents
	HSCC 2010 Organization
	Compositionality and Abstraction
	Succinct Discrete Time Approximations of Distributed Hybrid Automata
	Accurate Hybridization of Nonlinear Systems
	Compositional Analysis for Linear Control Systems

	Hybrid Control Systems
	On Integration of Event-based Estimation and Robust MPC in a Feedback Loop
	From Synchronous Programs to Symbolic Representations of Hybrid Systems
	A Descent Algorithm for the Optimal Control of Constrained Nonlinear Switched Dynamical Systems

	Resource and Scheduling
	Timed Automata with Observers under Energy Constraints
	Real-Time Scheduling of Mixture-of-Experts Systems with Limited Resources
	On a Control Algorithm for Time-varying Processor Availability

	Specification and Control
	Timed I/O Automata: A Complete Specification Theory for Real-time Systems
	Receding Horizon Control for Temporal Logic Specifications
	Synthesis using Approximately Bisimilar Abstractions: State-Feedback Controllers for Safety Specifications

	Identification and Control
	Oscillation Analysis of Linearly Coupled Piecewise Affine Systems
	On Infinity Norms as Lyapunov Functions for Piecewise Affine Systems
	Identifiability of Discrete-Time Linear Switched Systems

	Applications
	Rank Properties of Poincaré Maps for Hybrid Systems with Applications to Bipedal Walking
	Stealthy Deception Attacks on Water SCADA Systems
	A Hybrid System Model of Seasonal Snowpack Water Balance

	Network and Control
	Comparison of Overapproximation Methods for Stability Analysis of Networked Control Systems
	Distributed Kalman Filter Algorithms for Self-localization of Mobile Devices
	Convergence Results for Ant Routing Algorithms via Stochastic Approximation

	Modelling and Analysis
	Monte-Carlo Techniques for Falsification of Temporal Properties of Non-Linear Hybrid Systems
	Automatic Invariant Generation For Hybrid Systems Using Ideal Fixed Points
	Safe Compositional Network Sketches: Formal Framework

	Verification of Stochastic Systems
	Bayesian Statistical Model Checking with Application to Stateflow/Simulink Verification
	On the Connections Between PCTL and Dynamic Programming
	Modeling and Verification of Stochastic Hybrid Systems Using HIOA: A Case Study on DNA Replication

	Switched Linear Systems
	A Generating Function Approach to the Stability of Discrete-Time Switched Linear Systems
	Stabilization of Planar Switched Linear Systems Using Polar Coordinates
	Amir Pnueli and the Dawn of Hybrid Systems

	Author Index


<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.3
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2001
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.3
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2001
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize false
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth 8
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth 8
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.33333
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2003
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2003
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.3
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2001
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.3
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2001
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize false
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth 8
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth 8
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.33333
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2003
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize false
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth 8
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth 8
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.33333
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2003
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /CMYK
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams false
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile ()
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<

    /BGR <>
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /CZE <>
    /DAN <>
    /DEU <>
    /ESP <>
    /ETI <>
    /FRA <>
    /GRE <>

    /HRV (Za stvaranje Adobe PDF dokumenata najpogodnijih za visokokvalitetni ispis prije tiskanja koristite ove postavke.  Stvoreni PDF dokumenti mogu se otvoriti Acrobat i Adobe Reader 5.0 i kasnijim verzijama.)
    /HUN <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /LTH <>
    /LVI <>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /POL <>
    /PTB <>
    /RUM <>
    /RUS <>
    /SKY <>
    /SLV <>
    /SUO <>
    /SVE <>
    /TUR <>
    /UKR <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.3
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2001
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.3
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2001
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize false
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth 8
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth 8
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.33333
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2003
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /CMYK
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams false
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile ()
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<

    /BGR <>
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /CZE <>
    /DAN <>
    /DEU <>
    /ESP <>
    /ETI <>
    /FRA <>
    /GRE <>

    /HRV (Za stvaranje Adobe PDF dokumenata najpogodnijih za visokokvalitetni ispis prije tiskanja koristite ove postavke.  Stvoreni PDF dokumenti mogu se otvoriti Acrobat i Adobe Reader 5.0 i kasnijim verzijama.)
    /HUN <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /LTH <>
    /LVI <>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /POL <>
    /PTB <>
    /RUM <>
    /RUS <>
    /SKY <>
    /SLV <>
    /SUO <>
    /SVE <>
    /TUR <>
    /UKR <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.3
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /PDFX1a:2001
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.4
  /CompressObjects /Tags
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /CMYK
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams false
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments true
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile ()
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create Adobe PDF documents best suited for high-quality prepress printing.  Created PDF documents can be opened with Acrobat and Adobe Reader 5.0 and later.)
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [612.000 792.000]
>> setpagedevice


